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· · · · · · ·UNITED STATES DISTRICT COURT
· · · · · · NORTHERN DISTRICT OF CALIFORNIA
· · · · · · · · · ·OAKLAND DIVISION

NETSKOPE, INC.,· · · · · · · ·)
· · · · · · · · · · · · · · · )
· · · · · Plaintiff,· · · · · )
· · · · · · · · · · · · · · · )
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· · · · · · · · · · · · · · · )
FORTINET, INC.,· · · · · · · ·)
· · · · · · · · · · · · · · · )
· · · · · Defendant.· · · · · )

· · ·The deposition of AARON D. STRIEGEL, Ph.D., taken

for the purpose of discovery at Notre Dame, Indiana,

commencing at 9:01 a.m. on the 7th day of November,

2025 taken pursuant to notice and pursuant to the

Federal Rules of Civil Procedure for the United States

District Courts pertaining to the taking of depositions

before Trixie L. Schuzer, Certified Shorthand Reporter

and Notary Public appearing remotely via

videoconference.
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· · · · · · · · · ·(Witness sworn.)

WHEREUPON:

· · · · · · · ·AARON D. STRIEGEL, Ph.D.,

called as a witness herein, having been first duly

sworn, was examined and testified as follows:

· · · · · · · · · DIRECT EXAMINATION

BY MR. IWAHASHI:

· · ·Q.· ·Just for the record my name is Ryan Iwahashi.

I work at Gish, PLLC.· I represent the defendant and

counterclaimant, Fortinet, in this case.

· · · · · · Good morning, Dr. Striegel.

· · ·A.· ·Good morning.

· · ·Q.· ·For the record, will you please state and

spell your name?

· · ·A.· ·Sure.· My name is Aaron David Striegel, and

Striegel is S T R I E G E L.

· · ·Q.· ·And where do you live, just city and state is

fine?

· · ·A.· ·Sure.· So I'm doing this deposition from the

University of Notre Dame in Notre Dame, Indiana, in my

office.

· · ·Q.· ·And you've been deposed before; is that

right?

· · ·A.· ·That's correct.

· · ·Q.· ·And about how many times?
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· · ·A.· ·I think it's now in the teens.

· · ·Q.· ·So you know the basics.· I'm just going to go

over a couple different ground rules here.· You

understand that you are under an obligation to tell the

truth under penalty of perjury; is that right?

· · ·A.· ·I do understand that.

· · ·Q.· ·And if you don't understand the question,

please just ask me for clarification.· Otherwise, I'm

going to assume you understand it; is that fair?

· · ·A.· ·I think that's reasonable.

· · ·Q.· ·Is there any reason you are unable to testify

truthfully and accurately today?

· · ·A.· ·No, I don't think so.

· · ·Q.· ·Did you meet with counsel for -- to prepare

for your deposition today?

· · ·A.· ·Yes, I did.

· · ·Q.· ·How many times?

· · ·A.· ·A couple of times.· I don't recall the exact

number, but it was a couple of times, as is typical.

· · ·Q.· ·About how long each time?

· · ·A.· ·I would have to go back to my notes on that,

as it varied a bit.

· · ·Q.· ·More than eight hours total preparing for the

deposition?

· · ·A.· ·I don't think it was more than eight meeting
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with counsel.

· · ·Q.· ·Did you speak with anyone other than counsel

in preparation for your deposition?

· · ·A.· ·To the best of my knowledge, no.

· · ·Q.· ·Okay.· Did you review any documents in

preparation for your deposition today?

· · ·A.· ·I did.

· · ·Q.· ·What documents were those?

· · ·A.· ·I had reviewed my report and its accompanying

materials and the materials cited in my report.

· · ·Q.· ·Did you make any notes during your review?

· · ·A.· ·Yes, I did.

· · ·Q.· ·Do you have any materials in front of you

right now?

· · ·A.· ·I do have my report printed out as a clean

version.

· · ·Q.· ·Is there anyone else in the room with you

right now?

· · ·A.· ·There is not.

· · ·Q.· ·Do you have any other applications open on

your computer right now?

· · ·A.· ·Right now I think I have Slack opened because

I sent a note to my student, and it looks like I

have -- I have GitHub open, which I could close that.

But otherwise, I have just the e-mail client to bring

Page 7

up the link for the Zoom, Zoom, and close out Slack too

and then I have set my computer to "do not disturb".

· · ·Q.· ·Okay.· Great.· If at any point you get any

messages on your computer, will you please let me know?

· · ·A.· ·I will.· I've turned them all off, and I

think they're all blocked when it's on do not disturb,

at least I believe so.

· · ·Q.· ·Okay.· All right.· I understand that you have

a clean copy of your deposition [sic] in front of you.

I'm going to mark that as Exhibit 1, just for the

record.· Feel free to use the clean copy that you have

in front of you or you can use the electronic copy.

Either way is totally fine with me.

· · ·MR. CANAVERA:· For clarity it was his declaration,

right, his claim construction declaration?

· · ·MR. IWAHASHI:· Yeah, the claim construction

declaration.· I've dropped it into the chat.· You're

free to download it and check it out yourself too.

BY THE WITNESS:

· · ·A.· ·It does appear to be the same report that I

have in front of me, Counsel.· So I have just the clean

construction, kind of the core of the report, and not

the appendices printed.

· · ·Q.· ·Thank you for that clarification.· I was

about to ask you to confirm that was indeed your
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declaration here of your report.

· · · · · · When is the last time you read Exhibit 1?

· · ·A.· ·I believe I would have flipped through it

briefly this morning.

· · ·Q.· ·Did you -- Are you aware of any mistakes or

anything you want to correct in your report?

· · ·A.· ·To the best of my knowledge, no.

· · ·Q.· ·And you stand by the opinions therein; is

that right?

· · ·A.· ·I do.

· · ·Q.· ·Are any of your opinions in your report based

on confidential information?

· · ·A.· ·To the best of my knowledge, no.

· · ·Q.· ·Okay.· Did you review any confidential

information in preparing your report?

· · ·A.· ·I don't believe so.

· · ·Q.· ·When were you retained by Netskope?

· · ·MR. CANAVERA:· Object, privileged to the extent

that gets into any -- any retention of Dr. Striegel not

related to this proceeding.

· · · · · Please go ahead.

BY THE WITNESS:

· · ·A.· ·That's a good question.· I don't recall

exactly.· I do know I've been working on this, I

believe, for a couple of months for this -- this
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particular report.

· · ·Q.· ·Have you worked for Netskope before?

· · ·MR. CANAVERA:· Objection; vague.

BY THE WITNESS:

· · ·A.· ·In terms of working for Netskope, I had

worked on this particular matter, but I don't -- I

don't believe I had worked for them beyond this

particular case.

· · ·Q.· ·Were you familiar with Netskope before you

were retained?

· · ·A.· ·I was not familiar with Netskope outside

of -- I believe I had heard of them as one of, kind of,

the vendors in the network security space, but I was

not familiar with what they had offered.

· · ·Q.· ·How much time did you spend preparing your

report?

· · ·A.· ·I don't know that exact tally for sure, and I

would have to go through and check my notes to know.

· · ·Q.· ·Was it more than 80 hours?

· · ·A.· ·I don't believe it would have been more than

80 hours.

· · ·Q.· ·Was it more than 40 hours?

· · ·A.· ·I don't know for sure.· I don't think it was

more than 40 hours.

· · ·Q.· ·Was it more than 30 hours?
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· · ·A.· ·That, I don't know for sure.· I would have to

go and check my notes, but I feel reasonable to say

that it was not greater than 40 or greater than 80.

· · ·Q.· ·Have you spent any time working on this

matter outside of the preparation of this report?

· · ·MR. CANAVERA:· Objection; extent that calls for

any privileged discussions we've had with Dr. Striegel.

· · · · · Please go ahead and answer.

BY THE WITNESS:

· · ·A.· ·Yeah, I don't believe I can answer that

question without disclosing privilege.

· · ·Q.· ·So I'm not asking about content of privileged

discussions.· I'm just wondering if you worked on

anything outside of -- other than this report as part

of this case.

· · ·MR. CANAVERA:· Objection; vague.

BY THE WITNESS:

· · ·A.· ·I guess I'm not quite sure to the extent --

and, again, since I'm not a lawyer, I don't know what

would be within the realm of privileged information or

not.

· · ·Q.· ·You're being compensated for your time in

connection with this matter; is that right?

· · ·A.· ·That is correct.

· · ·Q.· ·And, in fact, your standard hourly rate, I
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would assume?

· · ·A.· ·I believe there is a rate listed in the

report.

· · ·Q.· ·Who wrote this report?

· · ·MR. CANAVERA:· Objection to the extent that calls

for any privileged communications or the content of any

drafts and progress drafts in support.

· · · · · Please do not share that information.

BY THE WITNESS:

· · ·A.· ·So in terms of writing the report, I am the

final authority.· When I go through and submit my

report, I've reviewed it thoroughly.· The report is my

opinion carefully researched by myself, and that is

what I have presented to the Court.

· · ·Q.· ·You did not provide a list of materials

considered with your report; is that right?

· · ·A.· ·I do not recall a specific appendix where I

would have broken that out given that I had listed the

patents, so that I believe would have encompassed what

I would have considered as part of my opinion.

· · ·Q.· ·What else did you consider other than the

patents that you've cited?

· · ·A.· ·As part of my review process, I would have

brought my knowledge that I would have had as a

professor, my general understanding from the field, but
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my report and given its focus was primarily focused on

the patents themselves.

· · ·Q.· ·Did you review any of the documents

incorporated by reference to the patents?

· · ·A.· ·I don't recall reviewing them recently, but I

may have looked through documents incorporated by

reference when reviewing the patents, but I don't

recall it specifically in the -- in the recent month or

so.

· · ·Q.· ·Do any of your opinions rely upon materials

incorporated by reference into the patents?

· · ·A.· ·For this particular report, I do not believe

it relies on those materials.

· · ·Q.· ·Did you review the patent file histories?

· · ·A.· ·I don't recall specifically if I have seen

the patent file histories.

· · ·Q.· ·You don't rely upon the patent file histories

for any of the opinions you render in your report; is

that right?

· · ·A.· ·I do not believe I cite one of the patent

file histories as part of my report.

· · ·Q.· ·Do any of your opinions rely upon the file

histories of any of the patents?

· · ·A.· ·I do not believe that my opinions

specifically rely on file histories for this report.
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· · ·Q.· ·Have you reviewed Netskope's infringement

contentions in this case?

· · ·A.· ·To the extent that I've seen -- knowing which

claims are relevant and which ones are part of the

claim construction process, I don't know if I would say

that I have directly reviewed the particular

infringement claims, but I would have, I guess, seen

them, I guess, indirectly by virtue of what was in

dispute for claim construction.

· · ·Q.· ·Can you explain what you mean by indirectly

there?

· · ·A.· ·Yeah, I realize I probably said that a little

bit inelegantly.· So I guess probably -- Again, I'm not

a lawyer, but I -- I do not recall specifically looking

at a, I guess, infringement.· The infringement charts

as filed are looking at those specific materials.  I

had just focused on the relevant aspects of claim

construction.

· · ·Q.· ·Have you reviewed the IPR petitions filed by

Fortinet on any of these patents?

· · ·A.· ·I do not believe I have seen the IPR

petitions as filed.

· · ·Q.· ·Your CV is Exhibit 1 to your report; is that

right?

· · ·A.· ·That is a good question, Counsel.· I believe
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it's Exhibit A, as part of my report, as listed in

paragraph 18.

· · ·Q.· ·Okay.· And your CV was dated March 6, 2025;

is that right?

· · ·A.· ·I don't have it in front of me, Counsel, so I

would have to take your word on that.

· · ·Q.· ·Is that still the most recent version of your

CV?

· · ·A.· ·I believe since this report has been filed, I

have updated my CV with just general -- general papers

as published but that would have been the relevant CV

when I had filed my report.

· · ·Q.· ·Anything that you've added to your CV since

this report that is directly relevant to your opinions?

· · ·A.· ·I don't -- I don't believe so.

· · ·Q.· ·So have you worked previously on any case

involving Fortinet before?

· · ·A.· ·I have.

· · ·Q.· ·What were those cases?

· · ·A.· ·There is a case that I am currently on that

is InfoExpress versus Fortinet, and I believe there

would have been an IPR filed in that case.· I don't

remember if it was Fortinet or Cisco or Fortinet and

Cisco jointly.· I'm not a lawyer, so I don't know the

specifics if they can go jointly.· I'm currently on
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that case.

· · · · · · I don't recall the exact time frame, but I

believe it would have been maybe 10 -- 10 years ago,

maybe a little bit more, where I had been on a case

between Fortinet and Sophos.· So I believe that case

had involved a suit and countersuit.· I'd like to say a

bit over ten years ago, but I don't recall 100 percent.

· · ·Q.· ·Any other cases that you've worked on

involving Fortinet?

· · ·A.· ·To the best of my knowledge, I believe those

are the only two as far as I know.· Yeah.

· · ·Q.· ·I'm assuming you were adverse to Fortinet in

those cases; is that right?

· · ·A.· ·I would have been adverse to Fortinet in both

of those cases -- well, I guess now encompassing this

one, and this would be the third time.

· · ·Q.· ·Okay.· In your declaration -- or your report,

you address five limitations on five different patents;

is that right?

· · ·A.· ·I believe it would be accurate to say that I

address five particular limitations, if I'm getting the

verbiage right.

· · ·Q.· ·We can go through those quickly.· So in --

starting at around paragraph 37 of your report, you

address the term "subordinate to"; is that right?
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· · ·A.· ·That would be correct, and that would be for

the '710 patent.

· · ·Q.· ·And in -- starting around paragraph 43, you

address the term "principal believing interactions are

with external service"; is that right?

· · ·A.· ·I don't think that paragraph is right,

Counsel.

· · ·Q.· ·Did I say paragraph 53?

· · ·A.· ·I believe you said 43, Counsel.

· · ·Q.· ·Oh, I'm sorry.· Starting around paragraph 52

you address the term "principal believing interactions

are with the external service"; is that right?

· · ·A.· ·I believe that appears to be correct in my

report where I had addressed that term for the '426

patent.

· · ·Q.· ·And starting at around paragraph 67, you

address the term "generic response"; is that right?

· · ·A.· ·I believe that would be correct, but I would

have addressed generic response with regards to the

'936 patent.

· · ·Q.· ·And starting at around paragraph forty -- or

let me start over.

· · · · · · Starting at around paragraph 84, you

address the term "arbitrary member of attributes" for

the '153 patent; is that right?
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· · ·A.· ·I do see that seems to be the case.

· · ·Q.· ·And starting at around paragraph 98, you

address the term "a more reliable OS ID" for this '697

patent; is that right?

· · ·A.· ·I believe the phrase -- and maybe I didn't

hear you, Counsel, correct -- was "a more reliable OS

ID."

· · ·Q.· ·Okay.· So we just ran through five terms for

five different patents that you address in your report,

right?

· · ·A.· ·Correct.· I believe that's the right

nomenclature or phrases that I had addressed this part

of my report.

· · ·Q.· ·And you are not rendering an opinion as to

the proper construction of any other terms; is that

right?

· · ·A.· ·I believe in this report, that would cover

the extent of the terms that I had opined on.

· · ·Q.· ·And you're not offering any other opinions as

to any other terms in this case at this time, right?

· · ·A.· ·At this time this would cover the five terms

that I have addressed as part of my report.

· · ·Q.· ·In paragraph 25, you set forth the level of

skill for a POSITA in this case; is that right?

· · ·A.· ·I believe that would roughly be the -- the
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section where I had addressed it, which was Section 4

in my report.· 24, I presented my understanding, and

then in 25, I had stated my opinion with regards to a

POSITA, P O S I T A, or POSA.

· · ·Q.· ·Do you have a preference as to POSITA or

POSA?

· · ·A.· ·I'm good either way, Counsel.

· · ·Q.· ·You use the same level of skill for all the

patents; is that right?

· · ·A.· ·I believe that would be accurate since I had

broken out the five patents here and it would naturally

follow that I had -- I'm using that same level for a

POSITA.

· · ·Q.· ·Okay.· Why did you use the same level of

scope for all of the patents?

· · ·A.· ·In my opinion, that felt appropriate in terms

of the patents themselves and the general area and

generally kind of the field that the patents are in

what would be typical for a POSITA.

· · ·Q.· ·Did you consider other levels of skill?

· · ·A.· ·I believe I found these levels -- this level

of skill appropriate for a POSITA.

· · ·Q.· ·Would your opinions change if there was no

work experience required?

· · ·A.· ·Perhaps I would have to think through and --
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and reflect a bit to give an appropriate answer on

that.

· · ·Q.· ·So your opinions in this -- in this report

are relying upon that particular level of skill that

you've opined is correct; is that right?

· · ·A.· ·I believe that would provide the foundation

in terms of, say, changing by year or the -- you know,

the particulars I would -- I would have to reflect on

how significant of an impact that would be.

· · ·Q.· ·All right.· Let's talk about the '710 patent.

And for the record, I'm going to just drop it into the

chat so we have it as Exhibit 2.

· · · · · · And, Dr. Striegel, can you just pop that

open, Exhibit 2, and confirm to me that it appears to

be a correct copy of U.S. Patent No. 8,543,710?

· · ·A.· ·This does appear to be a correct copy of

Patent 8, comma, 543,710 B2.

· · ·Q.· ·Great.· And you render an opinion for the

term "subordinate to" in this patent; is that right?

· · ·A.· ·I believe we had discussed that earlier,

Counsel.· That is correct.

· · ·Q.· ·And that is the only term for which you're

rendering an opinion for this patent; is that right?

· · ·A.· ·For the purposes of this report, that would

be the term that I rendered.
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· · ·Q.· ·Is subordinate to a term of art with a

particular meaning in this field?

· · ·MR. CANAVERA:· Objection; vague.

BY THE WITNESS:

· · ·A.· ·I guess I'm not quite following you, Counsel.

There's a -- seem to be with the term of the art, it

feels a little bit legalish, and I don't want to get

too far over my skis on that.

· · ·Q.· ·Does a POSITA need to have read the

specification for the '710 patent to understand when a

network address is subordinate to a network segment?

· · ·MR. CANAVERA:· Objection; incomplete hypothetical.

BY THE WITNESS:

· · ·A.· ·I guess I'm not totally following you,

Counsel.· I guess when I had rendered my opinion, I had

considered that someone would have read the

specification and the claims themselves when arriving

at my conclusions.

· · ·Q.· ·What would you consider to be the relevant

technical field for the '710 patent?

· · ·A.· ·Well, as I described earlier in my report,

talked about how the '710 patent addresses challenges

and network access control systems.

· · ·Q.· ·Okay.

· · ·A.· ·And I further opine with regards to security
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and the rationale for the '710 patent, so I believe I

covered that in my report.

· · ·Q.· ·So the relevant field would be network access

control systems; is that fair?

· · ·A.· ·I think it would depend on what you would

consider to be, kind of, the breadth you're thinking

about with regards to the field.· Certainly that is the

focus of the patent, but a field can mean a lot of

things, Counsel.· So I don't know what you're -- kind

of the granularity you're looking for.

· · ·Q.· ·I'm just trying to figure out how you would

characterize the relevant technical field for this

particular patent.· That's it.· I just want to get a

baseline terminology for us so we can talk about it.

· · ·A.· ·Sure.· So that -- If I'm following your

question correct, you're looking at the extent kind of

the broader fields that this might fall into.· And if I

had to define a bit of a broader field, I would say

this falls into networking and security given, again,

what's described in the patent and the rationale for

why the patent had come about.

· · ·Q.· ·So you have expertise in the field of

networks and security; is that right?

· · ·A.· ·That's correct.

· · ·Q.· ·And you were at least at the level of skill
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of a POSITA as of the date of the '710 patent; is that

right?

· · ·A.· ·Would you refresh my memory for the --

which -- which date you're talking about for the

patent?

· · ·Q.· ·Yeah.· So in Exhibit 2, you can go up to the

front, the very first page, there's a provisional

application dated March 10, 2004.· Were you a POSITA

under your definition of a POSITA as of that date?

· · ·A.· ·Yes, I would have been as I would have

received my Ph.D. in 2002 after receiving my bachelor's

in 1998.

· · ·Q.· ·So you had more experience than a POSITA

under your definition as of 2004; is that fair?

· · ·A.· ·That would be a fair statement.

· · ·Q.· ·Okay.· And you have expertise in the field of

networking and security as of 2004; is that fair?

· · ·A.· ·That would be correct.

· · ·Q.· ·Okay.· Did you ever use the term subordinate

to prior to 2004?

· · ·A.· ·That's a good question.· I'd have to go

through and review my papers or look back and think

about the talks I would have given related to

networking and security, so I couldn't say for sure.

· · ·Q.· ·Okay.· Before working on the '710 patent
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directly in this case, have you ever used the term

subordinate to in the context of networking and

security?

· · ·A.· ·I don't recall using that specific term.  I

know we had looked at various aspects of firewall rules

and access control.· So I couldn't say 100 percent that

we had not used it, but I don't recall a specific

instance.

· · ·Q.· ·Does a -- Would you have understood the term

subordinate to without reading the '710 patent?

· · ·MR. CANAVERA:· Objection; incomplete hypothetical.

BY THE WITNESS:

· · ·A.· ·I guess I'm not following you, Counsel.

You're asking -- Are you asking for a general

definition of subordinate to or, kind of, the context?

I'm not totally following you.

· · ·Q.· ·Let me ask a better question.

· · · · · · In the context of networking and security,

if someone used the term subordinate to, would you

understand that term in the abstract?

· · ·MR. CANAVERA:· Objection; vague.

BY THE WITNESS:

· · ·A.· ·I would think that you would not have just

the two words subordinate to.· There would be

additional context or text around that because you
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would be describing something that it would be

subordinate to, so there would be probably a host of

other text along with that if one were to use it.

· · ·Q.· ·Does a -- Would a POSITA need to read the

'710 specification to understand when a network address

is subordinate to a network segment?

· · ·A.· ·I don't think they would need to necessarily

only read the specification, in that they would read

the -- as I described in my report, they would read the

claim overall, and that can help in providing that

context in addition to the specification.· So it

would -- again, it would depend upon the phrasing and

the entirety of the context and not just subordinate to

a network statement as you had stated.

· · ·Q.· ·Okay.· So would a POSITA need to have read

the entirety of the '710 patent and all of its context,

the figures, and specification and the claims to

understand when a network address is subordinate to a

network segment?

· · ·MR. CANAVERA:· Objection; incomplete hypothetical.

BY THE WITNESS:

· · ·A.· ·I don't know if I would agree with that

statement, Counsel.· When you say that they would need

to read all of the specification, I think as I

described in my report there's both parts of the claims
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as well as just looking at the claim -- the plain text

of the claim itself and parts of the specification that

one could read with regards to subordinate to.

· · ·Q.· ·Would a POSITA need the context provided by

the '710 patent to understand when a network address is

subordinate to a network segment?

· · ·MR. CANAVERA:· Objection; incomplete hypothetical.

BY THE WITNESS:

· · ·A.· ·Could you maybe restate that, Counsel?  I

kind of lost a little bit of what you said first.

· · ·Q.· ·Yeah.

· · · · · · If I'm understanding your testimony so far,

you said there are -- there's a lot of information in

the patent that -- like in different parts of the

patent that provide context to understand the term

subordinate to; is that fair?

· · ·A.· ·I don't know if I would characterize it that

way.· If I'm looking through the patent itself, the

total of ten pages plus an amendment of which only four

pages are text inclusive of the respective claim

elements, so I don't know if I would agree with a lot

of information to read.

· · ·Q.· ·I think I'm just not asking the right

question.· I'm just trying to understand if a -- one of

your students wrote in a paper, a network address is
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subordinate to a network segment, would you have

understood what they meant outside the context of this

patent?

· · ·MR. CANAVERA:· Objection; incomplete hypothetical.

BY THE WITNESS:

· · ·A.· ·I think it would depend upon what my student

was writing about.· If we were in such a -- kind of a

hypothetical scenario, it would most likely have an

abstract, it would have probably most likely a title as

well as, and then various figures that we would be --

typically for describing some sort of a relationship,

we would have perhaps a figure that might try to

illustrate to help the reviewers understand the paper.

· · · · · · I do describe later in my report walking

through one of those particular figures, Figure 1.  I

believe I discussed that -- let's see -- I discussed

that both on, kind of, page 12 and beyond.

· · ·Q.· ·Right.· So you would need additional context

for your student's paper to understand what -- when a

network address is subordinate to a network segment,

right?

· · ·MR. CANAVERA:· Objection; incomplete hypothetical.

BY THE WITNESS:

· · ·A.· ·I don't know if I would agree with that

statement, Counsel.· I think generally if we were to go
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and construct the paper in this hypothetical case,

we -- given if I -- we had a relationship, let's say

something that might be in this case, say, subordinate

to or perhaps dominated by or -- you know, some sort

of, kind of, a phrase, if we were trying to demonstrate

that, we would most likely add in a figure in that to

help the reviewers understand if perhaps -- just to

make sure.

· · · · · · Particularly if we had a key concept with

regards to the relationship, we might try to capture

that.· But, again, it would depend upon the type of

thing we're trying to solve, and so some cases we might

need it.· Other cases, we might not.· I don't know in

particular we would probably use subordinate to.

· · · · · · I don't know -- As I usually have a lot of

international students, I'm not sure they pick up the

phrase subordinate to in terms of that being their

go-to choice of words.· But certainly it was clear, I

think it would be fine in terms of trying to express a

relationship or control, especially thinking about this

patent with regards to what is stated to me it does

seem reasonably clear.

· · ·Q.· ·Okay.· And it's reasonably clear to you -- in

your opinion based on the contents of the patent; is

that right?
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· · ·A.· ·I guess if I'm thinking about context and

what you mean by context of the patent, this would be,

as I described in my report, bringing in not just the

claims themselves but also bringing in the

specification and other documentation that makes it

clear.· In particular, as I've described in my report,

looking at just the plain and ordinary meaning of the

claim elements themselves also provides reasonable

clarity, I think.

· · ·Q.· ·Okay.· Right.· And it's your opinion that

it's reasonably clear based on the figures that you

talk about in your report and the context of the claims

and the specification in general; is that right?

· · ·A.· ·I believe that a POSITA could read this and

understand what subordinate to would mean.

· · ·Q.· ·Okay.· Let's look at the claims themselves.

So subordinate to appears in Claim 1 as one example; is

that right?

· · ·A.· ·I believe that's correct.· I list the claims

here in my report as being 1, 6, 8, 13, 15, and 20.

· · ·Q.· ·And the full context of this term refers to

network destination addresses that are not in or

subordinate to the first network segment; is that

right?

· · ·A.· ·So I see -- I believe you're referring to --
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This is under Claim 1A.· Says, Restricting all network

traffic emanating from the client device to one or more

network destination addresses that are not in or

subordinate to the first network segment.

· · ·Q.· ·So it's the network address that is not

subordinate to the network segment; is that right?

· · ·A.· ·I believe in here with regards to the claim,

it had talked about network destination addresses,

which would follow from the discussion of the network

access control, as in terms of what -- the particular

goal that would be for the patent in terms of enforcing

that network access.

· · ·Q.· ·Right.· So I'm just trying to make sure I

understand what needs to be subordinate to.· Like, so

it's -- it's the network destination addresses that

need to be subordinate to the network segment; is that

right?

· · ·MR. CANAVERA:· Uh.

BY MR. IWAHASHI:

· · ·Q.· ·Sorry.· Not subordinate to.

· · ·A.· ·I think I would quibble a bit with that

particular definition.· So a network destination

address would be where the traffic is destined to.  A

network destination address would describe typically a

destination or host where the traffic is traveling to.
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And so an address can be somewhat interchangeably,

although with a few caveats in terms of an address

identifies where you're going or how it gets there when

we're routing network traffic, and at that particular

vantage point, it sees the network destination

addresses.· And then this is describing, as I said

before, with regards to destination addresses that are

not in or subordinate to the first network segment.

· · ·Q.· ·Right.· So I'm just trying to level set here.

Like, I'm not trying to ask anything tricky.· I'm just

trying to understand exactly what needs to be in -- not

in or subordinate to the network segment.· So let me

try this again.

· · · · · · You agree that it -- It's the network

dest- -- one or more network destination addresses that

are not in or subordinate to the first network segment?

· · ·A.· ·I believe the claim language says network

destination addresses that are not in or subordinate to

the first network segment.

· · ·Q.· ·Okay.· And it's -- So it's the network

destination addresses that need to be not in or

subordinate to the network segment; is that right?

· · ·A.· ·Could you state that again, Counsel?· I want

to make sure I understand your question.

· · ·Q.· ·Right.· So I just want to confirm that it's
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the network destination addresses that are not in or

subordinate to a network segment; is that fair?

· · ·A.· ·So this is -- particular claim elements

talking about network traffic.· The network traffic is

emanating from the client device.· It's going to one or

more of the network destination addresses that are not

in or subordinate to the first network segment.

· · ·Q.· ·Yeah, I understand that you're just reading

the claim language back to me.· I'm trying to

understand what this means.· I'm just trying to level

set here, and I'm trying to confirm that it -- so it's

those network destination addresses that are not in or

subordinate to the network segment and not the traffic

or something else.· That's what I'm trying to figure

out here.

· · ·A.· ·I guess I'm not -- sorry, Counsel.

· · ·MR. CANAVERA:· Objection; vague.

BY THE WITNESS:

· · ·A.· ·I guess I'm not following your question,

Counsel, because I'm not sure it makes technical sense

how you posed it.

· · ·Q.· ·Okay.· So let me ask this a different way.

· · · · · · Do you agree that the claims literally say

not in or subordinate to the first network segment?

· · ·A.· ·I do see that text there.
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· · ·Q.· ·Okay.· So something has to be not in or

subordinate to the first network segment, fair?

· · ·A.· ·Given that it's describing not in or

subordinate to, we would bring in the context of the

claim language itself as well as how these things

operate technically.

· · ·Q.· ·What in the claims is not in or subordinate

to the first network segment?

· · ·A.· ·Well, I believe, as I describe later in my

report, I walk through an example how Figure 1 helps to

illustrate things that are not in or subordinate to

with regards to, say, Figure 1.

· · ·Q.· ·Right.· I'm not talking about Figure 1 yet.

I understand that you -- We're going to get to that.  I

just want to level set and try to figure out like is it

the network destination address that's not in or

subordinate to the network segment?· Is it traffic

emanating from the client that's not in or subordinate

to the network segment?· I'm just trying to figure out

like what that means, like -- and get an understanding

of like what your opinion is here.

· · ·MR. CANAVERA:· Objection; vague.

BY THE WITNESS:

· · ·A.· ·Sure.· I'm not sure, as I said before, I'm

understanding your question, Counsel.· As you're kind
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of mixing some things technically that are not quite

jiving in terms of how network traffic would work, and

I'm not following what you're trying to ask.

· · ·Q.· ·So let me read the claim language exactly how

it appears.· It says, Restricting all network traffic

emanating from the client device to one or more network

destination addresses that are not in or subordinate to

the first network segment, right?

· · ·A.· ·I do see that.

· · ·Q.· ·So in the context of this limitation, what in

the claims is not in or subordinate to the first

network segment?

· · ·A.· ·So we're looking at -- Are we looking just

within this particular element, or we're looking at the

whole claim, correct?

· · ·Q.· ·I mean, sure.· I'm just -- I'm just trying to

figure out what exactly is not in or subordinate to the

first network segment.· I'm not trying to trick you.  I

just want to, like, be able to talk about this as we

move forward and go through the example.

· · ·A.· ·Sure.· So I just want to make sure too that

we're kind of operating correctly from a technical

perspective and that we're not mixing, kind of, how

things operate in terms of trying to understand what's

going on.· So the claim element itself talks about
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restricting all network traffic.

· · · · · · All network traffic by and large when we're

looking at it for -- for the kind of access that we

would be looking at here, generally most networking

traffic has a source address where it came from and

then it has a destination address where it's going.

This talks about network traffic that emanated from the

client device, and it's going to a network destination

address.

· · · · · · As I had described earlier, generally a

network destination address is how one finds the host

or the destination where one would like to get to or at

least the logical representation of where you're trying

to go to.· So as it continues on, all traffic has the

source address gener- -- most of the time, and all

traffic generally has a destination address.· And so

then that traffic can be inspected, see that in

discussion of the restricting, restricting all network

traffic.

· · · · · · And then, as I had described earlier, the

network destination address is what the device can look

at to try to do its restriction because that's the

information it has in addition to other kind of perhaps

pieces of state that might be relevant.· And so as I

describe later when getting into Figure 1, these
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network destination addresses could be in a first

network segment.· They could be in other network

segments.· We see that in Figure 1 in terms of the

overlapping sites.· Some of them being part of certain

walled gardens.· Some of them being part of other

walled gardens.· Some walled gardens overlapping, and

the subordinate to is getting to all those particular

sites and their walled gardens, are they under the

control or are they separate or are a part of the

different walled gardens.

· · · · · · So we have a first network segment and then

we have -- in this case looking at where it's not in

that first network segment or perhaps not under the

control or subordinate to that first network segment as

defined as part of the walled gardens and described in

Figure 1.

· · ·Q.· ·Okay.· So what, in your opinion, needs to be

not in or subordinate to the first network segment?

· · ·A.· ·(No response.)

· · ·Q.· ·Is it the client source address?· Is it the

network destination addresses?· Is it something else?

· · ·A.· ·I guess I'm not following your line of

questions there, Counsel.· I thought I answered that

pretty clearly in terms of how network traffic worked

and the relationship and how it operates.
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· · ·Q.· ·Do you agree with me that something needs to

be not in or subordinate to the first network segment?

· · ·A.· ·I think we had walked through that discussion

just a little bit ago, Counsel.

· · ·Q.· ·I'm just trying to get a yes or no qu- --

Like, do you agree that something needs to be in -- not

in or subordinate to the first network segment?

· · ·A.· ·I guess I'm not following your line of

questions, Counsel, because I walked through based on

how network traffic works and how things are

restricted.

· · ·Q.· ·I understand that you --

· · ·A.· ·(Inaudible) the network segment and

subordinate to and the relationship and how network

traffic works.

· · ·Q.· ·Right.· I understand how network traffic

works.· I get that.· I appreciate that.

· · · · · · I'm trying to figure out what needs to be

not in or subordinate to the first network segment in

the context of this claim.· That's what I'm trying to

figure out here.· Are you able to answer that for me?

· · ·A.· ·I guess I'm a little confused how I haven't

answered that question already, Counsel.

· · ·Q.· ·Do you agree that an IP address is an example

of a network destination address?
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· · ·A.· ·An IP address certainly could be an example

of a network destination address.

· · ·Q.· ·Do you have any other examples in the context

of the internet?

· · ·A.· ·There's -- As I had described a little bit

earlier, there's a wide variety of, kind of, illogical

constructs that you might do dealing with things like

tunneling, encapsulation, in terms of what is your

destination address versus an intermediary point.· For

the general purposes of much of the internet, the IP

address tends to be the de facto when we're thinking

about the internet and a destination address.

· · ·Q.· ·All right.· Let's look at paragraph 33 of

your report.· Paragraph 33 you talked about controlled

environments known as walled gardens; is that right?

· · ·A.· ·Correct.

· · ·Q.· ·Okay.· Is it your opinion that walled gardens

were invented by the '710 patent?

· · ·A.· ·I would have to think about whether walled

gardens would be invented by the '710 patent, as I

didn't render an opinion on that.

· · ·Q.· ·Were you aware of walled gardens before 2004?

· · ·A.· ·That's a good question, Counsel.· I'd have to

think and probably look back a little bit at some of my

papers and think back to some of the Wi-Fi access that
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we would have done at the time to render a proper

opinion.

· · ·Q.· ·Can you explain to me what a walled garden is

in the context of the '710 patent?

· · ·MR. CANAVERA:· Objection; calls for a legal

opinion.

BY THE WITNESS:

· · ·A.· ·I see here, which I do offer a bit of text

on, I talk about a walled garden, which limits the

network segments or routes available, as well as the

network traffic permitted.· In the context of the '710,

I also continued further talking about shaping

discrimination techniques, being subject to a

particular list of access rules that specify the walled

garden, which define where network access is allowed.

· · ·Q.· ·All right.· Let's turn to paragraph 44 of

your report.· In paragraph 44 you say that the walled

garden C in Figure 1 contains a network destination

address that is not in or subordinate to walled gardens

A and B because these network segments are not

hierarchically related, managed, or logically dependent

upon each other.

· · · · · · Do you see that?

· · ·A.· ·I do see that text.

· · ·Q.· ·Okay.· What are your -- What is "these"
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referring to in this sentence?

· · ·A.· ·In this case, my intent was to talk about

walled garden C as the example that I expand upon

further in my text, given that we see in the figure we

see -- I believe this is identified as 40 or walled

garden C contains site S.

· · ·Q.· ·So when you say these network segments, are

you referring to walled gardens A and B?

· · ·A.· ·So would be bringing in my text these network

segments.· So as I described in the first sentence, it

talks about walled garden C that is not in or

subordinate to walled gardens A or B, and then I

continue to say, Because, for example, these network

segments are not hierarchically related, managed by, or

logically dependent upon each other, so that would

require -- or we're thinking about that as if I want to

describe the relationship, I would need to have more

than one in order to make the distinction of

hierarchical relation, management, or logical

dependents.

· · ·Q.· ·Okay.· I'm really just trying to understand

what this indefinite article is referring to.· When you

say, these network segments, are you referring to

walled gardens A and B or something else?

· · ·A.· ·I guess, Counsel, I think my text is pretty

Page 40

clear because I talk about -- again, understand walled

garden C to contain a network destination address that

is not in or subordinate to walled garden A or B.

Because, for instance, these network segments are not

hierarchically related, managed by, or logically

dependent upon each other.· And as I described before,

in order to make that assessment, you would need to

have more than one particular walled garden to compare.

· · ·Q.· ·Do you agree that a walled garden is an

example of a network segment?

· · ·A.· ·I believe it could be an example of what

could fall under being a network segment.

· · ·Q.· ·What are some other examples of a network

segment?

· · ·A.· ·So we could look at both the figure, again,

to take a look at this so we could see multiple walled

gardens.· So we see an example of, say, walled garden A

versus walled garden B.· And we see A contains K and M.

B contains P and M as part of the figure that

demonstrates these different walled gardens.

· · ·Q.· ·Aside from a walled garden, can you give me

another example of a network segment?

· · ·A.· ·I could look at the patent to refresh my

memory a bit.· I believe in this case I had just

referred in my report to Figure 1 as part of these
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particular paragraphs when I was describing it.· I do

continue on a bit describing a couple of different

scenarios as well in the next paragraph.

· · ·Q.· ·Are you able to give me any other examples of

a network segment other than a walled garden right now?

· · ·A.· ·Off of the top of my head and without

rereading the patent to be precise, I could not right

at this moment although I think it's reasonably

straightforward based on what I had written in my

report in terms of what is a network segment and as I

described in my discussion of Figure 1.

· · ·Q.· ·Would you consider a LAN to be a network

segment?

· · ·MR. CANAVERA:· Objection; incomplete hypothetical.

BY THE WITNESS:

· · ·A.· ·Again, Counsel, I would have to read and look

through the example.· I believe there are discussions,

as I talk about in paragraph 45, with regards to

quarantining and certain walled garden aspects that are

applied.· So I'd have to reflect a little bit on that

question.

· · ·Q.· ·Would you consider the whole internet to be a

network segment?

· · ·MR. CANAVERA:· Objection; incomplete hypothetical.
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BY THE WITNESS:

· · ·A.· ·I'd have to reflect on that and read the

patent precisely to render an opinion on that.

· · ·Q.· ·Would you consider a single laptop to be a

network segment?

· · ·MR. CANAVERA:· Objection; incomplete hypothetical.

BY THE WITNESS:

· · ·A.· ·Again, I'd have to specifically read the

patent to -- for the -- to render an opinion on that.

· · ·Q.· ·Okay.· Let's go back to Figure 1, which I

know you produced in your report.· So feel free to

refer to your report or the patent, either way.

· · · · · · So if you look at Figure 1, site S is in

walled garden C; is that correct?

· · ·A.· ·I do see, as illustrated, that site S is

listed under walled garden C.· It's within the circle

of walled garden C.

· · ·Q.· ·And so site S would have a network address

that is not in or subordinate to walled garden A; is

that right?

· · ·A.· ·Sorry, I lost the middle of your question

there, Counsel.

· · ·Q.· ·Do you agree that site S of walled garden C

has a network address that is not in or subordinate to

walled garden A?
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· · ·A.· ·As constructed, the walled garden C would --

as shown in the figure only contain site S and walled

garden A would not contain site S.

· · ·Q.· ·Right.· So site S has a network address that

is not in or subordinate to walled garden A; is that

right?

· · ·A.· ·As drawn for this particular figure, the

rules would have been constructed such that it would

not -- there would not be overlap for those particular

set of rules.

· · ·Q.· ·So do you agree with my statement?

· · ·A.· ·So site S -- if I understand your question

correctly -- site S is part of walled garden C and that

would be viewed as separate from walled garden A in

terms of how the rules are defined.· So it would not be

in that particular first network segment or necessarily

subordinate to.

· · ·Q.· ·What do you mean by "necessarily subordinate

to"?

· · ·A.· ·That it would not be in or subordinate to

because it's not part of that particular walled garden.

· · ·Q.· ·Okay.· I'm trying to use the language of the

claims here.· Your opinion is that the claims are

clear, right?

· · ·A.· ·Yes, and my opinion is that -- they are not

Page 44

indefinite.

· · ·Q.· ·Okay.· So can we just stick with the language

of the claims that you believe is clear to -- in

considering these questions?

· · ·A.· ·I think to the extent that if we still stay

in a reasonable context, yes.

· · ·Q.· ·Right.· I'm just talking about the network

addresses of these particular sites in Figure 1.· Okay?

· · ·A.· ·Okay.

· · ·Q.· ·All right.· So do you agree that the network

address of site J is not in or subordinate to walled

garden A?

· · ·A.· ·I do describe that in my report in

paragraph 44.· I said, Applying this context to the

figures, a person of ordinary skill in the art would

understand site J to not be in or subordinate to walled

gardens A, B, and C or the sites located within those

walled gardens.

· · ·Q.· ·Right.· So you agree with my statement,

correct?

· · ·A.· ·I agree to the extent of how I constructed my

sentence for my report.

· · ·Q.· ·Okay.· I get that you want to stick to your

report.· I appreciate that.· I'm trying to ask you

questions to confirm the language in your report, and
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I'm trying to get you just to like -- like -- like, I'm

just trying to understand the bounds of that -- of this

claim limitation that you opine is clear.

· · · · · · So can you confirm that site J in Figure 1

has a network address that is not in or subordinate to

walled garden A?

· · ·A.· ·As I wrote in my report, Counsel, and just

described the sentence in my report, that would be the

case.

· · ·Q.· ·Do you agree that site P has a network

address that is not in or subordinate to walled garden

A?

· · ·A.· ·Applying that same logic, comparing site P

and as the circles are drawn, that would be correct to

describe it for Figure 1.

· · ·Q.· ·Does site K have a network address that is in

or subordinate to walled garden A?

· · ·A.· ·Based on your discussions and following

through with how the figure is drawn, it would be my

understanding that that would be correct with regards

to site K as mapped to walled garden A.

· · ·Q.· ·And site M has a network address that is in

or subordinate to walled garden A also, correct?

· · ·A.· ·It is in or subordinate to walled garden A as

well as walled garden B.
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· · ·Q.· ·Is the network address of site P in or

subordinate to walled garden A?

· · ·A.· ·Based on the figure, site P would be within

the circle of walled garden B but not within the circle

of walled garden A.

· · ·Q.· ·And when you say "within the circle," that

means in or subordinate to; is that right?

· · ·A.· ·As I would have described in my report, that

logic would be reasonable.

· · ·Q.· ·Does site Q have a network address that's in

or subordinate to walled garden A?

· · ·A.· ·Based on how this figure is drawn, I would

not understand site Q to be in or subordinate to walled

garden A again based on how the figure is drawn.

· · ·Q.· ·What is the difference, in your opinion,

between a network address being in a walled garden or

being -- and being subordinate to a walled garden?

· · ·A.· ·So as I understood the in, the in is

relatively -- in that it follows that a walled garden

defines a set of rules for what is in.· Subordinate to,

as I described in paragraph 44, could also get into

with regards to being managed or logically dependent in

terms of a relationship.

· · ·Q.· ·What does "hierarchically related" mean?

· · ·A.· ·In the sense that different network entities
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can be controlled by, could require going through

something, to -- to browse to from a general network

perspective, in the sense that they may have like a

tree kind of arrangement.· Again, it would depend upon,

as I describe here, the different kinds of

relationships that might be present as some of the

examples.

· · ·Q.· ·What does "managed" mean?

· · ·MR. CANAVERA:· Objection; vague.

BY THE WITNESS:

· · ·A.· ·So in this case, as I'm describing here, I'm

describing the distinction between the network

segments.· As we had talked about earlier, in order to

look at a relationship, we would need to have more than

one network segment and managed by here could refer to

who might own it.· It could look at different

administrator, kind of, access, you know, manage too

could mean a variety of things, but it might be, for

instance, that -- say organization 1 might manage it or

organization 2 might manage or administer a particular

host that might be present.

· · ·Q.· ·What does "logically dependent" mean?

· · ·A.· ·So in the context of my report -- and I was

trying to provide some different examples to help

illustrate what subordinate to means, logically
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dependent might be -- say, for instance, we had talked

a little bit earlier about things like tunneling,

looking at where it might be -- say virtual

representations, where say a host might be represented

by the same IP address but it might say the load

balancing or other sorts of aspects of virtualization

behind it where it's a logical relationship but not a

specified, say, address relationship.

· · ·Q.· ·Is it your opinion that a person of ordinary

skill would have understood the plain and ordinary

meaning of subordinate to to mean hierarchically

related, managed, or logically dependent?

· · ·A.· ·In my report I was providing examples of what

that would mean or examples of how one might understand

it.· I believe a person of ordinary skill would be able

to look at say Figure 1, again, and understand with

regards to something being in or subordinate to.

· · ·Q.· ·So person of skill would have understood that

subordinate to means hierarchically related, managed

by, or logically dependent; is that right?

· · ·A.· ·I believe in here I'm providing examples.

I'm not providing a definition specifically of

subordinate to, as I was describing whether or not a

person of ordinary skill could infer -- or whether or

not the particular term was indefinite.
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· · ·Q.· ·Are you able to give me any other examples of

subordinate to other than hierarchically related,

managed, or logically dependent?

· · ·A.· ·Right off the top of my head, no, given that

this is what I have prepared in my report, but I can

certainly reflect on that and think about that more

deeply.

· · ·Q.· ·Are you able to give me an example of when a

network address is subordinate to a walled garden but

not in a walled garden?

· · ·A.· ·As I have described here with regards to

subordinate to, I would have to think through a little

bit about that specific distinction.· As I do

understand it, even if terms are redundant on that --

that's -- that does not necessarily make them

indefinite.· But from this I -- I -- as I described in

my report, I gave examples of how a POSITA or POSA

might understand these terms in terms of inner support

too.

· · ·Q.· ·Going back to paragraph 44, you say that a

person of ordinary skill in the art would understand

site J not to be in or subordinate to walled gardens A

and B and C or the sites located within those walled

gardens because site J is located outside of those

network destinations.
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· · · · · · Do you see that?

· · ·A.· ·I do.

· · ·Q.· ·Does that mean that the test for whether a

site is subordinate to a network segment is whether it

is located within or outside that segment?

· · ·A.· ·I believe here I was referring to the

specific figure and the examples of walled gardens is

drawn.

· · ·Q.· ·Also in paragraph 44 you say that a network

segment may be considered subordinate if it operates

with the administrative routing or policy domain of

another segment regardless of its physical or

topological configuration; is that right?

· · ·A.· ·I do see where I wrote that.

· · ·Q.· ·Is that what you think the plain and ordinary

meaning of subordinate to is?

· · ·A.· ·I don't believe I offered a specific opinion

as to the definition as part of my report.· I had

described in my report why it was not indefinite.

· · ·Q.· ·Is that the same as being hierarchically

related, managed, or logically dependent?

· · ·A.· ·What do you mean by that, Counsel?

· · ·Q.· ·If -- Is operating with the same -- let me

start over.

· · · · · · Is operating with the administrative
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routing or policy domain of another segment, regardless

of its physical or topological configuration, the same

as being hierarchically related, managed, or logically

dependent?

· · ·A.· ·I don't know if I would view it necessarily

as having a perfect overlap given that in the first

part I had talked about hierarchical relationships,

management, managed by, and logical dependents.· The

second part where I talk about examples of what could

be considered subordinate, I mention the notion of

administrative routing or policy domains of another

segment and talk about the distinction with regards to

physical and topological considerations.

· · ·Q.· ·At the beginning of that sentence you say, In

the view of the specification -- in view of the

specification, right?

· · ·A.· ·I do have it in front of me, yeah.

· · ·Q.· ·What does that mean?

· · ·A.· ·Are you referring to in view of this

specification?

· · ·Q.· ·Yes.

· · ·A.· ·It would be reading this specification to

arrive at what would be considered subordinate or what

could be examples of what would be considered

subordinate.
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· · ·Q.· ·You don't cite any particular part of the

specification there, right?

· · ·A.· ·I do not see something specifically cited

here in that sentence.

· · ·Q.· ·Do you know whether the specification uses

the words subordinate to?

· · ·A.· ·I would have to go through and reread the

specification specifically to look for that phrase.

· · ·Q.· ·But sitting here today, you're not aware of

specific mentions of subordinate to in the

specification; is that right?

· · ·A.· ·I don't recall that exact phrasing

specification.

· · ·Q.· ·So going back to paragraph 44, what does

"administrative" mean?

· · ·A.· ·So this is describing as we had talked about

earlier with regards to examples.· So it's talking

about -- we see over here administrative routing, or

policy domain talking about administrative routing or

policy domains, those are different domains in terms

of, say, management that might -- in terms of how

something might be managed.· That those are different

spheres that might cover how something might operate.

· · ·Q.· ·What does "regardless of physical or

topological configuration" mean?
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· · ·A.· ·It would mean what I've described here.

Regardless of physical or topological configuration

given how networks can operate.

· · ·Q.· ·If you look at the patent -- the '710 patent

at column 4, line 61 to 63 --

· · ·A.· ·Mm-hmm.

· · ·Q.· ·-- it says that these lists can be manually

constructed to contain selected websites or other

resources that are relevant to the identified client or

group.· Do you see that?

· · ·A.· ·I do.

· · ·Q.· ·Can one website be subordinate to a network

segment simply by virtue of it being included among a

manually selected list of websites?

· · ·MR. CANAVERA:· Objection; incomplete hypothetical.

BY THE WITNESS:

· · ·A.· ·Would you state that question again, Counsel?

· · ·Q.· ·Can a website be subordinate to another

website -- sorry.· Strike that.

· · · · · · Can a website be subordinate to a network

segment simply by virtue of being included among a list

of manually selected websites?

· · ·MR. CANAVERA:· Objection; vague and incomplete

hypothetical.
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BY THE WITNESS:

· · ·A.· ·So to the extent that I understand your

question, as it's described here, these lists are being

manually constructed to contain websites.· The

subordinate, as I described to in here, again getting

back to the claim limitation that not -- are not in or

subordinate to to the first network segment, I would

not read this to say that something is necessarily --

again, something is not subordinate to by virtue of

being included in a list as I described subordinate to

discussion in paragraph 44.

· · ·Q.· ·In paragraph 45 you explain that a POSITA

would understand that constraining the infected client

to a walled garden that is not in or subordinate to

another network segment to ensure security of other

devices on that network.· Do you see that?

· · ·A.· ·I do.

· · ·Q.· ·What do you mean by "other devices on the

network"?

· · ·A.· ·So a network would typically -- although not

in all cases, would have multiple devices.· And this is

describing where the infected client is constrained to

a specific walled garden that's not in or subordinate

to another network.· Again, getting into the notion of

the in or subordinate to.
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· · ·Q.· ·And you say that it's ensuring the security

of other devices on the network.· What network are you

referring to?

· · ·A.· ·It would be the network where that particular

client was connected to.

· · ·Q.· ·So the purpose is to isolate the infected

computer from other computers on that network segment;

is that right?

· · ·MR. CANAVERA:· Objection; vague.

BY THE WITNESS:

· · ·A.· ·So I want to make sure I understand it.  I

don't see in my paragraph where I used the word

isolate, so I want to make sure I'm precisely

responding to your question, Counsel.

· · ·Q.· ·Well, you're talking about ensuring security

of other devices on the network, right?

· · ·A.· ·I do see that I mention that it's

constraining the infected client to walled garden and

then I continue on to ensure the security of other

devices on the network.

· · ·Q.· ·So is the purpose to isolate the infected

computer from other computers on the network segment?

· · ·MR. CANAVERA:· Objection; vague.

BY THE WITNESS:

· · ·A.· ·I think it would -- I didn't use the specific
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term isolate.· We see that it's constrained.· And so

much as whether constraining and isolation and how

they're related, but we see in this case it's

constrained by virtue of being infected -- being

identified as being infected with malware.

· · ·Q.· ·How does an infected computer put other

computers at risk if they aren't on the same network?

· · ·MR. CANAVERA:· Objection; incomplete hypothetical.

BY THE WITNESS:

· · ·A.· ·That's a really broad question, Counsel.  I

can give a really long answer.· I'm not sure that's

what you want.· But as I understand, your question is

pretty broad, if I'm understanding it correctly.

· · ·MR. IWAHASHI:· All right.· Why don't we take a

break right now before I move on to anything else?

· · ·THE WITNESS:· Sounds good.

· · ·MR. IWAHASHI:· All right.

· · ·THE WITNESS:· How long of a break would you like?

· · ·MR. IWAHASHI:· Let's go off the record.

· · · · · · · · · · (Break taken.)

BY MR. IWAHASHI:

· · ·Q.· ·Welcome back, Dr. Striegel.· I'm going to put

into the chat Exhibit 3, which is U.S. Patent

No. 8,327,426.· Can you just pop that open and confirm

that that is a true and correct copy of the '426
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patent?

· · ·A.· ·That does appear to be the case.

· · ·Q.· ·In paragraph 57 of your report, you refer to

Figure 5, right?

· · ·A.· ·I do refer to Figure 5.

· · ·Q.· ·And you say that this process is further

detailed in Figure 5, right?

· · ·A.· ·I do see that sentence.

· · ·Q.· ·And by "this process," you're referring to

the process in Claim 1; is that right?

· · ·A.· ·I believe I'm describing the overall in terms

of the process that happens with the first identity

service and the second identity service in terms of

what the figure illustrates.

· · ·Q.· ·Do you -- do you agree that Figure 5 depicts

the components that are discussed in Claim 1?

· · ·A.· ·I believe it provides an illustration of an

embodiment given some of the minor differences with

regards to identity services and that.· It's describing

an embodiment of how it would be realized.

· · ·Q.· ·Do you agree that each of the components in

Figure 5 is a separate machine?

· · ·A.· ·I don't believe I would see where in Claim 1

it would specifically state that it would need to be a

separate machine.
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· · ·Q.· ·So is it your opinion that the different

components in Figure 5 can be on the same machine?

· · ·A.· ·I believe in Figure 5 it talks about a first

identity service and a second identity service.· I do

not see something specifically with regards to it

needing to be distinctive physical machines, but

certainly there could be separation in a virtual sense,

which may or may not constitute physical sense.

· · ·Q.· ·So whether physical or virtual, would you

agree that each of the components in Figure 5 is part

of a separate machine?

· · ·A.· ·I don't know that I would agree with that

statement that each of the components.

· · ·Q.· ·So would you agree that the principal is on a

different machine than the external service, first

identity service and second identity service?

· · ·A.· ·Generally, I would believe that the principal

would be on a different machine most likely than the

external service given that it's an external service.

· · ·Q.· ·Sorry.· Can you repeat that?

· · ·A.· ·So I would generally believe that the

principal would be on a different machine as opposed to

the external service, which would likely be on a

different machine.

· · ·Q.· ·Are you saying that the principal could be on
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the same machine as the first identity service and the

second identity service?

· · ·A.· ·(No response.)

· · ·Q.· ·When I'm talking about machines here, I want

to talk about just logical, logically.

· · ·A.· ·I think one needs to be careful with regards

to physical and logical, and I don't know if I would

necessarily conflate the two given the claim language

as written to -- to draw that distinction here, at

least based on the plain text.

· · ·Q.· ·Do you agree that these messages being passed

between the different components on Figure 5 are

network messages?

· · ·A.· ·They -- I believe it would be correct to say

that they are messages based on what is occurring that

these would be sent as a network message using the

network stack as the principal.

· · ·Q.· ·And network stack messages are typically sent

between machines, is that right, different machines?

· · ·A.· ·They could be.

· · ·Q.· ·I want to just be able to refer to the

different components in Figure 5 as something.· Like,

if you are -- if you think that, like, some of these --

like the principals in the first identity service can

be on the same machine, can I just re- -- how should I
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refer to them as separate entities?· Like, I just want

to be able to talk about these.

· · ·A.· ·I think using what's written in the figure

would work well.

· · ·Q.· ·Okay.· But you agree that these are -- at

least have to be separate components, right?

· · ·A.· ·Inasmuch that they are listed in the figure

as a first identity service and a second identity

service that constitutes a component, they could be

viewed logically as different components.

· · ·Q.· ·All right.· In Claim 1 it's referring to a

machine implemented method to execute on a machine,

right?

· · ·A.· ·I do see that.

· · ·Q.· ·Which of the components in Figure 5 is

implementing the method?

· · ·A.· ·I guess I'm -- I didn't opine specifically on

where things are implemented or where things are being

executed in my report.· I was referring to the specific

claim terms.· So I'd have to reflect a bit on that,

Counsel, to -- to provide a precise answer.

· · ·Q.· ·Right.· But to understand that particular

claim term, you have to understand the claim as a

whole, right?

· · ·A.· ·You would need to understand the claim as a
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whole, but I don't believe I walked through the --

specific definitions for that.· I specifically focused

in my report on the principal believing interactions

with the external service (inaudible) --

· · ·Q.· ·Right.· But you opined that the process

detailed in Claim 1 is further detailed in Figure 5,

right?

· · ·A.· ·I say this process.

· · ·Q.· ·So if you're not referring to the process

detailed in Claim 1, what is this process referring to

in your report?

· · ·A.· ·Well, it's describing here, as I note in

paragraph 56, specification describes that single

sign-on service performs proxying techniques in which a

user, G principal, could access a secondary identity

service based on authentication performed by accessing

the first identity service.· I expand further and then

I talk about how that -- this process, referring to the

prior paragraph, is further detailed in Figure 5.

· · ·Q.· ·And is that process also claimed in Claim 1?

· · ·A.· ·I think it would be difficult.· That seems to

be a bit more of a legal conclusion with regards to

claimed and that -- I don't want to speculate a bit as

opposed to the particular words that are in question

with regards to claim construction.
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· · ·Q.· ·Would you agree that Claim 5 is relevant to

the disclosure in Claim 1?

· · ·A.· ·I'm sorry, Counsel.· Do you mean Figure 5?

· · ·Q.· ·Yeah.· Let me repeat the question.

· · · · · · Would you agree that the process in

Figure 5 is relevant to Claim 1?

· · ·A.· ·I believe that would be a fair statement, as

it's part of the specification describing the -- the

patent itself.

· · ·Q.· ·Right.· And you wouldn't have included it in

your report, talking about Claim 1, unless it were

relevant, right?

· · ·A.· ·I believe it helps illustrate, as I describe

later in my write-up, with regards to the interplay of

the various identity services.

· · ·Q.· ·Okay.· So Figure 5 helps illustrate Claim 1;

is that fair?

· · ·A.· ·I think it can be used to help illustrate

Claim 1.· I couldn't speculate for sure without

reviewing the claims if that's the only claim it helps

illustrate.

· · ·Q.· ·Right.· But we're just focusing on Claim 1.

I'm not trying to exclude any other claims here.

· · · · · · Do you agree that there are four components

in Figure 5?
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· · ·A.· ·If we view the rectangular boxes as

components, then there would be four components

described in Figure 5.

· · ·Q.· ·Okay.· And you see in Claim 1, it recites a

principal, right?

· · ·A.· ·I do see that.

· · ·Q.· ·Okay.· Would you agree that the principal in

Figure 5 maps to the principal in Claim 1?

· · ·A.· ·I think that's a reasonable assumption to

take.

· · ·Q.· ·And Claim 1 also recites an external service,

correct?

· · ·A.· ·It does.

· · ·Q.· ·And would you agree that the external service

in Figure 5 maps to the external service in Claim 1?

· · ·A.· ·I think it would be reasonable to

(inaudible).

· · ·Q.· ·Claim 1 also recites an identity service,

right?

· · ·A.· ·It does mention identity service.

· · ·Q.· ·And Figure 5 has a first identity service and

a second identity service, right?

· · ·A.· ·It does.

· · ·Q.· ·Which of those two identity services does the

identity service of Claim 1 map to?
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· · ·A.· ·I believe in the claim language, it talks

about single sign-on access of the principal to the

identity service and other services external/internal

to the identity service.· And then it goes further on

to describe as a proxy for access and it continues on

with regards to the overall behavior.

· · ·Q.· ·Are you able to tell me which -- let me --

let me start over.

· · · · · · Are you able to tell me whether the

identity service in Claim 1 maps to the first identity

service or second identity service in Figure 5?

· · ·A.· ·I think in this case with regards to Claim 1,

it's describing the behavior.· And then Figure 5 is

helping to describe an embodiment with two different

identity services that could be realized deliver

(phonetic) what's claimed in the patent.

· · ·Q.· ·Right.· I'm asking, are you able to tell me

whether the identity service in the claim maps to

either the first identity service or second identity

service or both of Figure 5?

· · ·A.· ·I believe the claims that are being construed

through are the principal believing interactions are

with the external service, and what's not under

discussion is the particular identity services.  I

describe how the process works in my report.· I guess
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I'm not following, Counsel, on the specific mapping and

its relevance.

· · ·Q.· ·It's part of the claim.· You have to

understand the claim as a whole, right?

· · ·A.· ·I believe that one needs to read the claim.

I did not opine on the entirety of the claim.· I opined

on this particular term that was being considered for

claim construction.

· · ·Q.· ·Right.· So earlier in the claim it says, The

identity service acts as a proxy for access sessions to

the other services on behalf of the principal.· Do you

see that?

· · ·A.· ·Yes.

· · ·Q.· ·And the principal's access sections occur

indirectly through the identity service and

transparently to the principal.· Do you see that?

· · ·A.· ·I do.

· · ·Q.· ·Okay.· And later it talks about the principal

believing interactions are with the external service.

Do you see that?

· · ·A.· ·I do.

· · ·Q.· ·Okay.· So if the principals believing that

interactions are with the external service, then which

component are the interactions actually with?

· · ·A.· ·So as it's written, the principal believes
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that it's interacting with the external service.· And

as the claim describes, these are occurring indirectly

and transparently to the principal.· So if we reason

through there, the principal believes it's interacting

with the external service.· Those particular identity

services are being done transparently.

· · · · · · So, again, the principal believes it's

interacting with the external service.· These are being

proxied through these -- I guess these additional

identity services, but the principal still believes

it's interacting with that external service, and as

it's described, it's being done transparently.· So it

doesn't know -- particularly because these are being

done in a transparent proxy manner and Figure 5

illustrates an example with a first and second and the

sequences that walk through kind of the A, B, C and the

different steps that are described in the

specification.

· · ·Q.· ·Okay.· So the term that we're talking about

here is the principal believing interactions are with

the external service, correct?

· · ·A.· ·Yes.

· · ·Q.· ·Would you agree with me that the principal

interactions are not actually with the external service

directly?
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· · ·A.· ·I'm not sure.· I would say it would depend --

so there's mechanisms that are happening and there's --

the principal is interacting with that external

service, and then the interactions are being done

transparently with these identity services where the

principal still believes it's interacting with the

external service.· So what gets us to the point is

there were interactions with the external service.

· · · · · · So I'm not sure I totally follow your

question because you seem to be separating that.

· · ·Q.· ·So I'm talking -- I'm just asking you right

now about the principal believing interactions are with

the external service, right?

· · ·A.· ·Yeah.

· · ·Q.· ·That's the term at issue, correct?

· · ·A.· ·Correct.

· · ·Q.· ·Okay.· In your opinion, do the principal's

interactions occur directly with the external service?

· · ·A.· ·So you're asking directly, as I had described

earlier, these end up occurring indirectly to the

identity service and transparent to the principal.· So

the principal believes it's interacting with the

external service.· These are transparently proxied then

to the respective identity services.

· · · · · · So the client to the principal still
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believes it's interacting with the external service but

these are -- again, reading the patent and the

particular claim -- that these are done transparently.

So the principal thinks it's interacting with the

external service but it's leveraging these other

services that are being done in a transparent manner

effectively through a proxy.

· · ·Q.· ·Right.· So do you agree with me that the

principal is not directly interacting with the external

service?

· · ·A.· ·For the purposes of the single sign-on, these

interactions are happening indirectly.· Now this is for

the purposes of the single sign-on.

· · ·Q.· ·(Inaudible) --

· · ·A.· ·By virtue of using the external service that

was interacting directly to even get us to kind of this

point.· This is -- So you had to interact with that

particular external service broadly as a form of kind

of network access because I want to be able to use the

external service in the first place.

· · · · · · So then we're getting into the notion of

authentication usually triggered -- if we look more

broadly, authentication request is being -- is being

done to be able to basically -- typically use that

particular external service.· Might be something like

Page 69

say, you know, if I want to get access to my email, if

I want access to a site, or I -- some sort of log-in or

proof of who I am, that's what -- what kind of cuts to

the core of the authentication which gets us to the

point for these respective interactions.

· · ·Q.· ·You read all of Claim 1, right?

· · ·A.· ·I did.

· · ·Q.· ·And you understand all of Claim 1, right?

· · ·A.· ·Yes.

· · ·Q.· ·You understand it as a whole, right?

· · ·A.· ·As a whole, and I read it.· I didn't opine in

great detail on the entirety of Claim 1.

· · ·Q.· ·Okay.· I understand.· Limitation 1A -- or I'm

just calling it 1A.· The first limitation after the

preamble talks about receiving by the machine an

authentication request from a principal.· The request

directed by the principal to an external service and

intercepted by the method for receipt.

· · · · · · Do you see that?

· · ·A.· ·I do.

· · ·Q.· ·Okay.· So, in other words, the machine -- the

claim machine is intercepting a request from the

principal to the external service, right?

· · ·A.· ·Correct.

· · ·Q.· ·Separately, the claim recites the identity
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service, right, or an identity service, right?

· · ·A.· ·Describes authentication message for use by

an identity service on behalf of the principal.

· · ·Q.· ·Right.· There -- So it recites an identity

service, right?

· · ·A.· ·It does.

· · ·Q.· ·Okay.· And an identity service is a separate

component from the machine, right?

· · ·A.· ·I don't think I would agree to that

distinction.

· · ·Q.· ·So 1C you're talking about supplying by the

machine an authentication message for use by an

identity service on behalf of the principal, right?

· · ·A.· ·I'm sorry.· You got 1A, 1B --

· · ·Q.· ·I'm sorry.

· · ·A.· ·-- (inaudible) --

· · ·Q.· ·I have --

· · ·A.· ·-- (inaudible) marked up on my report.

· · ·Q.· ·I have notes.

· · · · · · So the third limitation --

· · ·A.· ·I need you to help me out because it's kind

of --

· · ·Q.· ·It starts with supplying.

· · ·A.· ·Okay.

· · ·Q.· ·It says, Supplying by the machine an
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authentication message for use by an identity service

on behalf of the principal.· Do you see that?

· · ·A.· ·Not yet.

· · · · · · Okay.· All right.· So about a third of the

way down.· Okay.· So after by the machine, comma, the

principal, semicolon, and supplying, that's what you're

referring to?

· · ·Q.· ·Yes.· I'm referring to the limitation that

starts supplying.

· · ·A.· ·Gotcha.· Okay.· I just -- I didn't know if

there was supplying in the rest of it, since I haven't

memorized it.

· · ·Q.· ·Okay.· It says, Supplying by the machine an

authentication message for use by an identity service

on behalf of the principal, right?

· · ·A.· ·I do see that.

· · ·Q.· ·Okay.· So that's referring to the machine and

separately an identity service, right?

· · ·A.· ·I don't know if I would say that the machine

and identity service necessarily need to be

distinctive.· Saying supplied by the machine

authenticates the message for use by an identity

service.· Doesn't say where the identity service needs

to be located.

· · ·Q.· ·So is it your opinion that this claim, the

Page 72

identity service can be a part of the machine executing

the method?

· · ·A.· ·I don't think it makes a distinction when I'm

reading it here with regards to where the identity

service is located.

· · ·Q.· ·So is it your opinion that it's unclear where

the identity service is located?

· · ·A.· ·No.· I don't think it's that it's unclear.  I

think that it doesn't tie the identity service to a

specific machine.

· · ·Q.· ·So it is your opinion that the identity

service can be part of the machine that's executing the

claim process?

· · ·A.· ·I don't think it specifies, based on this

particular claim, that it's running on a specific

machine.

· · ·Q.· ·Okay.· So --

· · ·A.· ·(Inaudible) and an identity service.

· · ·Q.· ·So it's your opinion that the identity

service and the claim can be part of the machine as

executing the claim method; is that right?

· · ·A.· ·I don't believe I offered specific opinion

here.· Simply observing from reading the claim language

and reviewing it, that I don't see something

specifically saying that it is on a different machine.
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· · ·Q.· ·We talked about earlier how the claim recites

the identity service acts as proxy for access sessions

to the other services on behalf of the principal,

right?

· · ·A.· ·I do see that in the claim language, yes.

· · ·Q.· ·And we talked earlier about how the relevant

limitation is the principal believing interactions are

with the external service, right?

· · ·A.· ·I do see that.

· · ·Q.· ·Okay.· The principal's access sessions occur

indirectly through the identity service and

transparently to the principal, right?

· · ·A.· ·I do see that in the claim language.

· · ·Q.· ·So do you agree that the principal's

interactions with the external service occur indirectly

through the identity service?

· · ·A.· ·I'm not sure I would agree with that

particular wording.

· · ·Q.· ·Why?

· · ·A.· ·Based on how you had phrased with regards to

interactions and the external service and what that

constitutes.

· · ·Q.· ·What do you mean by that?

· · ·A.· ·So I believe your question, if I heard it --

if I understood it, was with regards to external
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services and interactions that seem to be more broad in

terms of the scope, in terms of what specifically is

discussed in the claim language.

· · ·Q.· ·So you agree that the claims say literally,

The principal believing interactions are with the

external service, right?

· · ·A.· ·It does say here, The principal believing

interactions are with the external service in the

context of the interactions that are being discussed.

· · ·Q.· ·Okay.· So the interactions that are being

discussed occur indirectly through the identity

service; is that right?

· · ·A.· ·We described earlier the notion of it being a

proxy and doing this transparently for the particular

interactions.· These interactions being related to

authentication.

· · ·Q.· ·So my question to you is:· Can you identify

the identity service in Figure 5?

· · ·A.· ·I think I had answered this earlier when I

described that Figure 5 provides an embodiment with a

first and second identity service.· The claim language

itself describes one of the identity services.· It

doesn't preclude other identity services.· It talks

about the sessions occurring indirectly through the

identity service and transparently to the principal.
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And while that is happening, principal believes that

the interactions are with the external service.

· · ·Q.· ·So is it your opinion that Figure 5 does not

adequately -- or let me -- let me try that again.

· · · · · · Is it your opinion that the depiction in

Figure 5 does not represent the components of Claim 1?

· · ·A.· ·No.

· · ·Q.· ·What is your opinion then?

· · ·A.· ·You asked me with regards to, I believe, one

of the identity services trying to map that.· Figure 5,

as I described earlier, is an embodiment where there

are two identity services present, and it describes how

that would operate in that particular embodiment with

multiple identity services.

· · ·Q.· ·Okay.· So it's your opinion that Claim 1 is

not accurately depicted in Claim 5 -- or in Figure 5;

is that right?

· · ·A.· ·No.

· · ·Q.· ·I'm trying to understand the -- you're saying

Figure 5 is an embodiment with two identity services,

and it sounds like you're saying that Claim 1 only has

one identity service.· So I'm trying to figure out why

you've put Figure 5 in here, if it -- if it's not

showing what's in Claim 1.

· · ·A.· ·No, it's showing an example with two identity
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services.· The claim language as described does not

restrict you to only a single identity service.· And

Figure 5 is an embodiment that happens to have two

identity services and it shows how things are proxied

and how it operates with regards to the external

service, and in this case two of the identity services

that are being used, and it fully comports with Claim 1

in my opinion.

· · ·Q.· ·Is it your opinion that Claim 1 only requires

one identity service?

· · ·A.· ·I believe, as it describes later in the claim

language, it talks about using a single interaction or

multiple interactions and that those are automatically

communicated.· So it could be a single service.

Identity service would be sufficient.· It could be --

multiple identity services would be sufficient based on

the plain and ordinary meaning of the text.

· · ·Q.· ·So is it your opinion that Claim 1 only

requires one identity service but could be more?

· · ·A.· ·I believe it describes a single interaction

or multiple interactions as part of the claim language

and that being transparently proxied.

· · ·Q.· ·My question was different.· My question is:

Is it your opinion that Claim 1 only requires a single

identity service but could also involve more than one
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identity service?

· · ·A.· ·Well, I think I describe in the specification

that I had described with regards to first and second

identity services as being used because it's proxied

and to use only that single interaction or multiple

interactions for authentication, but it has the ability

to do one or more.· But that it -- it makes a choice

whether to use a single interaction or multiple

interactions for authentication of the principal.

· · ·Q.· ·Do you agree with me that the identity

service acts as a proxy for access sessions to the

external service?

· · ·A.· ·It does describe in the claim language where

it acts as proxy for access sessions to other services

on behalf of the principal.

· · ·Q.· ·Do you agree that the external service is one

of the other services?

· · ·A.· ·(No response.)

· · ·Q.· ·If it helps, look right after the claim term

at issue.

· · ·A.· ·Well, it describes which is one of the other

services that the identity service controls access to

and a determination as to whether to use a single or

multiple interactions for authentication, keeping in

mind that this is with regards to authentication.
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· · ·Q.· ·So you agree that the external service is one

of the other services, right?

· · ·A.· ·So this focuses on authentication requests

for those particular services.· So when we see -- which

is one of the other services that the identity service

controls access to.· Since this is an authentication

request, this would have to do with authentication.

· · ·Q.· ·That wasn't my question.· My question was, do

you agree that the external service is one of the other

services?

· · ·A.· ·I believe when we read this we see that the

principal believing interactions are with the external

service, which is one of the other services that the

identity service controls access to.

· · ·Q.· ·Right.· So the external service is one of the

other services, correct?

· · ·A.· ·Well, the identity service is serving as a

proxy.· By virtue of serving as a proxy, then it would

control access too by being a proxy for that particular

interaction.

· · ·Q.· ·So we talked earlier about how the identity

service acts as a proxy for access to sessions to the

other services on behalf of the principal, right?

· · ·A.· ·We had discussions certainly on that.

· · ·Q.· ·Yeah.· So that limitation recites access
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sessions, right?

· · ·A.· ·I don't recall the specific term access

sessions.

· · ·Q.· ·I can direct you to the claim language.

· · ·A.· ·Yeah.· Where was the term access sessions?

· · ·Q.· ·It says, The identity service acts as a proxy

for access sessions to the other services.

· · ·A.· ·Got it.· Thank you.· (Inaudible) --

· · ·Q.· ·(Inaudible) --

· · ·A.· ·-- (inaudible) --

· · ·Q.· ·-- (inaudible) -- sorry.· Go ahead.

· · ·A.· ·Yeah, sorry.· I just -- those two were on

separate lines, and I didn't specifically recall those

two words being right together.

· · ·Q.· ·So that recites access sessions, right?

· · ·A.· ·So we see on that text the identity service

acts as a proxy for access sessions to the other

services on behalf of the principal.

· · ·Q.· ·Right.· The limitation at issue talks about

interactions, correct?

· · ·A.· ·It does talk about interactions and that it's

the -- the terminology was specifically principal

believing interactions are with the external service.

· · ·Q.· ·Are interactions different than access

sessions?
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· · ·A.· ·A session in a general sense would cover a

broader period of time whereas an interaction might

cover a more specific thing in general usage of the

terms.

· · ·Q.· ·So an access session is made up of

interactions then?

· · ·A.· ·It could be that interactions would be events

that are occurring as part of an access session.

· · ·Q.· ·What does it mean to be transparent to the

principal?

· · ·A.· ·So as I describe, I believe, a little bit

later in my report talking about transparent proxying

and the notion of being unbeknownst or when we view as

proxying -- there are different kinds of proxies that

one might set up both explicit and transparency -- or

transparent when we -- when one configures the network.

· · ·Q.· ·Does the proxy need to intercept a request

for it to be transparent to the principal?

· · ·A.· ·It would depend upon the definition of

intercept.· But generally for a packet to be processed

transparently, or a particular interaction to be

processed transparently, it would need to be on the

path such that -- I don't know if one would say that

it's only intercepted is the only mechanism, but in

essence, that it would get it and then have the ability
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to apply actions or redirection or appropriate

transforms as part of -- generally for transparent

operation.

· · ·Q.· ·When we're talking about the principal here,

you agree that we're taking about, like, the machine or

component and not the user person; is that right?

· · ·A.· ·I would have to look specifically generally

for a client.· Although not always.· Tends to be a

one-to-one relationship between the client and the

specific machine or like a principal that many devices

tend to be single-user devices for while they're being

used.

· · ·Q.· ·So is it the computer or the human user that

needs to believe interactions are with the external

service?

· · ·A.· ·I don't know if I offered a specific opinion

as to the distinction between the user versus the

machine for this particular case outside of I noted in

a -- in my example that it could be a user, EG, or

principal could access a second identity service.

· · ·Q.· ·So my question to you in this limitation that

you opined on, is it a computer or person that needs to

believe interactions are with the external service?

· · ·A.· ·I'm not sure that distinction matters for the

purposes of claim language, but I would need to read
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through specifically with regards to the term

principal.· But in terms of how the network would

operate, I don't see a distinction there for the

purposes of this particular patent.

· · ·Q.· ·What does it mean for a computer to believe

interactions are with an external service?

· · ·A.· ·Well, I think we described earlier, the

notion of -- we talked a little bit about interception

and transparent proxy.· When we're dealing with a --

the notion of interception or transparent proxying, it

would mean the device -- or in this case the particular

identity service, if it's intercepting -- I believe

we -- we chatted about the last -- on the last patent

with regards to network addresses and client addresses.

· · · · · · I can send packets to a destination, but if

they are intercepted or transparently proxied, I may be

thinking I'm sending it to a specific destination

address.· But if that particular element in the network

intercepts or transparently proxies it, I think I'm

sending data to the external service or that particular

destination address, but if it's intercepted, it can

inappropriately process it.· And in this case, as it's

described, that this is transparent and that it happens

by virtue of it -- again, it's transparent as opposed

to explicit.· Where you might configure, say, a browser
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setting or something along those lines where you would

specifically choose a proxy versus doing a bit more of

kind of a logical trick or a particular physical

interposition of a device where the traffic ends up

being routed through as part of the network traffic.

But since it's transparent, the end principal doesn't

know it's being intercepted and that it happens as part

of this process.

· · ·Q.· ·You just mentioned a browser setting to

configure a proxy, right?

· · ·A.· ·I did.

· · ·Q.· ·If a computer has a browser setting to

configure a proxy, does the principal believe

interactions are with the external service?

· · ·A.· ·Generally, yes, in that case in that they

are, from a user perspective, generally unaware that

the proxy as it might have been configured with -- or

by the administrator, they still believe they're going

to, say, CNN.com or the particular website.· It just

happens to be explicitly, by virtue of the browser

setting, effectively made to the proxy underneath.· In

this case, this is describing a transparent operation

where it's intercepted in more of a logical sense as

opposed to an explicit sense.

· · ·Q.· ·So is it the user's subjective belief as to

Page 84

whether interactions are with the external service that

matters for this claim?

· · ·A.· ·No.· In the sense of -- the user thinks

they're going to that particular external service,

that's the URL that they would happen to type in or the

particular service that they would be using.· They're

not intentionally choosing an intermediary.· They're

not intentionally choosing to go to a different site to

provide access.

· · · · · · They are interacting with that particular

external service.· And as far as the user is concerned,

it looks like that external service is operating as

intended and, again, transparently to the user.· So

there's no nominal notion of the user requiring

additional interactions to use this particular proxy or

particular setting to do that.

· · ·Q.· ·So I'm just trying to figure out if it's the

computer's belief that it's interacting with an

external service or if it's, like, the human user's

subjective belief that it's interacting with the

external service that matters for purposes of this

limitation.

· · ·A.· ·I think, as I described earlier, it's sort of

a distinction without a difference in terms of human

belief or those things in terms of how it operates.  I
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think I'm using the external service.

· · ·Q.· ·(Inaudible) --

· · ·A.· ·When I go to interact with it and type in the

name of the external service or interact with it, I'm

sending my traffic towards what I think is going to

arrive at that site and interact with it, whether it

comes from an -- and it has that entity in the mid- --

in this case, it's a transparent entity in the middle

that intercepts that and then does the appropriate

requirements for identity.· Whether it's one or two, as

we described before, or more for the purposes of

authentication as needed for that service, it's

intercepting that authentication to appropriately

direct it.

· · ·Q.· ·Right.· So here -- We talked about how there

are browser settings to configure a proxy, right?· And

you mentioned earlier that an admin might set it

without the human user knowing, right?· So in that

situation, doesn't the computer believe that it's

interacting with the proxy?

· · ·A.· ·Well, the computer is sending traffic to the

proxy to -- that then in turn will be sent on to the

external service.

· · ·Q.· ·Right.

· · ·A.· ·So it's interacting with the external
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service.· In this case it's describing a transparent

case where it's intercepted, which I'm sending it

towards the -- the particular service and then it's

going from there.

· · ·Q.· ·But the computer knows it's sending traffic

to a proxy, not the external service, right?

· · ·A.· ·In that -- For that particular website, it

would know based on those rules that it's sending it to

the external proxy by virtue of the setting, the

destination for the get request would be the external

proxy if configured that way.· It still believes that

it's interacting, because the proxy is acting on its

behalf, with the -- the -- or it's still -- it's

sending the get to the proxy.· The proxy then is making

the request to the external service, and then the

external service would respond back to the proxy and

the proxy would send that back due to that explicit

setting.· This is describing a transparent setting

where this is intercepted effectively without that

specific proxy setting that's occurring.

· · ·Q.· ·So is it your -- It's your opinion that a

computer can believe it's interacting with an external

service even when it has a proxy set in -- configured

in the browser setting; is that right?

· · ·A.· ·It's making a get request to the proxy.· The

Page 87

proxy in turn is making the get request to the external

service.· The traffic comes back to the proxy and back

to that.· And as far as the computer is concerned, it's

making the interaction with the external service using

the proxy in the middle.· The patent walks through,

though, where this is transparent and done by virtue of

interception, as opposed to an explicit setting.

· · ·Q.· ·Is it your opinion that the principal

believing interactions are with the external service

adds something to the claim given that, as you

mentioned previously, it talks about a transparent

interception by the proxy?

· · ·A.· ·It's transparent as described.· So that would

mean that it thinks it's interacting with the

principal.· Thinks they're interacting with the

external service.· It's intercepted and then

appropriately processed to invoke, as needed, to -- to

use those identity services as appropriate for the

access.· But it's -- thinks when it's interacting, it

believes that it's interacting with the external

service.

· · · · · · It happens to have, by virtue of how things

are configured, to require the usage of the first

identity and the second identity as appropriate for

access to get authentication because with the patent
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just walking through is interception of that particular

authentication request that it is intercepted

transparently.

· · ·Q.· ·Given that the identity service acts as a

proxy for access sessions to the other services on

behalf of the principal and the principal's access

sessions occur indirectly through the identity service

and transparently to the principal, does the principal

ever not believe interactions are with the external

service?

· · ·A.· ·Because of how it's situated and because it's

intercepted transparently, it believes those

interactions are all with the external service.

· · ·Q.· ·Do you agree that the principal believing

interactions are with the external service is

redundant?

· · ·A.· ·No.

· · ·Q.· ·What does it add to the claim?

· · ·A.· ·I guess I would correct that a bit, that it

helps clarify -- so one could maybe argue it's a little

bit redundant in the sense that a transparent proxy

with interception would generally -- because it's

intercepting that -- would be intercepting, processing,

and appropriately requesting that while appearing to

effectively be the external service.
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· · · · · · It captures that -- again, that it's doing

this transparent proxy, is what the -- is what the

believing interactions are with the external service.

So I would say there's a little bit of overlap in the

notion of how the technology would work in terms of

what is a transparent proxy and how that interception

would occur.

· · ·Q.· ·Does the principal believing interactions are

with the external service add anything to the claims?

· · ·A.· ·I think one could argue that it helps clarify

what's going on with one -- it reinforces, again, the

notion of the transparent proxy and the access in terms

of the interception.· In terms of the adding, that --

I'm not a lawyer so I don't know the specifics of

adding.· It helps reinforce the clarity, I think, as

much as anything else.

· · ·Q.· ·So in your opinion, the principal believing

interactions are with the external service clarifies

the claim language but does not add anything; is that

right?

· · ·A.· ·It can help clarify -- to be a bit more

precise -- it can help clarify is also -- in some sense

also helps state the benefit, which I understand is not

a requirement in the claims.· The claims have to

specifically get into the benefits, but in some sense
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this also hints as to the broader benefits that, again,

this is being done transparently and the principal

thinks the interactions are done (inaudible) there and

this is sometimes done behind the scenes or underneath

without an explicit configuration, if you will.

· · ·MR. IWAHASHI:· All right.· Why don't we take a

break here?· Let's go off the record.

· · · · · · · · · · (Break taken.)

BY MR. IWAHASHI:

· · ·Q.· ·All right.· Welcome back, Dr. Striegel.  I

just put Exhibit 4 into the chat.· Can you pop that

open and verify that it appears to be a true and

correct copy of U.S. Patent No. 7,593,936?

· · ·A.· ·Yes, that does appear to be the case.

· · ·Q.· ·Okay.· You start addressing the '936 patent

at around paragraph 60 of your report, right?

· · ·A.· ·That's correct.

· · ·Q.· ·And the specific term at issue for this

patent is "generic response," right?

· · ·A.· ·Correct.

· · ·Q.· ·Are there other types of responses besides

generic responses?

· · ·A.· ·I believe I do describe some of the

distinctions in my report.

· · ·Q.· ·Do you agree that a response can be generic
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or specific?

· · ·MR. CANAVERA:· Objection; vague.

BY THE WITNESS:

· · ·A.· ·I think I described the term generic response

and what it means in my report or why it's not

indefinite, to be more precise.

· · ·Q.· ·Right.· So if you are opining that generic

response is not indefinite, that means a person of

skill would have understood the means and bounds of the

term, right?

· · ·A.· ·I believe in a legal sense that would be

correct.

· · ·Q.· ·Right.· So a person of skill would be able to

recognize whether or not any response is generic; is

that right?

· · ·A.· ·I believe that they would have been able to

understand, in the context of the claims, what the term

generic response -- context to the claims and the

specification of what it means.

· · ·Q.· ·Is it possible for a response to be specific?

· · ·MR. CANAVERA:· Objection; vague.

BY THE WITNESS:

· · ·A.· ·I believe the patent talks about what

constitutes a generic response as part of its

specification.
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· · ·Q.· ·Right.· And I'm trying to understand the

scope of what a generic response is, right?· So my

question to you is:· Can a response be specific?

· · ·MR. CANAVERA:· Objection; vague.

· · ·THE WITNESS:· Sorry.

· · ·MR. CANAVERA:· Objection; vague.

BY THE WITNESS:

· · ·A.· ·I don't believe the patent uses the term

specific response.· It does describe categories of

responses that could be grouped into what would be a

generic response.

· · ·Q.· ·Okay.· So my question to you is:· Are there

responses that are not generic?

· · ·A.· ·I believe the patent would not rule those

out.· It talks about a generic response with regards to

Claim 4, as I describe in my paragraph -- or in my

report in paragraph 74, which talks about examples of

generic responses.

· · ·Q.· ·So you would agree that not all responses are

generic; is that fair?

· · ·A.· ·I believe in the context of the patent, it

talks about what would constitute a generic response,

which would seem plausible that there would be a

response that is not generic.

· · ·Q.· ·Do you know what you would call a response
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that's not generic?

· · ·MR. CANAVERA:· Objection; incomplete hypothetical.

BY THE WITNESS:

· · ·A.· ·I'm not sure that's necessary for the purpose

of understanding the particular claim and construing it

to have a name for that.

· · ·Q.· ·Okay.· In paragraph 69 you say the automated

response is considered generic because it can address

multiple distinct anomalies that share a common

characteristic.· Do you see that?

· · ·A.· ·I do.

· · ·Q.· ·Would you agree that that is the plain and

ordinary meaning of the term generic response?

· · ·A.· ·I believe it discusses an example of a

generic response.· And I do believe later on, as I

described in Claim 4, it talks about other examples of

generic responses.

· · ·Q.· ·How would a person of ordinary skill

understand the term generic response in the context of

this patent?

· · ·A.· ·I guess I'm not -- Are you talking about the

process one would undertake to understand generic

response or the term generic response?

· · ·Q.· ·I'm just asking you to tell me like I'm a

ten-year-old, what is a generic response?
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· · ·A.· ·I don't know if I would necessarily describe

it to a ten-year-old.· We're considering a POSITA or

POSA.· I do describe in here examples of generic

responses and provide that as part of my report.

· · ·Q.· ·All right.· Going back to the sentence in

paragraph 69, you say a generic -- it's generic because

it can address multiple distinct anomalies that share a

common characteristic, right?

· · ·A.· ·I do see that.

· · ·Q.· ·What makes an anomaly distinct?

· · ·A.· ·So in a broad sense, if I'm understanding

your question correct, different -- anomalies are

different attacks.· Again, if we, kind of, go to the

notion of different viruses might manipulate, say, for

instance, different registry entries, but the generic

response of modifying a registry entry -- so one -- one

anomaly or one virus might manipulate this one, a

different might manipulate a different one.

· · · · · · And so the generic one, as I describe here,

is that they share common characteristics and

essentially can be grouped together into, say, fixing

registries, installing missing software, but they're

viewed as, sort of, broad categories of responses to

the particular anomalies.

· · ·Q.· ·So you mentioned the example of one piece of
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malware affecting one part of the registry and another

piece of malware affecting another piece of the

registry; is that right?

· · ·A.· ·That could be one example.

· · ·Q.· ·Okay.· So in the generic response, in your

opinion there, would be fixing the registry, right?

· · ·A.· ·It describes in Claim 4 specifically

restoring an incorrect registry setting.

· · ·Q.· ·So if instead of fixing the registry as a

whole, a response only fixed one part of the registry

without fixing the other part of the registry, would

that be a generic response?

· · ·MR. CANAVERA:· Objection; incomplete hypothetical.

BY THE WITNESS:

· · ·A.· ·I'm not sure I would characterize it in that

manner, as the example given in Claim 4 says, Restoring

an incorrect registry setting.

· · ·Q.· ·So restoring a single registry setting --

well, not restoring other registry settings could still

be a generic response; is that what you're saying?

· · ·A.· ·No.· This is providing examples of generic

responses where it's restoring an incorrect registry

setting or -- I don't think it's a leap to say that

that could be settings that it's restoring as part of

the generic response.
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· · ·Q.· ·All right.· I'm just trying to understand

whether a single setting, while ignoring other

settings, would still be considered a generic response.

· · ·A.· ·I'm not necessarily following the term that

you're adding in with regards to ignoring.

· · ·Q.· ·So we talked about how different pieces of

malware can affect different parts of the registry,

right?

· · ·A.· ·Correct.

· · ·Q.· ·So if there are different parts of the

registry that are incorrect that need to be restored

and the response only addresses one of those registry

settings, is that a generic response?

· · ·MR. CANAVERA:· Objection; incomplete hypothetical.

BY THE WITNESS:

· · ·A.· ·Well, I think the broad category, as I

describe on here, that this is a shared common

characteristic, which is -- for instance, one of them

restoring a registry setting.· Different anomalies, in

your example that you had given, would be distinct

anomalies.· If one virus manipulates part of the

registry and a different manipulates other parts of the

registry, those would be distinct anomalies.· The broad

group that they share the characteristic was that they

manipulated the registry, and their setting or settings
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would need to be restored.

· · · · · · So the generic response of fix the registry

may happen for anomaly A, it may happen for anomaly B,

but they share the characteristic for both of them for

fixing the registry, which is getting into the generic

response.

· · ·Q.· ·So is fixing the registry always a generic

response?

· · ·MR. CANAVERA:· Objection; incomplete hypothetical.

BY THE WITNESS:

· · ·A.· ·I don't know if I would view it as always

being a generic response.· But, I guess, if I'm

understanding your question correctly, that that --

fixing a registry, since it would certainly encompass

multiple anomalies, would be a generic response as it's

given as an example in the patent.

· · ·Q.· ·Okay.· So is it your testimony that fixing a

registry setting is always a generic response?

· · ·MR. CANAVERA:· Objection; incomplete hypothetical.

BY THE WITNESS:

· · ·A.· ·I think this is listed as an example and

given that it's listed as an example where the generic

response could include at least one of those particular

examples, so I -- it could be one of the components of

the generic response in terms of restoring an incorrect
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registry setting.

· · ·Q.· ·What would you need to know to determine

whether restoring an incorrect registry setting was a

generic response?

· · ·A.· ·I think in this, given the -- if we look at

the state of the various anomalies that would be under

consideration, many of them would likely manipulate a

registry entry.· And as such, there would be a body of

anomalies that are distinct that are manipulating the

registry setting, that that would need to be fixed as

part of the response process in order to bring the

system back to a repaired state.· Not all settings

necessarily need to be fixed, but most likely

correcting the registry, one setting or multiple, would

be part of a response process to be applied.

· · ·Q.· ·And that response process would be generic?

· · ·A.· ·In the sense that correcting registry

entries -- or registry settings would be -- could be

one part of a generic response.

· · ·Q.· ·Going back to paragraph 69, you say -- you

talk about sharing a common characteristic.

· · ·A.· ·Yes.

· · ·Q.· ·What is a common characteristic?

· · ·A.· ·In that the automated response, as I

described here, is generic because the action that's
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being undertaken can be -- can span multiple particular

anomalies, in terms of the fix or the response that

needs to be done.

· · ·Q.· ·The fix being restoring registry settings,

right, as an example?

· · ·A.· ·That could be an example as described in

Claim 4, one brings that into understand as well what

is a generic response because it describes potential

components or potential things that are done in order

to do a response to the particular ...

· · ·Q.· ·If multiple distinct anomalies have a common

characteristic, isn't that common characteristic

something that is specific?

· · ·MR. CANAVERA:· Objection; vague.

BY THE WITNESS:

· · ·A.· ·I guess I'm not following that question.

· · ·Q.· ·In paragraph 69 you discuss how rebooting a

computer can resolve various software issues that keep

applications stuck mid-process.

· · ·A.· ·(Inaudible.)

· · ·Q.· ·Can you point to me where that example is

disclosed in the specification in the 936 patent?

· · ·A.· ·I don't see the specific term rebooting

mentioning.· In this case, I was providing an example

drawing from my own expertise as to kind of a generic
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action that might be undertaken to provide a bit of an

analogy, say, for perhaps during a normal mode of

operation, an application is stuck and no one could

respond and one might restart the computer.· So the

generic response is to sort of -- if you plugged it --

or if you unplugged it and plugged it back in is kind

of a generic response in terms of an action that's

being undertaken.

· · ·Q.· ·Are applications getting stuck mid-process

distinct anomalies or a common characteristic?

· · ·MR. CANAVERA:· Objection; incomplete hypothetical.

BY THE WITNESS:

· · ·A.· ·Here I'm describing the response that's being

undertaken as opposed to the specific things that

caused an application to be stuck mid-process.· So I'm

talking about the response that is happening.

· · ·Q.· ·The response is rebooting the computer,

right?

· · ·A.· ·I do describe in this case an analogy that

says rebooting a computer could help resolve issues.

So this is being used to illustrate the notion of a --

the automated response effectively that's generic or a

generic broader class of solutions.

· · ·Q.· ·Right.· But the anomaly is the application is

getting stuck mid-process, right?
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· · ·A.· ·So in this case I mention applications, so

that could be different applications getting stuck due

to a variety of reasons, many applications and many

different bugs.· So one of the responses can be to

reboot the computer to resolve the particular issue

that it happened, that the reboot is what ends up

effectively responding appropriately so the application

operate correctly.

· · ·Q.· ·Right.· So the anomaly there is the

application is getting stuck mid-process, right?

· · ·A.· ·So there can be different anomalies.· So, for

instance, my Microsoft Word might freeze or my

Microsoft Excel might freeze or, for instance, say

the -- my Chrome might have multiple tabs, which

consumes the memory, which causes my Word to freeze.

There can be a variety of things which can work

together in this particular example which is -- it's

frozen and then it was resolved through the generic

response of just restarting the computer, which then

effectively kind of brings back kind of a clean slate,

if you will, such that the applications can continue to

operate correctly.

· · ·Q.· ·So, Dr. Striegel, this is going to go a lot

more quickly if you can just listen to my question and

answer it.· I wasn't talking about the response.· I'm
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just trying to figure out what the anomaly is here.

Right?· I'm not talking about the response.· You've

told me that rebooting the computer is the response.

I'm just trying to confirm that the application is

getting stuck mid-process is the anomaly.

· · ·MR. CANAVERA:· Objection; vague, compound.

BY THE WITNESS:

· · ·A.· ·I believe I answered your question, Counsel,

in terms of how I use this particular example to help

illustrate a common solution to a variety of different

issues.

· · ·Q.· ·I'm not asking about the solution.· I'm just

trying to figure out what the anomaly is.· Like, what

is the anomaly in this situation?· In this example, I'm

not talking about the response.· I'm just trying to

figure out what the anomaly is.· That's it.

· · ·MR. CANAVERA:· Objection; vague and compound.

BY MR. IWAHASHI:

· · ·Q.· ·So what is the anomaly in this example?

· · ·MR. CANAVERA:· Same.

BY THE WITNESS:

· · ·A.· ·Again, Counsel, I think I've answered your

question on this in that we're getting to the terms and

terms of what is a generic response and what

constitutes that, as opposed to what constitutes an
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anomaly.

· · ·Q.· ·You say in your report, An automated response

is considered generic because it can address multiple

distinct anomalies that share a common characteristic,

and then you give this example.· I want to know what

the anomalies are in this example.

· · ·A.· ·We see -- again, we see that it addresses the

automated response is considered generic because it can

address multiple anomalies, distinct anomalies, that

share a common characteristic, so the application is

stuck.

· · ·Q.· ·Is that the anomaly?

· · ·A.· ·That could be an instance of that, and the

generic response, which is what is the claim term

that's being in question, is that reboot the computer.

And this is showing how rebooting the computer could

potentially fix different applications that happen to

be stuck.

· · ·Q.· ·Are those applications that are stuck the

anomalies?

· · ·A.· ·In terms of how I use the anomaly to describe

a common response, this is an example of how I'm

showing that there's a common response in reaction to

an undesired or a behavior that is happened resolved in

the same manner, occurring across different
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applications, again by rebooting the machine to resolve

the particular undesirable issue.

· · ·Q.· ·Would you agree with me that a response that

addresses only one distinct anomaly is not a generic

response?

· · ·MR. CANAVERA:· Objection; incomplete hypothetical.

BY THE WITNESS:

· · ·A.· ·I think I would have to reflect as to a

specific case where there would be only one anomaly

where it didn't share common characteristics to

construct that, so I'd have to reflect on that a bit.

· · ·Q.· ·Are you aware of any anomalies that don't

share a common characteristic?

· · ·A.· ·Off of the top of my head, I'd have to think

about that.· Again, I couldn't say for sure whether I

could come up with one.· I don't think it would be fair

to the Court to try to hypothesize on it.

· · ·Q.· ·Can you give me an example of a common

characteristic?

· · ·A.· ·I think I already did.

· · ·Q.· ·What was it?

· · ·A.· ·I think we had spent a fair amount of time

talking about a common characteristic that it's

resolved by that particular response, which was

rebooting the computer to resolve the applications
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being stuck.

· · ·Q.· ·So an application being stuck is a common

characteristic; is that right?

· · ·A.· ·It could be for a particular anomaly.· This

is an example that I use to illustrate, sort of, a

shared fix that resolves that particular broad category

or kind of a shared -- shared the -- the application is

stuck while the nuance of each individual application

on how it gets stuck may be different.

· · ·Q.· ·The applications being stuck is an example of

a common characteristic; is that fair?

· · ·A.· ·For the example that I use to describe this

here, in terms of what constitutes a generic response,

I don't think that's entirely unreasonable.

· · ·Q.· ·Are modifications to registry settings

another example of a common characteristic?

· · ·A.· ·If the response is to fix the incorrect

registry setting, it would stand to reason then that

the common characteristic of the anomaly was that it

had modified the registry setting in the first place,

which required remediation to fix that incorrect

setting.

· · ·Q.· ·Are you able to give me an example of a

common characteristic without talking about the

response?
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· · ·MR. CANAVERA:· Object; vague.

BY THE WITNESS:

· · ·A.· ·Off the top of my head, I would have to think

about that.· But I'm not -- I'm not entirely sure what

you're asking there.

· · ·Q.· ·Every time I ask you about common

characteristics of distinct anomalies that you talked

about in your report, you immediately start talking

about generic responses.· My question is:· Can you give

me an example of distinct anomalies with a common

characteristic without discussing what the response to

the anomalies is?

· · ·A.· ·I think, Counsel, in this case the claim term

that is in question is the generic response, so it

would be somewhat natural that we would go back to the

claim term in question.· So I think I've answered it

appropriately.

· · ·Q.· ·You say a response is considered generic

because it can address multiple distinct anomalies that

share a common characteristic, right?

· · ·A.· ·Correct.

· · ·Q.· ·I'm trying to understand what you mean by

that.· As part of that, I want to understand when

multiple distinct anomalies share a common

characteristic and what a common characteristic even
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is.

· · ·A.· ·So as I described in my report, the automated

response is generic because it can address multiple

distinct anomalies.· The response is able to address

those because they share those common characteristics

that they change the registry, changed a piece of

software, or something else as I describe later.

Perhaps a software component was deleted and removal of

a un- -- or an undesirable software component was

installed or the registry setting was modified, and the

generic response includes -- it's generic because it's

addressing those broader things in terms of categories

or fixes that are being applied to remediate or fix

those particular anomalies.

· · ·Q.· ·So I heard installation of undesirable

software, registry modifications, processes not

running.· Those are all common characteristics of

anomalies, right?

· · ·A.· ·I think you're conflating a few things there,

so I want to be careful.· I provided the example in my

report that rebooting could be considered a generic

response.· It takes care of the common characteristic

that the applications were stuck.

· · ·Q.· ·Is reboot --

· · ·A.· ·(Inaudible) --
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· · ·Q.· ·Oh, go ahead.

· · ·A.· ·That can be distinctive from, as I describe

later, Claim 4 describes some of the generic responses

in that the generic response can include at least one

of -- and it provides examples of components or

elements that might make up a generic response.

· · ·Q.· ·Is rebooting a computer always a generic

response?

· · ·A.· ·I don't know if I would say always.· It would

be a likely action that would occur typically after one

might manipulate, say, registry settings or software

components, that a reboot would generally be part of

that as part of -- Windows might go through, if we're

looking at Windows as a specific example, that one

would want to have effectively the fixed software being

the only ones that's actually running.

· · · · · · So one way that one might ensure that is by

fixing the registry, perhaps fixing the software

components.· A reboot might ensure that that would

be -- only that software would be running, so a reboot

could be part of a generic response as we're informed

by Claim 4.

· · ·Q.· ·Under what circumstances is rebooting a

computer not a generic response?

· · ·A.· ·I'd have to think about that to come up with
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a -- if there's a case that -- where that would not be

a generic response.

· · ·Q.· ·Can a response be generic if it doesn't

address multiple distinct anomalies that share a common

characteristic?

· · ·A.· ·I think by virtue of it being a generic

response is covering the category of fixes that you're

applying, and the fixes being able to be categorized is

because they share that common characteristic.

· · ·Q.· ·So how can a response be generic if it

doesn't address multiple distinct anomalies that share

a common characteristic?

· · ·MR. CANAVERA:· Objection; vague.

BY THE WITNESS:

· · ·A.· ·I missed the first part of your question

there.

· · ·Q.· ·How can a response be generic if it doesn't

address multiple distinct anomalies that share a common

characteristic?

· · ·A.· ·I think by virtue of having that shared

characteristic, that it's not distinctive.· So in the

sense of, you know, different anomalies, they have

common characteristics where, you know, examples listed

here fit into the broad categories that you would

usually see with like antivirus, worms, and the types
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of threats that you would typically see and be

concerned about an anomaly detection.

· · · · · · So they would typically manipulate the

registry, install software, et cetera, et cetera.

There's a somewhat, say, limited sphere of actions that

might happen and then the response is to remediate

those kind of broad categories of actions.· There may

be specific things.· I'd have to think of it more

deeply in terms of where the response might not be

generic.· I'd have to think a little bit about -- look

at some of -- perhaps, say, some of the anomalies that

might have happened and fixes around that time frame to

see if I can -- if any would come to mind in terms of

the remediations.

· · ·Q.· ·Are you able to come up with any example of a

response that is not a generic response?

· · ·A.· ·I would have to think a bit in terms of

things that might be shared.· I would have to think a

little bit.· In particular what's coming to mind is

some of the particular hardware -- or perhaps some of

the physical compromises that might happen that might

not involve a generic broad category of responses that

could either be automated or observed even by say a --

the particular setup as identified by this patent.

· · ·Q.· ·In paragraph 71, you rely upon the
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specification, and specifically you bolded a portion

where it talks about a recognition filter comprises a

particular pattern of anomalies that indicates the

presence or -- of a particular root cause, condition,

or a generic class of conditions, right?

· · ·A.· ·Yeah.

· · ·Q.· ·Okay.· Does that mean that the system has to

identify a generic cause -- or generic class of

conditions or to -- or sorry.· I'm getting ahead of

myself.· Let me start over.

· · · · · · What is a generic class of conditions?

· · ·A.· ·I believe that patent had described that.· So

it's describing in this case a particular root cause or

generic class of conditions.· It has -- In this case,

these would be broader buckets getting into, say,

shared characteristics.· We see later in 1563 to 65

talks about the recognition filter, a signature of

conditions, or class of conditions, pairs of asset,

names, and values.· Sees also in this case, search for

worms or worms in general or perhaps, say, searching

for a specific worm.· So we might say a generic class

of conditions might be searching for worms whereas a

specific worm might be a particular condition or a

particular recognition.

· · ·Q.· ·Does a generic response need to address a
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generic class of conditions?

· · ·MR. CANAVERA:· Objection; incomplete hypothetical.

BY THE WITNESS:

· · ·A.· ·I don't know if that specifically would be

the case.· I'd have to think through some of the

responses and the overlap to formulate a more specific

opinion on that.

· · ·Q.· ·If a response addresses a particular root

cause condition, can that be considered a generic

response?

· · ·MR. CANAVERA:· Objection; incomplete hypothetical.

BY THE WITNESS:

· · ·A.· ·If I'm understanding your question correctly,

I think we can look at what we had talked about earlier

where a specific condition might be a manipulation of a

registry entry, and in a generic response, it includes

fixing the incorrect registry setting.· So there might

be the shared notion of where there might be worm A

which has, say, manipulated registry setting 1, worm B

might manipulate registry setting 2, but the generic

response involves correcting the registry.· So

correcting registry settings as that generic response

with each being specific for what needs to be

remediated for each -- each specific type of behavior

that's recognized.
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· · ·Q.· ·Paragraph 72 of your report says -- you say

that the specification illustrates that when a generic

cause is identified, a generic response may be

dispatched as seen below, right?

· · ·A.· ·I do see that.

· · ·Q.· ·Okay.· Does that mean the system has to

identify a generic cause to create a generic response?

· · ·A.· ·I believe in this case, as I stated, when a

generic cause is identified, a generic response may be

dispatched.· So I don't know if it would be that a

generic cause necessarily needs to be identified just

to have the generic response be triggered.

· · ·Q.· ·So is it your testimony that a generic

response can be dispatched without identifying the

generic cause?

· · ·A.· ·Well, I think in this case, as I described in

the paragraph just above it, I talk about those generic

class of conditions or conditions may have a root

cause.· So a root cause could trigger a generic

response because affixed to the root cause is a generic

response fixing the incorrect registry setting.

· · ·Q.· ·In paragraph 72 -- sorry.· We were just

there.

· · · · · · In paragraph 73, you say that the generic

responses may reverse those changes and correct the
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conditions, right?

· · ·A.· ·I do see that.

· · ·Q.· ·Okay.· What about the response makes it

generic as opposed to nongeneric?

· · ·A.· ·In this case I think I list the things that

different viruses might do.· The generic response would

be is correcting those particular conditions.· So as

it's described a bit later, again, in Claim 4 or

getting into restoring it, the generic response may be

to fix the file, restore it to the version as observed

across the network.· Altering the registry then or

changing processes that the generic response, how it's

categorized could involve those different components to

basically restore or remediate the issue that might

have occurred.· And, again, I'd have to think a bit

about an example with regards to a specific action

that's not generic.

· · ·Q.· ·In paragraph 74, you rely on Claim 4, right?

· · ·A.· ·I do talk about Claim 4.

· · ·Q.· ·One of the examples of Claim 4 is installing

a missing software component --

· · ·A.· ·Yes.

· · ·Q.· ·-- right?

· · · · · · Do you agree that could be, for example,

like a security patch on Windows?
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· · ·A.· ·It could be -- I don't -- I don't know if I

would say a security patch because it would depend upon

the context of the particular Windows security patch.

This does list here a missing software component, so I

don't know if a security patch is necessarily bringing

in a missing component.· It might be updating a

component.

· · · · · · If the component is missing, I don't know

if the patch is necessarily installing that missing

one.· You might say that it might add or perhaps update

as opposed to install the missing one, with regards to,

say, like a typical Windows patch.

· · ·Q.· ·Is installing a security patch a generic

response?

· · ·MR. CANAVERA:· Objection; incomplete hypothetical.

BY THE WITNESS:

· · ·A.· ·It would depend upon the recognition filter

and how the anomaly is recognized in terms of that

being a generic response as to if the resolution

(inaudible) the installation of the patch.

· · ·Q.· ·Sorry.· Say that -- continue.· Go ahead.

· · ·A.· ·No, it would -- that's what I would say.· It

would depend.

· · ·Q.· ·So whether or not a response is generic

depends upon the recognition filter; is that what you
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just said?

· · ·A.· ·In the sense of you have a share -- you have

a common -- a common action, right, that can resolve

potentially multiple anomalies that it could occur that

in -- more broadly how the system operates is through

the notion of the anomaly detention.· And then as we

talked about earlier, the recognition filters and then

the appropriate determination of either the generic

class of conditions or the root cause.

· · ·Q.· ·Well, let's -- So let's go back to that in

paragraph 71, the recognition filter 216 comprises a

particular pattern of anomalies that indicates the

presence of a root -- particular root cause, condition,

or a generic class of conditions, right?

· · ·A.· ·Right.

· · ·Q.· ·So you just said that it -- whether or not a

security patch is a generic response depends upon the

recognition filter, right?

· · ·A.· ·That could be one of the elements that could

contribute to it and in that how it's recognized and

how the system operates.· I'd have to do, as I

described earlier, a little bit more diving into what

components of the patch and what would be involved as

we talked about the notion with missing versus

restoration, adding versus updating, or patch what
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might all be involved if a patch would be a generic

response or it could be -- could be part of a generic

response.

· · ·Q.· ·So does -- whether or not a response is

generic depend upon the recognition filter?

· · ·A.· ·No --

· · ·Q.· ·Okay.

· · ·A.· ·-- not (inaudible)

· · ·Q.· ·What?· Sorry.

· · ·A.· ·Not necessarily.

· · ·Q.· ·Okay.· When does it depend upon the

recognition filter?

· · ·MR. CANAVERA:· Objection; incomplete hypothetical.

BY THE WITNESS:

· · ·A.· ·In that the recognition filters help identify

the pattern of anomalies or the generic class of

conditions, and those, in turn, will lead to the

generic response because they have that shared

characteristic or the shared, kind of, action, if you

will, to try to remediate the particular issue.

· · ·Q.· ·So in cases where -- whether or not it's a

generic response depends upon the recognition filter

and the recognition filter only identifies a particular

root cause condition, is the response generic?

· · ·A.· ·I'm not sure I would characterize quite in
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that manner.

· · ·Q.· ·How would you characterize it?

· · ·A.· ·So I had used in my -- when I was describing

it as part of the overall process in the patent

describing kind of -- in a broad sense of what was

happening, the response is getting into the anomaly has

been detected and we need to do something in response.

The generic response is covering what is happening or

the groups of the categories of things that we can do

that can potentially remediate one or more of those

categories that can remediate multiple distinct

anomalies.· So perhaps I spoke a little bit less

elegantly in terms of the recognition filter in that I

was describing that broader process of, kind of, how do

we get to the point of where we need the -- the

response because we've had the anomaly, we need to do

something about it as part of the system in order to

provide the security for the network that we're aiming

to provide.

· · ·Q.· ·So we talked about security patches, and I

believe what you told me is whether or not a security

patch is a generic response depends upon the

recognition filter; is that right?

· · ·A.· ·In the sense that I was describing the

overall process.· So as I described before, maybe I was
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a bit inelegant in that I was alluding to the broader

process of how we get there.· You know, how do we get

to the point where we need to do something to fix or

make the network -- because the generic class of

conditions or the root cause has been identified and

now there needs to be a response.

· · · · · · And so I was describing that broader

process of kind of how we get there.· On now the actual

things that make up the security patch might determine

if it were to be a generic response, if indeed the

security patch is remediating or basically it's part of

that.· It's an element in the response.· So when we had

got into installing missing components and that, it

would -- that's why I had mentioned that it depends in

terms of whether a patch would be a generic response or

not.

· · ·Q.· ·So what does whether a patch is a generic

response or not depend upon?

· · ·A.· ·It would depend upon what the patch would do

and whether it would resolve the particular issue or

anomaly as detected.

· · ·Q.· ·Okay.· Let's say a security patch fixes one

single vulnerability, is that a generic response?

· · ·MR. CANAVERA:· Objection; incomplete hypothetical.
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BY THE WITNESS:

· · ·A.· ·Again, it would depend upon what the patch

and as to what you mean by fixing, repairing, or

getting into patching to prevent a vulnerability.

· · ·Q.· ·You agree that vulnerabilities are different

than anomalies, right?

· · ·A.· ·Depending upon how we look at the terms, yes.

· · ·Q.· ·Okay.· What does that depend upon?

· · ·A.· ·So it would depend upon are we focusing on

the patent or are we focusing just in a general sense

how one might perceive (inaudible) --

· · ·Q.· ·Is it different?

· · ·A.· ·-- context vulnerability versus anomaly.

· · ·Q.· ·Is there a different use of the word anomaly

in the patent as opposed to in the general sense?

· · ·A.· ·I don't think so in the sense that usually an

anomaly is something that has manifested itself in

order to be detectable.

· · ·Q.· ·Is installing a missing software component

always a generic response?

· · ·A.· ·Again, I would have to think about is there a

case where it is not a generic response.· And this gets

back to earlier when we were talking about the notion

of the flow and the overall process of how -- what's

proposed and the patent operates, where there's the
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anomaly and the recognition, which then causes the

response to occur because of a recognition of the

anomaly.· So an installation of a missing component may

not necessarily be a generic response if it's just

being installed because it's being installed.· So it's

in reaction to a particular anomaly or not.

· · ·Q.· ·Okay.· Is installation of a missing software

component in response to a particular anomaly always a

generic response?

· · ·A.· ·So just to make sure I understand the

question, so you're saying -- and, actually, could you

just repeat it?

· · ·Q.· ·Is installation of a missing software

component in response to the detection of a particular

anomaly always a generic response?

· · ·A.· ·I think if we look at the -- thinking about

that more broadly, that the generic response is

installation of the missing software component.· There

may be a specific software component that's being

installed but the generic response is the installation

of the missing software component.

· · ·Q.· ·Can you explain to me what you mean by that?

· · ·A.· ·In a sense of generic responses, the generic

response, it provides examples in Claim 4 saying

installing a missing software component could be part
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of a generic response.· So I would have to think if

there's a case where you would install a missing

software component where it would not be viewed as a

generic response since the generic response is install

the missing software component.

· · ·Q.· ·What if installation of the missing software

component only addressed a single anomaly?

· · ·A.· ·I would have to think if that hypothetical

case could exist.

· · ·Q.· ·Are you saying that it's -- you're not sure

if it exists or you're not sure if that would be a

generic response?

· · ·A.· ·I would have to think of installation of a

missing software component in a world where there would

be only a specific anomaly that would require

installation of the missing software component.

· · ·Q.· ·Let's say it did exist, would that be a

generic response?

· · ·A.· ·I'd have to think about that whether that

would be technically possible.· I'm not sure -- I'm not

sure I can speculate on that right now.

· · ·Q.· ·Is removing an undesirable software component

always a generic response?

· · ·A.· ·Again, I would have to think about the

specifics if it would always be an undesirable software
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or if that action would always for the -- for the

blanket expression.

· · ·Q.· ·What if a -- let me start over.

· · · · · · What if removing the undesirable software

component addressed a single anomaly, would that be a

generic response?

· · ·A.· ·Again, I would have to think of the

hypothetical universe where that might happen, so I

would have to put some more thought into that.

· · ·Q.· ·Is restoring an incorrect registry setting

always a generic response?

· · ·A.· ·I would have the same answer I had for the

other questions.

· · ·Q.· ·Can you think of any examples when restoring

an incorrect registry entry would not be a generic

response?

· · ·A.· ·Off the top of my head, without adequate

reflection, I'm not sure I can right this moment.

· · ·Q.· ·Can you think of any examples of when

removing an undesirable software component would not be

a generic response?

· · ·A.· ·I'd have to reflect on that too.

· · ·Q.· ·Can you think of any examples when installing

a missing software component would not be a generic

response?
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· · ·A.· ·Again, I'd have to reflect on that too.

· · ·MR. IWAHASHI:· Let's take a break.· Off the

record.

· · · · · · · · · · (Break taken.)

BY MR. IWAHASHI:

· · ·Q.· ·Welcome back, Dr. Striegel.· I wanted -- I

dropped into the chat Exhibit 5, which is a copy of

U.S. Patent No. 8,661,153.· Can you pop that open and

confirm that it looks to be a true and correct copy?

· · ·A.· ·Yes, it is.

· · ·Q.· ·Let's see.· So in the '153 patent, the term

at issue is "arbitrary number of attributes," correct?

· · ·A.· ·I believe that's correct.

· · ·Q.· ·Okay.· And in paragraph 87 of your report,

you say that the term refers to a user profile that

utilizes a variable number of attributes to determine

user-specific rules and conditions that control

bandwidth allocation, correct?

· · ·A.· ·I'm trying to track that.· So let's see --

okay.· Nevermind.· So that was -- okay.· So this is

second sentence from the bottom, right?

· · ·Q.· ·Correct.

· · · · · · And you say that the term refers to a user

profile that utilizes a variable number of attributes

to determine user-specific rules and conditions that
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control bandwidth allocation, correct?

· · ·A.· ·Correct.

· · ·Q.· ·Is it your testimony that arbitrary means

variable?

· · ·A.· ·As I've written it, I've used the term

variable to describe that which -- I think it's a fair

statement to say that variable and arbitrary are

similar.· Especially if I think of the context of

bandwidth -- bandwidth limitation attributes at the

time.

· · ·Q.· ·Do you know whether variable is used in the

specification?

· · ·A.· ·I do not.

· · ·Q.· ·Do you recall reading the word variable in

the specification?

· · ·A.· ·Since I'm not sure if it has it in the

specification, I do not recall.

· · ·Q.· ·Later in this in paragraph 87, you say --

wait -- that an arbitrary number of attributes refers

to a list of possible attributes wherein some

attributes are not applicable to some users, right?

· · ·A.· ·I do see that.

· · ·Q.· ·Okay.· What list are you referring to?

· · ·A.· ·So in this case I'm referring to it in sort

of a generic sense drive in part on my expertise from
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working in the area of quality service and scheduling

of which bandwidth limitations and how they would be

specified.

· · ·Q.· ·You're not referring to any particular part

of the specification for this testimony in this

paragraph 87, correct?

· · ·A.· ·I did not cite anything from the

specification directly there in 87.

· · ·Q.· ·Are you aware of any particular part of the

specification you're relying on for the list of

attributes?

· · ·A.· ·So I see in the next paragraph -- I guess not

the next paragraph to 89.· I do cite to 535 to 43

noting that the control device can assign traffic rules

to each user profile, even when attributes are

incomplete or missing, by substituting default values

for the missing data.· And then it also goes on to talk

about the number of attributes that the default values

will also vary and then also further talking about

rules.

· · ·Q.· ·There are no specific examples of attributes

in that passage, correct?

· · ·A.· ·Not in that specific passage that I cite.

The specification does continue talking, for instance,

just, say, a fairly generic, kind of, bandwidth control
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mentioning differences between, say, upload and

download.· The specification also talks a little bit

later in column 6 about the Linux Traffic Control

application, which does also have a myriad of settings

and different knobs that you can set and attributes in

terms of the attributes that you would like to deliver

to shape a particular side of traffic or restrict it.

· · ·Q.· ·What exactly is an attribute?

· · ·A.· ·So in this case, when we're looking at an

attribute, these are attributes that are specifying

bandwidth limitations.· And the literature, as would

have been present at the time when the patent had come

about, was quite extensive, given that there had been

ample research in the late '90s.· In particular, I was

one of them doing that in terms of how you might

specify different mechanisms for regulating traffic,

whether at the edge or in the core, but there were,

kind of, a wide variety of ways with regards to how you

might quantify or treat traffic.

· · · · · · So you might have attributes on, say, you

have a burst of traffic that's allowed at the beginning

followed by perhaps, say, a decreased rate after you

have that burst, perhaps to allow you to rapidly

download a small web page but then to throttle you as

time went on or relative shares or susceptibility to
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dropping or generalized delay of fairness.· So the

literature is vast, and there are many different ways

that you can characterize flows or users to try to

capture the type of control that you want to deliver.

· · ·Q.· ·How long does the list of possible attributes

have to be?

· · ·A.· ·I don't know if one would say that there's a

length that it has to be.· It has to be long enough to

characterize the flows to the desired extent possible,

and then that's also subject to the caveats of what you

can specify quantitively versus in a -- in a reasonable

manner to present to an administrator versus what you

might express more theoretically, in terms of, kind of,

user level versus higher level network behavior.· That

can get fairly nuanced, but the list can be fairly

extensive in terms of attributes.

· · ·Q.· ·Can the list be a single attribute?

· · ·MR. CANAVERA:· Objection; incomplete hypothetical.

BY THE WITNESS:

· · ·A.· ·I think it would depend upon what is -- what

one is trying to deliver in terms of the traffic

control.· And, again, I'm not a lawyer, but from the

perspectives of traffic control, the notion of

specifying bandwidth limitations typically would

involve more than one attribute to adequately capture
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it.

· · ·Q.· ·Can a single attribute meet the limitation

arbitrary number of attributes?

· · ·A.· ·That feels a bit like a linguistic question.

So one is a number, and I don't know getting into a

linguistic question when you say number of attributes,

the fact that it's got a plural, does that mean that

one -- one is a number.· So, you know, I don't know.

I'm not a linguist.· But in terms of the specified

bandwidth limitations, it would be that's why -- in

part why it is arbitrary is given the -- the wide

degree of types of ways to specify bandwidth

limitations at the time and even now.

· · ·Q.· ·So if a user profile had one attribute

associated with it and it was just bandwidth -- maximum

bandwidth threshold, whatever, is that an arbitrary

number of attributes?

· · ·A.· ·I'm not sure I would agree with that

characterization.

· · ·Q.· ·I'm just asking the question.· Is it within

the scope of the claims?

· · ·A.· ·The claims state that it is an -- an

allocation profile contains an arbitrary number of

attributes specified bandwidth limitations.· The

appropriate way to express that would be only one
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attribute.· I don't see that the claim language would

necessarily exclude it although I'd have to -- feels

like we're getting into, kind of, some nuance of some

linguistics is what -- on the interplay of arbitrary

number and attributes listed as a plural for num- --

for attributes.

· · ·Q.· ·Do you have to get into the nuances of

linguistics to understand the scope of this claim?

· · ·A.· ·No, I don't think so.· I think -- Again, I'm

not a lawyer.· To me as an engineer, I would look at

this and say, okay, the arbitrary number could be one

or more as needed to specify those bandwidth

limitations.

· · ·Q.· ·Turning back to paragraph 87, you say,

Wherein some attributes are not applicable to some

users, right?

· · ·A.· ·I do see that.

· · ·Q.· ·Can you give me an example of an attribute

that is not applicable to some users?

· · ·A.· ·So I'm going to draw this a little bit more

generally using, kind of, contemporary descriptions,

kind of (inaudible) look at, you know, in terms of

bandwidth specifications.· So, for instance, you know,

the patent had listed, say, an IB table reference rule.

This is column 611 through -- 16, 17, 18 -- it lists
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descriptions in this case of, say, 128 kilobytes for

uploads and 512 kilobytes for download.· The next

sentence it talks about is using the Linux Space

Traffic Control application.· So to give a bit more of

a concrete example, supposing that I have something

like what's called a VBR, or variable bit rate, kind of

a profile, as I had described earlier, the notion of I

might do, say, like a token bucket or something with,

say, burst, where I might allow you to push out above

your bit rate momentarily and then throttle you down to

that level.· So I might say you can have, on average,

say, 64 kilobytes but for the first second I'll allow

you to push out 512 kilobytes.· So if the user had that

burst in their profile, they might have more attributes

then somebody who just gets a plain cap that might be,

say, just 128 kilobytes.

· · ·Q.· ·Can you look at column 5, lines 34 to 35 in

the '153 patent?

· · ·A.· ·Sure.

· · ·Q.· ·There it says, according to one embodiment of

the (inaudible) each user profile can have a predefined

set of attributes, correct?

· · ·A.· ·Sure, I see that.

· · ·Q.· ·If the user profile has a predefined set of

attributes, is that a profile that contains an
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arbitrary number of attributes?

· · ·A.· ·So I think in here it's describing one

embodiment.· In the case that predefined as, say, a

list of five attributes but more broadly that is a

number of attributes, that predefined number, that

would be present.

· · ·Q.· ·So it's within the scope of the claims in

your opinion?

· · ·A.· ·Yes, I believe so.

· · ·Q.· ·Later in paragraph 87, the last sentence, you

say, the number of attributes used to determine

bandwidth allocation may vary from user to user.· Do

you see that?

· · ·A.· ·I do see that.

· · ·Q.· ·Is that how a person of ordinary skill would

understand arbitrary number of attributes?

· · ·A.· ·I believe on here it said it may vary.  I

believe it did not say that it has to vary from user to

user.

· · ·Q.· ·Would a system that always uses a fixed

number of attributes to determine bandwidth allocation

be within the scope of the claim?

· · ·A.· ·I think it would depend in part to the extent

that those attributes are used across every user for

every setting versus some having them filled in, some
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of them having the default settings applied.· The

clay -- the -- overall it describes that you are

specifying your bandwidth limitations and that you're

using an arbitrary number of attributes to specify

those bandwidth limitations.· So covering the different

ways that would be necessary to -- to specify those

limitations.· Again, as I had talked about, given

that -- if we look at, say, like a Linux Traffic

Control model and we look at kind of the wide breadth

of mechanisms that had been proposed in the late '90s

with regards to traffic control, that there can be a

variety of mechanisms.

· · · · · · Now a particular device doing this may

elect to, you know, have a fixed set that they might

use, but I don't believe that if it chooses to use a --

fixed number, a predefined number, that still is a

falls within the scope of the arbitrary number.

· · ·Q.· ·So the -- Broadening this out a bit more, the

claim limitation reads, the user bandwidth allocation

profile contains an arbitrary number of attributes

specifying bandwidth limitations for the first user,

right?

· · ·A.· ·Correct.

· · ·Q.· ·Does this mean that each attribute specifies

a bandwidth limitation?
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· · ·A.· ·So there's a user bandwidth allocation

profile.· It would stand to reason that the user

bandwidth allocation profile is specifying bandwidth

limitations.

· · ·Q.· ·So each of the attributes would specify some

sort of bandwidth limitation; is that right?

· · ·A.· ·Well, it is a user bandwidth allocation

profile specifying the limitations.· In terms of the

limitations, it contains those attributes that specify

it, but the profile could contain other things that are

related to that -- that bandwidth allocation.

· · ·Q.· ·What are other things that are related to the

bandwidth allocation?

· · ·A.· ·So, for instance, if one wants to try to

enforce a bandwidth allocation, generally speaking, one

needs to track the bandwidth that's actually consumed.

So that particular profile, if it's a bandwidth

allocation profile, that in the bandwidth allocation

profile there could contain as well elements that are

the counters, if you will, that allow you to realize

those sorts of things.· So the bandwidth allocation

profile could -- would contain those limitations but

that's not all that it would potentially contain.

· · · · · · It -- more likely than not, every patent

doesn't address this, is in order to implement it, you
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would need to have present ways to track in order to

enforce to know if they violated the bandwidth

allocation to choose whether -- to choose the

appropriate action.

· · ·Q.· ·If an attribute is missing, does it need to

be filled in with a default value?

· · ·A.· ·It could be filled in with a default value.

A missing attribute, again, depending upon how it would

be coded up, it the fact that it's missing could result

in it being selected for the default value that might

be present that will largely depend upon the embodiment

and how you might choose to implement the system.

Those are, kind of, getting to lower level details of

how you might react or try to effectuate the bandwidth

limitation selfing practice.

· · ·Q.· ·Turning back to paragraph 87, it's the last

complete sentence on page 29, you write that the term

refers to a user profile that utilizes a variable

number of attributes to determine user-specific rules

and conditions that control bandwidth allocation,

correct?

· · ·A.· ·Okay.· Did -- I'm not sure I totally follow

you.· Which paragraph?· I think I jumped and I got to

the wrong one.

· · ·Q.· ·Oh, paragraph 87, bottom of page 29.
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· · ·A.· ·Gotcha.· Okay.· I was looking up at page 30.

So ...

· · ·Q.· ·You say that the term refers to a user

profile that utilizes a variable number of attributes

to determine user-specific rules and conditions that

control bandwidth allocation, correct?

· · ·A.· ·I do write that.

· · ·Q.· ·Okay.· What's a user-specific rule?

· · ·A.· ·So a user-specific rule, in the sense of the

user profile, is based on individual users.· Depending

upon the user profile and how one might construct it,

you might have groups.· So you might have groups that

apply to individual users, but the idea is that you

need to have the attributes to specify the rules and

conditions that are going to end up controlling

bandwidth allocation for that particular user.· So

there -- in order to properly specify and do traffic

control, those are things that you need in order to be

able to do that.· And they could be -- they allow for

the ability to be user specific.· Could be as granular

as user specific or it could be more abstract beyond

that as well.

· · ·Q.· ·What's a user-specific condition?

· · ·A.· ·So there could be -- in this case I

believe -- so there could be -- I believe the patent

Page 137

talks about -- you can have different rules or

different reactions for the user taking into account

the user perhaps groups, but generally there's a user

profile and that is -- you have your rules.· And then

conditions could also bring to bear aspects of traffic

control when we're looking at perhaps broader --

broader scheduling or overall aspects that one might do

with regards to dynamic traffic control, that would be

when we're trying to do bandwidth limitations how those

might fit together dynamically.

· · ·Q.· ·What's the difference between a rule and a

condition?

· · ·A.· ·So in this case I'm describing here -- let me

see.· I believe the patent brings up some of this.· So

we see on here -- I believe it is -- this would be

column 5.· It talks about at step 32 the traffic -- the

control device can establer (phonetic) user-specific

rules -- this would be at 554 -- and conditions based

on attributes in the user profile.· According to one

embodiment of the present (inaudible) the control vice

[sic] can map the attributes to a traffic control rule.

By way of example but not limitation, a user profile

can contain attributes that specify upload and download

bandwidth allocations or user that can be mapped to a

traffic control rule useable by a traffic conditioning
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model such as the Linux-based Traffic Control

application to regulate bandwidth usage by the

corresponding user.

· · ·Q.· ·So what exactly is the difference between a

rule and a condition?

· · ·A.· ·So in this case, I believe it's getting into

as used by the patent, the notion of their rules in

terms of the behavior that you'd like to deliver and

then the condition referring to the current condition

or state.· When we had talked about earlier the notion

of what do you need to track in terms of what is the

current condition or state of the user.· So if I'm

trying to impose, say, a limit of, say, 128 kilobytes,

the condition being that you have already sent

100 kilobytes based on however I might measure, smooth

that, understanding how much additional bandwidth you

might have or the limitations that you might apply to

try to keep you within that bandwidth profile.

· · ·Q.· ·And how does the variable number of

attributes determine user-specific rules and

conditions?

· · ·A.· ·This might be worded perhaps a little bit

inelegantly given my background in quality of service.

So I might say determine or perhaps more appropriately

say that it's to specify and -- specify those
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user-specific rules.· So it's sort of like how do you

capture.· So drawing a bit from the patent, probably

instead of saying determined, I might say specify.· So

I'm in some sense -- determine is saying here is the

behavior that I want to have.· Specify is maybe a

little bit more accurate way to put it, and then we see

also the conditions that are then controlling the

bandwidth allocation, which that's observing the actual

traffic and what's happening then to actually do that

conditioning or shaping of the traffic that you're

trying to deliver.

· · ·Q.· ·In paragraph 89, you talk about the

completeness of attributes.· End of the first sentence.

· · ·A.· ·I do see that.

· · ·Q.· ·What do you mean by "completeness of

attributes"?

· · ·A.· ·So this -- this gets in part -- I reference

in this case to -- so this is referencing up to -- to

column 248 to 58, and we see that they are -- user

profile -- they can specify for the corresponding

user -- because there can be default values or

generally in terms of -- suppose I have a realm of

attributes that I might have, and if say one user, say,

gets a variable byte rate profile and another gets a

constant byte rate profile, the user that has a profile
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that has a variable byte rate controls, say, like a

token bucket or the burst that we had talked about,

might have certain parameters filled in that would

govern how I shape whereas a user that might have, say,

a constant byte rate -- say, like you get 512 kilobytes

down, might not need those attributes.· So it's -- In

some sense because the variable byte rate attributes

might not be relevant to a user that's under a constant

byte rate regime, their bandwidth profile would not be

completely filled out, but it doesn't mean that you

can't control their traffic based on what's specified.

· · · · · · So you -- Because of how different regimes

operate, in terms of scheduling, different components

are necessary depending upon a type of control, which

also gets to that notion of why does it say arbitrary

number and it's, kind of, because the complexities and

the nuance that get associated with how you specify

bandwidth limitations and it's also by -- the patent

references the Linux Traffic Control model because of

the nuance and attributes that you can bring to bear.

· · ·Q.· ·What does it mean when you write that the

type of attributes used to determine each user's

bandwidth may differ?

· · ·A.· ·So, again, getting to the notion -- and I

think this was the -- just to make sure I'm pointing to
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the right spot, this is -- when you're talking about

the type, which sentence was that?

· · ·Q.· ·Paragraph 89.

· · ·A.· ·Okay.· I just want to make sure I got that.

· · ·Q.· ·I think.

· · ·A.· ·I'm looking for type.· So I just want to be

careful.

· · ·Q.· ·So last sentence of paragraph 89.

· · ·A.· ·Okay.· So getting back to, say, the examples

that I had earlier, if I have something like a token

bucket, say, with bursting, I might want to list, say,

the number of tokens, which I might have as a size.  I

might also specify it as, say, like a byte rate and a

duration whereas for, say, like a constant byte rate, I

might just specify a certain bandwidth.

· · · · · · So depending upon how I'm doing the shape,

I may have elements like time, size, bandwidth.· So the

types and the units that might come with it, I might

say kilobytes or kilobytes per second or I might say

seconds.· They're different types in terms of the units

that I might assign to these attributes, but, again,

help me construct the traffic profile that I'm trying

to do to try to control that appropriate for the user.

· · ·Q.· ·In paragraph 90, you talk about default

values for empty attributes, right?
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· · ·A.· ·I do.

· · ·Q.· ·Does the control device need to substitute

default values for empty attributes in order to

establish a traffic control rule?

· · ·A.· ·Not necessarily.· So going back to the

example that I've used earlier, if I were to have one

user that has a variable byte rate profile that I might

use to control the traffic, I don't need necessarily

the constant byte rate attribute setting.· Regardless

of whether I sent them to a default value or they're

just missing, it's sort of moot because that's not the

type of regime that I'm trying to impose on traffic

control.· Similarly, if I'm imposing, say, a constant

byte rate shape, I don't need any of the variables that

rate attributes because those effectively can be

ignored because all I'm doing is looking to see that

you stay under this rate.· And so whether it's present

or missing or not, it somewhat becomes moot because

it's not relevant to the degree of control that I'm

trying to do, but the type of shaping that I want to

do -- and, again, it comes back to why it says

arbitrary number because of the myriad of ways that you

can express it in things that were well-known at the

time in terms of those different types of

specifications.
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· · ·Q.· ·Okay.· You talked about why it says,

arbitrary number.· Can you just pull up Claim 1 in

front of you so you can take a look at it?· And I want

to read the clause -- the wherein clause here just so

we're grounded in the same understanding.· So it says,

Wherein the user bandwidth allocation profile contains

an arbitrary number of attributes specifying bandwidth

limitations for the first user, right?

· · ·A.· ·I do see that.

· · ·Q.· ·Okay.· My question to you is:· We talked

earlier about how you said a single attribute could be

within the scope of the claims, right, a single

bandwidth allocation attribute, right?

· · ·A.· ·We had discussions around that.

· · ·Q.· ·And it's your opinion that that would be

within the scope of the claims, right?

· · ·A.· ·I believe it could be.

· · ·Q.· ·Okay.· And you also said that it -- if you

use the same number of attributes for every single

user, that could also still be within the scope of the

claims; is that right?

· · ·A.· ·Yes, it could be.

· · ·Q.· ·Okay.· So if you -- My question is:· What

does an arbitrary number of add to the claims?

· · ·A.· ·I think we had some discussions on this

Page 144

earlier.· The arbitrary number gets to when you're

looking at specifying bandwidth limitations, that that

arbitrary number, in some sense, can be necessary to

have appropriate flexibility because we see that -- I

talked about that later in my report to have the

requisite flexibility, to be able to properly specify

bandwidth limitations can require that -- again, that

flexibility.· As we were talking about VBR, CBR, and I

know that's kind of technical but getting into how you

properly control it that you have the ability to

specify it to a degree of specificity for those

particular limitations.

· · ·Q.· ·But you just said that if you have the same

number of attributes for every single user profile that

would also fall within the scope of the claims, right?

· · ·A.· ·Indeed, because you have the -- the claim

talks about you have an allocation profile that can

contain an arbitrary number.· One would be inclusive

inside of that number.· That, as appropriate for

specifying those bandwidth limitations, if one was the

appropriate number that you simply said you must be

within X bandwidth, that could be appropriate for the

deployment, perhaps.· Again, it would depend upon the

particular system, the type of -- the type of controls

that one might want to deliver as opposed to a, sort
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of, unmitigated or, sort of, uncontrolled user base

bandwidth allocation.

· · ·Q.· ·I'm going to share my screen quickly just so

we can look at the claim together.· Do you see Claim 1

of the '153 patent on the screen?

· · ·A.· ·I do.· I also have it in my report.

· · ·Q.· ·I'm highlighting an arbitrary number of,

correct?· Do you see that?

· · ·A.· ·I do.

· · ·Q.· ·So if that phrase wasn't there and it said,

wherein the user bandwidth allocation profile contains

attributes specifying bandwidth limitations for the

first user, right?

· · ·A.· ·I do see that.

· · ·Q.· ·How would this limitation change?

· · ·A.· ·I'd have to reflect that -- on that bit and

think through if one were to remove that, as we had

discussed earlier, you know, I don't recall on the

patent history so I'd have do a bit of study to provide

a more informed answer on this.

· · ·Q.· ·Okay.· Is arbitrary number defined in the

specification in your opinion?

· · ·A.· ·I believe, as I described as part of my

opinion, that a POSITA would be able to understand what

an arbitrary number of attributes, and then
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specifically looking at the phrase that follows,

specifying bandwidth limitations, the POSITA would be

able to understand what that means.

· · ·Q.· ·And it's your opinion that basically means

one or more?

· · ·A.· ·I believe the POSITA would be able to

understand that that's -- you could have an arbitrary

number of attributes specifying bandwidth limitations.

· · ·Q.· ·And that would encompass one or more

attributes; is that right?

· · ·A.· ·I believe the minimum one wants to specify a

limit, you would have to have, at least have one.  I

don't think you could have a bandwidth limit with zero

attributes.

· · ·Q.· ·And it is your opinion it would also cover a

single bandwidth attribute for every single user,

right?

· · ·A.· ·I believe it's --

· · ·MR. CANAVERA:· Objection; incomplete hypothetical.

BY THE WITNESS:

· · ·A.· ·It's talking about user bandwidth allocation

profile and as we described, talking about per user

profiles and how that would operate.

· · ·Q.· ·That would fall within the scope of the

claims?
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· · ·A.· ·I believe what we're looking at is -- is the

term arbitrary number of attributes indefinite.· As I

described before, that I don't feel its indefinite.

That when you look at arbitrary number of attributes

coupled with specifying band limitations, that a POSITA

would understand what that would mean.

· · ·Q.· ·Right.· And if it's not indefinite, you

understand the scope of the term, right?

· · ·A.· ·I do.

· · ·Q.· ·Okay.· So is a -- the same single attribute

across all users in the system within the scope of the

claims?

· · ·MR. CANAVERA:· Objection; incomplete hypothetical.

BY THE WITNESS:

· · ·A.· ·I'm not sure I studied or rendered a specific

opinion on that.· So I would be remiss to speculate

that particular hypothetical.

· · ·MR. IWAHASHI:· All right.· Let's take our last

break.· Off the record.

· · · · · · · · · · (Break taken.)

BY MR. IWAHASHI:

· · ·Q.· ·All right.· Dr. Striegel, I just put into the

chat Exhibit 6, which is U.S. Patent No. 8,635,697.

Can you pop that open and just confirm that appears to

be a true and correct copy?
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· · ·A.· ·It does appear to be so.

· · ·Q.· ·If you can turn to paragraph 96 of your

declaration.

· · ·A.· ·Sure.

· · ·Q.· ·In paragraph 96, you explain that the '697

patent discloses two ways to determine the OS

associated with the packet; is that right?

· · ·A.· ·So I believe in paragraph 96, I am discussing

Figure 6.

· · ·Q.· ·Right.· And there are two different ways to

determine the OS of a particular -- of a particular

device from the packet; is that right?

· · ·A.· ·This one here is using two different pieces

of information.· It was described in -- I believe up

here -- item -- or element 604 and then 610 as well

describing how it might derive that.

· · ·Q.· ·So element 604 talks about taking an OS

fingerprint on a SYN packet; is that correct?

· · ·A.· ·Correct.· And SYN would be S Y N, as in

synchronize.

· · ·Q.· ·Right.· And the other way is that item 608

where you look at the user-agent field of the HTTP

packet; is that right?

· · ·A.· ·That is where the -- kind of the next one

underneath, and then 610 goes into looking at using --
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or extracting the user agent to then try to use that

for the OS ID.

· · ·Q.· ·You agree that the user agent field and its

relationship to the OS of the device that sent it

predates the patent; is that right?

· · ·A.· ·I believe the notion of the user agent -- I

don't know the exact date for sure.· So I'd have to

plumb that.· But given that the patent references using

the user agent field, it would stand to reason that the

user agent field had been present in order to be

referenced by the patent.

· · ·Q.· ·So in -- On column 3 on the '697 patent,

starting at line 48, it says, There are a number of

techniques that can be used to identify a computer's

operating system based on the network traffic coming

from that computer, right?

· · ·A.· ·Correct.

· · ·Q.· ·And there it's talking about techniques that

predate the patent, right?

· · ·A.· ·I think that's a reasonable assertion given

what the patent is describing.

· · ·Q.· ·And then one of those is from the browser

user agent field on HTTP requests, right?

· · ·A.· ·It does describe it.· It describes one as

TCP/IP stack fingerprinting and it also says another
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technique, and then it mentions that these are combined

to accurately identify.

· · ·Q.· ·Okay.· And you agree that OS fingerprinting

predates the patent then, right?

· · ·A.· ·I think that's a reasonable assertion given

that the patent references it.

· · ·Q.· ·And do you agree that both of these

techniques would have been within the skill of the

person of a skill of art?

· · ·A.· ·In the sense of there would have been tools

that used these techniques separately to get that sort

of information and also with the caveat that there

would be various limitations that come with the usage

of these tools or these approaches in terms of their

accuracy.

· · ·Q.· ·Okay.· But a POSITA would have been aware of

these approaches for determining the OS; is that fair?

· · ·A.· ·I think it's reasonably fair to say that

they -- someone operating in this space and dealing

with these sort of things would have been plausible to

say that they might have been aware of some of the

tools at the time.· Maybe a little bit less on the

specifics and a little bit more on just that there were

purported to be tools that could try to do these things

say separately although kind of the mechanisms and
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layers you grab them for a bit distinctive in that it

would not necessarily be natural to try to bring them

together given the different layers that they operate

on.

· · ·Q.· ·So the term at issue here is "a more reliable

OS ID," right?

· · ·A.· ·That is the term, as I understand, that's

being disputed.

· · ·Q.· ·Okay.· In paragraph 103, you're relying upon

Figure 6 to help explain what it means to be a more

reliable OS ID; is that right?

· · ·A.· ·I do talk about how it demonstrates that

address.

· · ·Q.· ·Okay.· Paragraph 104 you say that a more

reliable OS ID refers to the OS ID that has achieved

greater accuracy to trusted parameters?

· · ·A.· ·I see that.

· · ·Q.· ·Is that your opinion what the plain and

ordinary meaning of a more reliable OS ID is?

· · ·A.· ·So that's -- I walk through how a more

reliable OS ID is delivered, which is by combining or

augmenting, say, the SYN fingerprints, which I had

described earlier, do have some caveats.· So the usage

of, say, a solution that clearly depends upon SYN

fingerprints has some limitations, again kind of
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especially when we try to bring in things like NAT,

some of those other aspects.· The -- There are definite

limitations when you're using exclusively the sim

packet.

· · · · · · The incorporation of the user agent brings

something that can potentially make it more reliable,

in terms of improving the identification of the

operating system do in part to the type of information

that you get from the user agent versus what you would

largely infer when you're using the SYN packet.

· · ·Q.· ·Is it your opinion that a more reliable OS ID

means the OS ID that has achieved greater accuracy to

trusted parameters?

· · ·A.· ·I would say a more reliable OS ID, I describe

it here, how its achieved greater accuracy.· In my

mind, the notion that it's more accurate means it's

more reliable.· And the figure walks through how they

move from what is an okay approach with the OS

fingerprint at the time and how that's augmented with

the user agent, but there's a bit of nuance in terms of

will the user agent information be -- what is present,

what is not present in walking through that process by

which you can deliver a more reliable OS ID in the

particular situation of the deployment, say, with a NAT

where it becomes challenging to try to figure out what
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was the host that was sitting, say, behind the NAT and,

kind of, why these were necessary in terms of it being

more reliable.

· · ·Q.· ·Do you agree that more reliable is the term

of degree?

· · ·A.· ·If I'm understanding your question with

regards to more reliable -- I'm not quite sure I follow

you on a degree, just to make sure I'm, kind of,

parsing what you're saying correctly.

· · ·Q.· ·Do you agree that -- do you agree that

something isn't necessarily reliable just because it's

more reliable than something else?

· · ·MR. CANAVERA:· Objection; vague.

BY THE WITNESS:

· · ·A.· ·I don't know.· That's taking as a premise

that it's not somewhat reliable.· So, you know, it is

improving the accuracy potentially by using better

parameters and that's what that -- the figure walks

through how in the position where the particular device

that's trying to deliver this better OS ID for the

purpose of better figuring out basically which system

has been compromised, the usage of the user agent can

potentially improve the accuracy for the discernment of

the -- basically the compromised host or where the

issue is occurring.· In a general --
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· · ·Q.· ·(Inaudible) --

· · ·A.· ·In a general sense that it is a more reliable

ID, potentially when you use the user agent field.

· · ·Q.· ·Would you agree that the OS fingerprint and

the HTTP user agent could both be wrong in terms of

what the OS actually is?

· · ·A.· ·Potentially that could be the case that they

are incorrect.· You know, if we're looking at the time

frame of the patent and those sorts of things, you

know, I have to look at the timing.· I don't know to

the extent in that time frame that significant user

agent spoofing was a norm, that -- as to the extent of

that.· There is nominally the notion, again, of how do

you try to combine it and this tries to, kind of, bring

together those sort of things to try to construct what

could be viewed as a more reliable ID when things are

operating properly.

· · ·Q.· ·Turning back to that first sentence you have

in paragraph 104, what are trusted parameters?

· · ·A.· ·So the trusted parameters in here -- I give

an example of, say, known SYN fingerprints.· When I was

describing -- and if we look at some of the tools that

try to do -- so like one of the tools at the time would

be something called Nessus.· There are certain --

· · ·Q.· ·Can you repeat the name of the tool?· Sorry.
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· · ·A.· ·A Nessus, N E S S U S.· That's basically

they're using SYN fingerprints.· So --

· · ·Q.· ·Sorry to interrupt.

· · ·A.· ·So the fingerprints, as they're going on --

and Nessus is a -- is a little bit of a trick in that

depending upon, kind of, how you deploy it, and a lot

of times it's -- I elicit a remote host as opposed to

observing traffic inbound.· So Nessus is not as much of

an in-band approach.

· · · · · · But there are certain things, which is what

Nessus used, and the patent eludes to with regards to

SYN fingerprints where the types of settings that you

choose for sequence numbers, which is what the SYN --

which is operating -- you're operating on protocol.

Basically, observations from protocol called TCP, there

are certain things where you can have some certainty

that it's probably right, that you have a pretty good

guess that you think that this is the type of OS

because of how the protocol is specified and what must

be stated, what's a must versus a may.· And that's what

the SYN fingerprints kind of do is they take advantage

of OSs that seem to always pick the kind of same thing.

That doesn't work on all OSs.

· · · · · · It can be a little bit -- It's a do you

have a fingerprint for the OS and does it have an
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indicator, and that's where the user agent comes in

because the user agent should be considerably more

reliable, especially in that time frame of getting

closer to what the actual OS is.

· · · · · · Again, a SYN fingerprint largely, kind of,

does the best of an educated guess.· You know at the

time we might have called it like statistical learning.

You know, nowadays we call it machine learning or maybe

even pretend it's AI, but it basically boils down to,

kind of, observed patterns, which is what those tools

are used for the SYN fingerprints.

· · ·Q.· ·Is it your testimony that the user agent

field would be the more reliable OS ID at the time of

this patent?

· · ·A.· ·It most certainly could be.· As we discussed

earlier, a user agent -- there's not a hard-and-fast

requirement based on the protocol itself that it has to

be truthful.· In that time frame, generally speaking,

most were more truthful than they might be nowadays

based on the kind of privacy concerns and evolution

that has happened since then, I would say, in a broad

sense.· But at the time of the patent, generally

speaking, a plain HTTP get -- and the user agent would

likely yield a much more accurate result relative to

the SYN fingerprinting in terms of trying to properly
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identify the OS.

· · ·Q.· ·So we talked about trusted parameters and you

said that this known SYN fingerprints was an example

you gave in your dep -- I mean, in your report, right?

· · ·A.· ·Yes.

· · ·Q.· ·Okay.· And that known SYN fingerprints

applies to the -- the fingerprinting OS ID, right?

· · ·A.· ·So the fingerprints, if we're looking at,

let's say, this example where we say known SYN

fingerprints, the SYN field is 32 bits.· Certain OSs

would have tendencies to put sequence numbers within

certain ranges, and so we could -- at the time the

tools would use that knowledge to say I think you are

Solaris X or you are Windows Y, and so they would use

those ranges to try to do that.

· · · · · · Those worked okay in the sense of, if you

had the OS that could be detectable by the SYN

fingerprints it would give you an okay ballpark.· Often

it would struggle with regards to say versioning.· The

user agent would have more detail in terms of that it

would break out browser and it would typically break

out OS, potentially Virgin, maybe some platform

information.

· · · · · · So the fingerprints here is referring to --

we think about even marketing back to kind of like some
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of the recognition filters and that, that it would say,

okay, SYNs that are in these range, this is likely

this.· And, again, it's a likely -- not 100 percent but

it's a likely this, versus you just telling me what the

OS is or if the browser makes a system call to extract

the OS and embedded it in the user agent when it makes

the get request.

· · ·Q.· ·So we talked earlier how there are two

determinations of the OS, right?

· · ·A.· ·So there are two I believe that were

described in the patent, and this particular figure

shows the example of these two being put together.

· · ·Q.· ·So specific to Figure 6, there are two

determinations of the OS, fair?

· · ·A.· ·So we see an OS fingerprints, again, going

from those SYN fingerprints, and then the user agent

that then is used, which is less of a fingerprint and

more of it just tells you what the OS is, as opposed to

trying to map something.· It just says I am Windows

3.1.

· · ·Q.· ·Right.· I just want to -- I have the

shorthand so I can refer to these.

· · ·A.· ·Yeah.

· · ·Q.· ·Is it fair if I call the SYN field

fingerprint one the fingerprint OS and then the user
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agent one the user agent OS; is that fair?

· · ·A.· ·At a high level, I think that gets you in the

ballpark.

· · ·Q.· ·Okay.· So when you are talking about trusted

parameters, right, in paragraph 104 --

· · ·A.· ·Yeah.

· · ·Q.· ·-- you give an example of a trusted parameter

as a SYN fingerprint, a known SYN fingerprint, fair?

· · ·A.· ·Yes, I give that because we see that in the

packet and that's -- that's based on observations from

the past that constructed that SYN fingerprint and it's

in the packet.

· · ·Q.· ·So that trusted parameter applies to the

fingerprint OS; is that fair?

· · ·A.· ·Yeah.· And probably it could be, you know,

worded a little bit more elegantly and say greater

accuracy maybe relative to trusted parameters, you

know, versus just saying greater accuracy to trusted

parameters.

· · ·Q.· ·Okay.· My question to you is:· What's a

trusted parameter for the user agent OS?

· · ·A.· ·So the -- Again, what happens, right, is this

two-stage thing that happens here.· So the trusted

parameters relative to the trusted parameters because

the trusted parameters in some sense, those are the
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packets.· So when I see these falling across the

network, that comes in the -- say, the SYN packet.

· · · · · · The user agent itself is just stated.· So

there's not a -- it's -- I don't know if I'd say

there's a trusted per se user agent as a benchmark.

The trust is that these are the parameters that I trust

to do a fingerprint of the OS based on the SYN packet.

So these are attributes that I trust from the network

protocol pieces of information, like the SYN

fingerprint, versus, say, what I observed at layer 7

from the HTTP protocol.

· · · · · · And as I describe a little bit later in the

paragraph, the -- the challenge that you run into

because NATs share addresses and how NATs work in terms

of torque mapping and protocol call manipulation, the

layer 7 information can be more helpful to try to, kind

of, piece back what was happening on that.

· · · · · · And then -- again, because it gives me

something more accurate, as I describe later, the whole

gist of the patent is instead of, you know, kind of,

having to go and check there's somebody back there

who's bad and gives me a better classification of maybe

which kinds of OSs might be the ones that I need to try

go remediate or figure out what's happened.

· · ·Q.· ·All right.· Let's get specific.
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· · · · · · The claim at issue for more reliable OS

ID -- or one of them at least -- is Claim 9, right?

· · ·A.· ·I believe so.

· · ·Q.· ·And Claim 9 depends from Claim 2, correct?

· · ·A.· ·It says the method of Claim 2.

· · ·Q.· ·So Claim 9 depends from Claim 2, correct?

· · ·A.· ·I believe that would be correct.

· · ·Q.· ·Claim 2 describes determining two different

OS IDs, correct?

· · ·A.· ·I don't have Claim 2 in my report, but I'll

bring it up.· So I see on Claim 2 it says, protocol

associative of the TCP packets and matching an OS

fingerprint from one or more protocol parameters, if

present in the TCP packets and then I see determining

an application parameter associated with the TCP

session if present and identifying a second OS ID from

the application parameter, so it would broader than

Figure 6.

· · ·Q.· ·Sure.· You can say it's broader.· I'm not

going to quibble with that.· I -- I just want to ground

us in what Claim 2 says.

· · · · · · So the first determining step has to do

with the fingerprinting OS ID; is that fair?

· · ·A.· ·Yeah.· In the sense that it's drawing OS

fingerprint, which comes from those protocol parameters
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in the TCP packets.

· · ·Q.· ·Okay.· The second determining relates to --

one example of the second determining would be to read

the user agent field; is that fair?

· · ·A.· ·I think that's a reasonable embodiment,

because it's reading from the application parameter,

which would be layer 7.

· · ·Q.· ·Right.· So that first OS ID corresponds to

the fingerprinting OS in Figure 6, right?

· · ·A.· ·The OS fingerprint, yes.· So it's determining

what it thinks is the OS from the TCP information.

· · ·Q.· ·Right.· And that second OS ID relates to the

user agent OS, correct?

· · ·A.· ·In the sense that the user agent is an

example of an application parameter that's used to

infer a second OS ID.

· · ·Q.· ·Right.· So now let's turn to Claim 9.

· · ·A.· ·Okay.

· · ·Q.· ·Claim 9 recites, ver- -- verifying the first

OS ID against the second OS ID wherein if the second OS

ID does not match the first OS ID, the session is

identified by the OS ID identified as more reliable --

a more reliable OS ID, correct?

· · ·A.· ·That's what it says.

· · ·Q.· ·So you are comparing the fingerprint OS to
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the user agent OS, correct?

· · ·A.· ·That would be one embodiment?

· · ·Q.· ·Sure.· Let's focus on that embodiment.

· · ·A.· ·Okay.

· · ·Q.· ·How do you make the determination that the

fingerprint OS is more reliable or less reliable than

the user agent OS?

· · ·A.· ·So, again, what we had described earlier --

to go back how these things work technically -- the OS

ID, or the OS fingerprint, as we had described, is

drawn from various fields in the TCP protocol.· We

talked about the SYN fingerprint.· There's other

mechanisms you can use, port numbers, you know.· In

this case I used the example of SYN fingerprints, but

there's a variety of kind of fingerprints you can try

to construct to try to say which OS do I think you came

from.

· · · · · · Those can sometimes be bangled or garbled

by a NAT so it can become a little bit more

challenging.· But you have kind of -- you have an OS

ID, at least a vague sense of the OS ID from the TCP

fields.· Generally speaking, it works okay, but it

varies in its quality.· The -- If I can get an OS ID

from layer 7, the application parameter specified,

generally that will be more reliable.· Generally,
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that's drawn from, say, a system call the application

might be doing.· The user agent is one where the

browser itself could make a call -- a call to the

system is usually how it works underneath.· It then

takes the resulting system call where you ask the

system what is it -- what are you.· The system responds

I'm Windows X, Linux Y, that string comes back, that

gets embedded in the user agent field.

· · · · · · So as a general sort of thing, the layer 7

or application parameter as observed, if it's present,

tends on average, or a POSITA would understand, that

that's probably going to be more accurate than the

fingerprint I'm going to get from the TCP packets.· And

so --

· · ·Q.· ·So is it --

· · ·A.· ·-- Figure 6 then describes an instance

specifically of using the SYN field and using the user

agent as an example embodiment to do this -- basically

what's kind of the more reliable as talked about in

Claim 9 where you would be picking just one instead of

sharing, say, both, as Claim 2 might talk about.

· · ·Q.· ·Is it your testimony that the second OS ID

determined by the user agent field will always be more

reliable than the SYN fingerprinting OS ID?

· · ·A.· ·In general, a POSITA would understand that to

Page 165

be more reliable than -- the application ID, in

general, would be more reliable than what you could

glean from say the layer 4 information that you would

get from TCP.

· · ·Q.· ·So is it your -- Is it your testimony that

the more reliable OS ID is always going to be the

second OS ID in Claim 9?

· · ·A.· ·In this specific case where we're looking at

say an HTTP and a user agent, this generally would be

more reliable to use the layer 7 information.· If, say,

someone were to determine that they felt that the first

A -- O [sic] ID would be more accurate or that the,

say, layer 7 application parameter one was sort of

nonsense, you know, as perhaps comparing versus, say,

what you might glean from layer 4, one could choose to

use the layer 4 one.

· · · · · · In general, as shown in Figure 6 -- and

that's why Figure 6 did what it did, is that would be

the normal set of events that one might do, but there

are a variety of fingerprints one could do that would

let you try to do that, and you might have more, say,

systematic sense.· But, in particular, if we're looking

at that time frame for that specific example of HTTP

where you could be inspecting HTTP, generally speaking,

it would be more reliable that would be -- as it would
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be sent an appropriate -- and as you can see, even in

the figure to like 614 which adds in the OS ID was

verified.

· · · · · · So you can have sanity checks on other

things as well that might also try to do that.· There's

also some questions if, you know, can you map it, does

it actually map to anything or not and how is it all

set up, and that -- there's a lot of nuance on, kind

of, how you do these sorts of things and how you

implement it, which is why I'm stating what I'm stating

because of how it actually works.

· · ·Q.· ·So under what circumstances would the first

OS ID be more reliable than the second OS ID?

· · ·A.· ·So if we look at, say, an HTTP user agent, an

HTTP user agent, if I remember correctly, is not a

mandatory field so I do not have to state the user

agent.· So I may be able to see your HTTP request, it

may or may not be present.· It could potentially be

spoofed, as we had talked about earlier.· So it could

have operating systems which are unknown or garbage,

and one could add in a filter as well to say -- talking

about an OS that doesn't exist or that we don't have

present.

· · · · · · So it can be provided.· It can be spoofed,

as I described earlier.· In general, it is more
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reliable, but that doesn't -- the patent doesn't

preclude you from doing a verification to ensure that

at least there's a sanity check or that it's present to

make -- to make sure that it does make sense.

· · ·Q.· ·Where in the patent does it describe how to

make that determination as to which one is more

reliable?

· · ·A.· ·So it does try to match them together that

the flow is matched with it and then it considers the

OS verified.· That it's -- that in essence says I've

identified.

· · · · · · I don't see a specific case when it's

talking about this example from Figure 6.· Again, given

what I described about in terms of what is viewed at

the time would be largely expected that the user agent

is going to be more reliable as a way to determine the

operating system.

· · ·Q.· ·What would you consider to be the relevant

field of technology for the '697 patent?

· · ·A.· ·I guess I would put it -- If we had to look

at that in terms of network security, we're dealing

with a device that sits in the network attempting to

detect malware, or in this case you're trying to, sort

of, discern or, sort of, boil the ocean, if you will, a

bit to say I've detected some malware, help me out by
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picking just the relevant host when I need to go figure

out who's doing something bad that I can -- I can try

to do that instead of just get some host that's

compromised due to the issues that come when you have a

NAT, or network address translation.· So I would put it

very high level in network security.

· · ·Q.· ·Okay.· Is it your testimony that in the field

of network security more reliable has a well-understood

meaning?

· · ·A.· ·I think if we look at the notion of its

trying to describe an operating system, an OS

identifier, understanding, again, the difference if I

look at the embodiment using Figure 6 and a user agent

versus just understanding things from the TCP protocol

information, it would comport with my knowledge and I

believe that of a POSITA to say that, yeah, the user

agent probably is going to work better than just using

the TCP packet information, in terms of the types and

granularity of information you might get when

considering this particular problem as identified by

the patent.

· · ·Q.· ·Would you agree that more reliable in the

context of the '697 patent means greater accuracy to

trusted parameters?

· · ·A.· ·I think I had used the example in the context
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to say it's a greater accuracy.· And, again, as we

talked about earlier, the greater accuracy relative to

these trusted parameters, and trusted is, again, what

are the parameters that will let you try to infer the

OS.

· · · · · · In reading, again, the specification -- in

particular, if we walk through Figure 6, a POSITA would

understand that -- and learn that using the user agent

could be beneficial to take a better OS identifier

relative to say the fingerprint and what they would

learn with respect to how to solve that problem of

you're in front of the NAT, can't peek behind it, and I

need to have a better sense of which class of machines

or which machine might be compromised.

· · ·Q.· ·The last sentence of paragraph 104 in your

report says, more reliable less means that the OS ID is

validated through independent or cross correlation of

data paths which enables the system to release more

trustworthy alerts and guide remediation effectively,

correct?

· · ·A.· ·I did write that.

· · ·Q.· ·Does the specification talk about how the OS

ID is validated through independent or cross

correlation of data paths?

· · ·A.· ·Yes.
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· · ·Q.· ·Where?

· · ·A.· ·We specifically went through it on Figure 6.

· · ·Q.· ·So element 610 says, UAOS match OS ID

associated with the session, correct?

· · ·A.· ·I do see that.

· · ·Q.· ·That's when they match, correct?· And if it

says yes, then OS ID is verified, correct?

· · ·A.· ·Correct.

· · ·Q.· ·You understand that's not what the situation

is in Claim 9, correct?

· · ·A.· ·In Claim 9 it mentions using the more

reliable OS ID only.

· · ·Q.· ·In Claim 9 it says that the second OS ID does

not match the first OS ID, correct?

· · ·A.· ·Correct.

· · ·Q.· ·So you agree that 614 -- Element 614 in

Figure 6 doesn't apply to Claim 9, right?

· · ·A.· ·No.

· · ·Q.· ·Why?

· · ·A.· ·So if we look at this and we think about how

TCP works, right -- so if we're taking a TCP flow,

which would be an H session or broadly -- so if we look

at a TCP flow as an HTTP session and so it is trying to

match the user agent as observed during that flow with

a particular session.· So it's looking at do they
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actually match up in terms of what's going on and then

from there I can say, okay, yeah, everything matches up

appropriately, is it matched up with that particular

flow in that particular HTTP session, do those align.

· · ·Q.· ·Okay.· So, again, limitation 610 is talking

about the situation -- or is talking about determining

whether the UA OS ID matches the OS ID associated with

the session, right?

· · ·A.· ·Yes.

· · ·Q.· ·And the OS ID associated with the session is

determined in Element 606, correct?

· · ·A.· ·So it does -- There's an OS fingerprint

that's extracted.· It tries to extract it, but that

then feeds into the consideration with the HTTP user

agent.· So then we're getting that second -- so the OS

fingerprint being the first.· User agent being the

second.

· · ·Q.· ·Right.

· · ·A.· ·(Inaudible) --

· · ·Q.· ·And then your -- go ahead.

· · ·A.· ·No, go ahead.

· · ·Q.· ·And then you're comparing those to OS IDs,

right?

· · ·A.· ·You go on to look and compare do they

comport.
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· · ·Q.· ·Right.· And then in 614, that's the situation

where they match, correct?

· · ·A.· ·They match or more granularity might be

offered as well.· So I might get from -- So the TCP

flows through your Windows.· When I get the user agent,

I might get, say, you know, your -- your Windows 7.1 or

something like that.

· · ·Q.· ·Right.· But Element 610 literally says, UA OS

match OS ID associated with the session, right?

· · ·A.· ·Correct.

· · ·Q.· ·So that's the situation where they match,

correct?

· · ·A.· ·So it's trying to figure out do they match,

right.· So we see on this one it's saying, okay, the

user agent told me this, what did the OS fingerprint

tell me.

· · ·Q.· ·Right.· And 614 is the situation where they

match, correct?

· · ·A.· ·It does flow in.· We see it says does it

match the OS ID associated with the session, yes.· So

it's --

· · ·Q.· ·And --

· · ·A.· ·-- the OS ID, the OS ID has been verified,

and then that feeds into the next decision point.

· · ·Q.· ·And you understand that Claim 9 is talking
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about the situation where the first OS ID does not

match the second OS ID, correct?

· · ·A.· ·I do see where it says comprised of verifying

the first against the second ID where if it does not

match it's identified by the OS ID identified by the

more reliable OS identifier.

· · ·Q.· ·So would you agree with me that Element 614

is not the situation that Claim 9 is discussing?

· · ·A.· ·Given that the -- yes and no I think that

would be fair to say.

· · ·Q.· ·Okay.· So now we're talking about determining

the most reliable OS ID in Element 612, correct?

· · ·A.· ·Correct.

· · ·Q.· ·Okay.· Now, let's go back to your testimony

in paragraph 104 where you say more reliable thus means

that the OS ID is validated through an independent or

cross correlation of data paths, right?

· · ·A.· ·Yes.

· · ·Q.· ·So my question to you is:· For Element 612

where in the patent does it talk about how to validate

through independent or cross correlation of data paths?

· · ·A.· ·What has gotten you to this point is -- is

that I have an independent that's gotten me -- that

I've got the TCP, I've got the OS derived from it, and

then I also have the user agent that's brought in that
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I've gotten as well.· So I say on here we have

independent and then -- that we have the more reliable

OS ID when we selected it or needed to do that.

· · · · · · So in one case we have the more reliable

where they can pull it.· Every lined up, we're all set.

In that case, we -- we're not really more reliable in

that it -- I guess it's good to go.· And then the more

reliable in that it's an independent stream and that

it's -- again, as we had described earlier, the user

agent, which was, again, at the time given that we

would have a browser would likely make system call

underneath to be able to get the identifier, the OS,

the -- that would be the independent probably more

trustworthy as we've talked about in a general sense.

· · · · · · The cross correlation got into it -- I

think it was perhaps a little bit inelegant getting

into notion of that it could have been correlated and

everything agreed and we're all set.· And then if they

didn't, if they weren't cross correlated, then we could

still release more trustworthy alerts by virtue of

using the more reliable one, which, again -- which is

getting to the overall what was the focus of the

patent, how do I steer you to basically fix things more

accurately.

· · · · · · So in the sense of put your resources, what
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you're trying to fix -- because I've given you a more

reliable identifier, you now will target your mediation

at the appropriate systems instead of just generic

Windows.

· · ·Q.· ·So where in the patent does it describe how

to make the determination whether the first OS ID or

the second OS ID is more reliable?

· · ·A.· ·So in this case, I believe it would -- that a

POSITA would understand if I'm looking at the user

agent, as I've described, again, how would the user

agent be provided.· The user agent, again, would be

provided, generally speaking, by the browser calling

the system and would be viewed as being more viable.

· · · · · · In this case, Figure 6 is providing an

embodiment where we would have the particular protocol,

this layer 7 application protocol being HTTP, and that

would be compared in contrast to a TCP SYN packet.· For

different applications that may not be the case.  A

POSITA would rely on their knowledge and the

reliability and what is provided by the OS ID to then

decide which one.

· · · · · · In general, most of the time, if there is a

layer 7 application identifier that's accessible, it

will generally be more (inaudible).· So a POSITA would

be able to say, okay, look, I can look at that string.
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It is more likely based on my understanding of the

protocols, but this is going to be a more reliable

indicator.· It wouldn't require undue experimentation.

They would know this by virtue of what's provided in

the user agent string.

· · ·Q.· ·Does it say in the specification anywhere

that the user agent string is more reliable than the

SYN fingerprinting OS ID?

· · ·A.· ·I don't know if it says that in the

specification, but a POSITA would know that given that

they would have -- if they had knowledge of the OS

fingerprint tools and how they would work and knowledge

of the user agent and how it would work, the POSITA

would know given that, say, user agent is basically a

plain text string and their understanding of HTTP that

that is a, generally speaking, more reliable

identifier, if I weigh the two versus each other.

· · ·Q.· ·So you would agree that a POSITA would know

that the user agent field in HTTP contains the OS ID of

the -- of the device that sent it, correct?

· · ·A.· ·They would know what the user agent field

contains, and they would expect that they could

generally look in there.· They would also understand

it's not always present, which is what the patent tries

to, kind of, broach, is that you need both to have this
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be effective and you need to pick the one that's more

reliable because that more reliable one may not always

be available as is described in the figure.

· · · · · · The figure clearly spells out, it's not

always available when you're looking at it, that the

user agent may or may not be present.· Similarly with

layer 7 application parameters, that information may

not always be present in terms of an application

parameter and an OS identifier.

· · ·Q.· ·Are there any other ways in which a POSITA

would know how to determine the OS of the device from

an application parameter?

· · ·A.· ·It would depend upon the particular

applications.· For several of the applications at the

time, they would often operate in plain text or kind of

an ASCII or human readable format.· The dominant --

Many of the dominant but not necessarily all the

dominant protocols would have this kind of identifier

if we're looking at something like an HTTP or an SMTP,

kind of the common protocols of the time, and the most

likely factors of malware would have a reasonable

chance of having this OS information present but not

always, which is where the challenge comes in, is that

it's not always present to be able to glean that

application parameter and extract the OS ID.
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· · ·Q.· ·Focusing only on HTTP, would a POSITA have

known how to extract the OS of the device sending it in

any other way other than the user agent field?

· · ·A.· ·I would have to do a little bit of thinking

and examination of some of the other fields.· The user

agent field would be the most common one given that

it's typically present with an HTTP request.· There may

be some other fields that may be relevant, but without

going through and studying it, I couldn't definitively

say because I haven't memorized the different HTTP

options.· I just, kind of, read -- I have a good

recollection of the most common ones in particular for

this patent focusing on the user agent.

· · ·Q.· ·Okay.· You would agree that the user agent

field would have been the most common or obvious way to

extract OS information from an HTTP packet; is that

right?

· · ·A.· ·In the sense that the user agent would have

the highest likelihood of containing that information

but also understanding the caveats that a POSITA would

know that sometimes getting that information quickly

isn't always easy.· And then, in particular, when we're

processing layer 7, it can sometimes be more

challenging to do that at line rate given that HTTP is

sort of unstructured.· A POSITA would -- would
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understand that there's a user agent field that would

be set that they could look at but would also

understand that it may or may not be present.

· · ·Q.· ·Going back to that last sentence of

paragraph 104 --

· · ·A.· ·Mm-hmm.

· · ·Q.· ·-- it says, it enables the system to release

more trustworthy alerts and guide remediation

effectively.· What makes an alert trustworthy or more

trustworthy?

· · ·A.· ·In this case I'm offering my opinion that by

having a more reliable OS ID, that would be potentially

more trustworthy.· And as the patent states, the goal

is to guide remediation more effectively.· So if I have

a more reliable identifier of the OS that had the

malware, as we had talked about earlier, I can more

effectively steer my remediation to those hosts which

are potentially suspect, given the -- given what NAT

does to the traffic, in terms of adding an ambiguity of

the -- kind of the root cause or source or the actual

host that had the issue.

· · ·Q.· ·Do more reliable and more trustworthy mean

the same thing?

· · ·A.· ·I think it would stem from if something is

more reliable, then it becomes more trustworthy, but if
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something is more reliable, then it -- then it could

potentially be more trustworthy.· The fact that can

potentially assist against with remediation efforts is

also helpful.

· · ·MR. IWAHASHI:· All right.· Why don't we go off the

record?

· · · · · · · · · · (Break taken.)

· · ·MR. IWAHASHI:· I have no further questions.· Thank

you very much for your time today, Dr. Striegel.

· · ·MR. CANAVERA:· No questions from me.

· · ·THE COURT REPORTER:· Real quick, did you want to

order or hold off?

· · ·MR. IWAHASHI:· I'm going to need a rough, and I

don't know what the standard turnaround time is.

· · ·THE COURT REPORTER:· I believe it's 14 days.

· · ·MR. IWAHASHI:· That seems a little long.

· · ·THE COURT REPORTER:· It's two weeks.

· · ·MR. IWAHASHI:· So by the 21st?· Yeah, that's fine.

A rough and normal delivery time.

· · ·THE COURT REPORTER:· Okay.· Any copy needed?

· · ·MR. CANAVERA:· I can do standard delivery.  I

don't need a rough.

· · ·THE COURT REPORTER:· Off the record at 3:32.

· · · · · · · · · (Witness excused.)
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UNITED STATES DISTRICT COURT· · ·)

NORTHERN DISTRICT OF CALIFORNIA· )

OAKLAND DIVISION· · · · · · · · ·)· SS.

· · ·I, Trixie L. Schuzer, Certified Shorthand Reporter

and Notary Public, do hereby certify that AARON D.

STRIEGEL, Ph.D. was first duly sworn by me to testify

to the whole truth and that the above deposition was

reported stenographically by me and reduced to

typewriting under my personal direction.

· · ·I further certify that the said deposition was

taken at the time and place specified and that the

taking of said deposition commenced on the 7th day of

November, 2025, at 9:01 a.m.

· · ·I further certify that I am not a relative or

employee or attorney or counsel of any of the parties,

nor a relative or employee or attorney or counsel of

any of the parties, nor financially interested directly

or indirectly in this action.
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· · ·In witness whereof, I have hereunto set my hand

and affixed my seal of office at Chicago, Illinois,

this 21st day of November, 2025.

· · · · · · · · · · · · · · · ______________________

· · · · · · · · · · · · · · · TRIXIE L. SCHUZER, CSR

· · · · · · · · · · · · · · · 180 North LaSalle Street

· · · · · · · · · · · · · · · Suite 2800

· · · · · · · · · · · · · · · Chicago, Illinois 60601

· · · · · · · · · · · · · · · Phone: (312) 236-6936

CSR No. 084.004763
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Aaron D. Striegel, hereby declare as follows: 


I. INTRODUCTION


1. I am currently a Professor in the Department of Computer Science and Engineering


at the University of Notre Dame. With respect to this report, I have been retained as a technical 


expert by counsel for Netskope, Inc. (“Netskope”) to address claim construction issues regarding 


U.S. Patent Nos. 8,356,336 (the “’336 Patent”), 8,543,710 (the “’710 Patent”), 8,117,639 (the 


“’639 Patent”), 8,224,983 (the “’983 Patent”), 8,327,426 (the “’426 Patent”), 7,593,936 (the “’936 


Patent”), 8,397,282 (the “’282 Patent”), 8,661,153 (the “’153 Patent”), and 8,635,697 (the “’697 


Patent”) in the above captioned case. 


2. I am being compensated for my time in this case at the rate of $875 per hour (plus


expenses) for services rendered as an expert witness in this case. My compensation for this matter 


is not determined by or contingent on the outcome of this case. 


3. I am willing to testify at the hearing set by the Court regarding this declaration if


asked about these matters by the Court or the parties' attorneys. 


4. I reserve the right to supplement my opinions, as well as the bases for my opinions,


expressed herein in light of any additional materials, including opinions expressed by other 


witnesses and/or other evidence that may be provided to me after submission of this declaration. 


This includes any opinions offered by Defendants’ experts on the subject of invalidity. 


II. QUALIFICATIONS


5. I am currently a Professor in the Department of Computer Science and Engineering


at the University of Notre Dame. I received my Ph.D. in Electrical and Computer Engineering in 


2002 from Iowa State University in Ames, Iowa. I received my Bachelor’s degree in Computer 


Engineering in 1998 from Iowa State University in Ames, Iowa. I have served in my current role 


as Professor in the Department of Computer Science and Engineering at the University of Notre 


Dame in Notre Dame since May 2018.  Prior to that period, I served as an Associate Professor 


from May 2009 to May 2018, and prior to that, as an Assistant Professor (tenure track) from 


January 2003 through May 2009. 


1.2







-2-


4:25-CV-02360-HSG 
EXPERT REPORT OF AARON D. STRIEGEL 


6. From 2012 through 2018, I served as the Associate Chair in the Department of


Computer Science and Engineering overseeing junior faculty mentoring, external degree program 


accreditation via ABET (the professional accreditation body for engineering, including Computer 


Science via CSAB), and other administrative duties for the department.  In 2011 and 2017, I led 


the reaccreditation of the Computer Science and Computer Engineering programs for the 


Department of Computer Science and Engineering at the University of Notre Dame with ABET. 


From 2020 through 2025, I served as the Program Director for the Bachelor of Arts in Computer 


Science which is a joint program between the Department of Computer Science and Engineering 


and the College of Arts and Letters at the University of Notre Dame.  I also served on the 


organizing committee establishing a joint Business / Computer Science degree between the 


College of Business and the College of Engineering at the University of Notre Dame. 


7. I have supervised seventeen students through completion of their Ph.D. degrees,


eight students through completion of their Masters degrees, and numerous undergraduates 


conducting research. Primary focus areas of the various dissertations and theses are outlined in my 


CV (Ex. 1) and are oriented around my primary areas of research (computer networking, computer 


security). 


8. I have instructed over thirty courses across my time as an instructor between Iowa


State University and the University of Notre Dame. Courses have ranged from an introductory 


course for freshmen on engineering concepts to graduate level courses on operating systems and 


security. Additionally, I co-taught an MOOC (Massive Online Open Course) to over eleven 


thousand students entitled “Understanding Wireless” offered as a joint effort between edX and the 


University of Notre Dame. I have participated in multiple curriculum revisions including a 


recasting of the lab of the embedded system course at Iowa State University (C, Assembly), a 


conversion of the introductory programming sequence at the University of Notre Dame (from 


Scheme to C/C++), and piloted new courses on computer security, human-computer interaction, 


graduate networks—also at the University of Notre Dame. 
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9. I have served on numerous Technical Program Committees (TPCs) for top


conferences in my field of research. For example, I served as the general chair for ICCCN on its 


25th International Conference on Computer Communications and Networks, which was held in 


August 2016. For the past several years, I have served amongst a select group of nearly 40 


individuals serving as Area Chairs for IEEE INFOCOM which is one of the premier research 


venues in the area of computer networking. Notably, I recently served as one of the Technical 


Program Committee (TPC) co-chairs for INFOCOM 2025, one of the flagship conferences in 


computer networking and will be serving as General Chair of IEEE MASS 2026. I have also served 


on numerous panels and federal grant review efforts. Recently, I served on a panel on the Internet 


of Things at MASS 2025. Previously, I have served on a panel at INFOCOM 2018 concerning the 


impact of artificial intelligence (AI) on networking research. Prior examples include serving on a 


panel regarding large-scale instrumentation of mobile devices at CSET 15 (8th Workshop on 


Cyber Security and Test). In the past few years, I have given a keynote regarding data collection 


and smart device challenges at the SmartWork workshop in October 2021 and a keynote on 


network measurement at UEMCON 2022. 


10. I have been a senior member of the Institute of Electrical and Electronics Engineers


(IEEE) since 2017 and a full member since 2002. I am also a full member of both the Association 


of Computing Machinery (ACM) and the American Society for Engineering Education (ASEE), 


which I joined in 2006 and 2011, respectively.  


11. I served as a co-PI (Principal Investigator) of the Industrial University Cooperative


Research Center (IU/CRC) sponsored by the National Science Foundation at the University of 


Notre Dame, of which Notre Dame is a site under the Broadband Wireless Applications Center 


(BWAC).  I have participated in considerable industrial outreach including funding from Sprint, 


Google, Alcatel-Lucent, Hewlett-Packard, and Sun Microsystems.  I was a founding member of 


the Wireless Institute at the University of Notre Dame and serve as part of the Executive 


Committee.  Past and current collaborators for the Wireless Institute include Sprint, Alcatel-
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Lucent, InterDigital, National Instruments, the Office of Naval Research, and the Lab for Telecom 


Sciences. 


12. I have been involved in the submission of two provisional patents, both of which


involved my students as the co-inventors. Provisional patent #60/752,945 generally related to 


automatic detection at the network level of rogue wireless access points at the edge of the enterprise 


network. Provisional patent #61/628,883 generally related to techniques for the transparent 


extraction of redundancy in wireless communications for the purpose of improving wireless 


(specifically WiFi) performance.  


13. I am also credited as one of two inventors on U.S. Patent No. 10,383,002, titled,


“Systems and Methods for Rapidly Estimating Available Bandwidth in a WiFi link,” awarded May 


2019. The patent generally pertains to techniques for determining the available bandwidth of a 


WiFi link using frame aggregation between an access point and an electronic communication 


device.  


14. I have published thirty-eight peer-reviewed journal papers and over one hundred


conference papers in the areas of computer networking, computer security, engineering education, 


and real-time systems. Out of those papers, three papers have received best paper awards at 


conferences. My work has been cited by research papers and other scholarly materials over 4500 


times. 
15. My research group has produced numerous, large-software artifacts available to


researchers and interested parties including code bases across C, C++, C#, Java, MATLAB, 


Python, Swift, Go, and Tcl. Notable software products produced by our research group include a 


fully functional agent for Android proximity / communication monitoring (PhoneMonitor, Java), 


a full visualization suite for network security context (ENAVis, Java, C++), improved 


rehabilitation utilizing a combination of the Nintendo Wii balance board and Microsoft Kinect 


(WeHab, C#), an integrated software suite for capturing smartphone, wearable, and beacon sensing 


streams (Tesserae, multiple languages), implementations for video streaming utilizing QUIC (Go), 
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and a full network programming suite for layer two to layer seven interactions (ScaleBox, C++). 


All of the efforts involve multiple years of development and range on the order of thousands to 


hundreds of thousands of lines of code. I have supervised / am in the process of supervising 


millions of dollars (over $17M) of funding during my time at the University of Notre Dame for 


research purposes relating generally to networks, network security, and sensing devices. Funding 


sources include government agencies (National Science Foundation (NSF), National Institute of 


Health (NIH), DARPA, and IARPA), private foundations (National Academies / Keck 


Foundation), and industrial support. 


16. I completed several industrial internships during my graduate and undergraduate


work. In 1996 (January through August), I worked in a cooperative work program with Fisher 


Controls (now Emerson Process) in Marshalltown, IA. In 1997 and 1998 (both May to August), I 


continued with additional summer internships also at Fisher Controls. The work at Fisher Controls 


included development in C++ and C supporting GUI development and communications tool 


development (HART, Fieldbus). In 2000 (May to August), I worked for Architecture Technology 


Corporation, a small research firm in Eden Prairie, MN. My tasks included development in C++ 


on a fully functional suite of a network gateway capable of providing DHCP and MobileIPv4 


support. In 2002 (January to May), I worked for the Universite de Technologie Compiegne in 


Compiegne, France in partnership with Motorola. My duties there included the development of a 


specification for distributed admission control support with C++ and Tcl support for simulation in 


ns2 for the purposes of mobile resource management. In 2002 (May to August), I worked for Sun 


Microsystems in Mountain View, CA. My duties included design document creation (Rational 


Rose) and the creation of a fully functional emulation testbed for the evaluation of network 


processors via Layer 2 through Layer 4 rule bases with all code written in Java. 
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17. During my time as an instructor (both as a Ph.D. student and as a professor), I have


drawn extensively on those industrial experiences in teaching the various code and system-oriented 


classes.  I have taught 11 courses that involved significant aspects of C programming (CSE 20211, 


CPRE 211, CSE 30341, CSE 60641, over 800 students), four courses that involved significant 


aspects of object-oriented (CSE 20211, CSE C++, C#) programming (over 150 students), six 


courses that had significant systems components with considerable C programming (over 225 


students, CSE 30341, CSE 30342, CSE 60641), two courses with considerable introductory 


programming (MATLAB) (800 students, EG 10111), and four courses with robust assembly 


components (nearly 500 students, CPRE 211).  Furthermore, my programming and system notes 


were published as an open note set.  Finally, I have taught three courses centered on networking 


(CSE 30289, CSE 60744, CSE 60884— one at the undergraduate level, two at the graduate level) 


and one course on security (CSE 498U— cross-listed between undergraduate / graduate). 


Cumulatively, I have over 20 years of coding experience (industry, graduate school, faculty 


member) in C and C++ programming.  I have over 20 years of experience with computer networks 


and over 18 years of experience with computer security topics. 


18. My curriculum vitae is attached as Exhibit A.


III. SUMMARY OF OPINIONS


19. It is my opinion that a person of ordinary skilled in the art would understand that


the term “subordinate to” is not indefinite in light of the intrinsic evidence, including the claims 


and the specification. In light of the claims and the specification of the ’710 patent, a person of 


ordinary skilled in the art would understand that the term “subordinate to” has a definite meaning 


within the context of the ’710 patent. 


20. It is my opinion that a person of ordinary skilled in the art would understand that


the term "principal believing interactions are with the external service" is not indefinite in light of 


the intrinsic evidence, including the claims and the specification. In light of the claims and the 


specification of the ’426 patent, a person of ordinary skilled in the art would understand that the 
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term “principal believing interactions are with the external service” has a definite meaning in the 


context of the ’426 patent.  


21. It is my opinion that a person of ordinary skilled in the art would understand that


the term "generic response" is not indefinite in light of the intrinsic evidence, including the claims 


and the specification. In light of the claims and the specification of the ’936 patent, a person of 


ordinary skilled in the art would understand that the term “generic response” has a definite meaning 


within the context of the ’936 patent. 


22. It is my opinion that a person of ordinary skilled in the art would understand that


the term "arbitrary number of attributes" is not indefinite in light of the intrinsic evidence, 


including the claims and the specification. In light of the claims and the specification of the ’153 


patent, a person of ordinary skilled in the art would understand that the term “arbitrary number of 


attributes” has a definite meaning in the context of the ’153 patent. 


23. It is my opinion that a person of ordinary skilled in the art would understand that


the term "a more reliable OS ID" is not indefinite in light of the intrinsic evidence, including the 


claims and the specification. In light of the claims and the specification of the ’697 patent, a person 


of ordinary skilled in the art would understand that the term “a more reliable OS ID” has a definite 


meaning in the context of the ’697 patent.  


IV. LEVEL OF ORDINARY SKILL IN THE ART


24. In determining who would be a person of ordinary skill, I considered at least the


following criteria: (a) the type of problems encountered in the art; (b) prior art solutions to those 


problems; (c) the rapidity with which innovations are made; (d) the sophistication of the 


technology; and (e) the education level of active workers in the field. 


25. In my opinion, a person of ordinary skill in the art relevant to the ’710 patent, ’426


patent, ’936 patent, ’153 patent, and ’697 patent would possess at least the equivalent of a college 


degree in electrical engineering, telecommunication, computer engineering, computer science, or 


a related technical degree, as well as 2-3 years of experience in engineering in related fields. 
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V. LEGAL STANDARD


26. I have been informed and understand that the words of a claim are generally given


their ordinary and customary meaning to a person of ordinary skill in the art in question at the time 


of the invention. The person of ordinary skill in the art is deemed to read the claim term not only 


in the context of the particular claim in which the disputed term appears, but in the context of the 


entire patent, including the specification. Hence, patent claims must be read in view of the 


specification. 


27. I have been informed and understand that the presence of modifiers may also be


taken into account in evaluating whether a claim term has sufficient structural meaning. 


28. I understand that claim terms should usually be read and understood in a manner


that gives meaning to all of the words in the claim and, further, gives each independent claim a 


distinct meaning and scope from its dependent claims. Thus, other claims (and claim elements) of 


the patent in question, both asserted and unasserted, can inform the meaning of a claim term. For 


example, because claim terms are normally used consistently through the patent, the usage of a 


term in one claim can often illuminate the meaning of the same term in other claims. Differences 


among claims can also be a useful guide in understanding the meaning of particular claim terms. 


29. I understand that, under some circumstances, an inventor may clearly define a claim


term in the specification or the prosecution history to mean something other than its ordinary 


meaning. 


30. I understand that each claim of an issued patent is presumed to be valid and definite,


and a party challenging the validity of a patent claim must present clear-and-convincing evidence 


to overcome that presumption. A patent claim is invalid for indefiniteness only if the challenging 


party can demonstrate by clear-and-convincing evidence that the claim, read in light of the patent’s 


specification and prosecution history, does not inform with reasonable certainty those skilled in 


the art about the scope of the invention. 
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VI. THE ’710 PATENT


A. OVERVIEW OF THE TECHNOLOGY
31. The ’710 Patent addresses challenges in network access control systems, in which,


based on security levels, a device either had full access to a network or was completely blocked. 


This framework not only lacked flexibility, such as by constraining clients exhibiting abnormal 


behavior, the user of the infected client device may also be completely unaware of the type of 


malicious infection or how to remediate it.  


32. The ’710 Patent presents embodiments that solve these challenges by allowing a


“service provider to use the network access gateway to constrain a network client’s level of 


network access gateway to constrain a network client’s level of network access in a way that can 


inform the user of the problem and still allow the user access to a limited set of destinations that 


may be helpful in resolving the problem.”  Ex. 2 at 1:61-66. 


33. Specifically, the ’710 Patent discloses systems and methods for a rules-based access


system which uses controlled environments, known was “walled gardens,” which “limit the 


network segments or routes available, as well as the network protocol traffic permitted.”  Id. at 


3:65.  By implementing traffic shaping discrimination techniques, “traffic from a client can then 


be subjected to a particular list of access rules that specify a ‘walled garden’ which define where 


network access is allowed.”  Id. at 3:67-4:3. 


34. For example, Figure 1 demonstrates an embodiment of the ’710 Patent:
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Ex. 2, Fig. 1. 
35. For example, Figure 1 demonstrates an embodiment of the ’710 Patent comprising


a network topology with a LAN and gateway connected to the Internet.  “Gateway 11 may be 


operable to support any number of walled gardens 20, 30, 40 and any number of client 


classifications.”  Id. at 4:40-42.  “Clients 1, 2, 3, 4 on LAN network 10 are connected to Internet 


13 via gateway 11.”  Id. at 4:31-32.  “Gateway 11 can assign clients 1, 2, 3, 4 to walled gardens 


20, 30, 40 automatically based on facts known or learned at gateway 11, or the assignment can be 


done in response to external configuration or commands received at gateway 11.”  Id. at 4:42-46.  


Specifically, network access gateway 11 inspects incoming network traffic for attributes that 


associate the packet with a particular client.  Id. at 4:47-49.  Once the “incoming traffic is 
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discriminated (and/or marked) on a per-client basis, traffic can be directed to, assigned to, or 


associated with, one or more sets of client-specific (or group-specific) access roles.  Id. at 4:55-59. 


36. Once a client is assigned to a specific walled garden, any traffic emanating from


that client that is not addressed to a location in the walled garden “may have the traffic dropped, 


denied, or redirected by gateway 11.”  Id. at 4:66-5:3.  The ’710 Patent also discloses that in other 


embodiments, “when this errant traffic is a web browser request, gateway 11 can redirect the 


request thus causing display of an informational page in the requesting user’s browser.”  Id. at 5:3-


6. This informational page can “inform the user of his status in the access gateway and offer


choices of action.”  Id. at 5:9-10.  This process allows the user to seek remediation of the computer 


infection “without requiring direct support from the service provider.” 


VII. CONSTRUCTION OF THE ’710 PATENT TERMS


A. “subordinate to”


37. I understand that the parties have proposed the following constructions for this


term: 


Netskope Fortinet 


Plain and ordinary meaning Indefinite 


38. The term “subordinate to” appears in claims 1, 6, 8, 13, 15 and 20 of the ’710 Patent.


The term appears in claim 1 as follows: 


1. A method of network traffic quarantine control, comprising:
at a network access gateway device between a local network 


and the Internet, selecting a client device in a first network segment 
of the network; 


at the network access gateway device, performing a plurality 
of quarantine control functions over the client device, wherein the 
plurality of quarantine control functions comprises: 


a) restricting all network traffic emanating from the client
device to one or more network destination addresses that are not in 
or subordinate to the first network segment; 
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b) restricting all network traffic emanating from the client
device to an allowed network destination address to selected one or 
more network protocols; and 


rendering a web page to display on the client device from the 
network access gateway device, wherein the web page contains an 
offer for a user of the client device to perform an action in order to 
obtain unrestricted access to the Internet responsive to 
implementation of one of the plurality of quarantine control function 
of the client device. 


39. I understand that Fortinet argues that the term “subordinate to” is indefinite.


However, I disagree.  It is my opinion that a person of ordinary skill in the art would understand 


that the term “subordinate to” is not indefinite in light of the intrinsic evidence, including the 


claims and specification.  


40. The ’710 Patent’s specification describes portions of a network (e.g., “network


segments”) which can be used to confine a network user’s access to a specific region of the 


network.  Ex. 2 at 1:58-60.  This confinement can be used as a way to quarantine a client with 


suspected malicious behavior to inform the user of the detected anomaly and direct the user with 


actionable steps to resolve the problem.  Id. at 1:61-67.  In other embodiments, the confinement 


may be repurposed into a paywall or a barrier requiring additional authentication before gaining 


full access to the network.  Id. at 2:1-4. 


41. Figure 1 demonstrates how various portions of the network are segmented from


each other: 
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Ex. 2, Fig. 1. 


42. As shown in Figure 1, “Gateway 11 may be operable to support any number of


walled gardens 20, 30, 40 and any number of client classifications.”  Id. at 4:40-42.  “Gateway 11 


can assign clients 1, 2, 3, 4 to walled gardens 20, 30, 40 automatically based on facts known or 


learned at gateway 11, or the assignment can be done in response to external configuration or 


commands received at gateway 11.”  Id. at 4:42-46. 


43. It is my opinion that Figure 1 provides sufficient support for a person of ordinary


skill in the art to understand “subordinate to.”  For example, Figure 1 shows Internet 13, 


comprising walled garden “A” with corresponding Site K and Site M destinations, walled garden 


“B” with corresponding Site P and Site M destinations—wherein Site M overlaps with walled 


gardens “A” and “B.”  Id. at Fig. 1.  Internet 13 also includes a standalone destination Site “J” and 
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a separate, unrelated walled garden, titled walled garden “C,” which contains destination Site “S.”  


Id. 


44. In the context of the specification and claims, a person of ordinary skill in the art


would understand walled garden “C” to contain a network destination address that is not in or 


“subordinate to” walled gardens “A” and “B,” because, for example, these network segments are 


not hierarchically related, managed by, or logically dependent upon each other.  In view of the 


specification, a network segment may be considered subordinate if it operates within the 


administrative, routing, or policy domain of another segment—regardless of physical or 


topological configuration.  Applying this context to the figures, a person of ordinary skill in the art 


would understand Site “J” not to be in or “subordinate to” walled gardens “A,” “B,” and “C” or 


the sites located within those walled gardens because Site “J” is located outside of those network 


destinations.  Accordingly, the plain language of the ’710 Patent provides sufficient information 


to inform a person of ordinary skill in the art on the meaning of “subordinate to.” 


45. Further, the specification explains the reasoning behind the need for network


destination addresses that are not in or subordinate to other network segments.  The ’710 Patent 


informs a scenario in which client 1 becomes infected with malware.  Ex. 2 at 5:54-57.  Gateway 


11 notices the abnormal behavior from client 1, and quarantines the client by “assigning it to a 


walled garden reserved for infected users,” allowing “traffic from this client to destinations outside 


the walled garden [to] become[] restricted.”  Id. at 5:58-64.  A person of ordinary skill in the art 


would understand that constraining the infected client to a walled garden that is not in or 


subordinate to another network segment to ensure the security of other devices on the network. 


Further, “these network regions may contain content or data intended to repair or enhance a 


network client’s network access and permit renewed access to the other portions of a network by 


the client.”  Id. at 6:24-27. 
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46. Accordingly, it is my opinion that a person of ordinary skill in the art would


understand the meaning of “subordinate to” in the context of the ’710 Patent’s specification, 


figures, and claims.  


VIII. THE ’426 PATENT


A. OVERVIEW OF THE TECHNOLOGY


47. The ’426 Patent addresses challenges in networks when a user is attempting to


access multiple services.  Under traditional forms of authentication, a user often must authenticate 


separately to each online service because the user maintains separate credentials with each party. 


So, if a user were attempting to make a purchase with a vendor, the transaction would fail as the 


user’s banking credentials are distinct from the vendor.  This method was cumbersome, as it 


required the user to maintain a variety of —even within the same transaction, and despite the fact 


that the user may already be authenticated by one service.  This method was cumbersome and often 


resulted in friction and inconvenience for the user when attempting to complete a single 


transaction.   


48. The ’426 Patent introduces techniques for single sign-on that facilitates seamless


authentication across multiple services by using proxying techniques.  For example, a user signs 


in to a primary identity service, which then generates an authentication statement or token that is 


trusted by a secondary identity service.  The secondary identity service uses that token to 


authenticate the user without requiring additional credentials from the user.  The outcome of this 


process is the user can access multiple trusted services without needing to re-enter credentials to 


access each subsequent identity service.  


49. Fig. 1 illustrates an embodiment of the invention, describing a method for single


sign-on with proxy services: 
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Ex. 3, Fig. 1. 


50. As shown in Figure 1 at 110, the single sign-on service receives an authentication


request for access from a principal; the request may be to access the network or to access a site 


within an identity service.  Ex. 3 at 4:4-8.  In other words, the principal may believe it is attempting 


to access a site within an identity service, and “the single sign-on intercepts the communication 


and attempts to authenticate the principal.”  Id. at 4:9-14.  At step 120, the single sign-on service 


authenticates the principal using a variety of authentication methods (e.g. user identification and 


password, certificate, biometrics, etc.).  Id. at 4:17-23. 
51. After the principal is authenticated, the single sign-on service provides an


authentication message to the principal, comprising an authentication request and an authentication 
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response to satisfy the authentication request.  Id. at 4:30-36.  This authentication request is made 


on behalf of the principal that is targeted to another identity service, and allows the principal to be 


automatically authenticated to the identity service.  Id. at 4:30-48. 


52. Figure 1 also includes additional embodiments of the ’426 patent.  For example at


131, “the single sign-on service may facilitate the authentication of the principal to another identity 


service in response to successfully authenticating the principal using WWW browser interactions 


and interfaces.”  Id. at 4:49-53.  Under this embodiment, the principal’s browser is automatically 


redirected to the secondary identity service after the principal is authenticated.  Id. at 4:53-57.  


And, as shown in Figure 1, that redirection also includes the new authentication request made on 


behalf of the principal and a new authentication response, created by the single sign-on service.  


Id. at 4:57-60.  This results in the principal accessing the secondary identity service unbeknownst 


to the proxying techniques performed by the single sign-on service.  “The targeted or secondary 


identity service, in response to the authentication response, may assume that the principal is to be 


automatically presumed authenticated for access to the targeted identity service.”  Id. at 5:4-7.  


“This presumption can occur because the single sign-on service is trusted with and by the targeted 


identity service and if the single sign-on service vouches for the principal and indicates via an 


authentication message or via the authentication response that the principal is authenticated then 


the targeted identity service can assume or presume the principal to be authenticated to the targeted 


identity service.”  Id. at 5:7-14. 


B. CONSTRUCTION OF THE ’426 PATENT TERMS


I. “principal believing interactions are with the external service”


53. I understand that the parties have proposed the following constructions for this


term: 
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Netskope Fortinet 


Plain and ordinary meaning  Indefinite 


54. The term “principal believing interactions are with the external service” appears in


claim 1 of the ’426 Patent.  The term appears in claim 1 as follows: 


1. A machine-implemented method to execute on a machine,
comprising:
receiving, by the machine, an authentication request from a
principal, the request directed by the principal to an external
service and intercepted by the method for receipt;
authenticating, by the machine, the principal; and
supplying, by the machine, an authentication message for use by an
identity service on behalf of the principal, the authentication
message serves as a new authentication request and as a new
authentication response for single sign-on access of the principal to
the identity service and other services external or internal to the
identity service, the identity service acts as a proxy for access
sessions to the other services on behalf of the principal, the
principal's access sessions occur indirectly through the identity
service and transparently to the principal, wherein the
authentication message includes the new authentication request
made on behalf of the principal and the authentication message
also includes a new authentication response that satisfies the new
authentication request, that response vouches for authentication of
the principal to the identity service for the single sign-on access of
the principal, the principal believing interactions are with the
external service, which is one of the other services that the
identity service controls access to, and a determination as to
whether to use a single interaction or multiple interactions for
authentication of the principal to the other services is automatically
communicated in the new authentication response.


55. I understand that Fortinet argues that the term “principal believing interactions are


with the external service” is indefinite.  I disagree.  It is my opinion that a person of ordinary skill 


in the art would understand that the term “principal believing interactions are with the external 


service” is not indefinite in light of the intrinsic evidence, including the claims and specification.  


56. Specifically, the specification describes that a single sign-on service performs


proxying techniques in which a user (e.g., principal) could access a secondary identity service 


based on authentication performed by accessing a first identity service.  Ex. 3 at 10:17-18.  “In an 
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example embodiment, these interactions occur via a WWW browser interface…[t]he first identity 


service 502 authenticates the principal 501, perhaps through an interactive challenge and response 


dialogue with the principal 501, and automatically redirects the browser of the principal 501 to the 


second identity service 503 via B.”  Id. at 10:25-32.   


57. This process is further detailed in Figure 5:


Ex. 3, Fig. 5. 


58. The second identity service “receives an authentication request formulated by the


first identity service 502 on behalf of the principal 501.”  Id. at 10:33-35. “That authentication 


request also includes a response from the first identity service 502 for the principal 501” which 


indicates that the “principal 501 is currently already authenticated to the first identity service 502.” 


Id. at 10:37-40.  From this established authentication, the “second identity service 503 considers 


the principal 501 to be authenticated with the second identity service 501.”  Id. at 10:40-42. “In 


response to the automatic authentication of the principal 501 to the second identity service 503, 


the second identity service 503 supplies a new authentication token to the principal 501 and 


redirects the browser of the principal 501 back to the first identity service 502 via C.”  Id. 10:45-


1.20







-20-


4:25-CV-02360-HSG 
EXPERT REPORT OF AARON D. STRIEGEL 


49. These techniques are performed in a “seamless manner from the perspective of the parties


involved.”


59. It is my opinion that the specification provides sufficient support for a person of


ordinary skill in the art to understand “principal believing interactions are with the external 


service.”  An advantage of the ’426 Patent is it allows users to authenticate once, while 


simultaneously gaining access to multiple services without requiring additional steps.  This is 


further emphasized by the specification noting that “[t]he presence of the single sign-on service 


may be transparent or unknown to the principal” and “the principal may believe it is interacting or 


attempting to interact with an external service and the single sign-on intercepts the 


communication…”  Id. at 4:9-13.  Accordingly, this term describes how the identity service acts 


as a transparent proxy between the principal and an external service.  In other words, the system 


is designed so that the principal perceives no difference between interacting directly with the 


external service and interacting through the proxy; the identity service handles requests and 


responses in a way that makes its mediation invisible.  This enables a single sign-on framework 


across multiple services without the need for additional user logins or awareness of the proxying 


services occurring behind the scenes. 


IX. THE ’936 PATENT


A. OVERVIEW OF THE TECHNOLOGY


60. At a basic level, the ’936 Patent describes systems and methods for automated


computer support that utilize computer snapshots and an adaptive reference model to detect 


abnormal system states in a population of computers. Ex. 4 at 3:41-51. The patent explains how 


expensive labor costs are for incident resolution, and how automated systems can reduce the costs 


by automating the discovery and correction of a problem before the user is even aware that a 


problem exists. Id. at 1:32-2:56. 


61. The ’936 Patent also describes the prior art’s shortcomings. Conventional products


like software distribution tools and configuration management tools attempt to mitigate incidents 


by limiting the managed population to known configurations and eliminating any signatures that 
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deviate from this configuration. Id. at 2:14-19. However, this approach is flawed because not all 


software is static, and certain products may update themselves automatically, which may trigger a 


response from conventional tools. Id. at 2:18-31. A fundamental challenge that these conventional 


tools consistently fail at is determining the scope and granularity of the allowed configurations. 


The conventional tools are generally incapable of being flexible enough to allow for updates to 


software located on the computer without activating a system response, while simultaneously 


being able to reliably distinguish between “normal” and “abnormal” system states on each 


computer in the population. Id. at 2:57-64. With there being a nearly endless number of possible 


software combinations and version permutations on any given computer, manually setting rules 


for “normal” or “abnormal” states will be close to impossible on conventional tools. 


62. Additionally, the ’936 Patent explains how self-service tools, such as knowledge


bases and software solutions in the prior art, designed to assist the user with low-risk support 


functions, generally fail to resolve issues effectively and, as a result, fail at reducing the labor costs 


associated with computer repair. Id. at 2:65-3:29 These conventional tools routinely fall short in 


diagnosing issues across the computer population, both in the types of issues that can be identified 


and the accuracy of their diagnosis. Id. at 3:15-22. When these tools fail, resolving the issue often 


requires substantial service time from a skilled analyst, which would be costly. Id. at 3:18-29. 
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63. Fig. 2 illustrates a block diagram highlighting the process of an anomaly being


detected through snapshots, diagnosed by the recognition filters, and the system sending a response 


agent to the computer to solve the anomaly according to one embodiment. 


Ex. 4, Fig. 2. 


64. Specifically, snapshots are analyzed by the adaptive reference model in step 206 to


determine if there are any anomalies on the machine. The adaptive reference model is generated 


automatically using a plurality of snapshots from the plurality of computers in the population. Id. 


at 3:41-51. The adaptive reference model then uses data mining algorithms on snapshots that are 


generated periodically to determine if there is an anomaly on any computers within the population. 


Id. at 7:23-35. If there are, the recognition filters diagnose the anomalies by searching through 


known conditions and classifying them in step 210. Id. at 9:31-36. If the anomaly is recognized, 


then an associated response can be administered to the computer in step 214. 
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65. Anomalies are analyzed by grouping and may be related because they arise from a


single root cause. Id. at 15:35-37. Anomalies that are grouped may be matched to a plurality of 


recognition filters that contain pairs of asset names and values that can help the user recognize 


threats like the presence of a virus on the computer. “A generic recognition filter may provide a 


template for creating more specific filters. For example, a recognition filter that is adapted to search 


for worms in general may be adapted to search for a specific worm.” Id. at 16:1-5. 


66. After the condition has been identified, response agents execute scripts to correct


the condition and remove the anomalies in step 214. Id. at 8:53-62. 


B. CONSTRUCTION OF THE ’936 PATENT TERMS


I. “generic response”


67. I understand that the parties have proposed the following constructions for this


term: 


Netskope Fortinet 


Plain and ordinary meaning Indefinite 


68. The term “generic response” appears in claims 3, 4, 14, and 15 of the ’936 Patent.


The term appears in claim 3 as follows: 


3. The method of claim 2, wherein the automated response is a
generic response not specific to a particular asset of the at least
one computer, and wherein the method further comprises:
sending the generic response and a set of anomalies found in the
snapshot to the at least one computer, the set of anomalies
indicating assets of the at least one computer whose states are
anomalous; and
applying the generic response to the anomalous assets to correct
the trouble condition.


69. It is my belief that the term “generic response” has a plain and ordinary meaning


within the context of the ’936 Patent that would have been readily understood by one of ordinary 


skill in the art at the time of filing.  A generic response provides flexibility by accommodating 


multiple computer configurations within a single system, while still enabling the troubleshooting 
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of anomalies common across entire population. Ex. 4 at 6:64-7:13. The automated response is 


considered “generic” because it can address multiple distinct anomalies that share a common 


characteristic—similar to how rebooting a computer can resolve various software issues that keep 


applications stuck mid-process. 


70. I understand that Fortinet argues “generic response” is indefinite to a person of


ordinary skill in the art. I disagree and believe that one of ordinary skill in the art would understand 


“generic response” in light of the specification, claim language, and knowledge of the field would 


have understood the scope and meaning of this term with reasonable certainty.  


71. The ’936 Patent illustrates the concept of a generic class or trait when it explains


how anomalies are detected and removed in an embodiment of the invention as seen below: 


“An anomaly is defined as an unexpectedly present asset, an 
unexpectedly absent asset, or an asset that has an unknown value. 
Anomalies are matched against a library of Recognition Filters 216. 
A Recognition Filter 216 comprises a particular pattern of anomalies 
that indicates the presence of a particular root cause condition or a 
generic class of conditions. Recognition Filters 216 also associate 
conditions with a severity indication, a textual description, and a link 
to a response agent. In another embodiment, a Recognition Filter 
216 can be used to identify and interpret benign anomalies. For 
example, if a user adds a new application that the administrator is 
confident will not cause any problems, the system according to the 
present invention will still report the new application as a set of 
anomalies. If the application is new, then reporting the assets that it 
adds as anomalies is correct. However, the administrator can use a 
Recognition Filter 216 to interpret the anomalies produced by 
adding the application as benign.” 
[8:12-29] (emphasis added) 


“A recognition filter comprises a signature of a condition or of a 
class of conditions. For example a recognition filter may comprise a 
collection of pairs of asset names and values that, when taken 
together, represent the signature of a condition that is desirable to 
recognize, such as the presence of a worm. A generic recognition 
filter may provide a template for creating more specific filters. For 
example, a recognition filter that is adapted to search for worms in 
general may be adapted to search for a specific worm.” 
[15:63-16:5]  
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72. Those generic class or conditions may have a root cause that can be identifiable.


Specifically, the process includes comparing anomalies to recognition filters to determine whether 


the cause of the anomaly is known or unknown and subsequently dispatching an appropriate action. 


Within this process, the invention distinguishes between particular and generic causes of 


anomalies. The specification illustrates that when a generic cause is identified, a generic response 


may be dispatched as seen below. 


“If a match is found between a subset of anomalies and a 
Recognition Filter, the name of the Recognition Filter will be 
associated with the subset of anomalies in the output stream. For 
example, the presence of a virus might generate a set of file 
anomalies, process anomalies, and registry anomalies. A 
Recognition Filter could be used to consolidate these anomalies so 
that the user would simply see a descriptive name relating all the 
anomalies to a likely common cause, i.e. a virus. 


If automated response has been authorized, then the response 
agent library (212) downloads the appropriate response agents to the 
affected machine 320. The Agent component 202 in the affected 
machine then executes the sequence of scripts needed to correct the 
trouble condition 322.” 


Id. at 9:28-42 


73. As a multitude of different viruses are capable of doing something like corrupting


a file, altering registry values, or changing computer processes, the generic responses may reverse 


those changes to correct the conditions. “The response agent library 212 allows the service 


provider to author and store automated responses for specific trouble conditions. These automated 


responses are constructed from a collection of scripts that can be dispatched to a managed machine 


to perform actions like replacing a file or changing a registry value.” Id. at 8:53-63 


74. These possible generic responses are found not only in the specification but in


Claim 4, which relies on Claim 3 and states: 


4. The method of claim 3, wherein the generic response includes at
least one of: installing a missing software component, removing an
undesirable software component, and restoring an incorrect registry
setting.
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75. One of ordinary skill in the art would understand that these steps are helpful in a


broad variety of troubleshooting issues and can solve many different conditions a computer may 


have. “Generic response” indicates breadth of possible steps the system can perform rather than 


indefiniteness. 


76. For the reasons stated above, it is my opinion that a person of ordinary skill in the


art would understand the plain meaning of “generic response.” The specification of the ’936 Patent 


describes this as a response that can be used to cure anomalies that may have many distinct root 


causes. Thus, the plain language of the ’936 Patent provides sufficient detail to inform a person of 


ordinary skill in the art on the meaning of this term. 


X. THE ’153 PATENT


A. OVERVIEW OF THE TECHNOLOGY


77. The ’153 Patent describes a method, control device, and system for controlling


network access and allocating bandwidth on a per user basis. Ex. 5 at 2:15-20. Unlike prior art 


systems, which allocated bandwidth per port and lacked the ability to dynamically reprovision 


bandwidth to individual users, the patented system introduces bandwidth shaping, the process of 


allocating bandwidth, that calculates and adjusts bandwidth allocations dynamically for each user. 


This dynamic bandwidth shaping enables the system to reprovision bandwidth as additional users 


are added to the same port, ensuring consistent performance across the network. In contrast, earlier 


systems could not adapt bandwidth distribution at the user level, resulting in degraded performance 


for all users when network demand increased. 


78. The ’153 Patent utilizes user profiles that are assigned to the user upon connection


to the network and govern bandwidth allocation. Each user’s profile contains attributes that 


determine that user’s bandwidth allocation. Based on these user profiles, the user may have 


limitations on how long they may be connected to the network, specify maximum upload and 


download bandwidths, and when network communications are received. As network conditions or 


the user’s attributes change, the system can dynamically update the bandwidth allocation assigned 


to that profile. 
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79. Fig. 2 is a flow chart illustrating an embodiment of the method for providing


dynamic bandwidth shaping when a user connects to a network. 


Ex. 5, Fig. 2. 


80. When the user has connected to the control device and been authenticated, the


control device will retrieve the user’s profile from either local or remote storage. Id. at 5:14-29. 


The user profile can contain an arbitrary number of attributes that govern bandwidth allocation for 


1.28







-28-


4:25-CV-02360-HSG 
EXPERT REPORT OF AARON D. STRIEGEL 


that user. Id. at 5:24-43. These attributes can be a part of predefined set with some of the attributes 


having no values or a default value filled in. Id. at 5:24-43. At step 30, the control device 


establishes a control session for the user which may contain specified time limits or other session 


features. Id. at 5:44-53. 


81. The control device then establishes specific rules and conditions based on the


attributes in the user profile at step 32. Id. at 5:54-58. These rules can be represented by an IP table 


and each rule can reference other rules or parameters usable by any number of applications or 


processes. Id. at 5:54-6:10. From then on, when the control device receives a network 


communication to or from a particular user, as seen in step 34, the control device determines which 


user specific rule to apply to said network communication which it extracts from the Internet 


Protocol (“IP”) packets associated with the network communication. Id. at 6:31-57. 


82. In step 38, the control device can determine if the network communication exceeds


the bandwidth limit that was imposed by a traffic control rule. Id. at 6:44-7:4. If so, the control 


device can queue or drop the network communication. If the bandwidth limit is not exceeded, then 


the traffic is delivered by the control device and the process repeats for any additional network 


communication. Id. 


83. As the user profile’s traffic rules that are imposed on the user are modified in


response to dynamic changes in the network, the control device can swap between dropping or 


delivering network communication for a user based on the network’s current needs. 


B. CONSTRUCTION OF THE ’153 PATENT TERMS


I. “arbitrary number of attributes”


84. I understand that the parties have proposed the following constructions for this


term: 


Netskope Fortinet 


Plain and ordinary meaning Indefinite 
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85. The term “arbitrary number of attributes” appears in claims 1, 10, and 15 of the


’153 Patent. The term appears in claim 1 as follows: 


86. A method executing on a control device for allocating network
bandwidth to users accessing a first network, comprising:


in response to a first user of the users connecting to said control
device using a user device on a second network, obtaining a 
user bandwidth allocation profile for said first user based on 
user credentials, wherein said first user is a human user 
wherein said user bandwidth allocation profile is stored local 
or remote to said control device, wherein the user bandwidth 
allocation profile contains an arbitrary number of 
attributes specifying bandwidth limitations for the first 
user, and wherein said control device is located  between 
said user device and said first network, said control device 
capable of dynamically altering bandwidth allocations 
among a set of users on said second network; 


based on the arbitrary number of attributes in each user profile, 
establishing user specific rules and conditions that are bound 
to the first user during a control session based on the user 
device associated with the first user and the first credentials 
provided by the first user for the control session wherein the 
user specific rules include at least one network bandwidth 
limit for the first user; 


obtaining information identifying said user device used by said first 
user on said second network to connect to said control device 
for accessing said first network; 


associating said at least one traffic control rule with said first user 
based on said user credentials and considering said 
information identifying said user device used by said first 
user on said second network to connect to said control device 
for accessing said first network; and 


dynamically updating the network bandwidth for said first user 
utilizing said at least one traffic control rule associated with 
said first user. 


87. It is my belief that the term “arbitrary number of attributes” has a plain and ordinary


meaning within the context of the ’153 Patent that would have been readily understood by one of 


ordinary skill in the art at the time of filing. The specification, claim language, and prosecution 


history collectively indicate that the term refers to a user profile that utilizes a variable number of 


attributes to determine user-specific rules and conditions that control bandwidth allocation. An 
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arbitrary number of attributes refers to a list of possible attributes wherein some attributes are not 


applicable to some users. As a result, the number of attributes used to determine bandwidth 


allocation may vary from user to user. 


88. I understand that Fortinet argues “arbitrary number of attributes” is indefinite to a


person of ordinary skill in the art. I disagree and believe that one of ordinary skill in the art would 


understand “arbitrary number of attributes” in light of the specification, claim language, and 


knowledge of the field would have understood the scope and meaning of this term with reasonable 


certainty. 


89. The specification explains that each user profile may include an arbitrary number


of attributes, and the control device is capable of specifying a bandwidth limitation for the 


corresponding user regardless of the number or completeness of those attributes. Id. at 2:48:58. 


The control device can assign traffic rules to each user profile even when attributes are incomplete 


or missing, by substituting default values for the missing data. Id. at 5:35-43.  Because the number 


of missing attributes may vary from user to user, the number of attributes set to default values will 


also vary. Importantly, each user profile is assigned a traffic rule—regardless of how many 


attributes are defaulted. As a result, the number and type of attributes used to determine each user’s 


bandwidth may differ, enabling flexible and individualized bandwidth management. 


90. For the reasons stated above, it is my opinion that a person of ordinary skill in the


art would understand the plain meaning of “arbitrary number of attributes.” The specification of 


the ’153 Patent describes the process of the control device substituting default values for empty 


attributes and providing a traffic rule for every user profile, regardless of how many attributes are 


set to default values. As the traffic rules are still able to perform the communication relay and 


dynamically provision bandwidth to the users based on the traffic rules, the number of attributes 


is arbitrary. Thus, the plain language of the ’153 Patent provides sufficient detail to inform a person 


of ordinary skill in the art on the meaning of this term. 
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XI. THE ’697 PATENT


A. OVERVIEW OF THE TECHNOLOGY


91. The ’697 Patent addresses challenges in residential or business networks, where


multiple devices connect to a service provider (SP) network through a single WAN (Wide Area 


Network) IP address via a router that conducts NAT (Network Address Translation).  All devices 


connecting through the same NAT share the same IP address, as the NAT modifies the network 


address information when routing traffic from the private network via the NAT gateway to the 


public network and vice versa.  When malware is detected at the network level, this framework 


makes determining which specific device is infected nearly impossible, preventing an efficient and 


targeted remediation of the infected device.  


92. The ’697 Patent introduces a systematic remediation technique that helps identify


computers infected with malware.  Specifically, the patent focuses on implementing these 


techniques on devices behind a NAT gateway by combining TCP session fingerprinting and UA 


(user-agent) analysis to accurately determine a device’s operating system identifier (OS ID).  By 


more precisely identifying an infected device, users can avoid unnecessary cleanup on unaffected 


devices and reduce the time spent to investigate anomalies on the network.   


93. Fig. 1 illustrates an embodiment of the invention, detailing the operating system


and malware remediation architecture.  Multiple devices at user location 100 connect to a service 


provider network 110 via a an access device, such as a NAT 102: 
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94. “The system of the present disclosure, or parts thereof as described further below,


are deployed within the SP network in order to capture and analyze the network traffic.”  Ex. 6 at 


4:33-36.  “Using the analyzed traffic, the system can determine if a subscriber’s computer 104 is 


infected with malware.”  Id. at 4:36-37.  “If the system determines that a subscriber’s computer 


104 is infected, it can provide a notification to the subscriber that a computer running a specific 


operating system is infected and direct them to remedy the infection.”  Id. at 3:37-41. 


95. Specifically, Fig. 6 provides another embodiment detailing OS ID detection and


remediation flow: 
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96. As shown in Fig. 6, once network packets are received from the service provider


network, the packets undergo multiple analyses to determine if the OS ID is known. At step 604, 


if an OS fingerprint is identifiable from the SYN packet, an OS identifier is generated.  However, 


if an OS fingerprint is not identified, the packets are sent to the application protocol analysis 


module, which assesses the HTTP User Agent information (if present) and information about the 


TCP session to compare the OS associated with the packet with the OS identifier from the SYN 


packet—in the event of a mismatch, the most reliable OS ID is selected. 
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97. The malware analysis module then performs another comparison, in which “each of the


received packets to a detection rule, or signature of the detection rule, for a particular piece of


malware.”  Ex. 6 at 9:6-8.  The system then generates an alert “identifying a network address


associated with the access device, the malware ID and the OS ID associated with TCP session that


generated the alert.”  Id. at 2:40-43.  Overall, these techniques enable network managers to have


detailed information about the malware detected on the network, which increases efficiency and


effectiveness of remediation.


B. CONSTRUCTION OF THE ’697 PATENT TERMS


I. “a more reliable OS ID”


98. I understand that the parties have proposed the following constructions for this


term: 


Netskope Fortinet 


Plain and ordinary meaning  Indefinite 


99. The term “a more reliable OS ID” appears in claims 9 and 21 of the ’697 Patent.


The term appears in claim 9 as follows: 


9. The method of claim 2 further comprising verifying the first OS
ID against the second OS ID, wherein if the second OS ID does not
match the first OS ID the session is identified by the OS ID
identified as a more reliable OS ID.


100. I understand that Fortinet argues that the term “a more reliable OS ID” is indefinite.


I disagree.  It is my opinion that a person of ordinary skill in the art would understand that the term 


“a more reliable OS ID” is not indefinite in light of the intrinsic evidence, including the claims and 


specification.   


101. Specifically, the specification describes that the system receives network packets


from the service provider network, and then analyzes these packets to determine an OS 


fingerprint—performed by comparing the SYN packet for the session against known SYN 
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fingerprints.  Ex. 6 at 8:51-55.  From there, the system determines whether an OS ID was identified, 


and if not, the packets are sent to an application protocol analysis module.  Id. at 8:8:55-58. 


102. The protocol analysis module performs a malware analysis if the HTTP UA


information is not present in the packet, but if it is, then the module compares the OS specified in 


the UA field is compared with the OS identifier from the SYN packet. Id. at 8:59-62.  If the OS 


identifiers match, then the OS identifier is verified.  Id. at 8:62-63.  However, in cases where there 


is a mismatch, the module chooses the most reliable one.  Id. at 8:63-64.  Once the OS identifier 


is verified, the UA information may be used to refine the OS identified by the SYN parameters. 


Id. at 8:65-66. 


103. Figure 6 demonstrates this process. For example, Figure 6 shows the comparison


step 610, wherein if the UA OS ID does not match the OS ID associated with the session, then the 


most reliable OS ID is selected. 
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Ex. 6, Fig. 6 (annotated). 


104. In the context of the specification and figures, “a more reliable OS ID” refers to the


OS ID that has achieved greater accuracy to trusted parameters (e.g., known SYN fingerprints).  


By selecting the more reliable OS ID, the OS ID is less prone to misclassification, especially in 


environments behind NATs where multiple devices share an address.  Accordingly, “more 


reliable” thus means that the OS ID is validated through independent or cross-correlation of data 


paths, which enables the system to release more trustworthy alerts and guide remediation 


effectively. 


105. For the reasons stated above, it is my opinion that a person of ordinary skill in the


art would understand the plain meaning of “a more reliable OS ID.”   The specification of the ’697 
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Patent describes this analysis as merely performing a comparison of OS IDs—if they match, then 


the OS ID is verified.  If they do not match, the module selects the OS ID which is more reliable.  


This description in the specification is also supported in Figure 6.  Thus, the plain language of the 


’697 Patent provides sufficient detail to inform a person of ordinary skill in the art on the meaning 


of this term. 


I declare under penalty of perjury under the laws of the United States of America that the 


foregoing is true and correct. 


Dated:  _______________


Aaron D. Striegel 


10/14/2025
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METHOD AND SYSTEM FOR 
CONTROLLING NETWORK ACCESS 


RELATED APPLICATIONS 


2 
Embodiments of the present invention can also be used for 


other purposes relevant to a network access gateway such as 
allowing free access to chosen network content, but requiring 
additional payment or authorization for unrestricted access. 


This application claims priority under 35 U.S.C. 119( e) to 
U.S. Provisional Patent Application No. 60/551,702, filed 
Mar. 10, 2004, entitled "System and Method for access Scope 
Control ("Walled Gardens") for Clients of a Network Access 
Gateway," to Patrick Turley, Keith Johnston, and Steven D. 
Tonnesen. 


5 An example of this is a public wireless network at a venue that 
wishes to provide free information about the venue via its own 
website or affiliated websites, yet requires payment for clients 
desiring general access to the Internet from the venue. 


Embodiments of the present invention may make use of 


TECHNICAL FIELD OF THE INVENTION 


10 network firewall rule technology, configured to recognize 
clients by identity or membership in a group. Once classified, 
traffic from a client can then be subjected to a particular list of 
access rules, or "walled garden", by which network access is 
allowed. 


15 
Embodiments of the present invention relate generally to 


network access control and network protocol control. 


BACKGROUND 


20 


A network access gateway can support any number of these 
walled gardens and can dynamically move clients in and out 
of these walled gardens based on any status information it 
maintains, discovers, or is notified about from an external 
source. 


Embodiments of the present invention may offer the tech­
nical advantages of a way to reduce the negative effects of 
virus and worm infections at remote venues, thus helping to 
preserve the service levels expected by users and to maintain 
control of a network. Users can also be notified of computer 


The communication of data over networks has become an 
important, if not essential, way for many organizations and 
individuals to communicate. The Internet is a global network 
connecting millions of computers in which any computer 
connected to the Internet can potentially receive data from 
and send data to any other computer connected to the Internet. 
The Internet provides a variety of methods with which to 
communicate data, one of the most ubiquitous of which is the 
World Wide Web. Other methods for communicating data 
over the Internet include e-mail, usenet newsgroups, telnet, 30 


FTP, audio streams, and video streams. 


25 infections and offered a means to seek resolution without 
requiring direct support from the service provider. Addition­
ally the present invention may offer a dynamic means of 
selectively allowing clients limited access to content based on 
identity or membership in a group. 


Users typically access the Internet either through a com­
puter connected to an Internet Service Provider ("ISP") or 
computer connected to a local area network ("LAN") pro­
vided by an organization, which is in tum, connected to the 35 


ISP. The network service provider provides a point of pres­
ence to interface with the Internet backbone. Routers and 
switches in the backbone direct data traffic between the vari-
ous ISPs. 


As the number of networked devices has increased so, too, 40 


has the amount and nature of network traffic. One unfortunate 
side effect is the evolution of destructive or unauthorized 
access to the data or operations of networked devices. While 
the option of simply removing all network access from an 
abusive or abnormal client remains, business etiquette often 45 


predicates the need to constrain a client's access, rather than 
to remove it. Additionally, when a client device is inadvert­
ently tainted or "infected" by a software virus or worm, the 
user of the client device may be unaware that the device is 
abnormally affecting the network. As a result, various meth- 50 


ods to detect and limit abnormal or abusive use of network 
resources or connected devices have resulted in a need to 
establish a controlled environment in a network in order that 
abusive or abnormal clients can be constrained. 


BRIEF DESCRIPTION OF THE FIGURES 


A more complete understanding of the present invention 
and the advantages thereof may be acquired by referring to 
the following description, taken in conjunction with the 
accompanying drawings in which like reference numbers 
indicate like features and wherein: 


FIG. 1 is a diagrammatic representation of an example 
network in which embodiments of the present invention are 
employed. 


FIG. 2 is an example listing of gateway configuration 
details that specify per-client behavior, according to one 
embodiment of the present invention. 


DETAILED DESCRIPTION 


The following applications are hereby fully incorporated 
by reference herein in their entirety: U.S. application Ser. No. 
10/683,317, filed Oct. 10, 2003, entitled "SYSTEM AND 
METHOD FOR PROVIDING ACCESS CONTROL," by 
Richard MacKinnon, Kelly Looney, and Eric White; U.S. 
Provisional Application No. 60/551,698, filed Mar. 10, 2004, 
entitled "SYSTEM AND METHOD FOR BEHAVIOR­
BASED FIREWALL MODELING," by Patrick Turley which 


SUMMARY OF THE INVENTION 


Embodiments of the current invention present methods for 
confining a network client's network access to a specific 
region of the network. 


55 converted into U.S. application Ser. No. 11/076,719, filed 
Mar. 10, 2005, entitled "SYSTEM AND METHOD FOR 
BEHAVIOR-BASED FIREWALL MODELING," by Rich­
ard MacKinnon, Kelly Looney, and Eric White; U.S. Provi­
sional Application No. 60/551,754, filed Mar. 10, 2004, 


Embodiments of the present invention allow a service pro­
vider to use the network access gateway to constrain a net­
work client's level of network access in a way that can inform 


60 entitled "SYSTEM AND METHOD FOR COMPREHEN­
SIVE CODE GENERATION FOR SYSTEM MANAGE-


the user of the problem and still allow the user access to a 
limited set of network destinations that may be helpful in 65 


resolving the problem ( e.g. apply anti-virus software vendors, 
operating system or security patches, etc.). 


MENT," by Keith Johnston which converted into U.S. appli­
cation Ser. No. 11/078,223, filed Mar. 10, 2005, entitled 
"SYSTEM AND METHOD FOR COMPREHENSIVE 
CODE GENERATION FOR SYSTEM MANAGEMENT," 
by Keith Johnston; U.S. Provisional Application No. 60/551, 
703, filedMar.10, 2004, entitled "SYSTEMAND METHOD 
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from a client can then be subjected to a particular list of access 
rules that specify a "walled garden" which define where net­
work access is allowed. Network access confinement can be 
through limiting network protocol use, limiting network des­
tination address resolution or limiting domain name resolu­
tion, leading to network address resolution. In certain 
embodiments, a controlling entity such as an automated secu­
rity monitor may utilize the invention to limit a user's present 
level of network access in a way that can inform a user of 
certain conditions and still allow a user access to a set of 
network destinations that may be helpful (for example in 
resolving the condition that led to reduced access). 


Other embodiments of the present invention can also be 
used for other purposes relevant to a network access gateway 


FOR PROVIDING A CENTRALIZED DESCRIPTION/ 
CONFIGURATION OF CLIENT DEVICES ON A NET­
WORK ACCESS GATEWAY," by Patrick Turley and Keith 
Johnston; U.S. Provisional Application No. 60/551,702, filed 
Mar. 10, 2004, entitled "SYSTEM AND METHOD FOR 5 


ACCESS SCOPE CONTROL ("WALLED GARDENS") 
FOR CLIENTS OF A NETWORKACCESS GATEWAY," by 
Patrick Turley, Keith Johnston, and Steven D. Tonnesen; U.S. 
Provisional Application No. 60/551,699, filed Mar. 10, 2004, 
entitled "SYSTEM AND METHOD FOR DYNAMIC 10 


BANDWIDTH CONTROL," by Patrick Turley, et al.; U.S. 
Provisional Application No. 60/551,697, filed Mar. 10, 2004, 
entitled "SYSTEM AND METHOD FOR DETECTION OF 
ABERRANT NETWORK BEHAVIOR BY CLIENTS OF A 
NETWORK ACCESS GATEWAY," by Steven D. Tonnesen 
which converted into U.S. application Ser. No. 11/076,652, 
filed Mar. 10, 2005, entitled "SYSTEM AND METHOD 
FOR DETECTION OF ABERRANT NETWORK BEHAV­
IOR BY CLIENTS OF A NETWORK ACCESS GATE­
WAY," by Steven D. Tonnesen; U.S. Provisional Application 
No. 60/551,705, filed Mar. 10, 2004, entitled "SYSTEM 
AND METHOD FOR DOUBLE-CAPTURE/DOUBLE­
REDIRECT TO A DIFFERENT LOCATION," by Keith 
Johnston, et al. which converted into U.S. application Ser. No. 
11/076,646, filed Mar. 10, 2005, entitled "SYSTEM AND 
METHOD FOR DOUBLE-CAPTURE/DOUBLE-REDI­
RECT TO A DIFFERENT LOCATION," by Keith Johnston, 


15 such as allowing free access to chosen network content, but 
requiring additional payment or authorization for unrestricted 
access. An example of this is a public wireless network at a 
venue that wishes to provide free information about the venue 
via its own website or affiliated websites, yet requires pay-


et al.; U.S. Provisional Application No. 60/551,704, filed 
Mar. 10, 2004, entitled "SYSTEM AND METHOD FOR 
NETWORK MANAGEMENT XML ARCHITECTURAL 
ABSTRACTION," by Keith Johnston and Mario Garcia 
which converted into U.S. application Ser. No. 11/076,672, 
filed Mar. 10, 2005, entitled "SYSTEM AND METHOD 
FOR NETWORK MANAGEMENT XML ARCHITEC­
TURAL ABSTRACTION," by Keith Johnston and Mario 
Garcia; and U.S. Provisional Application No. 60/551,703, 
filed Mar. 10, 2005, entitled "SYSTEM AND METHOD 
FOR PROVIDING A CENTRALIZED DESCRIPTION/ 
CONFIGURATION OF CLIENT DEVICES ON A NET­
WORK ACCESS GATEWORK," by Patrick Turley, et al. 


Attention is now directed to systems and methods for cre­
ating a rules based access system suitable for implementation 
in a network access gateway. Theses systems and methods 
may make use of an existing operating system network packet 
or firewalling subsystem and combines a traffic identification 
strategy with the application of destination-based access rules 
to create a controlled environment or "walled garden" capa­
bility for a network access gateway. Controlled environments, 
which limit the network segments or routes available, as well 
as the network protocol traffic permitted, are known as 
"walled gardens", where a network client may be constrained 
in terms of the types of network protocols ( and applications) 
that they are permitted network access, as well as the desti­
nations or services to which network applications may con­
nect. 


These systems and methods may also allow any client 
known to a system to be arbitrarily classified or grouped 
based on facts known to the system such as assigned client 
subnet, organizational boundaries, or security standing based 


20 ment for clients desiring general access to the Internet from 
the venue. 


FIG. 1 is a diagrammatic representation of a sample net­
work topology illustrating an environment employing an 
embodiment of the present invention. It should be noted that 


25 FIG. 1 is provided by way of example only. In other embodi­
ments of the present invention, the networks attached to the 
gateway 11 can be any networks known in the art including, 
but not limited to, LANs, WANs, the Internet, global commu­
nications networks, wireless networks and/or any other com-


30 munications network known in the art. 
Clients 1, 2, 3, 4 on LAN network 10 are connected to 


Internet 13 via gateway 11. All network traffic from clients 1, 
2, 3, 4 bound for Internet 13 is handled by gateway 11. Client 
computers 1, 2, 3, 4 can comprise any computing device 


35 known in the art ( e.g., desktop, laptop, PDA, mobile phone or 
any other device capable of network communication) and can 
be connected to gateway 11 in any manner known in the art 
( e.g., by LAN, wireless network, direct connection or other 


40 


manner known in the art). 
Gateway 11 may be operable to support any number of 


walled gardens 20, 30, 40 and any number of client classifi­
cations. Gateway 11 can assign clients 1, 2, 3, 4 to walled 
gardens 20, 30, 40 automatically based on facts known or 
learned at gateway 11, or the assignment can be done in 


45 response to external configuration or commands received at 
gateway 11. 


At network access gateway 11, incoming network traffic is 
inspected for attributes that identify the traffic as associated 
with a particular client 1, 2, 3, 4. In one embodiment using the 


50 Linux operating system, this is done using the netfilter net­
work packet subsystem by the application of iptables match 
rules that test for attributes such as IP address, MAC address, 
or the network interface on gateway 11 where the traffic 
arrived. 


55 


on traffic patterns or content. External assignment may also 60 


possible. 


In one embodiment of the present invention, once incom­
ing traffic is discriminated (and/or marked) on a per-client 
basis, traffic can be directed to, assigned to, or associated 
with, one or more sets of client-specific (or group-specific) 
access rules. Each access rule set serves to specify "walled 
garden" 20, 30, 40; definitions that consists of specifically 
allowed locations in an outside network. These lists can be 


Embodiments of the current invention disclose methods 
and systems for confining a network client's network access 
to a specific logical region of the network. Embodiments of 
the present invention may make use of traffic discrimination 
techniques and network protocol filtering to recognize clients 
by identity or membership in a group. Once classified, traffic 


manually constructed to contain selected websites ( or other 
resources) that are relevant to the identified client or group. 
Each list's content may vary over time in response to external 


65 configuration or commands received. 
Clients 1, 2, 3, 4 who are assigned to a walled garden 20, 


30, 40 and whose traffic is not addressed to a location in an 
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access list corresponding to the assigned walled garden 20, 
30, 40 may have the traffic dropped, denied, or redirected by 
gateway 11. In one embodiment, when this errant traffic is a 
web browser request, gateway 11 can redirect the request thus 
causing display of an informational page in the requesting 
user's web browser. The page to which the request is redi­
rected may be generated by gateway 11 itself, or it may 
instead be served from a remote location. The page can 
inform the user of his status in the access gateway and offer 
choices of action. 10 


Turning now to FIG. 2 a representation of an example 
listing of gateway configuration details that specify per-client 
behavior is listing. Configuration 200 may be kept by gateway 
11 and specify which walled garden 20, 30, 40 a client 1, 2, 3, 
4 is associated with. Each client 1, 2, 3, 4 may be assigned a 15 


designated level of access. For example, the access granted to 
Client 2 includes only the destination addresses defined by 
the contents of the list indicated by "Walled Garden A" 20. 
The example configuration 200 may further specify what 
action, if any, should be taken if a client 1, 2, 3, 4 attempts to 20 


access a destination that is not specifically allowed. In the 
case of client 2, such a request would be redirected by gate­
way 11 to the address of site "Q". In this example, site "Q" is 
implemented by web server 12 internal to gateway 11. 


The following set of results may occur if the listed actions 25 


were taken by clients as depicted with respect to FIGS. 1 and 
2. These cases illustrate the ability of this embodiment to 
"quarantine" certain clients 1, 2, 3, 4 to particular walled 
garden(s) 20, 30 , 40 while simultaneously allowing other 
clients 1, 2, 3, 4 unhindered access to the internet 13. 


30 


Attempting to 
Client Identity visit: Result 35 


Client 1 Site'T' Allowed 
Client 1 Site"K" Allowed 
Client 1 Site"M" Allowed 
Client 1 Site "P" Allowed 
Client 1 Site "S" Allowed 
Client2 Site "J" Redirected 


40 


Client2 Site"K" allowed 
Client2 Site"M" allowed 
Client2 Site "P" redirected 
Client2 Site "S" redirected 
Client3 Site "J" Redirected 
Client3 Site"K" allowed 45 


Client3 Site"M" allowed 
Client3 Site "P" allowed 
Client3 Site "S" redirected 
Client4 Site "J" Dropped 
Client4 Site"K" dropped 
Client4 Site"M" dropped 50 
Client4 Site "P" dropped 
Client4 Site "S" allowed 


6 
an internal web server on the gateway. The gateway's web 
server renders a web page informing the client ofits perceived 
infection and offering links to self-help documents and to the 
websites of anti-virus vendors and the client's OS vendor. 
Thus, traffic from the client to the destination in the walled 
garden for infected users is allowed while other traffic is 
denied or redirected. 


To control access of a client only to sites with a particular 
set of rules corresponding to a "walled garden", in some 
embodiments, network firewall technologies are employed to 
limit network protocol usage by a constrained client, while in 
other embodiments, network traffic filtering technologies are 
employed to limit network packet flow by the constrained 
client. In still other embodiments, network routing technolo­
gies are employed to limit network packet traversal by a 
constrained client. 


Constraining a client may also involve analysis of a net­
work protocol. In one embodiment, all network requests from 
a client in network protocols other than HTTP are denied if 
they emanate from a constrained client. In this embodiment, 
a constrained client may only access certain network regions 
accessible utilizing HTTP, and these network regions may 
contain content intended to rectify aberrant behavior by the 
constrained client. More specifically, these network regions 
may contain content or data intended to repair or enhance a 
network client's network access and permit renewed access to 
the other portions of a network by the client, perhaps through 
the application of security patches. 


What is claimed is: 
1. A method of network traffic quarantine control, compris­


ing: 
at a network access gateway device between a local net­


work and the Internet, selecting a client device in a first 
network segment of the network; 


at the network access gateway device, performing a plural­
ity of quarantine control functions over the client device, 
wherein the plurality of quarantine control functions 
comprises: 


a) restricting all network traffic emanating from the client 
device to one or more network destination addresses that 
are not in or subordinate to the first network segment; 


b) restricting all network traffic emanating from the client 
device to an allowed network destination address to 
selected one or more network protocols; and 


rendering a web page to display on the client device from 
the network access gateway device, wherein the web 
page contains an offer for a user of the client device to 
perform an action in order to obtain unrestricted access 
to the Internet responsive to implementation of one of 
the plurality of quarantine control function of the client 
device. 


Utilizing an embodiment of the present invention the fol­
lowing scenario may occur: Client 1 is accessing the internet 


2. The method according to claim 1, wherein the action 
requires the user to obtain and execute abnormal behavior 


55 scanning software from a server machine running at one of 
the one or more allowed network destination addresses. 13 without restrictions from gateway 11. The client 1 com­


puter becomes infected with a worm. The worm creates 
excessive network traffic. The gateway 11 notices the abusive 
traffic and "quarantines" client 1. In one embodiment the 
gateway may detect this infection based on observed, 60 


detected behavior fitting a pattern that is suitable for con­
straint. By assigning the client to a walled garden reserved for 
infected users traffic from this client to destinations outside 
the walled garden becomes restricted. 


The quarantined client may then attempt to browse a web 65 


page on the Internet. In response to this attempt, the gateway 
redirects the web request to a cooperating web server such as 


3. The method according to claim 1, further comprising: 
evaluating network traffic emanating from the client device 


after the client device has been scanned and abnormal 
behavior has been removed, mitigated or rendered inert. 


4. The method according to claim 1, further comprising: 
filtering the network traffic emanating from the client 


device to limit network packet flow by the client device. 
5. The method according to claim 1, further comprising: 
routing the network traffic emanating from the client 


device to limit network packet traversal by the client 
device. 
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6. The method according to claim 1, wherein the plurality 
of quarantine control functions further comprises: 


restricting all network traffic emanating from the client 
device to one or more network destination addresses in 
one or more network segments that are not in or subor­
dinate to the first network segment. 


7. The method according to claim 1, further comprising: 
performing all of the plurality of quarantine control func­


tions over the client device. 
8. A computer program product comprising at least one 10 


non-transitory computer readable medium storing instruc­
tions translatable by at least one processor to perform: 


a plurality of quarantine control functions over a client 
device_ coupled to the network access gateway device, 
wherem the network access gateway device is between a 15 


local network and the Internet, wherein the client device 
is in a first network segment of the network, and wherein 
the plurality of quarantine control functions comprises: 


a) restricting all network traffic emanating from the client 
device to one or more network destination addresses that 20 


are not in or subordinate to the first network segment; 
b) restricting all network traffic emanating from the client 


device to an allowed network destination address to 
selected one or more network protocols; and 


rendering a web page to display on the client device from 25 


the network access gateway device, wherein the web 
page contains an offer for a user of the client device to 
perform an action in order to obtain unrestricted access 
to the Internet responsive to the implementation of one 
of the plurality of quarantine control function of the 30 


client device. 
9. The computer program product of claim 8, wherein the 


action requires the user to obtain and execute abnormal 
behavior scanning software from a server machine running at 
one of the one or more allowed network destination 35 


addresses. 
10. The computer program product of claim 8 wherein the 


instructions are further translatable by the at leas~ one proces­
sor to perform: 


evaluating network traffic emanating from the client device 40 


after the client device has been scanned and abnormal 
behavior has been removed, mitigated or rendered inert. 


11. The computer program product of claim 8, wherein the 
instructions are further translatable by the at least one proces­
sor to perform: 


filtering the network traffic emanating from the client 
device to limit network packet flow by the client device. 


12. The computer program product of claim 8 wherein the 
instructions are further translatable by the at leas~ one proces­
sor to perform: 


routing the network, traffic emanating from the client 
device to limit network packet traversal by the client 
device. 


13. The computer program product of claim 8, wherein the 
plurality of quarantine control functions further comprises: 


restricting all network traffic emanating from the client 
device to one or more network destination addresses in 


45 


50 


55 


8 
one or more network segments that are not in or subor­
dinate to the first network segment. 


14. The computer program product of claim 8, wherein the 
instructions are further translatable by the at least one proces­
sor to perform: 


all of the plurality of quarantine control functions over the 
client device. 


15. A network access gateway device, comprising: 
at least one processor; and 
at least one non-transitory computer readable medium stor­


ing instructions translatable by the at least one processor 
to perform: 


a plurality of quarantine control functions over a client 
device_ coupled to the network access gateway device, 
wherem the network access gateway device is between a 
local network and the Internet, wherein the client device 
is in a first network segment of the network, and wherein 
the plurality of quarantine control functions comprises: 


a) restricting all network traffic emanating from the client 
device to one or more network destination addresses that 
are not in or subordinate to the first network segment; 


b) restricting all network traffic emanating from the client 
device to an allowed network destination address to 
selected one or more network protocols; and 


rendering a web page to display on the client device from 
the network access gateway device, wherein the web 
page contains an offer for a user of the client device to 
perform an action in order to obtain unrestricted access 
to the Internet responsive to implementation of one of 
the plurality of quarantine control function of the client 
device. 


16. The system of claim 15, wherein the action requires the 
user to obtain and execute abnormal behavior scanning soft­
ware from a server machine running at one of the one or more 
allowed network destination addresses. 


17. The system of claim 15, wherein the instructions are 
further translatable by the at least one processor to perform: 


evaluating network traffic emanating from the client device 
after the client device has been scanned and abnormal 
behavior has been removed, mitigated or rendered inert. 


18. The system of claim 15, wherein the instructions are 
further translatable by the at least one processor to perform: 


filtering the network traffic emanating from the client 
device to limit network packet flow by the client device. 


19. The system of claim 15, wherein the instructions are 
further translatable by the at least one processor to perform: 


routing the network traffic emanating from the client 
device to limit network packet traversal by the client 
device. 


~O. The system of claim 15, wherein the plurality of quar­
antme control functions further comprises: 


restricting all network traffic emanating from the client 
device to one or more network destination addresses in 
one or more network segments that are not in or subor­
dinate to the first network segment. 


* * * * * 
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SINGLE SIGN ON WITH PROXY SERVICES 


FIELD 


The invention relates generally to security and more par­
ticularly to techniques for establishing single sign on with 
proxy services. 


2 
sign-on access of the principal to the identity service. Fur­
thermore, external services are proxied to the identity service 
in response to the single sign on. 


BRIEF DESCRIPTION OF THE DRAWINGS 


FIG. 1 is a diagram of a method for single sign-on with 
proxy services, according to an example embodiment. 


BACKGROUND FIG. 2 is a diagram of another method for single sign-on 
10 with proxy services according to an example embodiment. 


Increasingly enterprises and users are conducting their 
business transactions and their affairs over the Internet. Any 
given transaction may require multiple parties to successfully 
complete and may also entail accessing or creating confiden-
tial or private data for one or more of the parties involved in 15 


the transaction. For example, a user ( first party) may purchase 
a good or service from an enterprise (second party) over the 
Internet using a World-Wide Web (WWW) browser by sup­
plying the user's credit card number (confidential informa­
tion acquired from a third party namely the bank of the credit 20 


card) to consummate the transaction. 
So, when a user is interacting with one secure party, such as 


a vendor, the same user may desire or need access to another 
secure party, such as a bank, because the bank can assist the 
user in completing a pending transaction with the vendor. 25 


Often, unless the bank is preconfigured to interact and avail­
able to the vendor before the transaction is commenced with 


FIG. 3 is a diagram of a yet another method for single 
sign-on with proxy services, according to an example 
embodiment. 


FIG. 4 is a diagram of single sign-on and proxy system, 
according to an example embodiment. 


FIG. 5 is a diagram of example interactions among 
resources that perform the techniques of single sign on with 
proxy services, according to an example embodiment. 


DETAILED DESCRIPTION 


As used herein a "service" is a type of resource that is 
accessible over a network. The service is implemented as 
instructions that when loaded and accessed by a machine 
performs one or more functions that the service is advertised 
to perform. For example, an email service provides functions 
and features associated with sending, receiving, and process­
ing email messages. A "principal" is another type of resource 
that may be an automated service, or may logically represent 


the user, the transaction will fail or the attempt to enlist the 
services of the bank will fail. This is so, because the user may 
maintain separate accounts with the vendor and with the bank 
and neither the vendor or the bank are designed to interact 
with one another, even if each are designed to securely and 
independently interact with the user. Consequently, the user 
may be forced to abort the transaction with the vendor in 
question or the user may be forced to attempt to sign up for 
another service, which is compatible with the vendor for 
purposes of completing the pending transaction. 


30 a physical resource within an electronic environment, such as, 
but not limited to, a user, a device, a group of users, a group of 
devices, an object, etc. 


An "identity service" refers to a special type of service that 
is designed to manage and supply authentication services and 


Moreover, even assuming, in the present example, that the 
bank and vendor are able to interact with one another for 


35 authentication information for principals and for other ser­
vices. So, an identity service may authenticate a given prin­
cipal for access to a variety of local and external services 
being managed by that identity service. A single principal 
may have multiple identity services. 


In some cases, an identity service may manage its own 
services. As used herein "target or targeted services" are one 
or more services that are accessible to and perhaps controlled 
by an identity service. These targeted services are proxied 
from a particular identity service to an external service asso-


purposes of completing the transaction of the user, the user 40 


will still likely be forced to separately authenticate to both the 
bank and also the vendor before the transaction can complete, 
even though the user may already be authenticated to the 
vendor for purposes of completing any pending transaction 
with the vendor. 45 ciated with a principal or to another identity service directly 


accessible to the external service. To compound the incompatibility and inconvenience 
issues, a user may have to maintain, manage, and recall a 
variety of identifiers and passwords associated with a variety 
oflnternet services for any given transaction even when each 
of the services involved in any given transaction may actually 50 


securely communicate with one another independent of the 
user and may actually also securely interact with the user. 


Therefore, there is a need for techniques that permit a user 


According to an embodiment, the identity services pre-
sented herein are enhanced and modified versions of the 
identity services described in "Techniques for Dynamically 
Establishing and Managing Authentication and Trust Rela­
tionships," filed on Jan. 27, 2004, and having the U.S. Ser. No. 
10/765,523; "Techniques for Establishing and Managing a 
Distributed Credential Store," filed on Jan. 29, 2004, and 
having the U.S. Ser. No. 10/767,884; and "Techniques for to achieve single sign on for any given network transaction, 


where that transaction includes the proxing of services. 


SUMMARY 


55 Establishing and Managing Trust Relationships," filed on 
Feb. 3, 2004, and having the U.S. Ser. No. 10/770,677; all of 
which are commonly assigned to Novell, Inc., of Provo, Utah 
and the disclosures of which are incorporated by reference 
herein. In various embodiments, techniques for single sign-on 


with proxy services are presented. More specifically, and in 60 


an embodiment, a method for single sign on with proxy 
services is provided. An authentication request is received 
from a principal and the principal is authenticated in response 
to the authentication request. An authentication statement is 
supplied for use by an identity service on behalf of the prin­
cipal. The authentication statement serves as a new authenti­
cation request and as a new authentication response for single 


Furthermore, the use of the phrases "authentication token" 
and "authentication statement" may be used interchangeably 
herein. An authentication token or statement is a special string 
of characters, which identifies an authentication event. The 
authentication token or statement may also indicate the 


65 resource or principal that performed the authentication and 
other metadata. In some embodiments, the authentication 
statement may be represented as a Security Assertion Markup 
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Language (SAML) assertion, a Liberty Alliance assertion, or 
any other assertion or protocol, such as, but not limited to Web 
Services (WS) Foundation markup language, etc. An 
"authentication message" is a message that includes both an 
authentication statement/token and an authentication request. 
The authentication message is discussed in greater detail 
below. 


Principals interact with identity services and other services 
using a variety of existing or modified Application Program­
ming Interfaces (API' s) or existing and modified World-Wide 
Web (WWW) browser interfaces. So, according to an 
embodiment, a principal may utilize a Mozilla Firefox® 
browser and hypertext markup language (HTML) interface to 
interact with one or more identity services to conduct trans­
actions over the Internet. The techniques in which the princi­
pals and the identity services interact through these interfaces 


4 
principal is engaged in utilizes other identity services or ser­
vices that may or may not be associated with the initial single 
sign-on service (first identity service). 


With this context, the processing of the single sign-on 
service is now described in greater detail with reference to 
FIG. 1. Accordingly, at 110, the single sign-on service 
receives, from a principal, an authentication request for 
access. Again, this may be a sign-on request for access to the 
network or to a site or to any service. The presence of the 


10 single sign-on service may be transparent or unkuown to the 
principal. That is, the principal may believe that it is interact­
ing or attempting to interact with an external service and the 
single sign-on service intercepts the communication and 


15 attempts to authenticate the principal in the manners 
described herein and below. 


are described more completely herein and below. As will be 
demonstrated, these techniques permit any given principal to 
achieve a single sign on to a plurality of identity services and 
have access to proxied services from some of those identity 20 


services. 


At 120, the single sign-on service authenticates the princi-
pal. The technique used for authentication can vary and can be 
automatically driven by policy. For example, an identifier and 
password communication may be used, a certificate may be 
used, biometrics may be used, or any challenge and response 


Various embodiments of this invention can be imple­
mented in existing network architectures. For example, in 
some embodiments, the techniques presented herein are 
implemented in whole or in part in the Novell® network and 25 


proxy server products, email products, identity service prod­
ucts, operating system products, and/or directory services 
products distributed by Novell®, Inc., of Provo, Utah. 


type dialogue may be used until the sign-on service is satisfied 
that the principal is who it purports to be. After this is done, 
the single sign-on service has successfully authenticated the 
principal. At this point, the processing of the single sign-on 
service facilitates principal access to a variety of additional 
identity services and other services accessible to the single 
sign-on service in an automated fashion that may be transpar­
ent and seamless from the perspective of the principal. Of course, the embodiments of the invention can be imple­


mented in a variety of architectural platforms, operating and 30 


server systems, or applications. Any particular architectural 
layout or implementation presented herein is provided for 
purposes of illustration and comprehension only and is not 
intended to limit aspects of the invention. 


Correspondingly, at 130, and after the principal is authen­
ticated to the single sign-on service for access, the single 
sign-on service supplies an authentication message to the 
principal for the principal or automated services of the prin­
cipal to use. The authentication message includes an authen­
tication request and an authentication response to satisfy that 
authentication request. That is, the authentication message is 


FIG. 1 is a diagram of a method 100 for single sign-on with 35 


proxy services, according to an example embodiment. The 
method 100 (hereinafter "single sign-on service") is imple­
mented in a machine-accessible and readable medium. The 


an authentication request made on behalf of the principal and 
targeted to another identity service (second or secondary 
identity service) and its accessible services ( target or targeted 
services). The authentication request is also accompanied 
with an authentication response, within the authentication 


single sign-on service is operational over and processes 
within a network. The network may be wired, wireless, or a 40 


combination of wired and wireless. 
According to an embodiment, the single sign-on service 


represents the processing associated with an initial identity 
service that any given principal interacts with for purposes of 
achieving a single sign-on and to acquire proxy services. The 
processing associated with a secondary identity service for 
which a single sign-on is achieved with, via the single sign-on 
service, is described below with respect to the method 200 of 
the FIG. 2. Furthermore, the processing associated with a 
service proxied from the secondary or second identity service 
to an external service that the principal directly interacts with 
is described below with respect to the method 300 of the FIG. 
3. 


Initially, one or more identity services, such as enhanced 
versions of identity services disclosed and incorporated by 
reference above, include a variety of services that they per­
form authentication for to ensure legitimate access to those 
services. The identity services may control access to services 
that are local to them or that are external to them. Moreover, 
the identity services are trusted with one another and com­
municate securely with on another. 


A principal engages in a transaction or communication 
with external services controlled by or accessible to a first 
identity service (referred to as the "single sign-on service" 
represented by the method 100 and the FIG.1). In some cases, 
the principal initially logs into its network service provider 
via the single sign-on service and the transaction that the 


message, that responds to the request being made. So, the 
single sign-on service formulates a valid authentication 
request for the principal that is targeted to an identity service, 


45 trusted by the single sign-on service, and includes with that 
request a response made on behalf of the principal. This 
permits the principal to, in some cases, be automatically 
authenticated to the identity service. 


According to an embodiment, at 131, the single sign-on 
50 service may facilitate the authentication of the principal to 


another identity service in response to successfully authenti­
cating the principal using WWW browser interactions and 
interfaces. So, after the principal is authenticated, at 120, to 
the single sign-on service, the single sign-on service forces a 


55 redirection of the principal's browser, at 131, that directs the 
principal, via its browser, to the second or secondary identity 
service. That redirection includes the new authentication 
request made on behalf of the principal and a new authenti­
cation response, which was formulated by the single sign-on 


60 service. In some cases, at 132, the new authentication 
response is represented as a first authentication token, which 
indicates to the secondary identity service that the principal 
has already been and currently is authenticated for access to 
the single sign-on service and its available services (targeted 


65 services). The combined new authentication request and new 
authentication response may be viewed as an authentication 
message supplied by the single sign-on service to the princi-
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pal and perhaps unbeknownst to the principal. So, in some 
cases the single sign-on service may be implemented as or 
using a transparent proxy. 


The targeted or secondary identity service, in response to 
the authentication response, may assume that the principal is 
to be automatically presumed authenticated for access to the 
targeted identity service. This presumption can occur because 


6 
session between the target service and the external service of 
the principal or it may facilitate a session directly between the 
external service and the target service. 


This permits a principal to sign in once to the single sign-on 
service ( directly or indirectly through an initial external ser­
vice of the principal) and conduct business with the target 
identity service and/or its managed targeted services and 
during any given transaction with an external service of the 
principal in an automated manner without interrupting the 


the single sign-on service is trusted with and by the targeted 
identity service and if the single sign-on service vouches for 
the principal and indicates via an authentication message or 
via the authentication response that the principal is authenti­
cated then the targeted identity service can assume or pre­
sume the principal to be authenticated to the targeted identity 
service. 


10 transaction. This is more convenient and more seamless from 
the perspective of the principal. Essentially, a single sign on is 
used to acquire proxied access to targeted services and to gain 
access to a plethora of additional identity services and their 


In some embodiments, at 133, once the targeted identity 15 


service presumes or authenticates the principal, in response to 
the presence of the authentication response supplied by the 
single sign-on service, the principal may receive a second 
authentication token from the targeted identity service that 
indicates the principal is also now authenticated to the tar- 20 


geted identity service. Thus, at this point the principal has 
signed on once to the single sign-on service and is in posses­
sion of two authentication tokens indicating that the principal 


additional targeted services. 
At 150, the interactions between the principal may occur 


via the WWW over the Internet using a browser interface and 
the authentication statement (request and response) may be 
formulated using SAML, Liberty Alliance, WS-Foundation 
protocols, etc. 


It is now appreciated how a principal ( automated service or 
logical representation of a resource, such as user, group, 
device, etc.) can achieve a single sign-on for a transaction 
over a network via a known or unknown (intercepted) com­
munication with a single sign-on service and have a variety of has access to the single sign-on service and to the targeted or 


secondary identity service. 
According to an embodiment, at 134, the single sign-on 


service may desire that additional security precautions be 
used for the single sign-on process. Thus, the new authenti­
cation response may represent an instruction to the targeted 
identity service that instructs the targeted identity service to 
independently authenticate the principal via its own chal­
lenge and response dialogue with the principal. So, the single 
sign-on process may actually entail two interactions with the 
principal in some embodiments, one with the single sign-on 
service and one with the targeted identity service. However, 
the determination as to whether to use a single interaction or 
multiple interactions is automatically communicated via the 
new authentication response formulated by the single sign-on 
service on behalf of the principal. Moreover, the determina­
tion can be automatically driven by policy that the single 
sign-on service evaluates with respect to the principal and/or 
with respect to the targeted identity service. 


25 targeted services available from a variety of additional tar­
geted identity services or even proxied services via the single 
sign-on service. This increases the ease of transacting 
securely over the Internet and makes transactions progress in 
a seamless and automated fashion even when a variety of 


30 different services are used for those transactions. 
FIG. 2 is a diagram of another method 200 for single 


sign-on with proxy services according to an example embodi­
ment. The method 200 (hereinafter "secondary identity ser­
vice" (also referenced as target identity service above with 


35 respect to the sign-on service of the method 100 of the FIG.1) 
is implemented in a machine-accessible and readable 
medium and is operational over a network. The network may 
be wired, wireless, or a combination of wired and wireless. 


In an embodiment, the secondary identity service depicts 
40 processing of a second or target identity service that is auto­


matically or indirectly contacted by a principal after an initial 
attempt for sign on occurs with a first identity service, such as 
the single sign-on service represented by the method 100 of 
the FIG. 1. 


In some cases, at 140, the single sign-on service may have 
initially accessed a variety of external services via the sign-on 
service or may have initially accessed the variety of external 45 


services directly and these services contacted and engaged 
the single sign-on service and its processing. Now suppose 
that the secondary or targeted identity service includes a 
target service that the principal may desire or have a need for 
during interactions with a particular external service. That 50 


target service can be proxied directly to the external service 
through use of the second authentication token in possession 
of the principal, which was automatically acquired from the 
single sign-on service. The proxy can be achieved via the 
single sign-on service or in some cases the single sign-on 55 


service may be bypassed. Presentation by the principal or by 
its external service of the second authentication token permits 
the target or secondary identity service to expose and make 
available a desired remote target service. The target service is 
accessible from the environment of the external service of the 60 


At 210, the secondary identity service receives an authen­
tication request and an authentication response as a single 
sign-on transaction from a principal. The authentication 
request is formulated and provided by an initial identity ser­
vice on behalf of the principal, such as the single sign-on 
service represented by the method 100 and discussed above 
with respect to the FIG. 1. So, initially, the principal had 
contacted the initial identity service either directly or indi­
rectly (intercepted request with initial access occurring with 
some other external service of the principal) and that initial 
identity service formulated the authentication message on 
behalf of the principal and included therein an authentication 
request and an authentication response. 


At 220, the secondary identity service detects from the 
authentication response an instruction from the initial identity 
service that is responsible for constructing the authentication 
request. principal even though it is natively present in an environment 


associated with the target identity service and the target iden­
tity service. One technique for doing this is for the external 
service to present the first and second authentication tokens to 
the single sign-on service along with a request for the target 
service associated with the secondary or target identity ser­
vice. The single sign-on service may act as a proxy for a 


According to an embodiment, at 221, the secondary iden­
tity service may identify the instruction as an assertion that 
the principal is already authenticated to the initial identity 


65 service. In some other cases, at 222, the secondary identity 
service may identity the instruction as an identity service 
request for the principal to be independently authenticated by 
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the secondary identity service, such as through an existing 
policy of the secondary identity service or via any desired 
challenge and response dialogue between the principal and 
the secondary identity service. 


At 230, the secondary identity service takes some action in 
response to the instruction that is represented in the authen­
tication response for purposes of satisfying itself that the 
principal is to be authenticated for access to the secondary 
identity service and its managed, controlled, secondary, or 
targeted services. Actions taken may be driven by policy, 10 


which is evaluated by the secondary identity service in a 
dynamic and real-time fashion. 


So, at 231, if the instruction was an assertion from the 
initial identity service that the principal is to be authenticated 
in response to the initial identity service's authentication of 15 


the principal, then the secondary identity service assumes or 
authenticates the principal merely on the presence of such an 
assertion from the initial identity service. 


Conversely, at 232, if the instruction from the initial iden-
tity service requested an independent authentication of the 20 


principal, then the secondary identity service may interac­
tively and independently authenticate the principal with a 
challenge and response dialogue or any other technique that is 
driven by policy. 


Once the secondary identity service is satisfied that the 25 


principal is properly authenticated it supplies an secondary 
authentication service token back to the principal, which the 
principal may subsequently use to acquire proxied targeted 
services of the secondary identity service. 


Accordingly, in an embodiment, at 240, the secondary 30 


identity service may also subsequently receive ( subsequent to 
authenticating the principal for access to the secondary iden-
tity service) a request for access to one of the targeted or 
secondary services of the secondary identity service's, The 
request is also accompanied by the previously issued second- 35 


ary authentication service token indicating that the principal 
is authenticated to access a particular targeted service asso­
ciated with and accessible to the secondary identity service. 
At 241, the secondary identity service may use this token to 
give access to the target service. That access can be made in a 40 


direct fashion from an external service with which the prin­
cipal is interacting or made in a direct fashion from the initial 
identity service with which the principal is indirectly inter­
acting with via its external service. That target service may 
then be available for transactions for the principal to consume 45 


or from the external service of the principal to consume 
during interactions with the principal. The target service was 
not initially available to the external service of the principal; 
it was proxied from the secondary identity service or even via 
the initial identity service (acting as a conduit) from an envi- 50 


ronment of the secondary identity service to the principal and 
its external service with which the principal is interacting. 


FIG. 3 is a diagram of a yet another method 300 for single 
sign-on with proxy services, according to an example 
embodiment. Themethod300 (hereinafter"proxiedservice") 55 


is implemented in a machine-accessible and readable 
medium and is accessible over a network. The network may 
be wired, wireless, or a combination of wired and wireless. 


According to an embodiment, the proxied service repre­
sents processing associated with a service controlled by or 60 


accessible to a secondary or target identity service, such as the 
secondary identity service represented by the method 200 of 
the FIG. 2. Moreover, the proxied service represents process-
ing that permits a targeted service associated with the proxied 
service to be proxied from a secondary identity service, such 65 


as the secondary identity service represented by the method 
200 of the FIG. 2. The targeted service is accessible to both a 


8 
principal and an external service, associated with the princi­
pal, from an environment of the external service even though 
it is originally just accessible from an environment associated 
with the secondary identity service. 


The proxied service may be implemented as a wrapper to 
the targeted service that is being proxied from the second or 
secondary identity service. In some cases, the wrapper may 
be subsumed as processing within the secondary identity 
service itself. The proxied service supplies access to the target 
or targeted service when presented with a service token and 
the service token is supplied when proper authentication is 
established. 


At 310, the proxied service receives an access request from 
a principal. The access request includes a first authentication 
token indicating that the principal has achieved single sign-on 
access to a first identity service. It is noted that, at 311, this 
request may be forced by the first identity service on behalf of 
the principal, such as through browser redirection and that the 
principal may not actually be aware that the request is being 
made on its behalf to the proxied service. It is also noted that 
access request includes a second authentication token indi­
cating that the principal has also achieved authentication and 
sign-on status with a second or secondary identity service. 


At 320, the proxied service may acquire a service token for 
a targeted service for which it controls, manages, or for which 
it can grant access. At 321, this acquisition or interaction may 
be dynamically evaluated using policy to ensure that the 
targeted service is a type of service that is permissibly acces­
sible to the principal, the external service associated with the 
principal, and the first identity service. Alternatively, policy 
may permit the targeted service to be accessible to just the 
first identity service and to anyone ( any entity) that the first 
identity service designates, where the designation is embod­
ied with the second authentication token. So, the first identity 
service may make a service that is not usually accessible to 
the principal available for a given single sign-on transaction 
and may indicate as much to the proxied service via the 
second authentication token presented to the secondary or 
second identity service. 


In some cases, at 322, the proxied service may determine 
that the targeted service is authorized to be accessed by the 
first identity service, the external service of the principal, and 
the principal in response to an identifier associated with the 
first identity service. That identifier may be included with the 
service token or with the authentication tokens and evaluated 
against policy by the proxied service. 


At 330, the proxied service supplies the first identity ser­
vice or external service with a service token for accessing the 
targeted service. This service token permits the first identity 
service or external service to access the targeted service for 
transactions. At 340, the first identity service passes the ser­
vice token along to the external service associated with the 
principal. The external service can, as desired, pass the ser­
vice token and instructions to the targeted service through the 
first identity service for purposes of proxing the features, 
functions, and data of the registered external service to an 
environment of the external service. Thus, the target service 
becomes accessible from and to the external service. It can be 
accessed by the principal or by the external service as needed 
during transactions with the principal. Accordingly, the prox­
ied service facilitates the proxing of the targeted service by 
passing authorization or a service token to the first identity 
service and the first identity service either passes that to the 
external service or uses it when the external service requests 
access to the targeted service associated with the secondary or 
second identity service. 
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token for access to the targeted service 403. The first identity 
service 401 either manages this itself or supplies it to an 
external service associated with the principal. In either case, 
the result is that the principal gains proxied access to the 
targeted service 403 via the first identity service 401 and 
during interactions with the principal. 


FIG. 4 is a diagram of single sign-on and proxy system 400, 
according to an example embodiment. The single sign-on and 
proxy system 400 is implemented in a machine-accessible 
and readable medium and is accessible over a network. The 
network may be wired, wireless, or a combination of wired 
and wireless. The processing of the single sign-on and proxy 
system 400 implements, among other things, the processing 
of methods 100,200, and/or 300 depicted in the FIGS. 1-3, 
respectively. 


The single sign-on and proxy system 400 includes a first 
identity service 401 and a second identity service 402. In 
some embodiments, the single sign-on and proxy system 400 
also includes a targeted service 403 proxied from the second 
identity service 402 and perhaps through the first identity 
service 401 or through an external service (not shown in FIG. 
4) with which a principal interacts. Each of these will now be 
discussed in turn. 


FIG. 5 is a diagram of example interactions among 
resources that perform the techniques of single sign on with 
proxy services, according to an example embodiment. FIG. 5 


10 is presented for purposes of illustration only and is not 
intended to limit the invention to any specific embodiment. 


FIG. 5 identifies 4 resources, namely a principal 501, a first 
identity service 502, a second identity service 503, and an 
external service 504 initially accessible to the first identity 


15 service 502 and the principal 501. The interactions among 
these resources 501-504 will now be discussed in turn. 


Example interactions and processing for the first identity 
service 401 were presented above in detail with respect to the 
single sign-on service represented by the method 100 and the 20 


FIG. 1. The first identity service 401 is a service that initially 
interacts with a principal for purposes of facilitating a single 
sign on to both an environment and services associated with 
the first identity service 401 and an environment and targeted 
services associated with the second identity service 402. 


One technique for achieving the single sign-on process is 
for the first identity service 401 to independently authenticate 


25 


the principal during an initial interaction with the principal. 
The first identity service 401 then supplies an authentication 
message on behalf of the principal to be authenticated to the 30 


second identity service 402. The authenticated message 
includes an authentication request and an authentication 
response formulated by the first identity service 401. The 
authentication response is a statement, instruction, and/or 
assertion from the first identity service 401 that either 35 


instructs the second identity service 402 to rely on the first 
identity service's authentication of the principal for purposes 


Initially, the principal 501 makes an authentication request 
to the access the first identity service 502 via A. It may also be 
that A is preceded by interactions between the principal 501 
and the external service 504. That is, the principal 501 may 
initially desire interaction with the external service 504 and is 
forced via some prior redirection (not shown in FIG. 5) into a 
login scenario with the first identity service 502 (single sign­
on service represented by the method 100 of the FIG. 1). 


In an example embodiment, these interactions occur via a 
WWW browser interface. The processing associated with the 
first identity service 502 was described in detail above with 
respect to the method 100 and the FIG. 1. The first identity 
service 502 authenticates the principal 501, perhaps through 
an interactive challenge and response dialogue with the prin­
cipal 501, and automatically redirects the browser of the 
principal 501 to the second identity service 503 via B. 


The second identity service 503 receives an authentication 
request formulated by the first identity service 502 on behalf 
of the principal 501. That authentication request also includes 
a response from the first identity service 502 for the principal 
501. The response is an authentication token or statement 
from the first identity service 502 indicating that the principal 
501 is currently already authenticated to the first identity 


of the second identity service's authentication or instructs the 
second identity service 402 to independently perform its own 
authentication mechanism to authenticate the principal. 


The first identity service 401 may also be used in the 
manners described below to proxy targeted services of the 
second identity service 402 to external services associated 
with the principal. 


40 service 502. In response to this, the second identity service 
503 considers the principal 501 to be authenticated with the 
second identity service 503. This can be done via policy and 
via a pre-existing trusted relationship that exists between the 


Examples of processing associated with the second iden- 45 


tity service 402 were presented above in detail with respect to 
the secondary identity service represented by the method 200 
of the FIG. 2. The second identity service 402 receives 
authentication requests from the principal that were formu­
lated by the first identity service 401. These requests include 50 


messages (requests and responses) from the first identity ser­
vice 401, which instruct the second identity service 402 to 
rely on prior authentication of the principal or to perform its 
own independent authentication of the principal. The second 
identity service 402 may also have a targeted service 403 that 55 


it proxies to the first identity service 401 for interactions with 
the principal or that it proxies to an external service associated 
with the principal. 


Examples of interactions for the targeted service 403 were 
presented in detail above with respect to the proxied service 60 


represented by the method 300 of the FIG. 3. The targeted 
service 403 is a service that is accessible to the first identity 
service 401 or external service of a principal and it is also a 
service for which the first identity service 401 is authorized to 
interact with and access. In response to a single sign-on 65 


transaction with the principal, the first identity service 401 
causes the second identity service 402 to present a service 


first identity service 502 and the second identity service 503. 
In response to the automatic authentication of the principal 
501 to the second identity service 503, the second identity 
service 503 supplies a new authentication token to the prin­
cipal 501 and redirects the browser of the principal 501 back 
to the first identity service 502 via C. 


It is noted that other variations may exist on the process, 
such that the first identity service 502 may inform the second 
identity service 503 via the authentication response included 
in redirection B that the second identity service 503 should 
perform its own independent authentication or challenge 
response dialogue with the principal 501. This may be done 
for a variety of reasons to increase security; but it is noted that 
it does not have to occur in every situation. 


When the first identity service 502 receives the redirection 
via C of the principal 501, the first identity service 502 
attaches its authentication statement or token to another redi­
rection of principal's browser at D to an external service 504. 


At this point, the external service 504 is in possession of 
two authentication tokens associated with the principal 501 
with which it is interacting. Suppose now that the principal or 
the external service 504 during their interactions requires 
access to a targeted service associated with the second iden-
tity service 503. In such a situation, the external service 504 
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makes a request for the targeted service via E to the first 
identity service 502. The first identity service 502 presents the 
proper authentication tokens on behalf of the principal 501 to 
the second identity service 503 via F and in response the 
second identity service 503 supplies a service token for the 
external service 504 or the principal 501 to subsequently gain 
proxied access to the targeted service from the second identity 
service 503. Access can occur via the first identity service 502 


12 
principal to the other services is automatically commu­
nicated in the new authentication response. 


2. The method of claim 1 further comprising, making, by 
the machine, a target service available to interactions between 
the principal and an external service, the target service is 
directly accessible from an environment of the identity ser­
vice. 


or it can occur directly via the external service 504 interacting 
with the second identity service 503. 


In this manner, secure transactions remain secure but can 
occur in a more seamless manner from the perspective of the 
parties involved. This is done, by the parties sharing authen­
tication and security and proxing services with a single sign­
on by any given principal involved in a transaction. 


3. The method of claim 1, wherein supplying further 
includes redirecting the principal to the identity service and 


10 including with the redirection the new authentication request 
and the new authentication response represented by the 
authentication message, and the identity service authenticates 
the principal automatically in response to the new authenti-


15 cation response included with the authentication message. 


The above description is illustrative, and not restrictive. 
Many other embodiments will be apparent to those of skill in 
the art upon reviewing the above description. The scope of 
embodiments should therefore be determined with reference 
to the appended claims, along with the full scope of equiva- 20 


lents to which such claims are entitled. 
The Abstract is provided to comply with 37 C.F.R. § 1.72(b) 


and will allow the reader to quickly ascertain the nature and 
gist of the technical disclosure. It is submitted with the under­
standing that it will not be used to interpret or limit the scope 25 


or meaning of the claims. 
In the foregoing description of the embodiments, various 


features are grouped together in a single embodiment for the 
purpose of streamlining the disclosure. This method of dis­
closure is not to be interpreted as reflecting that the claimed 30 


embodiments have more features than are expressly recited in 
each claim. Rather, as the following claims reflect, inventive 
subject matter lies in less than all features of a single disclosed 
embodiment. Thus the following claims are hereby incorpo­
rated into the Description of the Embodiments, with each 35 


claim standing on its own as a separate exemplary embodi-
ment. 


The invention claimed is: 
1. A machine-implemented method to execute on a 40 


machine, comprising: 
receiving, by the machine, an authentication request from a 


principal, the request directed by the principal to an 
external service and intercepted by the method for 
receipt; 


authenticating, by the machine, the principal; and 
supplying, by the machine, an authentication message for 


45 


use by an identity service on behalf of the principal, the 
authentication message serves as a new authentication 
request and as a new authentication response for single 50 


sign-on access of the principal to the identity service and 
other services external or internal to the identity service, 
the identity service acts as a proxy for access sessions to 
the other services on behalf of the principal, the princi­
pal's access sessions occur indirectly through the iden- 55 


tity service and transparently to the principal, wherein 
the authentication message includes the new authentica­
tion request made on behalf of the principal and the 
authentication message also includes a new authentica­
tion response that satisfies the new authentication 60 


request, that response vouches for authentication of the 
principal to the identity service for the single sign-on 
access of the principal, the principal believing interac­
tions are with the external service, which is one of the 
other services that the identity service controls access to, 65 


and a determination as to whether to use a single inter­
action or multiple interactions for authentication of the 


4. The method of claim 3, wherein supplying further 
includes representing the new authentication response as a 
first authentication token that informs the identity service that 
the principal is currently already properly authenticated to the 
processing associated with the method. 


5. The method of claim 4, wherein supplying further 
includes adding a second authentication to a second redirec­
tion of the principal, wherein the second authentication rep-
resents authentication of the principal to the identity service 
and wherein the second redirection directs the principal to 
request a target service that is to be proxied on behalf of the 
principal from the identity service. 


6. The method of claim 1, wherein supplying further 
includes representing the new authentication response as an 
instruction to the identity service to enforce its own indepen­
dent authentication with the principal before considering the 
principal authenticated to the identity service. 


7. The method of claim 1 further comprising, interacting, 
by the machine, with the principal via a World-Wide Web 
(WWW) browser over the Internet using at least one of a 
Security Assertion Markup Language (SAML), a Liberty 
Alliance markup language, and Web Services (WS) Founda­
tion markup language. 


8. A machine-implemented method to execute on a 
machine, comprising: 


receiving, by the machine, an authentication request and an 
authentication response as a single sign-on transaction 
from a principal, the authentication request and the 
authentication response are received indirectly from the 
principal via an original identity service acting as a 
proxy on behalf of the principal and actions of that 
original identity service are transparent to the principal 
and the authentication response produced by that origi­
nal identity service to authenticate the principal for the 
single sign-on transaction, the authentication request 
and the authentication response produced by the original 
identity service are different from that which was origi­
nally provided by the principal to the original identity 
service and the authentication request and the authenti­
cation response are made on behalf of the principal once 
the principal is authenticated by the original identity 
service; 


detecting, by a machine and from an identity service, an 
instruction, which is represented in the authentication 
response, the identity service is different from the origi­
nal identity service, and the identity service and the 
original identity service are in a secure relationship with 
one another; and 


taking, by the machine, an action in response to the instruc­
tion to authenticate the principal for access to targeted 
services, access to the target services occur via proxied 
sessions through the identity service and transparent to 
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the principal, wherein the action taken is dynamic and a 
real-time evaluation of policies processed by the identity 
service. 


9. The method of claim 8, wherein detecting further 
includes identifying the instruction as an assertion from the 
identity service that the principal is currently already authen­
ticated to the identity service. 


10. The method of claim 9, wherein taking further includes 
authenticating the principal, in response to the assertion, and 
supplying an authentication token to the principal indicating 10 


that the principal is authenticated for access to the targeted 
services. 


11. The method of claim 8, wherein detecting further 
includes identifying the instruction as an identity service 
request from the identity service to independently authenti- 15 


cate the principal. 
12. The method of claim 11, wherein taking further 


includes interactively authenticating the principal via a chal­
lenge and response dialogue in response to the identity ser­
vice request and supplying an authentication token to the 20 


principal that indicates the principal is authenticated for 
access to the targeted services, if authentication is successful. 


13. The method of claim 8 further comprising: 
receiving, by the machine, an authentication service token 


from the identity service or an external service associ- 25 


ated with the principal, the authentication service token 
indicates the principal has been authenticated for access 
to the targeted services, and the targeted services are 
external to the identity service; and 


14 
second identity service, the principal authenticates to the 
second identity service via the first authentication token 
because the first identity service is in a secure relation­
ship with the second identity service and the second 
identity service relies on the first authentication token to 
automatically issue the second authentication token, and 
the second authentication token identifies the principal 
indicating that the first identity service can permissibly 
designate the principal for access to a targeted service 
controlled by the second identity service; 


acquiring, by the machine, a service token for the targeted 
service that can be made accessible to the first identity 
service; and 


supplying, by the machine, the first identity service with 
the service token for accessing the targeted service, the 
first identity service passes the service token to the prin­
cipal thereby making the targeted service accessible 
from and to the principal from the first identity service 
acting as a proxy for features of the target service and 
using the service token, the first identity service proxies 
the target service to the principal while the principal 
believes that the principal is directly interacting with the 
target service, the target service was originally just 
accessible from an environment associated with the sec-
ond identity service but is made available outside that 
environment by the second identity service providing 
proxy services to the first identity service and the first 
identity service provides to the principal. 


15. The method of claim 14, wherein receiving further 
using, by the machine, the authentication service token to 


proxy the targeted services to the identity service or the 
external service associated with the principal transpar-
ent to the principal, access sessions between the princi-


30 includes receiving the request as a browser redirection forced 
by the first identity service during interactions with the prin­
cipal, and wherein the first authentication token is automati­
cally supplied in the request during the redirection. 


pal and the target services are proxied via the identity 
service or the external service. 


14. A machine-implemented method to execute on a 
machine, comprising: 


receiving, by the machine, a request for access from a 
principal, the request includes a first authentication 
token, the first authentication token indicating the prin­
cipal is currently already authenticated to a first identity 
service and a second authentication token indicating the 
principal is also currently also already authenticated to a 


16. The method of claim 14, wherein acquiring further 
35 includes evaluating policy to ensure the targeted service is a 


type of service, which is permissibly accessible to the prin­
cipal. 


17. The method of claim 14, wherein acquiring further 
includes determining that the targeted service is authorized 


40 for access by the first identity service in response to an iden­
tifier associated with the first identity service. 


* * * * * 
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Interactive Proactive Administration Help 


1102 


Manage Tasks Select the machines to be used in the task by clicking on the 
appropriate rows in the "Machine Selection Menu" table and 
dicking the "Add" button. To delete machines from the task. 
dick on the appropriate rows in the "Machines In Task" table 
and clicking the "Remove" button.Use the Shift and Ctn keys to 
select multiple rows. Press the Back button to go back to the 
previous step or Cancel to abort task creation/editing. 
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: 3111'2004 B:01_AJ,_A ___ .;.,. 
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'"ffii.si-l •• .. , :i.i13i2004f2i ii., 


r,i;; 
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===-'---" •• i:i\~ii::i:.iAi,is· ···i3i,3i2004fiii>.M 
'.~~()()~ 52 ·:::,Yi:ii?~J:~7!:<.~. 


1·4fiNI 


'PBATTS (3,13.12004 7:13AM 
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.:miw~~:~T2 
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A4 Internal ,VSTIEBRIS2 '311412004 7:02 AM ; No 
A4 Internal TB□IXON \ 31142004 7:02 .4M --·\·--· ··N;; 
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Ale Interactive Proactive Administration Help 


Manage Models Select a reference model to v,ew the templates that have been 


1


app6ed and the metric, forthe model. To app~• a new tefr4)Iate. 
,select the model and the templates(s) and press the ".Appf, 
Templates" button. 


Reference Model Menu 


JP~ • , Fi;,.,li,ed Model 3-2~ o~;;; 


l•ffifflM-'ffflfflil fit¥@-t¥41i i,iYiSlu J'tffiffiij 13#'# ~I) i?tffifi#!iil 


FIG. 12 


•.,.1 Values Selected 


·-i'·;~~iized i~odei i2.i ·-·-•• ·- - - , 
1-------------·-;47 -·-· - •-·•-··•···-···-·-·· ·-· --•-·-•- -••. 


'beiia 


Applied Templates 


i \',ftndows 2K SP3 Config 


4 :i•ftndows XP SPl Config 


s i\ii,~d;;;,:;,; 2i< sr£t;;;;r,9 ··-· ·-·--- -·--·----·-' 
6 i l•I,ndows XP Gold Config 


f Performance Thresholds •• • • ; ., 


i \•ftndows 2K SP1 Config 1 • 


i Norton Au1o Protect ! 
• 13 •• ••• • : P~orrnance Thresholds Old -··. ... J 
15 i i<Jindows 2000 ~rir1_~.h<:<:~li.st. ....i2; 


Reference Model Metrics 


Total lfomberOfCluster~· •• •••••••••••••••••••• ·-··-·········;···•··-··-··· 5791 


Total Number Of Values ········-10-1..,.0-91-1----' 


Percent.Asset eo,,.erage(High Confidence] . • ...... B •• 
PerCE~t Value Cover~ge(High Confidence) • • ' •• • 0 ••• 


Percent Asset Co-:erage{Med Confidence) . 13 
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Manage Filters ~ ldentif,• the data source to be used in filter creation by selecting a 
imachine and press the "Next" button when complete. Press 
"Cancel' to abort the filter creation/edlting process. Press 
"Baclc" to go hack to the previous page. 


·•BTOLLi-iANN-
• ; B\;IALKER • 
. B'.'/ATKINS2 
;CCOOPER 


• ,CSCHICK2 


ioliARKi:& 
: ocoi-i1~E'Fi -
<DEVTESB 
.DEV_STAGE 
:DKOONS2 
• DSTAFFORD 
GFRISBEE - -


: GMORAtiT 
: HiAE□s 
:HMEMR471 
: 11-i°vENi'oRv -
'JCOLLINS3 
iJLATIMER 


Data Source 


; Adware • Hotbar ..•..•..•.......... !i:J.i:i;;;,·k~············ 


l)illlJI 


; 3i14l2004 7:03AM 


T~1i1?0.~~:oI~ii:.~---__ ..................................... ; 
: 3/1412~()4 7:~0_!:,!:1 __ ... .. . - - .. - .... - . - - - • 
; 9/29/2003 7:03 AM 
'foiiG/2003 7:02 AM 
: 3.:14,2004 i:iiiAM 
: 3114l2004 7:14 AM 
i3114Q0047:06AM·-········· •••• -···- - -


- ] 3114l2004 7:04 AM - - - - • ; 
: 3114,'2004 7:04 AM ·····-······-·· 


; :>.114.12004 7:13.Ai~ 
, 3114/2004 7:03 AM 


•••• - - - • 1iii:mc;i.i.i'f:05Af,i 
i ii14,'2004 1:21 Mi 
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·······-······ ·:ii,¥.ioo.ii:os_A/_~---------
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Manage Filters Select asset names and a~set values from the data source arid 
[then use the copy buttons to move the selected Items into the 
filter. Press the "Finish" button to save the completed filter in the 
database. 


Filter N2n-"' 
'F'ffte;··c'r·~;t~~···· • 
c·u!.torr:er· Nerrie • 
-~j2chir\e rj·~-~~. 


s;;;~h~io~1~ • ............... . 


\ Ad'11are • Hotbar 
'D Hooks ••• ••••••••••• 
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i AA Internal 


~ ~' M "~', 
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Contents 1404 
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m1so1tmre'.cta,;~;,.;,;1;id\{g~id:~:i37,i~3cre"ae1:isJeS&1ii9~iili;i~iii·-


hklm'So1tmre1c1asses\hotoar'l. ••••••••••••• •••••••••••••••••••••••••••••••••••••••••••• 


hki;;.;1.-ioit~:a·;;1c,.,;M,;y~iii,i{s.ibiebiaf:JSb1:~:~i:s,~em:i~oiii:u,i 
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D11t11 Source 14 02 


~is~17567 Services. 5 I Performance 3 1 Comm 8 
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in-.\:S~ft~;·;~\g~t~~:~-~\g~t~~1j/~~~t~~-pd~t~\j~-~tr·~·~···-· 


hki~:;~ft~~-;~¼-at~~:~o·;;,;4·at~Y~·~·~1~-~-pd-~t~'.~t~·hh·i·s10r1 
hklm~.soft~·are\g3tor.corr.\gat~Y~1~~~;~~~g~~;j·;;,;~sitefileagesecon-ds 
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iii;1;,:;,~~it,::,;~i.gaioicom\gat0Myn;ki,ne;manager\aelmaxsitehash~g;;;;.;oj;d;····· ••••• 


... ,, 


FIG. 14 


------------------··-)~ 


MHrJl•,i+I WPM::: I~ WM'IHMII 
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tc~eatep~ocesscc~-;~·~~~~mii~~~i'Dis~;ete-··-·······-···-········-·-· .. -··--·· 
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I Manage Policy Templates Identify the data source to be used in template creation by 
selecting a machine and press the "Next" button when 
complete. Press "Cancel" to abort the template creation/edfting 
process. Press ''Back'' to go back to the previous page 


Data Source 


Template Name : \•findows 2K SP2 Config 


·r~;:pi~i~ ·~~~-t~.r_ fii"fi;;;,i;;··············· •• 


.......... ;AC:CCJ~~TIN<:il ;.. . ...................... . 


·A4·1~i~,~~i 
A-i'itiieiiiai 
M Internal---~-----


.iii ini.iin.a1 ••• 
A4 Internal • Minterno1 ······ ....................... . 


: AGAMBLE2 \ 3114/2004 ;.JS AM 


'ALISON !3111/2004 903.AM 


::~;LX --....... :::tu~~1~it~ 
• ·soixoN • (311412004102 AM 
iBTOLLt4ANr~ •• i:i,ii:i.iio&"12oii.M •••••••••••••••••••••••• ••••••••• 
: B'WALKER (3114/2004 7:04 AM 
: B'\•iii_.KJNS2 • • ••• •••• ••• ••••• ••• ••••• •••••• !°3114/2004 7:02 AM 


• CAROLYN f 3114,2004 902 Mi 
'ccooPER ! 3/1412004.7:-1'""s~M~i----
:cH1P • • •• • • :-11,"iaoo.isoe·;i,i:.;·· ----


• 1cs6-1ici<:i Tiii:iiiooi 1 i4 U:,i 
:oBARKCfr············ ____ i:iii4,2004·1~iiAM 
:ocONNER iiii:i12ooi1ii4ii.M'-----


··:oEVfEsi1 
.• :DMEsrf··· •••··· 
:OE'v3fAGE····· 


··-----; DKOOl~S2 


•• : tisiAFF6Ro 
:EMRTEST 
GFRISBEE 
·c;i..ioiiAifr •• 
HMED6 


i 31 i4i2004 1 69 ii.ii 
•••••••••••••••••••••••••••••••••••••••••• [:ii14,2004"';'.o,i":J,i"········ • 


;311412004 7:13AM 


: iii 4/2004 7 03 Ai-A ! 3/14/2004 705 Ar,-~--------
_______ :311:,,2004 usii.M ..•.•..•..•...••.•. 


! 3114,2004 72i AM_ 
!3114/2004 7:05AM 


•• i jjj4,2004f04Ai-.1 


+.2.1:1~~11 MiffliMI 
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Manage Policy Templates 


Template Content 1604 


Select asset names end asset values from the data source and 
then use the copy buttons to move the selected Items into the 
!template. Press the "Finish" button to save the completed 
template in the database. 


hklrn'.sofrNErt.\microsoft\'1tindar,,1s nt\,curre.ntversion\.productnarr.e 


hklm1software\microsolt\updates\win<lov,s 20QOlsp5\kb819696'<lescription 
i;i;,;,;,:;;;;it;;~;~;_;;;;~;;;;;~ii1:~¢~i.,,;1;;.;.;;i~s2000;;µ314'iiis"i;7\ii.,,;~;;i,IJ~---:~-~-_ .. _· __ _ 
iiki;,;.,;;~~~;;;_;;:;i~;osolt\updates':,'lindows 20QOlsp3\q3i.:l450'~1:'r~ip_ti_on _____ _ 
-h-kl;;.,;_;;oit_;;~·;;;_;;;icrosoft\updates\wir>dows 2oro:;;p3;;j;i"i.ii4i~~iption 
hklm'solt,,2 re\microsoft\updates\wi r>dows 2000\5p3\q31 B 138\description 
·iiki;;.;,;~;.;;;,:;;:;;~;os~iii~¢~i~1;;.; ;;;j;;;;;, 2ooi:1-~p4'•4323i 'i2i.ii.,,;~;;;;ii~~ • 
hki;;,;~~~;~;,i_~i;.~~~~ft\;~~~-1;_~;1._;_~-~~~-,ooii~~;,~:i:>i'lRriib~~~~i~i;.;~-·-·-••• ·-· ·-· ·-· ••• ·-· .. 


83%-: fli W3MtMJ 83f¥tf'1i€tNI 


Perfonnanca. 43 I Comm 33 j 


! 1/-findows 2K SP2 Config ---··-···-···-···-··-·--------· -·--·. 
!O. Hooks 
'A4 lntemal 


__________ -·-··-··-·-· ... ' B\'-/ATKJNS2 


'windows 2000 hotfix - kb319696 ! 
,v.indows 2000 hotfix (pre-sp3) [seeq31196i for mor~ inforrr.ationj i 


• ; ~;i~tl.;;;; iooii h~tfi;; (p;;;p3fi;ee q313450 for ir.ore i nforrr.atio;,} ••• • '1 
·; ~.;;,.i";.,; 2000 h~tfi~ /µ;:.;:sp3) [see q314147 for more information] ·--, 
i win<lC'ws 2000 hotfix [p;e-sp3) [see q318138 for more information] : 


!-::t: ;: :::~~:::~n::.:~~t~:: ::: ::::;~:F: ;~, 
F-+Ai·AI 


• ·d41i&aJ98fOOb204e980099Secii¾iie .,. ,. , ••••••••• - - • : Discrete 


¾systemroot'l.\wmsysprx.prx 
i;;;;;-ie;;;,001'l.iwrr;s"e1~i>1og •• • 
·,~s;;;te~~~t1/.·,~~ip32:,·nf· •• 
'l.systemroot'✓.\v,inrep,exe·· ••• 


-~;systemroot'l.\v.inntiii,g • 


• ·: 7919564cfc07ad95e46f3473db20a515 . . ... . . . ... . . j Discrete 
'40e59bcb0b3dcbb7isbbelec03a5£b~6-·- -- •• - - •• ------·-••••• ----- --·· - - fo;~;;~~- ·-···-···· -
aci766b66b2be8bf7dc513c89D8bbfcll~ - •• - - • ( Discr~i;;=== ~. • •••••• ···-·· •••• 


181f84239e84e1ecd8aa32e22d84f42d ! Discrete 
·ae12siie!k.d~i1.iicddffcis1Se2cii;,;-·· 


····-··· - I9.~screte 
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SYSTEMS AND METHODS FOR 
AUTOMATED COMPUTER SUPPORT 


CROSS-REFERENCE TO RELATED 
APPLICATIONS 


This application claims the benefit of U.S. Provisional 
Application No. 60/494,225, filed Aug. 11, 2003, the entirety 
of which is hereby incorporated by reference. 


FIELD OF THE INVENTION 


The present invention relates generally to systems and 
methods for automated computer support. 


BACKGROUND 


As information technology continues to increase in com­
plexity, problem management costs will escalate as the fre­
quency of support incidents rises and the skill set require­
ments for human analysts become more demanding. 
Conventional problem management tools are designed to 
reduce costs by increasing the efficiency of the humans per­
forming these support tasks. This is typically accomplished 
by at least partially automating the capture of trouble ticket 
information and by facilitating access to knowledge bases. 
While useful, this type of automation has reached the point of 
diminishing returns as it fails to address the fundamental 
weakness in the support model itself, its dependence on 
humans. 


Table 1 illustrates the distribution oflabor costs associated 
with incident resolution in the conventional, human-based 
support model. The data shown is provided by Motive Com­
munications, Inc. of Austin, Tex. (www.motive.com), a major 
supplier of help desk software. The highest cost items are 
those associated with tasks that require human analysis and/ 
or interaction (e.g. Diagnosis, Investigation, Resolution). 


TABLE 1 


Support Tasks 


Simple and Repeated Problems (30%) 


Desktop Configuration (User inflicted) 
Desktop Environment (Software malfunction) 
Networking and Connectivity 
How To (questions) 
Complex & Dynamic Problems (70%) 


Triage (Identify user and support entitlement) 
Diagnosis (Analyze state of machine) 
Investigation (Find the source of the problem) 
Resolution and Repair (Walk user through the repair) 


% Labor Cost 


4% 
9% 
7% 


10% 


7% 
11% 
35% 
18% 


Conventional software solutions for automated problem 
management endeavor to decrease these costs and add value 
across a wide range of service levels. Forrester Research, Inc. 
of Cambridge, Mass. (www.forrester.com) provides a useful 
characterization of these service levels. Forrester Research 
divides conventional automated computer support solutions 
into five service levels, including: (1) Mass-Healing-solv­


2 
than one dollar. However, the cost quickly escalates, reaching 
more than three hundred dollars per incident if a desk-side 
visit is eventually required. 


The objective of Mass Healing is to solve incidents before 
they occur. In conventional systems, this objective is achieved 
by making all PC configurations the same, or at a minimum, 
ensuring that a problem found on one PC cannot be replicated 
on any other PCs. Conventional products typically associated 
with this service level consist of software distribution tools 


10 and configuration management tools. Security products such 
as anti-virus scanners, intrusion detection systems, and data 
integrity checkers are also considered part of this level since 
they focus on preventing incidents from occurring. 


The conventional products that attempt to address this ser-
15 vice level operate by constraining the managed population to 


a small number of known good configurations and by detect­
ing and eliminating a relatively small number of known bad 
configurations (e.g. virus signatures). The problem with this 
approach is that it assumes that: (1) all good and bad configu-


20 rations can be known ahead of time; and (2) once they are 
known that they remain relatively stable. As the complexity of 
computer and networking systems increases, the stability of 
any particular node in the network tends to decrease. Both the 
hardware and software on any particular node is likely to 


25 change frequently. For example, many software products are 
capable of automatically updating themselves using software 
patches accessed over an internal network or the Internet. 
Since there are an infinite number of good and bad configu­
rations and since they change constantly, these conventional 


30 self-healing products can never be more than partially effec­
tive. 


Further, virus authors continue to develop more and more 
clever viruses. Conventional virus detection and eradication 
software depends on the ability to identify a known pattern to 


35 detect and eradicate a virus. However, as the number and 
complexity of viruses increases, the resources required to 
maintain a database of known viruses and fixes for those 
viruses combined with the resources required to distribute the 
fixes to the population of nodes on a network becomes over-


40 whelming. In addition, a conventional PC utilizing a 
Microsoft Windows operating system includes over 7,000 
system files and over 100,000 registry keys all of which are 
multi-valued. Accordingly, for all practical purposes, an infi­
nite number of good states and an infinite number of bad 


45 states may exist, making the task of identifying the bad states 
more complicated. 


The objective of the Self-Healing level is to sense and 
automatically correct problems before they result in a call to 
the help desk, ideally before the user is even aware that a 


50 problem exists. Conventional Self-Healing tools and utilities 
have existed since the late 80s when Peter Norton introduced 
a suite of PC diagnostics and repair tools (www.Symantec­
.com). These tools also include tools that allow a user to 
restore a PC to a restore point set prior to installation of a new 


55 product. However, none of the conventional tools work well 
under real world conditions. 


One fundamental problem of these conventional tools is 
the difficulty in creating a reference model with sufficient 
scope, granularity, and flexibility to allow "normal" to be 


60 reliably distinguished from "abnormal". Compounding the 
problem is the fact that the definition of"normal" must con­
stantly change as new software updates and applications are 
deployed. This is a formidable technical challenge and one 


ing incidents before they occur; (2) Self-Healing-solving 
incidents when they occur; (3) Self-Service-solving inci­
dents before a user calls; (4) Assisted Service-solving inci­
dents when a user calls; and (5) Desk-side Visit-solving 65 


incidents when all else fails. According to Forrester, the cost 


that has yet to be conquered by any of the conventional tools. 
The objective of the Self-Service level is to reduce the 


volume of help desk calls by providing a collection of auto­
mated tools and knowledge bases that enable end users to help per incident using a conventional self-healing service is less 
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themselves. Conventional Self-Service products consist of 
"how to" knowledge bases and collections of software solu­
tions that automate low risk, repetitive support functions such 
as resetting forgotten passwords. These conventional solu­
tions have a significant downside in that they increase the 
likelihood of self-inflicted damage. For this reason they are 
limited to specific types of problems and applications. 


4 
FIG.1 illustrates an exemplary environment for implemen­


tation of one embodiment of the present invention; 
FIG. 2 is a block diagram illustrating a flow ofinformation 


and actions in one embodiment of the present invention; 
FIG. 3 is a flow chart illustrating an overall process of 


anomaly detection in one embodiment of the present inven­
tion; and 


FIG. 4 is a block diagram illustrating components of an 
adaptive reference model in one embodiment of the present 


The objective of the Assisted Service level is to enhance 
human efficiency by providing an automated infrastructure 
for managing a service request and by providing capabilities 
to remotely control a personal computer and to interact with 
end users. Conventional Assisted Service products include 
help desk software, online reference materials, and remote 
control software. 


10 invention; 


While the products at this service level are perhaps the 15 


most mature of the conventional products and solutions 
described herein, they still fail to fully meet the requirements 
of users and organizations. Specifically, the ability of these 
products to automatically diagnose problems is severely lim­
ited both in terms of the types of problems that can be cor- 20 


rectly identified as well as the accuracy of the diagnosis ( often 
multiple choice). 


A Desk-Side Visit becomes necessary when all else fails. 
This service level includes any "hands-on" activities that may 
be necessary to restore a computer that cannot be diagnosed/ 25 


repaired remotely. It also includes tracking and managing 
these activities to ensure timely resolution. Of all the service 
levels, this level is most likely to require significant time from 
highly trained, and therefore expensive, human resources. 


Conventional products at this level consist of specialized 30 


diagnostic tools and software products that track and resolve 
customer problems over time and potentially across multiple 
customer service representatives. 


Thus, what is needed is a paradigm shift, which is neces­
sary to significantly reduce support costs. This shift will be 35 


characterized by the emergence of a new support model in 
which machines will serve as the primary agents for making 
decisions and initiating actions. 


SUMMARY 
40 


FIG. 5 is a flow chart illustrating a process of normalizing 
registry information on a agent in one embodiment of the 
present invention; 


FIG. 6 is a flow chart illustrating a method for identifying 
and responding to an anomaly in one embodiment of the 
present invention; 


FIG. 7 is a flow chart illustrating a process for identifying 
certain types of anomalies in one embodiment of the present 
invention; 


FIG. 8 is a flow chart illustrating a process for generating an 
adaptive reference model in one embodiment of the present 
invention; 


FIG. 9 is a flow chart, illustrating a process for proactive 
anomaly detection in one embodiment of the present inven­
tion; 


FIG. 10 is a flow chart, illustrating a reactive process for 
anomaly detection in one embodiment of the present inven­
tion; 


FIG. 11 is a screen shot of a user interface for creating an 
adaptive reference model in one embodiment of the present 
invention; 


FIG. 12 is a screen shot of a user interface for managing an 
adaptive reference model in one embodiment of the present 
invention; 


FIG. 13 is a screen shot of a user interface for selecting a 
snapshot to use for creation of a recognition filter in one 
embodiment of the present invention; 


FIG. 14 is a screen shot of a user interface for managing a 
recognition filter in one embodiment of the present invention; 


FIG. 15 is a screen shot illustrating a user interface for 
selecting a "golden system" for use in a policy template in one 
embodiment of the present invention; and Embodiments of the present invention provide systems and 


methods for automated computer support. One method 
according to one embodiment of the present invention com­
prises receiving a plurality of snapshots from a plurality of 
computers, storing the plurality of snapshots in a data store, 
and creating an adaptive reference model based at least in part 


FIG. 16 is a screen shot of a user interface for selecting 
policy template assets in one embodiment of the present 


45 invention. 


on the plurality of snapshots. The method further comprises 
comparing at least one of the plurality of snapshots to the 
adaptive reference model, and identifying at least one 


50 
anomaly based on the comparison. In another embodiment, a 
computer-readable medium (such as, for example random 
access memory or a computer disk) comprises code for car­
rying out such a method. 


DETAILED DESCRIPTION 


Embodiments of the present invention provide systems and 
method for automated computer support. Referring now to 
the drawings in which like numerals indicate like elements 
throughout the several figures, FIG. 1 is a block diagram 
illustrating an exemplary environment for implementation of 
one embodiment of the present invention. The embodiment 


These embodiments are mentioned not to limit or define 
the invention, but to provide examples of embodiments of the 
invention to aid understanding thereof. Illustrative embodi­
ments are discussed in the Detailed Description, and further 
description of the invention is provided there. Advantages 
offered by the various embodiments of the present invention 
may be further understood by examining this specification. 


BRIEF DESCRIPTION OF THE FIGURES 


These and other features, aspects, and advantages of the 
present invention are better understood when the following 
Detailed Description is read with reference to the accompa­
nying drawings, wherein: 


55 shown includes an automated support facility 102. Although 
the automated support facility 102 is shown as a single facility 
in FIG. 1, it may comprise multiple facilities or be incorpo­
rated into the site where the managed population resides. The 
automated support facility includes a firewall 104 in commu-


60 nication with a network 106 for providing security to data 
stored within the automated support facility 102. The auto­
mated support facility 102 also includes a Collector compo­
nent 108. The Collector component 108 provides, among 
other features, a mechanism for transferring data in and out of 


65 the automated support facility 102. The transfer routine may 
use a standard protocol such as file transfer protocol (FTP) or 
hypertext transfer protocol (HTTP) or may use a proprietary 
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protocol. The Collector component also provides the process­
ing logic necessary to download, decompress, and parse 
incoming snapshots. 


The automated support facility 102 shown also includes an 
Analytic component 110 in communication with the Collec­
tor component 108. The Analytic component 110 includes 
hardware and software for implementing the adaptive refer­
ence model described herein and storing the adaptive refer­
ence model ina Database component 112. TheAnalytic com­
ponent 110 extracts adaptive reference models and snapshots 
from a Database component 112, analyzes the snapshot in the 
context of the reference model, identifies and filters any 
anomalies, and transmits response agent(s) when appropriate. 
The Analytic component 110 also provides the user interface 
for the system. 


The embodiment shown also includes a Database compo­
nent 112 in communication with the Collector component 
108 and the Analytic component 110. The Database compo­
nent 112 provides a means for storing data from the agents 
and for the processes performed by an embodiment of the 
present invention. A primary function of the Database com­
ponent may be to store snapshots and adaptive reference 
models. It includes a set of database tables as well as the 
processing logic necessary to automatically manage those 
tables. The embodiment shown includes only one Database 
component 112 and one Analytic component 110. Other 
embodiments include many Database and or Analytic com­
ponents 112, 110. One embodiment includes one Database 
component and multiple Analytic components, allowing mul­
tiple support personnel to share a single database while per­
forming parallel analytical tasks. 


An embodiment of the present invention provides auto­
mated support to a managed population 114 that may com­
prise a plurality of client computers ll6a,b. The managed 
population provides data to the automated support facility 
102 via the network 106. 


In the embodiment shown in FIG. 1, an Agent component 
202 is deployed within each monitored machine 116a, b. The 
Agent component 202 gathers data from the client 116. At 
scheduled intervals (e.g., once per day) or in response to a 
command from the Analytic component 110, the Agent com­
ponent 202 takes a detailed snapshot of the state of the 
machine in which it resides. This snapshot includes a detailed 
examination of all system files, designated application files, 
the registry, performance counters, processes, services, com­
munication ports, hardware configuration, and log files. The 
results of each scan are then compressed and transmitted in 
the form of a Snapshot to a Collector component 108. 


Each of the servers, computers, and network components 
shown in FIG. 1 comprise processors and computer-readable 
media. As is well known to those skilled in the art, an embodi­
ment of the present invention may be configured in numerous 
ways by combining multiple functions into a single computer 
or alternatively, by utilizing multiple computers to perform a 
single task. 


The processors utilized by an embodiment of the present 
invention may include, for example, digital logic processors 
capable of processing input, executing algorithms, and gen­
erating output as necessary in support of processes according 
to the present invention. Such processors may include a 
microprocessor, an ASIC, and state machines. Such proces­
sors include, or may be in communication with, media, for 
example computer-readable media, which stores instructions 
that, when executed by the processor, cause the processor to 
perform the steps described herein. 


Embodiments of computer-readable media include, but are 
not limited to, an electronic, optical, magnetic, or other star-


6 
age or transmission device capable of providing a processor, 
such as the processor in communication with a touch-sensi­
tive input device, with computer-readable instructions. Other 
examples of suitable media include, but are not limited to, a 
floppy disk, CD-ROM, magnetic disk, memory chip, ROM, 
RAM, an ASIC, a configured processor, all optical media, all 
magnetic tape or other magnetic media, or any other medium 
from which a computer processor can read instructions. Also, 
various other forms of computer-readable media may trans-


10 mit or carry instructions to a computer, including a router, 
private or public network, or other transmission device or 
channel, both wired and wireless. The instructions may com­
prise code from any computer-prograniming language, 
including, for example, C, C#, C++, Visual Basic, Java, and 


15 JavaScript. 
FIG. 2 is a block diagram illustrating a flow ofinformation 


and actions in one embodiment of the present invention. The 
embodiment shown comprises an Agent component 202. The 
Agent component 202 is the part of the system that is 


20 deployed within each monitored machine. It may perform 
three major functions. First, it may be responsible for gath­
ering data. The Agent component 202 may perform an exten­
sive scan of the client machine ll6a,b at scheduled intervals, 
in response to a command from the Analytic component 110, 


25 or in response to events of interest detected by the Agent 
component 202. This scan may include a detailed examina­
tion of all system files, designated application files, the reg­
istry, performance counters, hardware configuration, logs, 
running tasks, services, network connections, and other rel-


30 evant data. The results of each scan are compressed and 
transmitted over network 106 in the form of a "snapshot" to 
the Collector component 108. 


In one embodiment, the Agent component 202 reads every 
byte of files to be examined and creates a digital signature or 


35 hash for each file. The digital signature identifies the exact 
contents of each file rather than simply providing metadata, 
such as the size and the creation date. Some conventional 
viruses change the file header information in an attempt to 
fool systems that rely on metadata for detection. Such an 


40 embodiment is able to successfully detect such viruses. 
The scan of the client by the Agent component 202 may be 


resource intensive. In one embodiment, a full scan is per­
formed periodically, e.g., daily, during a time when the user is 
not using the client machine. In another embodiment, the 


45 Agent component 202 performs a delta-scan of the client 
machine, logging only the changes from the last scan. In 
another embodiment, scans by the Agent component 202 are 
executed on demand, providing a valuable tool for a techni­
cian or support person attempting to remedy an anomaly on 


50 the client machine. 
The second major function performed by the agent 202 is 


that of behavior blocking. The agent 202 constantly ( or sub­
stantially constantly) monitors access to key system 
resources such as system files and the registry. It is able to 


55 selectively block access to these resources in real time to 
prevent damage from malicious software. While behavior 
monitoring occurs on an ongoing basis, behavior blocking is 
enabled as part of a repair action. For example, if the Analytic 
component 110 suspects the presence of a virus, it can down-


60 load a repair action to cause the client to block the virus from 
accessing key information resources within the managed sys­
tem. The client component 202 provides information from the 
monitoring process as part of the snapshot. 


The third major function performed by the Agent compo-
65 nent 202 is to provide an execution environment for response 


agents. Response agents are mobile software components 
that implement automated procedures to address various 
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types of trouble conditions. For example, if the Analytic 
component 110 suspects the presence of a virus, it can down­
load a response agent to cause the Agent component 202 to 
remove the suspicious assets from the managed system. The 
Agent component 202 may run as a service or other back­
ground process on the computer being monitored. Because of 
the scope and granularity of information provided by an 
embodiment of the present invention, repair can be performed 
more accurately than with conventional systems. Although 
described in terms of a client, the managed population 114 10 


may comprise PC's workstations, servers, or any other type of 
computer. 


8 
nance activities such as verifying compliance to security poli­
cies and checking to ensure that the appropriate software 
updates have been installed. 


When something goes wrong with a computer, it often 
impacts a number of different information assets (files, reg­
istry keys, etc.). For example, a "Trojan" might install mali­
cious files, add certain registry keys to ensure that those files 
are executed, and open ports for communication. The 
embodiment shown in FIG. 2 detects these undesirable 
changes as anomalies by comparing the snapshot from the 
infected machine with the norm embodied in the adaptive 
reference model. An anomaly is defined as an unexpectedly 
present asset, an unexpectedly absent asset, or an asset that 
has an unknown value. Anomalies are matched against a The embodiment shown also includes an adaptive refer­


ence model component 206. One difficult technical challenge 15 library of Recognition Filters 216. A Recognition Filter 216 
comprises a particular pattern of anomalies that indicates the 
presence of a particular root cause condition or a generic class 
of conditions. Recognition Filters 216 also associate condi­
tions with a severity indication, a textual description, and a 


in building an automated support product is the creation of a 
reference model that can be used to distinguish between nor­
mal and abnormal system states. The system state of a modern 
computer is determined by many multi-valued variables and 
consequently there are virtually a near-infinite number of 
normal and abnormal states. To make matters worse these 
variables change frequently as new software updates are 
deployed and as end users communicate. The adaptive refer­
ence model 206 in the embodiment shown analyzes the snap­
shots from many computers and identifies statistically signifi­
cant patterns using a generic data mining algorithm or a 
proprietary data mining algorithm designed specifically for 
this purpose. The resulting rule set is extremely rich (hun­
dreds of thousands of rules) and is customized to the unique 
characteristics of the managed population. In the embodi- 30 


ment shown, the process of building a new reference model is 
completely automatic and can be executed periodically to 
allow the model to adapt to desirable changes such as the 
planned deployment of a software update. 


Since the adaptive reference model 206 is used for the 
analysis of statistically significant patterns from a population 


20 link to a response agent. In another embodiment, a Recogni­
tion Filter 216 can be used to identify and interpret benign 
anomalies. For example, if a user adds a new application that 
the administrator is confident will not cause any problems, the 
system according to the present invention will still report the 


25 new application as a set of anomalies. If the application is 
new, then reporting the assets that it adds as anomalies is 
correct. However, the administrator can use a Recognition 
Filter 216 to interpret the anomalies produced by adding the 
application as benign. 


In an embodiment of the present invention, certain 
attributes relate to continuous processes. For example, the 
performance data are comprised of various counters. These 
counters measure the occurrence of various events over a 
particular time period. To determine if the value of such a 


35 counter is normal across a population, one embodiment of the 
present invention computes a mean and standard deviation. 
An anomaly is declared if the value of the counter falls more 
than a certain number of standard deviations away from the of machines, in one embodiment, a minimum number of 


machines are analyzed to ensure the accuracy of the statistical 
measures. In one embodiment, a minimum population of 


40 
approximately 50 machines is tested to achieve systemically 
relevant patterns for analysis of the machines. Once a refer­
ence is established, samples can be used to determine if 
anything abnormal is occurring within the entire population 


mean. 
In another embodiment, a mechanism handles the case in 


which the adaptive reference model 206 assimilates a snap­
shot containing an anomaly. Once a model achieves the 
desired maturity level it undergoes a process that removes 
anomalies that may have been assimilated. These anomalies 


or any member of the population. 
In another embodiment, the Analytic component 110 cal­


culates a set of maturity metrics that enable the user to deter­
mine when a sufficient number of samples have been accu­
mulated to provide accurate analysis. These maturity metrics 
indicate the percentage of available relationships at each level 
of the model that have met predefined criteria corresponding 


45 are visible in a mature model as isolated exceptions to strong 
relationships. For example, if file A appears in conjunction 
with file B in 999 machines but in 1 machine file A is present 
but file B is missing, the process will assume that the later 
relationship is anomalous and it will be removed from the 


50 model. When the model is subsequently used for checking, 
any machine containing file A, but not file B, will be flagged 
as anomalous. to various levels of confidence ( e.g. High, Medium, and 


Low). In one such embodiment, the user monitors the metrics 
and ensures that enough snapshots have been assimilated to 
create a mature model. In another such embodiment, the 55 
Analytic component 110 assimilates samples until it reaches 


The embodiment of the invention shown in FIG. 2 also 
includes a response agent library 212. The response agent 
library 212 allows the service provider to author and store 
automated responses for specific trouble conditions. These 


a predefined maturity goal set by the user. In either such 
embodiment, it is not necessary to assimilate a certain number 
of samples ( e.g. 50). 


The embodiment shown in FIG. 2 also comprises a Policy 
Template component 208. The Policy Template component 
208 allows the service provider to manually insert rules in the 
form of"policies" into the adaptive reference model. Policies 
are combinations of attributes (files, registry keys, etc.) and 
values that when applied to a model, override a portion of the 
statistically generated information in the model. This mecha­
nism can be used to automate a variety of common mainte-


automated responses are constructed from a collection of 
scripts that can be dispatched to a managed machine to per­
form actions like replacing a file or changing a registry value. 


60 Once a trouble condition has been analyzed and a response 
agent has been defined, any subsequent occurrence of the 
same trouble condition should be corrected automatically. 


FIG. 3 is a flow chart illustrating an overall process of 
anomaly detection in one embodiment of the present inven-


65 tion. In the embodiment shown, the Agent component (202) 
performs a snapshot on a periodic basis, e.g., once per day 
302. This snapshot involves collecting a massive amount of 
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data and can take anywhere from a few minutes to hours to 
execute, depending on the configuration of the client. When 
the scan is complete the results are compressed, formatted, 
and transmitted in the form of a snapshot to a secure server 
known as the Collector component 304. The Collector com­
ponent acts as a central repository for all of the snapshots 
being submitted from the managed population. Each snap­
shot is then decompressed, parsed, and stored in various 
tables in the database by the Collector component 


10 
software related trouble conditions automatically. The adap­
tive reference model technology enables detection of anoma­
lous conditions in the presence of extreme diversity and 
change with a sensitivity and accuracy not previously pos­
sible. 


In one embodiment of the present invention, to prevent 
false positives, the system can be configured to operate at 
various confidence levels, and anomalies that are known to be 
benign can be filtered out using Recognition Filters. Recog­
nition Filters can also be used to alert the service provider to 
the presence of specific types of undesirable or malicious 
software. 


In conventional systems, computer incidents are usually 
resolved by humans through the application of a series of trial 


The detection function (218) uses the data stored in the 10 


adaptive reference model component (206) to check the con­
tents of the snapshot against hundreds of thousands of statis­
tically relevant relationships that are known to be normal for 
that managed population 308. Ifno anomaly is found 310, the 
process ends 324. 15 and error repair actions. These repair actions tend to be of the 


"sledge hammer" variety, i.e. solutions that affect far more 
than the trouble conditions they were intended to correct. 
Multiple choice repair procedures and sledgehammer solu-


If an anomaly is found 310, the Recognition Filters (210) 
are consulted to determine if the anomaly matches any known 
conditions 312. If the answer is yes, then the anomaly is 
reported according to the condition that has been diagnosed 
314. Otherwise, the anomaly is reported as an unrecognized 20 


anomaly 316. The Recognition Filter (216) also indicates 
whether or not an automated response has been authorized for 
that particular type of condition 318. 


In one embodiment, the Recognition Filters (216) can rec­
ognize and consolidate multiple anomalies. The process of 25 


matching Recognition Filters to anomalies is performed after 
the entire snapshot has been analyzed and all anomalies asso­
ciated with that snapshot have been detected. If a match is 
found between a subset of anomalies and a Recognition Filter, 


tions are a consequence of an inadequate understanding of the 
problem and a source ofurmecessary cost. Because a system 
according to the present invention has the data to fully char­
acterize the problem, it can reduce the cost of repair in two 
ways. First, it can automatically resolve the incident if a 
Recognition Filter has been defined that specifies the required 
automated response. Second, if automatic repair is not pos­
sible, the system's diagnostic capabilities eliminate the 
guesswork inherent in the human-based repair process, 
reducing execution time and allowing greater precision. 


FIG. 4 is a block diagram illustrating components of an 
adaptive reference model in one embodiment of the present 
invention. FIG. 4 is merely exemplary. 


the name of the Recognition Filter will be associated with the 30 


subset of anomalies in the output stream. For example, the 
presence of a virus might generate a set of file anomalies, 
process anomalies, and registry anomalies. A Recognition 
Filter could be used to consolidate these anomalies so that the 
user would simply see a descriptive name relating all the 
anomalies to a likely common cause, i.e. a virus. 


The embodiment shown in FIG. 4 illustrates a multi-layer, 
single-silo adaptive reference model 402. In the embodiment 


35 
shown, the silo 404 comprises three layers: the value layer 
406, the cluster layer 408, and the profile layer 410. 


If automated response has been authorized, then the 
response agent library (212) downloads the appropriate 
response agents to the affected machine 320. The Agent com­
ponent 202 in the affected machine then executes the 40 


sequence of scripts needed to correct the trouble condition 
322. The process shown then ends 324. 


Embodiments of the present invention substantially reduce 
the cost of maintaining a population of personal computers 
and servers. One embodiment accomplishes this objective by 45 


automatically detecting and correcting trouble conditions 
before they escalate to the help desk and by providing diag­
nostic information to shorten the time required for a support 
analyst to resolve any problems not addressed automatically. 


Anything that reduces the frequency at which incidents 50 


occur has a significant positive impact on the cost of computer 
support. One embodiment of the present invention monitors 
and adjusts the state of a managed machine so that it is more 
resistant to threats.Using Policy Templates, service providers 
can routinely monitor the security posture of every managed 55 


system, automatically adjusting security settings and install-
ing software updates to eliminate known vulnerabilities. 


In a human-based support model, trouble conditions are 
detected by end users, reported to a help desk, and diagnosed 
by human experts. This process accrues costs in a number of 60 


ways. First, there is cost associated with lost productivity 
while the end user waits for resolution. Also, there is the cost 
of data collection, usually performed by help desk personnel. 
Additionally, there is the cost of diagnosis, which requires the 
services of a trained (expensive) support analyst. In contrast, 65 


a machine-based support model implemented according to 
the present invention senses, reports, and diagnoses many 


The value layer 406 tracks the values of asset/value pairs 
provided by the Agent component (202) described herein 
across the managed population (114) of FIG. 1. When a 
snapshot is compared to the adaptive reference model 402, the 
value layer 406 of the adaptive reference model 402 evaluates 
the value portion of each asset/value pair contained therein. 
This evaluation consists of determining whether any asset 
value in the snapshot violates a statistically significant pattern 
of asset values within the managed population as represented 
by the adaptive reference model 402. 


For example, an Agent (116b) transfers a snapshot that 
includes a digital signature for a particular system file. During 
the assimilation process (when the adaptive reference model 
is being constructed) the model records the values that it 
encounters for each asset name and the number of times that 
that value is encountered. Thus, for every asset name, the 
model knows the "legal" values that it has seen in the popu­
lation. When the model is used for checking, the value layer 
406 determines if the value of each attribute in the snapshot 
matches one of the "legal" values in the model. For example, 
in the case of a file, a number of "legal" values are possible 
because various versions of the file might exist in the man­
aged population. An anomaly would be declared if the model 
contained one or more file values that were statistically con­
sistent and the snapshot contained a file value that did not 
match any of the file values in the model. The model can also 
detect situations where there is no "legal" value for an 
attribute. For example, log files don't have a legal value since 
they change frequently. If no "legal" value exists, then the 
attribute value in the snapshot will be ignored during check­
ing. 
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In one embodiment, adaptive reference model 402 imple­
ments criteria to ensure than an anomaly is truly an anomaly 
and not just a new file variant. The criteria may include a 
confidence level. Confidence levels do not stop a unique file 
from being reported as an anomaly. Confidence levels con­
strain the relationships used in the model during the checking 
process to those relationships that meet certain criteria. The 
criteria associated with each level are designed to achieve a 
certain statistical probability. For example, in one embodi­
ment, the criteria for the high confidence level are designed to 1 o 
achieve a statistical probability of greater than 90%. If a lower 
confidence level is specified, then additional relationships 
that are not as statistically reliable are included in the check-
ing process. The process of considering viable, but less likely, 
relationships is similar to the human process of speculating 15 


when we need to make a decision without all the information 


12 
dynamic link libraries (DLL). Each DLL will often depend on 
one or more other D LL' s. If the first D LL is present, then the 
other DLL's must be present as well. The cluster layer 408 
tracks this dependency and if one of the DLL's is missing or 
altered, the cluster layer 408 alerts the administrator that an 
anomaly has occurred. 


The third layer in the adaptive reference model 402 shown 
in FIG. 4 is the profile layer 410. The profile layer 410 in the 
embodiment shown detects anomalies based on violations of 
cluster relationships. There are two types of relationships, 
associative (the clusters appear together) and exclusionary 
(the clusters never appear together). The profile layer 410 
allows the adaptive reference model to detect missing assets 
not detected by the cluster layer as well as conflicts between 
assets. The profile layer 410 determines which clusters have 
strong associative and exclusionary relationships with one 
another. In such an embodiment, if a particular cluster is not 
detected in a snapshot where it would normally be expected 
by virtue of the presence of other clusters with which it has 


that would allow us to be certain. In a continuously changing 
environment, the administrator may wish to filter out the 
anomalies associated with low confidence levels, i.e., the 
administrator may wish to eliminate as many false positives 
as possible. 


In an embodiment that implements the confidence level, if 
a user reports that something is wrong with a machine, but the 
administrator is unable to see any anomalies at the default 
confidence level, the administrator can lower the confidence 
level, enabling the analysis process to consider relationships 
that have lower statistical significance and are ignored at 
higher confidence levels. By reducing the confidence level, 


20 strong associative relationships, then the profile layer 410 
detects the absence of that cluster as an anomaly. Likewise, if 
a cluster is detected in a snapshot where it would not normally 
be expected because of the presence of other clusters with 
which it has strong exclusionary relationships, then the pro-


25 file layer 410 detects the presence of the first cluster as an 
anomaly. The profile layer 410 allows the adaptive reference 
model 402 to detect anomalies that would not be detectable at 


the administrator allows the adaptive reference model 402 to 
include patterns that may not have enough samples to be 30 


statistically significant but might provide clues as to what the 
problem is. In other words, the administrator is allowing the 
machine to speculate. 


In another embodiment, the value layer 406 automatically 
eliminates asset values from the adaptive reference model 35 


402 if, after assimilating a specified number of snapshots, the 
asset values have failed to exhibit any stable pattern. For 
example, many applications generate log files. The values of 
log files constantly change and are rarely the same from 
machine to machine. In one embodiment, these file values are 40 


evaluated initially and then after a specified number of evalu­
ations, they are eliminated from the adaptive reference model 
402. By eliminating these types of file values from the model 
402, the system eliminates urmecessary comparisons during 
the detection process 218 and reduces database storage 45 


requirements by pruning out low value information. 
An embodiment of the present invention is not limited to 


eliminating asset values from the adaptive reference model 
402. In one embodiment, the process also applies to the asset 
names. Certain asset names are "unique by nature", that is 50 


they are unique to a particular machine but they are a byprod-
uct of normal operation. In one embodiment, a separate pro­
cess handles unstable asset names. This process in such an 
embodiment identifies asset names that are unique by nature 
and allows them to stay in the model so that they are not 55 


reported as anomalies. 
The second layer shown in FIG. 4 is the cluster layer 408. 


the lower levels of the silo 404. 
The adaptive reference model 402 shown in FIG. 4 may be 


implemented in various ways that are well known to those 
skilled in the art. By optimizing the processing of the adaptive 
reference model 402 and by providing sufficient processing 
and storage resources, an embodiment of the present inven­
tion is able to support an unlimited number of managed popu­
lations and individual clients. Both the assimilation of a new 
model and the use of the model in checking involve the 
comparison of hundreds of thousands of attribute names and 
values. Performing these comparisons using the text strings 
for the names and values is a very demanding processing task. 
In one embodiment of the present invention, every unique 
string in an incoming snapshot is assigned an integer identi­
fier. The comparisons are then performed using the integer 
identifiers rather than the strings. Because computers can 
compare integers much faster than the long strings associated 
with file names or registry key names, processing efficiency is 
greatly enhanced. 


The adaptive reference model 402 relies on data from the 
Agent component (202). The functionality of the Agent com­
ponent (202) is described above, which is a functional sum­
mary of the user interface and the Agent component (202) in 
one embodiment of the present invention. 


An embodiment of the present invention is able to compare 
registry entries across the client machines in a managed popu­
lation. One difficulty in comparing registry keys across dif­
ferent machines running a Microsoft Windows operating sys­
tem derives from the use of a Global Unique Identifier 
("GUID"). A GUID for a particular item on one machine may 
differ from the GUID for the same item on a second machine. The cluster layer 408 tracks relationships between asset 


names.An asset name can apply to a variety of entities includ­
ing a file name, a registry key name, a port number, a process 
name, a service name, a performance counter name, or a 
hardware characteristic. When a particular set of asset names 


Accordingly, an embodiment of the present system provides 
60 a mechanism for normalizing the GUID's for comparison 


is generally present in tandem on the machines in a managed 
population (114), the cluster layer 408 is able to flag an 
anomaly when a member of the set of asset names is absent. 65 


For example, many applications on a computer executing a 
Microsoft Windows operating system require a multitude of 


purposes. 
FIG. 5 is a flow chart illustrating a process of normalizing 


registry information on a client in one embodiment of the 
present invention. In the embodiment shown, the GUID's are 
first grouped into two groups 502. The first group is for 
GUID's that are non-unique ( duplicated) across machines in 
the managed population. The second group includes GUID's 
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that are unique across machines, i.e., the same key has a 
different GUID on different machines within the managed 
population. The keys for the second group are next sorted 504. 
In this way, the relationship among two or more keys within 
the same machine can be identified. The intent is to normalize 
such relationships in a way that will allow them to be com­
pared across multiple machines. 


The embodiment shown next creates a hash for the values 


14 
In one embodiment, the Analytic component (110) identi­


fies a cluster of asset names. A cluster comprises one or more 
non-overlapping groups of asset names that appear together. 
The Analytic component (110) may also attempt to identify 
relationships among the clusters. For example, the Analytic 
component (110) may compute a matrix of probabilities that 
predict, given the existence of a particular cluster in a snap­
shot, the likelihood of the existence of any other cluster in the 
snapshot. Probabilities that are based on a large number of 


10 snapshots and are either very high ( e.g. greater than 95%) or 
very low ( e.g. less than 5%) can be used by the model to detect 
anomalies. Probabilities that are based on a small number of 
snapshots, (i.e. a number that is not statistically significant) or 


in the keys 506. This creates a unique signature for all the 
names, pathnames, and other values contained in the key. The 
hash is then substituted for the GUID 508. In this manner, 
uniqueness is maintained within the machine, but the same 
hash appears in every machine so that the relationship can be 
identified. The relationship allows the adaptive reference 
model to identify anomalies within the managed population. 15 


For example, conventional viruses often change registry 
keys so that the infected machine will run the executable that 
spreads the virus. An embodiment of the present invention is 
capable of identifying the changes to the registry in one or 
more machines of the population due to its ability to normal- 20 


ize registry keys. 
FIG. 6 is a flow chart illustrating a method for identifying 


and responding to an anomaly in one embodiment of the 
present invention. In the embodiment shown, a processor, 
such as the Collector component (108), receives a plurality of 25 


snapshots from a plurality of computers 602. Although the 
following discussion describes the process shown in FIG. 6 as 
being performed by the Analytic component (110), any suit­
able processor may perform the process shown. The plurality 


that are neither very high nor very low are not used to detect 
anomalies. 


The adaptive reference model may comprise a confidence 
criterion for determining when a relationship can be used to 
test a snapshot. For example, the confidence criterion may 
comprise a minimum threshold for a number of snapshots 
contained in the adaptive reference model. If the threshold is 
not exceeded, the relationship will not be used. The adaptive 
reference may also or instead comprise a minimum threshold 
for a number of snapshots contained in the adaptive reference 
model that include the relationship, utilizing the relationship 
only if the threshold is exceeded. In one embodiment, the 
adaptive reference model comprises a maximum threshold 
for a ratio of the number of different asset values to the 
number of snapshots containing the asset values. The adap­
tive reference model may comprise one or more minimum 


30 and maximum thresholds associated with numeric asset val-of snapshots may comprise as few as two snapshots from two 
computers.Alternatively, the plurality of snapshots may com­
prise thousands of snapshots. The snapshots comprise data 
about computers in a population to be examined. For 
example, the plurality of snapshots may be received from 
each of the computers in communication with an organiza- 35 


tion's local area network. Each snapshot comprises a collec­
tion of asset/value pairs that represent the state of a computer 
at a particular point in time. 


As the Collector component (108) receives the snapshots, 
it stores them 604. Storing the snapshots may comprise star- 40 


ing them in a data store, such as in database (112) or in 
memory (not shown). The snapshots may be stored tempo­
rarily or permanently. Also, in one embodiment of the present 
invention, the entire snapshot is stored in a data store. In 
another embodiment, only the portions of the snapshot that 45 


have changed from a prior version are stored (i.e., a delta 
snapshot). 


The Analytic component (110) utilizes the data in the plu­
rality of snapshots to create an adaptive reference model 606. 
Each of the snapshots comprises a plurality of assets, which 50 


comprise a plurality of pairs of asset names and asset values. 
An asset is an attribute of a computer, such as a file name, a 
registry key name, a performance parameter, or a communi­
cation port. The assets reflect a state of a computer, actual or 
virtual, within the population of computers analyzed. An 55 


asset value is the state of an asset at a particular point in time. 


ues. 
Each of the plurality of assets in the adaptive reference 


model or in a snapshot may be associated with an asset type. 
The asset type may comprise, for example, a file, a registry 
key, a performance measure, a service, a hardware compo­
nent, a running process, a log, and a communication port. 
Other asset types may also be utilized by embodiments of the 
present invention. In order to conserve space, the asset names 
and asset values may be compressed. For instance, in one 
embodiment of the present invention, the Collector compo­
nent (108) identifies the first occurrence of an asset name or 
asset value in one of the plurality of snapshots and generates 
an identifier associated with that first occurrence. Subse­
quently, if the Collector component (108) identifies a second 
occurrence of the asset name or asset value, the Collector 
component (108) associates the identifier with the second 
asset name and asset value. The identifier and asset name or 
asset value can then be stored in an index, while only the 
identifier is stored with the data in the adaptive reference 
model or snapshot. In this way, space necessitated to store 
frequently repeated asset names or values is minimized. 


The adaptive reference model may be automatically gen-
erated. In one embodiment, the adaptive reference model is 
generated automatically and then manually revised to 
account for knowledge of technical support personnel or oth­
ers. FIG. 11 is a screen shot of a user interface for creating an 
adaptive reference model in one embodiment of the present 
invention. In the embodiment shown, a user selects the snap­
shots to be included in the model by moving them from the 


For example, for a file, the value may comprise an MD5 hash 
that represents the contents of the file; for a registry key, the 
value may comprise a text string that represents the data 
assigned to the key. 60 Machine Selection Menu window 1102 to the Machines in 


The adaptive reference model also comprises a plurality of 
assets. The assets of the adaptive reference model may be 
compared to the assets of a snapshot to identify anomalies and 
for other purposes. In one embodiment, the adaptive refer­
ence model comprises a collection of data about various 65 


relationships between assets that characterize one or more 
normal computers at a particular point in time. 


Task window 1104. When the user completes the selection 
process and clicks the Finish button 1106 an automated task 
is created that causes the model to be generated. Once the 
model has been created, the user can use another interface 
screen to manage it. FIG.12 is a screen shot of a user interface 
for managing an adaptive reference model in one embodi­
ment of the present invention. 
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Referring again to FIG. 6, once the adaptive reference 
model has been created, the Analytic component (110) com­
pares at least one of the plurality of snapshots to the adaptive 
reference model 608. For example, the Collector component 
(108) may receive and store in the Database component (112) 
one hundred snapshots. The Analytic component (110) uses 


16 
able to recognize, such as the presence of a worm. A generic 
recognition filter may provide a template for creating more 
specific filters. For example, a recognition filter that is 
adapted to search for worms in general may be adapted to 
search for a specific worm. 


In one embodiment of the present invention, a recognition 
filter comprises at least one of: an asset name associated with 
the condition, an asset value associated with the condition, a 
combination of asset name and asset value associated with the 


the one hundred snapshots to create an adaptive reference 
model. The Analytic component (110) then begins comparing 
each of the snapshots in the plurality of snapshots to the 
adaptive reference model. At some time later the Collector 
component (108) may receive 100 new snapshots from the 
Agent components, which can then be used by the Analytic 
component to generate a revised version of the adaptive ref­
erence model and to identify anomalies. 


10 condition, a maximum threshold associated with an asset 
value and with the condition, and a minimum threshold asso­
ciated with an asset value and with the condition. Asset name/ 
value pairs from a snapshot may be compared to the name/ 


In one embodiment of the present invention, the compari- 15 


son of one or more snapshots to an adaptive reference model 
comprises examining relationships among asset names. For 
instance, the probability of existence for a first asset name 
may be high when a second asset name is present. In one 
embodiment, the comparison comprises determining whether 20 


all of the asset names in a snapshot exist within the adaptive 
reference model and are consistent with a plurality of high 
probability relationships among asset names. 


Referring still to FIG. 6, in one embodiment, the Analytic 
component (110) compares the snapshot to the adaptive ref- 25 


erence model in order to identify any anomalies that may be 
present on a computer 610. An anomaly is an indication that 
some portion of a snapshot deviates from normal as defined 
by the adaptive reference model. For example, an asset name 
or value may deviate from the normal asset name and asset 30 


value expected in particular situation as defined by an adap­
tive reference model. The anomaly may or may not signal that 
a known or new trouble or problem condition exists on or in 
relation to the computer with which the snapshot is associ­
ated. A condition is a group of anomalies that are related. For 35 


example, a group of anomalies may be related because they 
arise from a single root cause. For example, an anomaly may 
indicate the presence of a particular application on a com­
puter when that application is not generally present on the 
other computers within a given population. Recognition of 40 


anomalies may also be used for functions such as capacity 
balancing. For instance, by evaluating performance measures 
of several servers, the Analytic component (110) is able to 
determine when to trigger the automatic deployment and 
configuration of a new server to address changing demands. 45 


A condition comprises a group of related anomalies. For 
example, a group of anomalies may be related because they 
arise from a single root cause, such as installation of an 
application program or the presence of a "worm." A condition 
may comprise a condition class. The condition class allows 50 


various conditions to be grouped with one another. 
In the embodiment shown in FIG. 6, if an anomaly is found, 


the Analytic component (110) attempts to match the anomaly 
to a recognition filter in order to diagnose a condition 612. 
The anomaly may be identified as a benign anomaly in order 55 


to eliminate noise during analysis, i.e., in order to avoid 
obscuring real trouble conditions because of the presence of 
anomalies that are the result of normal operating processes. A 
check is a comparison of a snapshot to an adaptive reference 
model. A check may be automatically performed. The output 60 


of a check may comprise a set of anomalies and conditions 
that have been detected. In one embodiment, the anomaly is 
matched to a plurality of recognition filters. A recognition 
filter comprises a signature of a condition or of a class of 
conditions. For example a recognition filter may comprise a 65 


collection of pairs of asset names and values that, when taken 
together, represent the signature of a condition that is desir-


value pairs from the recognition filter to find a match and 
diagnose a condition. The name/value matching may be exact 
or the recognition filter may comprise a wildcard, allowing a 
partial value to be entered in the recognition filter and then 
matched with the snapshot. A particular asset name and/or 
value may be matched to a plurality of recognition filters in 
order to diagnose a condition. 


A recognition filter may be created in various ways. For 
example, in one embodiment of the present invention, a user 
copies the anomalies from a machine where the condition of 
interest is present. The anomalies may be presented in an 
anomaly s=ary from which they can be selected and cop­
ied to the filter. In another embodiment, a user enters a wild-
card character in a filter definition. For example, one piece of 
spyware called Gator generates thousands of registry keys 
that start with the string "hklm\software\gator". An embodi­
ment of the present invention may provide a wildcard mecha­
nism to efficiently deal with this situation. The wildcard char-
acter may be, for example, the percent sign (% ), and may be 
used before a text string, after a text string, or in the middle of 
a text string. Continuing the Gator example, if the user enters 
the string "hklm\software\gator\%" in the filter body, then 
any key starting with "hkml\software\gator" will be recog-
nized by the filter. The user may wish to construct a filter for 
a condition that has not yet been experienced in the managed 
population. For example, a filter for a virus based on publicly 
available information on the Internet rather than an actual 
instance of the virus within the managed population. To 
address this situation the user enters the relevant information 
directly into a filter. 


FIG. 13 is a screen shot of a user interface for selecting a 
snapshot to use for creation of a recognition filter in one 
embodiment of the present invention. A user accesses the 
screen shot shown to select snapshots to be used to create the 
recognition filter. FIG. 14 is a screen shot of a user interface 
for creating or editing a recognition filter in one embodiment 
of the present invention. In the embodiment shown, assets 
from the snapshot selected in the interface illustrated in FIG. 
13 are displayed in the Data Source window 1402. The user 
selects these assets and copies them to the Source window 
1404 to create the recognition filter. 


In one embodiment, the match between a recognition filter 
and a set of anomalies is associated with a quality measure. 
For example, an exact match of all of the asset names and 
asset values in the recognition filter with asset names and 
asset values in the set of anomalies may be associated with a 
higher quality measure than a match of a subset of the asset 
names and asset values in the recognition filter with asset 
names and asset values in the set of anomalies. 


The recognition filter may comprise other attributes as 
well. For example, in one embodiment, the recognition filter 
comprises a control flag for determining whether to include 
the asset name and the asset value in the adaptive reference 
model. In another embodiment, the recognition filter com-
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prises one or more textual descriptions associated with one or 
more conditions. In yet another embodiment, the recognition 
filter comprises a severity indicator that indicates the severity 
of a condition in terms of, for example, how much damage it 
may cause, how difficult it may be to remove, or some other 
suitable measure. 


The recognition filter may comprise fields that are admin­
istrative in nature. For example, in one embodiment, the rec­
ognition filter comprises a recognition filter identifier, a cre­
ator name, and an update date-time. 


Still referring to FIG. 6, the Analytic component (110) next 
responds to the condition 614. Responding to the condition 
may comprise, for example, generating a notification, such as 
an email to a support technician, submitting a trouble ticket to 
a problem management system, requesting permission to take 
an action, for instance, asking for confirmation from a support 
technician to install a patch, and removing the condition from 
at least one of the plurality of computers. Removing the 
condition may comprise, for example, causing a response 
agent to be executed in any of the plurality of computers 
affected by the condition. The condition may be associated 
with an automatic response. The steps of diagnosing 612 and 
responding to conditions 614 may be repeated for each con­
dition. Also, the process of finding anomalies 610 may be 
repeated for each individual snapshot. 


In the embodiment shown in FIG. 6, the Analytic compo­
nent (110) next determines whether additional snapshots are 
to be analyzed 616. If so, the steps of comparing the snapshot 


18 
passage of a predetermined amount of time, the installation of 
a new program, or some other suitable event. 


The Analytic component (110) compares the second snap­
shot to the adaptive reference model to attempt and detect 
anomalies. Various types of anomalies may exist on a com­
puter. In the embodiment shown, the Analytic component 
(110) first attempts to identify asset names that are unexpect­
edly absent 710. For example, all or substantially all of the 
computers within a population may include a particular file. 


10 The existence of the file is noted in the adaptive reference 
model by the presence of an asset name. If the file is unex­
pectedly absent from one of the computers within the popu­
lation, i.e., the asset name is not found, some condition may 
be affecting the computer on which the file is missing. If the 


15 asset name is unexpectedly absent, the absence is identified as 
an anomaly 712. For example, an entry identifying the com­
puter, date, and unexpectedly absent asset may be entered in 
a data store. 


The Analytic component (110) next attempts to identify 
20 asset names that are unexpectedly present 714. The presence 


of an unexpected asset name, such as a file name or registry 
entry, may indicate the presence of a trouble condition, such 
as a computer worm. An asset name is unexpectedly present 
if it has never been seen before or if it has never been seen 


25 before in the context in which it is found. If the asset name is 
unexpectedly present, the presence is identified as an 
anomaly 720. 


to the adaptive reference model 608, finding anomalies 610, 
matching the anomalies to a recognition filter to diagnose a 30 


condition 612, and responding to the condition 614 are 
repeated for each snapshot. Once all of the snapshots have 
been analyzed, the process ends 618. 


The Analytic component (110) next attempts to identify an 
unexpected asset value 718. For example, in one embodi­
ment, the Analytic component (110) attempts to identify a 
string asset value that is unknown for the asset name associ-
ated with it. In another embodiment, the Analytic component 
(110) compares a numerical asset to minimum or maximum 
thresholds associated with the corresponding asset name. In 
embodiments of the present invention, the thresholds may be 
set automatically based upon the mean and standard deviation 


In one embodiment of the present invention, once the Ana­
lytic component (110) has identified a condition, the Analytic 35 


component (110) attempts to determine which of the plurality 
of computers within a population are affected by the condi­
tion. For example, the Analytic component (110) may exam-
ine the snapshots to identify a particular set of anomalies. The 
Analytic component (110) may then cause a response to the 40 


condition to be executed on behalf of each of the affected 


for asset values within a population. According to the 
embodiment shown, if an unexpected asset value is detected, 
it is identified as an anomaly 720. The process then ends 722. 


Although the process in FIG. 7 is shown as a serial process, 
the comparison of a snapshot to the adaptive reference model 
and the identification of anomalies may occur in parallel. 
Also, each of the steps depicted may be repeated numerous 
times. Further, either delta snapshots or base snapshots can be 


computers. For example, in one embodiment, an Agent com­
ponent (202) resides on each of the plurality of computers. 
The Agent component (202) generates the snapshot that is 
evaluated by the Analytic component (110). In one such 
embodiment, the Analytic component (110) utilizes the 
Agent component (202) to execute a response program if the 
Analytic component (110) identifies a condition on one of the 
computers. In diagnosing a condition, the Analytic compo­
nent (110) may or may not be able to identify a root cause of 
a condition. 


45 compared to the adaptive reference model during each cycle. 
Once an analysis has been completed, the Analytic com­


ponent (110) may generate a result, such as an anomaly 
report. This report may further be provided to a user. For 
instance, the Analytic component (110) may generate a web 


50 page comprising the results of a comparison of a snapshot 
with an adaptive reference model. Embodiments of the 
present invention may provide a means for performing auto­
mated security audits, file and registry integrity checking, 


FIG. 7 is a flow chart illustrating a process for identifying 
certain types of anomalies in one embodiment of the present 
invention. In the embodiment shown, the Analytic component 
(110) evaluates snapshots for a plurality of computers 702. 55 


These snapshots can be base snapshots that comprise the 
complete state of the computer or delta snapshots that com­
prise the changes in the state of the computer since the last 
base snapshot. The Analytic component (110) uses the snap­
shots to create an adaptive reference model 704. Note that 
when using delta snapshots for this purpose, the Analytic 
component must first reconstitute the equivalent of a base 
snapshot by applying the changes described in the delta snap­
shot to the most recent base snapshot. The Analytic compo­
nent (110) subsequently receives a second snapshot (base or 
delta) for at least one of the plurality of computers 706. The 
snapshot may be created based on various events, such as the 


anomaly-based virus detection, and automated repair. 
FIG. 8 is a flow chart illustrating a process for generating an 


adaptive reference model in one embodiment of the present 
invention. In the embodiment shown, the Analytic component 
(110) accesses a plurality of snapshots from a plurality of 
computers via the Database component. Each of the snap-


60 shots comprises a plurality of pairs of asset names and asset 
values. The Analytic component (110) automatically creates 
an adaptive reference model that is based, at least in part, on 
the snapshots. 


The adaptive reference model may comprise any of a num-
65 ber of attributes, relationships, and measures of the various 


asset names and values. In the embodiment shown in FIG. 8, 
the Analytic component (110) first finds one or more unique 
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asset names and then determines the number of times each 
unique asset name occurs within the plurality of snapshots 
804. For example, a file for a basic operating system driver 
may occur on substantially all the computers within a popu­
lation. The file name is a unique asset name; it will appear 
only once within a snapshot but will likely occur in substan­
tially all of the snapshots. 


In the embodiment shown, the Analytic component (110) 
next determines the unique asset values associated with each 
asset name 806. For example, the file name asset for the driver 10 


described in relation to step 804 will likely have the same 
value for every occurrence of the file name asset. In contrast, 
the file value for a log file will likely have as many different 
values as occurrences, i.e., a log file on any particular com­
puter will contain a different number of entries from every 15 


other computer in a population. 
Since the population may be very large, in the embodiment 


shown in FIG. 8, if the number of unique values associated 
with an asset name exceeds a threshold 808, the determina­
tion is halted 810. In other words, in the example of the log file 20 


described above, whether or not the computer is in a normal 
state does not depend on a log file having a consistent value. 
The log file contents are expected to vary on each computer. 
Note however that the presence or absence of the log file may 
be stored in the adaptive reference model as an indication of 25 


normalcy or of an anomaly. 
In the embodiment shown in FIG. 8, the Analytic compo­


nent (110) next determines the unique string asset values 
associated with each asset name 812. For example, in one 
embodiment, there are only two types of asset values, strings 30 


and numbers. File hashes and registry key values are 
examples of strings; a performance counter value is an 
example of a number. 


20 
for selecting policy template assets in one embodiment of the 
present invention. As with the user interface for creating 
recognition filters. The user selects assets from a Data Source 
window 1602 and copies them to a contents window, the 
Template contents window 1604. 


FIG. 9 is a flow chart, illustrating a process for proactive 
anomaly detection in one embodiment of the present inven­
tion. In the embodiment shown, when analysis occurs, the 
Analytic component (110) establishes a connection to the 
database (112) that stores snapshots to be analyzed 902. In the 
embodiment shown, only one database is utilized. However, 
in other embodiments, data from multiple databases may be 
analyzed. 


Before diagnostic checks are executed, one or more refer-
ence models are created 904. Reference models are updated 
periodically, e.g., once per week, to ensure that the informa­
tion that they contain remains current. One embodiment of 
the present invention provides a task scheduler that allows 
model creation to be configured as a completely automated 
procedure. 


Once a reference model has been created it can be pro­
cessed in various ways to enable different types of analysis. 
For example, it is possible to define a policy template 906 as 
described above. For example, a policy template may require 
that all machines in a managed population have anti-virus 
software installed and operational. Once a policy template 
has been applied to a model, diagnostic checks against that 
model will include a test for policy compliance. Policy tem-


The Analytic component (110) next determines a statistical 
measure associated with unique numerical values associated 
with an asset name 814. For example, in one embodiment, the 
Analytic component (110) captures a performance measure, 
such as memory paging. If one computer in a population often 
pages memory, it may be an indication that a rogue program 


plates can be used in a variety of applications including auto­
mated security audits, performance threshold checking, and 
Windows update management. A policy template comprises 
the set of assets and values that will be forced into the model 
as the norm. In one embodiment, the template editing process 
is based on a "golden system" approach. A golden system is 


35 one that exhibits the assets and values that a user wishes to 


is executing in the background and requiring substantial 40 


memory resources. However, if every or a sizeable number of 
computers in a population often page memory, it may indicate 
that the computers are generally lacking in memory 
resources. In one embodiment, theAnalytic component (110) 
determines a mean and a standard deviation for numerical 45 


values associated with a unique asset name. In the memory 
example, if the measure of memory paging for one computer 
falls far outside the statistical mean for the population, an 
anomaly may be identified. 


incorporate into the template. The user locates the snapshot 
that corresponds to the golden system and then selects each 
asset/value pair that the user wishes to include in the template. 


In the process shown in FIG. 9, the policy template is then 
applied to a model to modify its definitionofnormal 908. This 
allows the model to be shaped in ways that allow it to check 
for compliance against user-defined policies as described 
herein. 


A model may also be converted 910. The conversion pro-
cess alters a reference model. For example, in one embodi­
ment, the conversion process removes from the model any 
information assets that are unique, i.e. any assets that occur in 
one and only one snapshot. When a check is executed against 


In one embodiment of the present invention, the adaptive 
reference model may be modified by applying a policy tem­
plate. A policy template is a collection of asset/value pairs that 
are identified and applied to an adaptive reference model to 
establish a norm that reflects a specific policy. For example, 
the policy template may comprise a plurality of pairs of asset 
names and asset values that is expected to be present in a 
normal computer. In one embodiment, applying the policy 
template comprises modifying the adaptive reference model 


50 a converted model all unique information assets will be 
reported as anomalies. This type of check is useful in surfac­
ing previously unknown trouble conditions that exist at the 
time the Agent components are first installed. Converted 
models are useful in establishing an initial baseline since they 


55 expose unique characteristics. For this reason converted mod­
els are sometimes called baseline models in embodiments of 


so that the pairs of asset names and asset values present in the 
policy template appear to have been present in each of the 60 


plurality of snapshots, i.e., appear to be the normal state of a 
computer in the population. 


FIG. 15 is a screen shot illustrating a user interface for 
selecting a "golden system" for use in a policy template in one 
embodiment of the present invention. As described above, the 65 


user first selects the golden system on which the policy tem­
plate is to be based. FIG. 16 is a screen shot ofa user interface 


the present invention. 
In another embodiment, the model building process 


removes from the model any information assets that match a 
recognition filter, ensuring that known trouble conditions do 
not get incorporated into the model. When the system is first 
installed the managed population quite often contains a num­
ber of known trouble conditions that have not yet been 
noticed. It is important to discover these conditions and 
remove them from the model since otherwise, they will be 
incorporated into the adaptive reference model as part of the 
normal state for a machine. 
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The Agent component (202) takes a snapshot of the state of 
each managed machine on a scheduled basis 924. The snap­
shot is transmitted and entered into the database as a snapshot. 
Snapshots may also be generated on demand or in response to 
a specific event such as application installation. 


In the proactive problem management process shown, a 
periodic check of the latest snapshots against an up-to-date 
reference model is performed 912. The output of a periodic 
check is a set of anomalies, which are displayed to a user as 
results 914. The results also include any conditions that are 10 


identified as a result of matching the anomalies to recognition 
filters. Recognition filters may be defined as described above 
916. The anomalies are passed through the recognition filters 
for interpretation resulting in a set of conditions. Conditions 
can range in severity from something as benign as a Windows 15 


update to something as serious as a Trojan. 
The trouble conditions that can occur in a computer change 


as the hardware and software components that make up that 
computer evolve. Consequently, there is a continuous need to 
define and share new recognition filters as new combinations 20 


of anomalies are discovered. Recognition filters can be 
thought of as a very detailed and structured way to document 
trouble conditions and as such they represent an important 
mechanism to facilitate collaboration. The embodiment 
shown comprises a mechanism for exporting recognition fil- 25 


ters to an XML file and importing recognition filters from an 
XML file. 


22 
than a human will perform much of the analysis of the data 
collected, the data collected can be voluminous. For example, 
in one embodiment, the data collected from a single machine, 
referred to as the "health check" or snapshot for the machine, 
includes values for hundreds of thousands of attributes. The 
ability to collect a large volume of data provides embodi­
ments of the present invention with a significant advantage 
over conventional systems in terms of the number and variety 
of conditions that can be detected. 


Another embodiment of the present invention provides a 
powerful analytic capability. The foundation for high value 
analysis in such an embodiment is the ability to accurately 
distinguish between normal and abnormal conditions. For 
example, one system according to the present invention syn­
thesizes its reference model automatically by mining statis-
tically significant relationships from the snapshot data that it 
collects from its clients. The resulting "adaptive" reference 
model defines what is normal for that particular managed 
population at that particular moment in time. 


One embodiment of the present invention combines the 
data collection and adaptive analysis features described 
above. In such an embodiment, the superior data collection 
capabilities combined with the analytic power of the adaptive 
reference model translate into a number of significant com­
petitive advantages, including the capability of providing 
automatic protection against security threats by conducting 
daily security audits and checking for software updates to 
eliminate vulnerabilities. Such an embodiment may also be 


Once conditions are identified, reports documenting the 
results of a proactive check are generated 920. The reports 
may comprise, for example, a summary description of all 
conditions detected or a detailed description of a particular 
condition. 


30 capable of proactively scarming all managed systems on a 
routine basis to find problems before they result in lost pro­
ductivity or calls to the help desk. 


FIG. 10 is a flow chart, illustrating a reactive process in one 
embodiment of the present invention. In the process shown in 
FIG. 10, it is assumed that an adaptive reference model has 35 


already been created. The process shown begins when a user 
calls a help desk to report a problem 1002. In the traditional 
help desk paradigm the next step would be to verbally collect 
information about the symptoms being experienced by the 
user. In contrast, in the embodiment of the present invention 40 


shown, the next step is to run a diagnostic check of the suspect 
machine against the most recent snapshot 1003. If this does 


An embodiment of the present invention implementing the 
adaptive reference model capabilities is also able to detect 
previously unknown trouble conditions. Further, such an 
embodiment is automatically synthesized and maintained, 
requiring little or no vendor updates to be effective. Such an 
embodiment is automatically customized to a particular man­
aged population enabling it to detect failure modes unique to 
that population. 


An additional advantage of an embodiment of the present 
invention is that in the event that a trouble condition cannot be 
resolved automatically, such an embodiment can provide a 
massive amount of structured technical information to facili-


not produce an immediate diagnosis of a problem condition, 
three possibilities may exist: (1) The condition has occurred 
since the last snapshot was taken; (2) the condition is new and 
is not being recognized by its filters; or (3) The condition is 
outside the scope of analysis, e.g. a hardware problem. 


45 tate the job of the support analyst. 


If it is suspected that the trouble condition has occurred 
since the last snapshot was taken then the user may cause the 
Agent component (202) on the client machine to take another 50 


snapshot 1006. Once the resulting snapshot is available, a new 
diagnostic check can be executed 1004. 


If it is suspected that the trouble condition is new, the 
analyst may execute a compare function that provides a 
breakdown of the changes in the state of a machine over a 55 


specific window of time such as new applications that may 
have been installed 1008. The user may also view a detailed 
representation of the state of a machine at various points in 
time 1010. If the analyst identifies a new trouble condition, 
the user can identify the set of assets as a recognition filter for 60 


subsequent analyses 1012. 
While conventional products have focused on enhancing 


the efficiency of the human-based support model, embodi­
ments of the present invention are designed around a different 
paradigm, a machine-based support model. This fundamental 65 


difference in approach manifests itself most profoundly in the 
areas of data collection and analysis. Since a machine rather 


One embodiment of the present invention provides the 
capability of automatically repairing an identified problem. 
Such an embodiment, when combined with the adaptive ref­
erence model of the previously described embodiment, is 
uniquely capable of automated repair because of its ability to 
identify all aspects of a trouble condition. 


Embodiments of the present invention also provide many 
advantages over conventional systems and methods in terms 
of the service levels described herein. For example, in terms 
of the Mass-Healing service level, it is considerably less 
expensive to prevent an incident than it is to resolve an inci­
dent once damage has occurred. Embodiments of the present 
invention substantially increase the percentage of incidents 
that can be detected/prevented without the need for human 
intervention and in a marmer that embraces the diverse and 
dynamic nature of computers in real world environments. 


Further, an embodiment of the present invention is able to 
address the Self-Healing service level by automatically 
detecting and repairing both known and unknown anomalies. 
An embodiment implementing the adaptive reference model 
described herein is uniquely suited to automatic detection and 
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repair. The automatic service and repair also helps to elimi­
nate or at least minimize the need for Self-Service and Desk­
side Visits. 


Embodiments of the present invention provide advantages 


24 
7. The method of claim 1, wherein individual snapshots 


include data associated with at least one of: system files, 
application files, a registry entry, a performance counter, a 
process, a communication port, a hardware configuration, a 
log file, a running task, services, and network connections. 


8. The method of claim 1, further comprising: 
inserting rules into the rule set of the adaptive reference 


model to augment or override rules of the rule set auto­
matically generated from the snapshots. 


at the Assisted Service level by providing superior diagnostic 
capabilities and extensive information resources. An embodi­
ment collects and analyzes massive amounts of end-user data, 
facilitating a variety of needs associated with the human­
based support model including: security audits, configuration 
audits, inventory management, performance analysis, trouble 10 


diagnosis. 
9. The method of claim 1, wherein the adaptive reference 


model is generated to include a value layer that determines 
whether an asset value contained in a snapshot is anomalous. 


10. The method of claim 1, wherein the adaptive reference 
model is generated to include a cluster layer that tracks rela-


15 tionships between assets and identifies an anomaly in 
response to an asset being unexpectedly absent from or 
present in a set of assets in a snapshot. 


The foregoing description of embodiments of the invention 
has been presented only for the purpose of illustration and 
description and is not intended to be exhaustive or to limit the 
invention to the precise forms disclosed. Numerous modifi­
cations and adaptations thereof will be apparent to those 
skilled in the art without departing from the spirit and scope of 
the present invention. 


That which is claimed: 
1. A method of detecting abnormal system states in com­


puters, comprising: 


11. The method of claim 1, wherein the adaptive reference 
model is generated to include a profile layer that identifies 


20 anomalies in response to violation of relationships of clusters 
of assets in a snapshot. 


receiving snapshots from a plurality of computers within a 
population of computers, wherein individual snapshots 
include data indicating a state of a respective computer; 


automatically generating an adaptive reference model 25 


comprising a rule set customized to characteristics of the 
population of computers, the rule set being developed by 
identifying patterns among the snapshots from the plu­
rality of computers such that the adaptive reference 
model is indicative of normal states in the computers 30 


within the population; and 
comparing a snapshot from at least one of the computers to 


the adaptive reference model to determine whether an 
anomaly is present in the state of the at least one of the 
computers. 


2. The method of claim 1, further comprising: 
comparing the anomaly to a recognition filter to diagnose a 


trouble condition on the at least one of the computers; 
and 


35 


12. A computer readable medium storing instructions, that 
when executed by a computer, cause the computer to perform 
functions of: 


receiving snapshots from a plurality of computers within a 
population of computers, wherein individual snapshots 
include data indicating a state of a respective computer; 


automatically generating an adaptive reference model 
comprising a rule set customized to characteristics of the 
population of computers, the rule set being developed by 
identifying patterns among the snapshots from the plu-
rality of computers such that the adaptive reference 
model is indicative of normal states in the computers 
within the population; and 


comparing a snapshot from at least one of the computers to 
the adaptive reference model to determine whether an 
anomaly is present in the state of the at least one of the 
computers. 


13. The computer readable medium of claim 12, further 
in the event of a trouble condition, generating an automated 


response to the trouble condition. 
3. The method of claim 2, wherein the automated response 


is a generic response not specific to a particular asset of the at 
least one computer, and wherein the method further com­
prises: 


40 comprising instructions, that when executed, cause the com­
puter to compare the anomaly to a recognition filter to diag­
nose a trouble condition on the at least one of the computers, 
and, in the event of a trouble condition, to generate an auto-


sending the generic response and a set of anomalies found 
in the snapshot to the at least one computer, the set of 
anomalies indicating assets of the at least one computer 
whose states are anomalous; and 


45 


applying the generic response to the anomalous assets to 50 


correct the trouble condition. 
4. The method of claim 3, wherein the generic response 


includes at least one of: installing a missing software compo­
nent, removing an undesirable software component, and 
restoring an incorrect registry setting. 


5. The method of claim 2, wherein the recognition filter 
comprises a particular pattern of anomalies that indicates the 
presence of a particular root cause condition or a generic class 
of conditions. 


6. The method of claim 1, further comprising: 
comparing a plurality of anomalies associated with a par­


ticular snapshot with a recognition filter to diagnose a 
trouble condition; and 


55 


60 


diagnosing a trouble condition on the at least one of the 
computers in response to at least a subset of the plurality 65 


of anomalies matching information in the recognition 
filter. 


mated response to the trouble condition. 
14. The computer readable medium of claim 13, wherein 


the automated response is a generic response not specific to a 
particular asset of the at least one computer, and wherein the 
computer readable medium further comprises instructions, 
that when executed, cause the computer to: 


send the generic response and a set of anomalies found in 
the snapshot to the at least one computer, the set of 
anomalies indicating assets of the at least one computer 
whose states are anomalous; and 


apply the generic response to the anomalous assets to cor­
rect the trouble condition. 


15. The computer readable medium of claim 14, wherein 
the generic responses include at least one of: installing a 
missing software component, removing an undesirable soft­
ware component, and restoring an incorrect registry setting. 


16. The computer readable medium of claim 13, wherein 
the recognition filter comprises a particular pattern of anoma­
lies that indicates the presence of a particular root cause 
condition or a generic class of conditions. 


17. The computer readable medium of claim 12, wherein 
the instructions for comparing the snapshot to the adaptive 
reference model include instructions for determining whether 
an asset value contained in a snapshot is anomalous. 
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18. The computer readable medium of claim 12, wherein 
the instructions for comparing the snapshot to the adaptive 
reference model include instructions for tracking relation­
ships between assets and identifying an anomaly in response 
to an asset being unexpectedly absent from or present in a set 
of assets in a snapshot. 


19. The computer readable medium of claim 12, wherein 
the instructions for comparing the snapshot to the adaptive 
reference model include instructions for identifying anoma-
lies in response to violation of relationships of clusters of 10 


assets in a snapshot. 
20. The computer readable medium of claim 12, wherein 


the computer readable medium further comprises instruc­
tions, that when executed, cause the computer to: 


compare a plurality of anomalies associated with a particu­
lar snapshot with a recognition filter to diagnose a 
trouble condition; and 


15 


26 
diagnose a trouble condition on the at least one of the 


computers in response to at least a subset of the plurality 
of anomalies matching information in the recognition 
filter. 


21. The computer readable medium of claim 12, wherein 
individual snapshots include data associated with at least one 
of: system files, application files, a registry entry, a perfor­
mance counter, a process, a communication port, a hardware 
configuration, a log file, a running task, services, and network 
connections. 


22. The computer readable medium of claim 12, wherein 
the computer readable medium further comprises instruc­
tions, that when executed, cause the computer to: 


insert rules into the rule set of the adaptive reference model 
to augment or override rules of the rule set automatically 
generated from the snapshots. 


* * * * * 
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SYSTEM AND METHOD FOR DYNAMIC 
BANDWIDTH PROVISIONING 


CROSS-REFERENCE TO RELATED 
APPLICATIONS 


This is a continuation application of U.S. patent applica­
tion Ser. No. 10/687,002, filed Oct. 16, 2003, now U.S. Pat. 
No. 7,587,512, whichclaimspriorityfromProvisionalAppli­
cation No. 60/418,968, entitled "SYSTEM AND METHOD 
FOR DYNAMIC BANDWIDTH SHAPING," filed Oct. 16, 
2002, both of which are hereby fully incorporated by refer­
ence herein. 


TECHNICAL FIELD OF THE INVENTION 


Embodiments of the present invention relate to providing 
network access. More particularly, embodiments of the 
present invention relate to provisioning bandwidth to users 
accessing a network. Even more particularly, embodiments of 
the present invention relate to dynamically provisioning 
bandwidth on a per user basis. 


BACKGROUND 


The communication of data over networks has become an 
important, if not essential, way for many organizations and 
individuals to communicate. The Internet is a global network 
connecting millions of computers using a client-server archi­
tecture in which any computer connected to the Internet can 
potentially receive data from and send data to any other com­
puter connected to the Internet. The Internet provides a vari-
ety methods in which to communicate data, one of the most 
ubiquitous of which is the World Wide Web. Other methods 


2 
downloading pictures from the Internet), slowing down the 
wireless network for other users connected to that router. 


Because bandwidth is provisioned on a per port rather than 
per user basis, current systems can not reprovision bandwidth 
to particular users as more users are added to the same port 
(e.g., as more users connect to the same wireless router). 
Continuing with the previous example of a public wireless 
LAN at a cafe, current systems can not reprovision bandwidth 
to individual users as more cafe patrons connect to the LAN. 


10 This can cause LAN performance to suffer for all users. 


SUMMARY OF THE INVENTION 


15 
Embodiments of the present invention provide a system 


and method of providing bandwidth allocation that elimi­
nates, or at least substantially reduces, the shortcomings of 
prior art bandwidth provisioning systems and methods. More 
particularly, one embodiment of the present invention pro-


20 vides a device for allocating bandwidth on a per user basis. 
The device can be a computing device that comprises a pro­
cessor, a first network interface ( e.g., an Ethernet interface, Tl 
interface, wireless interface or any other network interface 
known in the art) coupled to the processor, a second network 


25 interface (e.g., an Ethernet interface, Tl interface, wireless 
interface or any other network interface known in the art) 
coupled to the processor, and a storage medium ( e.g., hard 
disk drive, RAM, ROM, optical storage and or any other 
storage medium known in the art). The storage medium can 


30 be accessible by the processor and can contain a set of com-
puter instructions. 


for communicating data over the Internet include e-mail, 35 


usenet newsgroups, telnet and FTP. 


The computer instructions, according to one embodiment 
of the present invention, can be executable by the processor to 
retrieve a set of user profiles, wherein each user profile cor­
responds to a specific user in a set of users. Each user profile 
can contain an arbitrary number of attributes that can specify 
bandwidth limitations for the corresponding user. Based on 
the user profile for each user, the computer instructions can be 
executable to establish at least one bandwidth limit for each 
user and control bandwidth usage by that user accordingly. 
The computer instructions can also be executable to update 
the at least one bandwidth limit for one or more users. 


Users typically access the Internet either through a com­
puter connected to an Internet Service Provider ("ISP") or 
computer connected to a local area network ("LAN") pro­
vided by an organization, which is in tum, connected to the 40 


ISP. The ISP provides a point of presence to interface with the 
Internet backbone. Routers and switches in the backbone 
direct data traffic between the various ISPs. 


Another embodiment of the present invention can include To access a LAN and, in tum, the Internet, many prior art 
access control systems require a user to connect his or her 
computer to a wired network ( e.g., through an Ethernet port) 
and enter a user name and password. If the user name and 
password match a user name and password in an authentica­
tion database, the user will be provided access to the network. 
These systems typically assume that a user is tied to a par­
ticular physical port, such as a port in the user's office. Based 
on this assumption, provisioning of bandwidth to the user 
occurs by physically provisioning the port to which the user is 
connected. If the user moves to a different port, the user will 
typically be provided with the bandwidth provisioned to the 
new port. Thus, provisioning of bandwidth is done on a per 
port rather than a per user basis. 


45 computer instructions stored on a computer readable medium 
( e.g., RAM, ROM, hard disk drive, magnetic storage device, 
optical storage device or other computer readable medium 
known in the art). The computer instructions can be execut­
able by a processor to retrieve a set of user profiles, wherein 


50 each user profile corresponds to a specific user in a set of 
users. Each user profile can contain an arbitrary number of 
attributes that can specify bandwidth limitations for the cor­
responding user. Based on the user profile for each user, the 
computer instructions can be executable to establish at least 


55 one bandwidth limit for each user. For each user in the set of 
users, the computer instructions can be further executable to 
regulate bandwidth usage associated with that user based on 
the at least one bandwidth limit established for that user. The 
computer instructions can also be executable to update the at 


60 least one bandwidth limit for one or more of the users. 


An increasing number of organizations ( e.g., businesses, 
governmental organizations) wish to provide access to LAN s 
and the Internet to various classes of users (internal users, 
contractors, customers, visitors). For example, many cafes 
have public wireless networks to allow patrons to access the 
Internet, receive email and perform other network activities. 
While users may be asked to authenticate to use the network, 
bandwidth is provisioned to the wireless routers, not the indi- 65 


vidual users. This means that one user connected to a particu-
lar router can consume a majority of the bandwidth ( e.g., 


Yet another embodiment of the present invention can 
include a method comprising retrieving a set of user profiles, 
wherein each user profile corresponds to a specific user in a 
set of users; establishing at least one bandwidth limit for each 
user in the set of users based on the corresponding user profile 
for that user; for each user in the set of users, regulating 
bandwidth usage associated with that user based on the at 
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least one bandwidth limit established for that user; and updat­
ing the at least one bandwidth limit for at least one user from 
the set of users. 


Yet another embodiment of the present invention com­
prises computer instructions stored on a computer readable 
medium ( e.g., RAM, ROM, hard disk drive, magnetic storage 
device, optical storage device or other computer readable 
medium known in the art). The computer instructions can be 
executable by a processor to establish a bandwidth limit for a 
user based on a user profile for the user; receive a first network 
communication; determine if the first network communica­
tion causes the bandwidth limit to be exceeded; if the first 
network communication causes the bandwidth limit to be 
exceeded, drop the network communication; and update the 
bandwidth limit for the user. 


Embodiments of the present invention provide an advan­
tage over prior art bandwidth allocation systems and methods 
by allowing bandwidth to be provisioned and dynamically 
updated on per user basis. 


4 
or may connect directly to the control device. When a par­
ticular user attempts to access the network behind the control 
device (i.e., the controlled network), the control device can 
assign a bandwidth to the user based on a user profile. As more 
users attempt to access the controlled network through the 
control device, the control device can dynamically alter the 
bandwidth allocations among users. Additionally, the control 
device can reallocate bandwidth on a per user basis to account 
for various factors, such as time of day, burstiness or other 


10 such factors known in the art. 
By way of example, but not limitation, a control device can 


be coupled to a public wired or wireless LAN and the Internet 
to provide users with access to the Internet. When a user 


15 attempts to access the Internet over the public LAN, the 
control device can retrieve a user profile for the user and 
assign a bandwidth to the user. As additional users attempt to 
access the Internet, the control device can reassign band­
widths to the user. 


Embodiments of the present invention provide another 20 


advantage over prior art bandwidth allocation systems and 
methods by allowing bandwidth usage to be metered on a per 
user basis. 


Embodiments of the present invention provide an advan­
tage over prior art bandwidth shaping systems and methods 
by allocating bandwidth on a per user basis. Additionally, 
embodiments of the present invention provide an advantage 
by allowing the bandwidth allocations to be dynamically 
altered to account for, for example, changes in network state, 
user activity or number of users. Embodiments of the present 


Embodiments of the present invention provide another 
advantage by allowing users to be allocated a predefined 25 


amount of bandwidth on wired and wireless networks. 


BRIEF DESCRIPTION OF THE FIGURES 


A more complete understanding of the present invention 
and the advantages thereof may be acquired by referring to 
the following description, taken in conjunction with the 
accompanying drawings in which like reference numbers 
indicate like features and wherein: 


FIG. 1 is a diagrarmnatic representation of a system for 
providing bandwidth allocation according to one embodi­
ment of the present invention; 


FIG. 2 is a flow chart illustrating one embodiment of a 
method for providing per user bandwidth allocation; 


FIG. 3 is a diagrammatic representation of one embodi­
ment of a software system for providing per user bandwidth 
allocation; 


FIG. 4 is a diagrammatic representation of traffic condi­
tioning module, according to one embodiment of the present 
invention; 


FIG. 5 is a diagrarmnatic representation of a system for 
dynamically allocating bandwidth to users on a per user basis, 
according to one embodiment of the present invention; 


FIGS. 6A-6D illustrate various embodiments ofbandwidth 
shaping; and 


FIG. 7 is a diagrammatic representation of one embodi­
ment of a control device that can provide user based provi­
sioning of bandwidth. 


DETAILED DESCRIPTION 


Preferred embodiments of the invention are illustrated in 
the FIGURES, like numerals being used to refer to like and 
corresponding parts of the various drawings. 


Embodiments of the present invention provide a system 
and method for providing bandwidth shaping on a per user 
basis. For purposes of this application, "bandwidth shaping" 
refers to the process of determining bandwidth allocations. 
According to one embodiment of the present invention, a 
control device can be located between a network ( e.g., the 
Internet, a LAN or other network known in the art) and users. 
The users themselves may be located on a network or subnet 


invention can allocate and dynamically shape bandwidth for 
both wired and/or wireless networks. 


FIG. 1 is a diagrammatic representation of a system 10 for 
30 providing bandwidth allocation according to one embodi­


ment of the present invention. In system 10, a user 12, using 
a user device 14 on network 16, can send a network commu­
nication that is destined for a device on a controlled network 
18. It should be noted that a user can be a human user, a 


35 programmatic user, or other user. User device 14 can com­
prise a desktop, a laptop, a PDA, a cell phone, a desktop 
computer or any other computing device capable of network 
communications. Network 16 and network 18 can be any 
networks known in the art including, but not limited to, 


40 LANs, WANs, the Internet, global communications net­
works, wireless networks and/or any other communications 
networks known in the art. For the sake of example, network 
16 can be a wireless network and controlled network 18 can 
be the Internet. An access control device 20 ("control device 


45 20") can control access to network 18 by users of network 16. 
According to one embodiment of the present invention, 


when user 12 connects to control device 20 ( e.g., by sending 
a network communication destined for network 18 from user 
device 14), control device 20 can retrieve a user profile for 


50 user 12 that governs the bandwidth allocations to user 12. In 
one embodiment of the present invention, control device 20 
can receive the user profile for user 12 from an authentication 
database 24 at an authentication system 22 based on a set of 
user credentials provided by user 12 ( e.g., password, user id, 


55 biometric data, certificates and or other user provided or 
hardware credentials known in the art). In another embodi­
ment of the present invention, the user profile for user 12 can 
be stored at control device 10 in, for example, a local authen­
tication database. Example authentication technologies 


60 include LDAP, Remote Authentication Dialup Internet User 
Specification ("RADIUS"), Microsoft Active Directory Ser­
vice, Tivoli Access Manager, and Cisco TACACS/ 
TACACS+. Authentication can occur as described in U.S. 
patent application Ser. No. 10/683,317, entitled "System and 


65 Method for Providing Access Control," filed Oct. 10, 2003, to 
MacKinnon et al., which is hereby fully incorporated by 
reference herein (the "Access Control Application"). 
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Based on the user profile, control device 20 can establish a 
traffic control rule specifying maximum upload and down­
load bandwidths for user 12. When network communications 
are received from user 12, control device 20 can determine if 


6 
other application configured to access the IP tables. Rules in 
the IP table can be associated to a user through any arbitrary 
identifier. Using the example of FIG. 1, the IP table rule(s) for 
user 12 can be bound to user 12 based on the MAC address 
and IP address of user device 14 and the credentials provided 
by user 12 for the particular control session. If, for example, 
laptop 14 is associated with the MAC address 08:00:69:02: 
01:FF and the IP address 100.100.100, the user specific rules 
for user 12 can be indexed under these addresses and, for 


the maximum upload bandwidth has been exceeded and, if so, 
drop or queue the communication. When communications to 
user 12 are received from controlled network 18, control 
device 20 can determine if the maximum download band­
width has been exceeded and, if so, drop or queue the com­
munication. If the bandwidth allocations are not exceeded, 
control device 20 can pass the communication to/from user 
12. 


10 example, a user name for the control session. 
An IP table rule can reference other rules or parameters for 


providing user specific provisioning. As an example, the IP 
table rule for user 12 can reference a traffic control rule that 
dictates that the bandwidth allocated to user 12 is 128 Kbps 


15 for uploads and 512 Kbps for downloads. A traffic control 
application, such as the Linux based Traffic Control applica­
tion, can access the traffic control rule through the IP table and 
enforce the bandwidth allocation. 


FIG. 2 is a flow chart illustrating one embodiment of a 
method for providing per user bandwidth allocation. In one 
embodiment of the present invention, a control device ( e.g., 
control device 20 of FIG. 1) can authenticate a user (step 26) 
based on a network communication from a network applica­
tion such as a web browser, ftp client, telnet client, mail user 
agent or other publicly available or proprietary network appli­
cation running on a user device ( e.g., laptop 14). Authentica- 20 


tion can occur in any manner known in the art and, in one 
embodiment, can be carried out by the control device as 
described in the Access Control Application. 


At step 28, the control device can retrieve a user profile. 
The user profile can be retrieved from remote storage ( e.g., a 25 


remote authentication system) or from local storage (e.g., a 
local authentication database). The user profile can contain 
attributes that govern bandwidth allocation to an associated 
user. For example, the user profile can contain indicators of 
the upload and download bandwidth to which the user is 30 


entitled. The user profile can be received in a canonical format 
as an HTTP Post from the authentication system to the control 
device or in any manner known in the art. 


According to one embodiment of the present invention, 
each user profile can have a predefined set of attributes. In 35 


some cases, the retrieved profile may not provide values for 
each of these attributes. Therefore, the control device can 
determine if the received user profile is complete, and, if it is 
not complete, can fill in the missing attribute values with 
default values, which can be part of the control device's local 40 


configuration or may be retrieved from remote storage by the 
control device during, for example, its initialization or startup 
phase. 


At step 30, the control device can initiate a control session 
for the authenticated user. The control session can have a 45 


specified time limit, a time out limit and/or other session 
features known in the art. While the control session is active, 


It should be noted that a user specific rule in an IP table can 
reference rules or parameters usable by any number of appli­
cations or processes, such as firewalls, traffic conditioning 
modules, virus scan applications or other applications known 
in the art. For example, a user specific rule can contain or 
reference parameters usable by a virus scan application to 
provide user specific virus scanning. It should be further 
noted that the use of IP tables to index user specific rules for 
provisioning of bandwidth is provided by way of example 
only, and user specific rules can be implemented in any suit­
able manner, as would be understood by those of ordinary 
skill in the art. 


The control device, at step 34, can receive a network com­
munication to/from a particular user. The network communi­
cation can include, by way of example, but not limitation, an 
HTTP message, an email message, a telnet message, an FTP 
message, UDP message or other network communication 
known in the art. As would be understood by those of ordinary 
skill in the art, many network communications ( e.g., HTTP 
requests/responses, email messages, instant chat messages 
and other network communication known in the art) are car­
ried by one or more IP packets. Each IP packet includes a 
header with originating IP address, destination IP address, 
originating MAC address, destination MAC address and/or 
other addressing information. 


At step 36, the control device can determine which user 
specific rule(s) to apply to the network communication. This 
can be done, for example, by extracting information from IP 
packets associated with the network communication. For a 
network communication from a particular user, the control 
device can compare the originating IP address and/or MAC 


the control device can govern a user's access to a network 
according to the user profile associated with that user and 
defaults and monitor the control session for characteristics 
such as bandwidth used or network session characteristics 
known in the art. The control session can be tracked by 
credentials, IP address, MAC address and/or other identifier. 


50 address to the IP addresses and/or MAC addresses used to 


At step 32, the control device can establish user specific 
rules and conditions based on attributes in the user profile. 55 


According to one embodiment of the present invention, the 
control device can map the attributes to a traffic control rule. 
By way of example, but not limitation, a user profile can 
contain attributes to specify upload and download bandwidth 
allocations for a user that can be mapped to a traffic control 60 


rule usable by a traffic conditioning module, such as the Linux 
based Traffic Control application, to regulate bandwidth 
usage by the corresponding user. 


In one embodiment of the present invention, rules can be 
represented in an IP table. As would be understood by those of 65 


ordinary skill in the art, IP tables are essentially tables of rules 
that can be accessed by applications, such as a firewall or 


index user specific rules in the IP table. For a network com­
munication to a user, the control device can compare the 
destination IP address and/or MAC address to the IP 
addresses and/or MAC addresses used to index user specific 
rules in the IP table. Based on this information, the control 
device can access the appropriate user specific traffic control 
rule(s). 


In one embodiment of the present invention, a traffic con­
trol rule can specify user specific upload and download band­
widths. The control device can apply the traffic control rule(s) 
for a user to regulate bandwidth usage by the user. Thus, the 
control device, at step 38 can determine if a network commu­
nication causes the maximum upload bandwidth limit for an 
originating user or the maximum download bandwidth for a 
destination user to be exceeded. If appropriate bandwidth 
limit is exceeded, the control device can queue or drop the 
network communication (step 40). If, on the other hand, the 
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bandwidth limit is not exceeded, the control device can trans­
mit the network communication to its destination (step 42). 
This process can be repeated (step 44) for each network 
communication. 


8 
Kbps for downloads and 80 Kbps for uploads, the network 
application assigned the next highest priority is entitled to 120 
Kbps for downloads and 32 Kbps for uploads, and the net­
work application assigned the lowest priority is entitled to 
maximum download and upload bandwidths of 64 Kbps and 
16 Kbps, respectively. Traffic conditioning module 60 can 
read each IP packet to determine the network application with 
which it is associated, using any application detection scheme 
known in the art, and apply the application specific bandwidth 


FIG. 3 is a diagrammatic representation of one embodi­
ment of a software system for providing per user bandwidth 
allocation. According to one embodiment of the present 
invention, a set of computer instructions 48 running at control 
device 20 can include a provisioning module 50 to provision 
or allocate bandwidth to users. Provisioning module 50, 
according to one embodiment of the present invention can 
establish rules associated with a particular user based on a 
user's profile. For example, provisioning module 50 can 
establish user specific rule 52 for user 12 based on user profile 


10 limitations for user 12 in traffic control rule 58. 


54. The user specific rules, in one embodiment of the present 15 


invention can be indexed through an IP table 56. Each user 
specific rule can be associated with a user based on an arbi­
trary identifier. For example, IP table 56 can contain user 
specific rule 52 for user 12 indexed to MAC address 08:00: 
69:02:01:FF and the IP address 100.100.100 of user device 20 


14. 


In another embodiment of the present invention, if user 12 
exceeds the user specific bandwidth limits ( e.g., 128 Kbps for 
uploads or 512 Kbps for downloads), traffic conditioning 
module 60 can simply drop packets associated with lower 
priority network applications until the upload or download 
bandwidth usage falls within the specified limit rather than 
assigning specific bandwidth limits to each application or 
class of applications. The present invention can also employ 
any other prioritization scheme as would be understood by 
those of ordinary skill in the art. 


In addition to provisioning bandwidth to users on a per user 
basis, the control device can provide session monitoring at, 
for example, monitoring module 61. Monitoring module 61 
can perform any session monitoring functions known in the 


Each user specific rule in IP table 56 can optionally point to 
additional rules and parameters. For example user specific 
rule 52 can point to traffic control rule 58, which can also be 
based on user profile 54, to govern bandwidth provisioning to 
user 12. For example, user profile 54, in one embodiment of 
the present invention, can specify that user 12 is entitled to 


25 art, including, but not limited, tracking session time, tracking 
timeouts, generating reports and metering bandwidth usage 
on a per session basis. One example of a monitoring module 
can be a Radius client. It should be noted that because band-128 Kbps for uploads and 512 Kbps for downloads. Provi­


sioning module 50 map these attributes to a traffic control rule 
that contains these limitations and is usable by traffic condi- 30 


tioning module 60 to regulate bandwidth usage. One example 
of a traffic conditioning module that can be configured to 
access traffic control rules through an IP table is the Linux 
based Traffic Control application, however, any known or 
proprietary traffic conditioning set of computer instructions 35 


can be used by various embodiments of the present invention 
to apply per user traffic control rules. 


In operation, provisioning module 50 can receive an IP 
packet 62 from user device 14. In one embodiment of the 
present invention, traffic conditioning module 60 can extract 40 


the originating IP address and/or MAC address from IP 
packet 62, access IP table 56 and locate user specific rule 54 
on the originating MAC address and IP address. From user 
specific rule 52, traffic conditioning module 60 can locate 
traffic control rule 58 that specifies a maximum upload band- 45 


width of 128 Kbps. If packet 62 causes this limit to be 
exceeded, traffic conditioning module 60 can queue or drop 
packet 62. Otherwise, traffic conditioning module 60 can 
communicate packet 62 to its destination. Packet flow in the 
reverse direction can be processed in an analogous manner. 50 


For example, a packet arriving from the Internet destined for 


width allocation occurs on a per user basis bandwidth meter­
ing can also occur on a per user basis. Any bandwidth meter­
ing scheme known in the art can be used. 


FIG. 4 is a diagrammatic representation of traffic condi-
tioning module 60, according to one embodiment of the 
present invention. Conditioning module 60 can include inter­
face master queue 68, user discriminator 70 and user specific 
conditioners 72. User discriminator 70 can read a packet 
header to determine the appropriate user specific conditioner 
that will process the packet based on, for example, the IP 
address and MAC address of the packet. The user conditioner 
72 can access the appropriate traffic control rule from IP table 
56 to enforce user specific traffic conditions (i.e., upload and 
download bandwidth limits). 


According to one embodiment of the present invention, 
conditioning module 60 can locate the user specific traffic 
control rule based on user specific IP table 56. For example, 
for a packet having the originating MAC address 08:00:69: 
02:01 :FF and the IP address 100.100.100, traffic conditioning 
module 60 can access user specific rule 52 and, from user 
specific rule 52, user specific traffic control rule 58. The user 
specific traffic control rule can be enforced at the correspond­
ing user specific conditioner. 


For a particular network interface, each user can have an 
inward (i.e., download) and outward (i.e., upload) bandwidth 
allowance, based on attributes in the user's user profile. A 


a user device 14 can be examined for destination IP address 
and MAC address. Based on these identifiers, traffic condi­
tioning module 60 can access and apply traffic control rule 58 
to limit the download bandwidth to 512 Kbps. 


In the above example, user profile 54 contained attributes 
55 bandwidth limit is the maximum rate at which a user is per­


mitted to transmit or receive network traffic over a particular 
interface. User specific traffic conditioners 72 ensure that, if a 
user exceeds his or her bandwidth allowance for that inter-


to govern the upload and download bandwidth allocations to 
user 12 regardless of the network application generating or 
receiving the IP packets. In another embodiment of the 
present invention, user profile 54 can prioritize network appli- 60 


cations. As an example, user profile 54 can specify that IP 
packets associated with a game have priority over email mes­
sages, which have priority of HTTP messages. The priorities 
can be mapped to user specific traffic control rule 58. Con­
tinuing with the previous example, for the network applica- 65 


tion that is assigned a highest priority, traffic control rule 58 
can specify that that network application is entitled to 320 


face, further network traffic for the user in that direction will 
be queued or dropped until the average data rate falls back 
within the bandwidth allowance. Thus, traffic conditioning 
module 60 can regulate bandwidth on a per user basis. 


Interface master queue 68 can control the flow of network 
traffic over a particular interface (e.g., a particular Ethernet 
interface, wireless interface Tl interface, or other interface 
known in the art). It can be configured to send out data at 
whatever rate is appropriate for the corresponding network 
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connection. Interface master queue 68 can be feed IP packets 
by user specific conditioners 72, each of which can have its 
own queue to hold packets the conditioner has accepted, but 
interface master queue 68 is not ready to accept. 


Interface master queue 68, according to one embodiment o 


10 
example, in IP table 112. Additionally, based on the user 
profiles, provisioning module 104 can establish traffic control 
rules for each user (e.g., traffic control rule 114 for User A, 
traffic control rule 116 for User B and traffic control rule 118 
for User C) which can be referenced by the respective user 
specific rule in IP table 112. Each traffic control rule can be 
based on the user profile and can specify bandwidth alloca­
tions for the corresponding user. It should be noted that the 
use of one or more IP tables to index traffic control rules 
through user specific rules is provided by way of example 
only, and the present invention can specify bandwidth allo­
cations on a per user basis in any suitable manner. 


In operation, traffic conditioning module 120 can receive 
packets to/from User A, User Band/or User C and process the 


the present invention, can also reallocate bandwidth to par­
ticular users based on excess capacity, usage patterns, time of 
day, user priorities or other factors known in the art. As an 
example, when bandwidth is available due to low demand by 
other users, a particular user may achieve rates in excess of the 10 


limits specified in the user's user profile. Excess bandwidth 
can be divided "fairly" between subscribers. When demand 
exceeds the available bandwidth, the bandwidth allocated to a 
user can throttled to or below the amount of bandwidth des­
ignated by the user profile. 15 packets according to the corresponding traffic control rules. 


For example, traffic conditioning module 118 can receive a 
packet from User A, access user specific rule 106 in IP table 
112 based, for example, on a MAC address and IP address for 
user device 82, access traffic control rule 114 referenced by 


It should be noted that the architectures of FIG. 3, and FIG. 
4 are provided by way of example only and bandwidth pro­
visioning and monitoring can be implemented using any suit­
able programming language and/or structure known in the art. 
In the example of FIG. 3, provisioning module 50 provides 
traffic conditioning based on a set of IP tables. It should be 
noted, however, that the rules for traffic conditioning can be 
defined in any arbitrary manner usable by a traffic condition-


20 user specific rule 106, and apply traffic control rule 114 to 
drop the packet, queue the packet or communicate the packet 
to network 94 based on whether or not the packet causes 
bandwidth limits in traffic control rule 114 to be exceeded. 


ing module. It should be further noted, that provisioning 
module 50 can provide additional services on a per user basis, 25 


such as virus scanning, worm detection, firewall services or 
any other service known in the art. Each of these additional 
services can access rules and parameters based, for example, 
on IP table(s). Moreover, the use of IP tables to index and 
provide access to rules and parameters for particular pro- 30 


cesses is also provided by way of example. In other embodi­
ments of the present invention, a user profile can be mapped 
to rules and parameters for various applications in any suit­
able programming manner known in the art. 


In the example of FIG. 3, traffic conditioning module 60 35 


applied the bandwidth limitations in traffic control rule 58 as 
hard limits. That is, regardless of overall available bandwidth, 
traffic conditioning module 60 will limit the upload and 
download bandwidths to 128 Kbps and 512 Kbps limits speci­
fied in traffic control rule 58. In another embodiment of the 40 


present invention, the traffic conditioning module at, for 
example, interface master queue 68, can alter the bandwidth 
limits for a user dynamically to account for excess capacity, 
usage patterns, number of user, or any other factor. 


Each user profile, in one embodiment of the present inven­
tion, can specify that a corresponding user is entitled to a 
particular bandwidth. Provisioning module 104 can establish 
traffic control rules that contain these limitations. However, 
the traffic control rules if simply based on the user profiles 
may not account for a variety of network conditions, such as, 
for example excess capacity, new users, usage conditions and 
other such factors. 


As an example, assume control device 96 has 1000 Kbps 
available as its overall download bandwidth capacity, user A 
is allocated a maximum of 500 kbps download bandwidth 
based on user profile 98, user B is allocated a maximum of 
250 kbps download bandwidth based on user profile 100 and 
only User A and User B are using network 92 to access 
controlled network 94 (i.e., User C is not connected to net­
work 92). In this case, based on the user profiles, traffic 
control rule 114 and traffic control rule 116 will specify 
maximum download bandwidths of 500 Kbps and 250 kbps 
respectively. If traffic conditioning module 120 applies traffic 
control rule 114 and traffic control 116 with download band­
width limits of 500 kbps and 250 kbps, control device 96 will 


FIG. 5 is a diagranmiatic representation of a system for 
dynamically allocating bandwidth to users on a per user basis, 
according to one embodiment of the present invention. In 
FIG. 5, user 80 (User A) using user device 82, user 84 (User 


45 have an excess capacity of250 kbps for downloads. 


B) using user device 86 and user 88 (User C) using user device 


In one embodiment of the present invention, traffic condi­
tioning module 120, at for example the interface master queue 
corresponding to network 94, can reassign the bandwidth 
limits to User A and User B to account for the excess band-


90 on network 92 can send a network communications des- 50 


tined for locations on a controlled network 94. Network 92 
width. For example, traffic conditioning module 120 can 
evenly divide the excess capacity to provide User A and User 
B with an additional 125 Kbps each for downloads. Accord­
ing to one embodiment, traffic conditioning module 120 can 
establish the new download bandwidth limits of 625 Kbps 


and network 94 can be any networks known in the art includ­
ing, but not limited to, LANs, WANs, the Internet, global 
communications networks, wireless networks and/or any 
other communications networks known in the art. For the 
sake of example, network 92 can be a wireless network and 
controlled network 94 can be the Internet. A control device 96 
can control access by users on network 92 to controlled net­
work 94 and allocate bandwidths to the users on a per user 
basis. 


In one embodiment of the present invention, control device 


55 and 375 Kbps for User A and User B by modifying traffic 
control rule 114 and traffic control rule 116, respectively. 
Because, in this embodiment of the present invention, the 
traffic control rule is referenced for each user by the IP table, 
but is not part of the IP table, the new bandwidth limits for 


60 User A and User B can be implemented without modifying IP 
table 112. 


96 can retrieve a user profile for each user on network 92 ( e.g., 
user profile 98 for User A, user profile 100 for user B and user 
profile 102 for User C). For each user profile, a provisioning 
module 104 at control device 96 can establish a user specific 65 


rule (user specific rule 106 for User A, user specific rule 108 


As a further example, assume that based on their user 
profiles, User A is allocated 500 Kbps for downloads and User 
B has been allocated 250 Kbps for downloads, leaving an 
excess capacity of 250 Kbps. Assume that User C connects to 
network 92 to gain access to controlled network 94. Control 
device 96 can retrieve user profile 102 and, based on user for User Band user specific rule 110 for User C) indexed, for 
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profile 102, establish user specific rule 110 and traffic control 
rule 118 for User C. If user profile 102 specifies that User C is 
entitled to 500 Kbps for downloads, the overall provisioned 
bandwidth will exceed the available bandwidth at control 
device 96 (i.e., the overall provisioned bandwidth will be 
1250 Kbps in comparison to the available 1000 Kbps). There­
fore, traffic conditioning module 120 can reallocate band­
width among the users by modifying the traffic control rules 
for each user. 


In one embodiment of the present invention, where there is 
insufficient capacity to serve all users fully, the users must 
essentially "compete" for what is available. If the total avail­
able bandwidth is less than the sum of all nominal allowances 
( e.g., the total available bandwidth of 1000 Kbps is less than 
the allocated bandwidth of 1250 Kbps), then the effective 
bandwidth offered to each user can governed by the follow­
ing: 


[EQ.1] 


[EQ. 2] 


where: w, is the weight applied to bandwidth allowance i for 
a user using an interface ( e.g., the interface to network 94); W 
is the sum of all weights on all bandwidth allowances on this 
interface; e, is the effective bandwidth for allowance i; and a, 
is the nominal bandwidth for allowance i. In the above 
example, User A's nominal bandwidth (a,) allowance for 
using controlled network 94 is 500 Kbps. The weight w, for 
each user for a given interface can be calculated based on, for 
example, a service factor specified in each user's user profile. 
If all user profiles specify the same service factor, then all 
users will have their bandwidth limits reduced by the same 
amount to bring the allocated bandwidth within the band­
width capacity of the control device. If a user profile specifies 
a smaller service factor, then that user will lose a correspond­
ingly less amount of bandwidth. If a user profile specifies that 
a user's bandwidth is incompressible, this means that, even if 
there is insufficient available bandwidth to serve all other 


12 
updated by control device 96 or by another system (e.g., a 
backend system). The new user profile can now specify, for 
example, that User A is now entitled to 750 Kbps for down­
loads. Control device 96 can update traffic control rule 114 to 
reflect the change in maximum bandwidth for User A without 
requiring User A to reauthenticate to get the new bandwidth 
limits. 


In yet another embodiment of the present invention, control 
device 96 can dynamically change per user bandwidth allo-


10 cations if a higher priority user or user device is sending/ 
receiving network communications. Assume, for example, 
User C is considered to have a higher priority than User A or 
User B. When User C connects to control device 96 with user 
device 94, User C can be allocated the full 500 Kbps for 


15 downloads specified in user profile 102. The download band­
width allocations for User A and User B can be reduced to 
bring the total download allocation among all users to the 
1000 Kbps capacity of user device 96. It should be noted that 
although the above examples discussed dynamic allocation of 


20 bandwidth in terms of downloads, upload bandwidth alloca­
tions can be similarly modified. 


The program architecture of FIG. 5 is provided by way of 
example only and dynamic bandwidth allocation on a per user 
basis can be implemented in any suitable programming man-


25 ner known in the art. Additionally, control device 96 can 
dynamically change the bandwidth allocations to users 
according to any bandwidth shaping scheme known in the art. 
For example, control device 96 can adjust the bandwidth 
limits for users based on time of day, usage patterns or utili-


30 zation averaging. 
Dynamic bandwidth shaping based on time of day can 


allow control device 96 to provide particular users with addi­
tional bandwidth during peak hours. Allocating bandwidth 
based on usage patterns can allow a control device to set 


35 higher bandwidth limits for a user for a short period of time to 
account for, for example, bursty traffic. For short interactive 
traffic or short file transfers, this can give the user a high 
available bandwidth. If the user continues to use a high 


users fully, this user's bandwidth allowance will not be 
reduced. This will result in more severe effective reductions 40 


for other users whose bandwidth allowances are not marked 


amount of bandwidth, the user's bandwidth limits can be 
lowered so that user does not use too much of the control 
device's bandwidth capacity for too long. Utilization averag-


as incompressible. 
In the above example, if each user profiles for User A, User 


ing allows for better fairness in allocation of excess band­
width based upon measured utilization rates of competing 
users over a period of time. If the control device affords a 


45 users a higher bandwidth than specified in the user's user 
profile, the control device can dynamically lower the band­
width allocation for that user to a level lower than specified in 
the user's user profile to allow other users additional band­
width. 


B and User C specify the same service factor, traffic condi­
tioning module 120 can reduce the maximum download 
bandwidth limit for each ofU ser A, User Band User C by 83.3 
Kbps (i.e., the total excess allocation of 250 Kbps divided 
evenly among the users). To effect this change, traffic condi­
tioning module 120 can modify traffic control rule 114 to 
include a download bandwidth limit of 416.7 Kbps, traffic 50 


control rule 116 to include a download bandwidth limit of 
In summary, control device 96 can retrieve a set of user 


profiles ( e.g., user profile 98, user profile 100 and user profile 
102) for a set of users (User A, User B and User C) and 
establish upload and/or download bandwidth limits for each 
user based on the corresponding user profile for that user 


166.6 Kbps, and traffic control rule 118 to include a download 
bandwidth limit of 416.7 Kbps, for a total bandwidth alloca­
tion of 1000 Kbps among User A, User Band User C. Thus, 
a control device can dynamically change the allocations of 
bandwidth on a per user basis to account for new users. 


In the above examples, traffic conditioning module 120 
dynamically calculated bandwidth allocations for Users A, B 
and C. In another embodiment of the present invention, con­
trol device 96 can receive a new user profile for a particular 
user and update the traffic control rule for that user to reflect 
changes in the user profile. As an example, if control device 
96 controls access to network 94 based on paid subscriptions 
by users, the initial user profile 98 for User A can specify 
upload and download bandwidth limits, say 250 Kbps for 
uploads and 500 Kbps for downloads. IfU ser A then pays for 
more bandwidth during a session, user profile 98 can be 


55 (e.g., user profile 98 for user A, user profile 100, for User B 
and user profile 102 for User C). The control device can 
regulate bandwidth usage for each user based on the band­
width limit(s) established for that user. 


Additionally, the control device, according to one embodi-
60 ment of the present invention, can update the bandwidth 


limit(s) for one or more of the users based on new users 
connecting to control device 96, excess capacity, utilization 
averaging, time of day or other factors known in the art. 


FIGS. 6A-6D illustrate various embodiments ofbandwidth 
65 shaping, using the example of User A and User C from FIG. 


5. In this case, it is assumed, for the sake of example, that User 
B is not connected to the control device. FIG. 6A illustrates 
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example bandwidth demands for User A and User C respec­
tively. User A has a constant bandwidth demand (e.g., a file 
transfer), whereas User Chas bursty traffic (e.g., web traffic). 
Both user's are initially allocated the same amount of band­
width based on their respective user profiles (i.e., 500 Kbps). 
The dashed lines represents User A's bandwidth demand and 
User C's bandwidth demand for six time periods (period 122, 
period 124, period 126, period 128, period 130 and period 
132). The control device, by way of example, but not limita­
tion, has a maximum capacity of 1000 Kbps. 


FIG. 6B illustrates one embodiment of dynamically allo­
cating bandwidth between User A and User C. The dashed 
lines represent the bandwidth demands from FIG. 6A and the 
squared lines represent the bandwidth allocated to each user 


14 
bandwidth), the control device can enforce the dynamic limit 
for User A in time period 128. User A will see a throughput of 
less than 500 Kbps because the dynamic limit for User A is 
below 500 Kbps. During the time period in which User A is 
limited to less than 500 Kbps, the dynamic limit for User A 
can be slowly increased. The pattern follows another decrease 
and increase in periods 130 and 132. 


In one embodiment of the present invention, whether a 
dynamic limit for a user is adjusted up or down can be based 


10 on whether a user uses more or less bandwidth than the 
bandwidth limit specified in that user's user profile. In 
another embodiment of the present invention, whether a 
dynamic limit for a user is adjusted up or down can be based 
on whether a user uses more or less bandwidth than his or her 


in a given time period. During all time periods User A is 15 


demanding more than the 500 Kbps specified in the User A's 
user profile. User C however, can be demanding more or less 
bandwidth in a given period. For example, in period 122, User 


proportional share of the available capacity ( e.g., more or less 
than 50% if there are two users). The dynamic limit can be 
enforced for a user by modifying the traffic control rule for 
that user to include the dynamic limit as a bandwidth limit for 
the user. The traffic control rule for each user can be updated C is demanding less bandwidth. Therefore, a control device 


can update the traffic control rules for User A and User C to 20 


allocate more bandwidth to User A and less bandwidth to 
on an arbitrary schedule to enforce the changing dynamic 
limits. 


User C. During time period 126, both User A and User Care 
demanding at least 500 Kbps of bandwidth, making the total 
bandwidth demand greater than the available 1000 Kbps. The 
control device can again update the bandwidth allocations for 
User A and User C to limit User A and User C to the 500 Kbps 
specified in each user's profile. The control device can con­
tinue to allocate bandwidths to User A and User C as shown in 
FIG. 6B. In one embodiment of the present invention, this can 
be done by updating the traffic control rules for each user, as 
described in conjunction with FIG. 5. 


FIG. 6C illustrates another embodiment of bandwidth 
shaping using utilization averaging. As shown in FIG. 6C, 
there will be periods ( e.g., time period 128 and period 130) in 
which User C is able to use more than 500 Kbps, even though 
User A is continuing to have high demand. The allocation of 
bandwidth for each user can be based on a dynamic limit 
calculated for that user based on the user's utilization of 
bandwidth. The dynamic limit can be enforced whenever 
User A and User C compete for capacity (i.e., whenever their 
joint demands exceed 1000 Kbps). In one embodiment of the 
present invention, the dynamic limit for each user can be 
inserted into the traffic control rule for that user, whenever the 
user's compete for capacity. FIG. 6D provides an example of 
the changing dynamic limit for User A, to produce the band­
width allocation for User A shown in FIG. 6C. 


FIG. 6D illustrates how a dynamic limit for User A can be 
changed in order to allow utilization averaging. In FIG. 6D, 


It should be noted that, according to one embodiment of the 
present invention, a user who sustains a long period of high 
demand should not be subject to an ever-decreasing alloca-


25 tion of bandwidth. This could result in severe attenuation of 
the user's bandwidth the moment other users have an 
increased demand. In one embodiment of the present inven­
tion, two approaches can be used separately or in combination 
to remedy this: a lower limit on the dynamic bandwidth, and 


30 a rolling window for cumulative measurement. A lower limit 
would establish that a user's bandwidth allocation never drop 
below some point, for instance half of the rate specified in the 
user's user profile. A rolling window defines a limited period 
of time, say ten minutes, for the cumulative measurement. 


35 This would mean that the user's bandwidth allocation calcu­
lated as though prior to the last ten minutes, no surplus band­
width had been used, and the bandwidth allocation for the 
user had been set as specified in the user's user profile. 


It should be noted that above examples of dynamic band-
40 width allocation are provided by way of example only. A 


control device can dynamically calculate bandwidth alloca­
tions for users according to any bandwidth shaping scheme 
known in the art. Moreover, updated bandwidth limits can be 
provided to a traffic conditioning module in any suitable 


45 manner, as would be understood by those of ordinary skill in 
the art. 


the dashed line represents User A's demand, the solid line 
represents the dynamic limit for User A and the blocked line 50 


the represents the bandwidth allocated to User A. The demand 
and bandwidth allocation are the same as in FIG. 6C for User 


FIG. 7 is a diagrammatic representation of one embodi­
ment of a control device 141 that can provide user based 
provisioning of bandwidth. For the purposes of example, 
control device 141 can comprise a main bus 142, a main 
processor 144, a primary storage medium 146, a secondary 
storage controller 148, a storage medium 150, a user side 
network interface 152 and a controlled network network 
interface 154. The network interfaces can include Ethernet 


55 interfaces, fibre channel interfaces, Tl interfaces, wireless 
interfaces or other network interfaces known in the art. Other 


A. The dynamic limit can be enforced for User A whenever 
User A and User C compete for bandwidth (i.e., when their 
demands exceed 1000 Kbps in this example). As shown in the 
example of FIG. 6D, User A is permitted to take advantage of 
surplus bandwidth in periods 122 and 124 because User A and 
User C are not competing for capacity (see FIG. 6C). The 
dynamic limit though not the bandwidth limit for User A is 
adjusted downward, based on the cumulative total of surplus 60 


bandwidth used. 
At time period 126, the bandwidth allocation remains 


steady. During this time period, User C is only demanding 
500 Kbps, so User A can be allocated the remaining 500 
Kbps, even though the dynamic limit is below 500 Kbps. Both 
users can, therefore, be allocated 500 Kbps. When user C 
exceeds 500 Kbps (i.e., when User C competes for the excess 


devices may be connected to or be part of such a control 
device include, by way of example, but not limitation, con­
trollers, a display, a mouse, a keyboard, and so forth. Addi­
tionally, control device 140 can include additional interfaces 
to communicate to additional networks using various proto-
cols and can include interfaces for administrative functions. 


The main processor 144 communicates with the other com­
ponents by way of the main bus 142. This main processor 144 


65 can be a general purpose processor, a limited processor such 
as an ASIC or microcontroller, or any other instruction execu­
tion machine. The primary storage 146 can provide transient 
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memory or storage space for use by programs executing on 
the main processor 144. The main processor 144 communi­
cates with the primary storage in any manner known in the art. 


The secondary storage controller 148 connects a storage 
medium 150 such as a hard drive, CD-ROM, floppy, tape 
drive, optical storage medium, memory or other storage 
device to the main processor 144 by way of the main bus 142. 
The main processor 144 communicates with the secondary 
storage controller 148 by way of the main bus 142, and the 
secondary storage controller 148 is used to read and/or write 10 


the storage medium 150 on behalf of the main processor 144. 
Control device 141 may communicate with other comput-


ing devices ( e.g., user devices, network servers, etc.) by way 
of networks using network interfaces ( e.g., user side network 
interface 152 and controlled network network interface 154 15 


or other network interface). Computer instructions running 
on the main processor may then access other computers 
across the network in any of the conventional ways, e.g. by 
executing "protocols" which affect the transmission and 
reception of protocol data units, packages, etc. over the data 20 


transmission network. 
In one embodiment of the present invention, storage 


medium 150 can store a set of computer instructions 156 that 
are executable by processor 144. During execution, portions 
of computer instructions 156 and data can be stored in pri- 25 


mary storage 146, as would be understood by those of ordi­
nary skill in the art. Processor 144 can execute computer 
instructions 156 to allocate bandwidths on a peruser basis and 
enforce the bandwidth allocations. 


Although shown as a standalone device in FIG. 7, control 30 


device 141 may be integrated with and share components 
with other devices such as routers, servers, hubs or other 
devices known in the art. Additionally, computer instructions 
156 can be distributed across multiple storage media and can 
be executed by multiple processors. 35 


One example of an exemplary control device is the Rock­
steady NSA Server, from Rocksteady Networks, Inc. of Aus-
tin, Tex. 


Control device 141, as described in the Access Control 
Application, can also provide any arbitrary services known in 40 


the art, including, but not limited to, web server functions, 
DHCP client for negotiation with ISPs, DHCP server to 
assign IP addresses to user devices, kernel based packet fil­
tering and stateful inspection, IP sharing, NATplus, port redi­
rection, information and attack logging, automatic updating, 45 


VPN masquerade, remote support and configuration, name 
server configuration and/or web content filtering. User pro­
files can be used by the control device to govern provisioning 
of network access on a user specific basis. By way of example, 
but not limitation, a user profile can contain attributes to 50 


specify upload and download bandwidth allocations for a 
user, firewall settings, whether the user can use transient 
VPNs, whether the user can use streaming services or voice 
over IP services, whether the user should be permitted to 
perform video teleconferencing, whether the control device 55 


should perform virus scanning or worm detection for the user, 
whether the user can utilize print services, surcharges for 
services or other settings. 


While the present invention has been described with refer­
ence to particular embodiments, it should be understood that 60 


the embodiments are illustrative and that the scope of the 
invention is not limited to these embodiments. Many varia­
tions, modifications, additions and improvements to the 
embodiments described above are possible. It is contem­
plated that these variations, modifications, additions and 65 


improvements fall within the scope of the invention as 
detailed in the following claims. 


16 
What is claimed is: 
1. A method executing on a control device for allocating 


network bandwidth to users accessing a first network, com­
prising: 


in response to a first user of the users connecting to said 
control device using a user device on a second network, 
obtaining a user bandwidth allocation profile for said 
first user based on user credentials, wherein said first 
user is a human user wherein said user bandwidth allo­
cation profile is stored local or remote to said control 
device, wherein the user bandwidth allocation profile 
contains an arbitrary number of attributes specifying 
bandwidth limitations for the first user, and wherein said 
control device is located between said user device and 
said first network, said control device capable of 
dynamically altering bandwidth allocations among a set 
of users on said second network; 


based on the arbitrary number of attributes in each user 
profile, establishing user specific rules and conditions 
that are bound to the first user during a control session 
based on the user device associated with the first user 
and the first credentials provided by the first user for the 
control session wherein the user specific rules include at 
least one network bandwidth limit for the first user; 


obtaining information identifying said user device used by 
said first user on said second network to connect to said 
control device for accessing said first network; 


associating said at least one traffic control rule with said 
first user based on said user credentials and considering 
said information identifying said user device used by 
said first user on said second network to connect to said 
control device for accessing said first network; and 


dynamically updating the network bandwidth for said first 
user utilizing said at least one traffic control rule asso­
ciated with said first user. 


2. The method of claim 1, further comprising: 
indexing said user specific rules utilizing said information 


identifying said user device. 
3. The method of claim 1, further comprising: 
determining if said user bandwidth allocation profile is 


complete; and 
if said user bandwidth allocation profile is not complete, 


filling in missing attribute values with default values. 
4. The method of claim 3, further comprising: 
retrieving said default values from a storage medium local 


to or remote from said control device. 
5. The method of claim 1, prior to obtaining said user 


bandwidth allocation profile for said first user, further com­
prising: 


receiving a network communication from an application 
running on said user device; and 


authenticating said first user based on said network com­
munication. 


6. The method of claim 1, prior to mapping said attributes 
in said user bandwidth allocation profile for said first user, 
further comprising: 


initiating a control session for said first user; and 
tracking said control session by said user credentials, one 


or more addresses of said user device, an identifier, or a 
combination thereof. 


7. The method of claim 1, wherein the users includes a 
programmatic user. 


8. The method of claim 1, wherein the step of establishing 
further comprises mapping attributes in said user bandwidth 
allocation profile for said first user of at least one traffic 
control rule stored on said control device. 
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9. The method of claim 1, wherein the step of establishing 
further comprises mapping attributes in said user bandwidth 
allocation profile for said first user of at least one traffic 
control rule stored on said control device. 


10. A computer program product embodied in at least one 
non-transitory computer readable storage medium storing 
computer executable instructions for allocating network 
bandwidth to users accessing a first network, wherein said 
computer executable instructions comprise: 


code for obtaining a user bandwidth allocation profile for a 10 


first user of the users based on user credentials in 
response to said first user connecting to a control device 
on said first network using a user device on a second 
network, wherein said first user is a human user wherein 
said user bandwidth allocation profile is stored local or 15 


remote to said control device, wherein the user band­
width allocation profile contains an arbitrary number of 
attributes specifying bandwidth limitations for the first 
user, and wherein said control device is located between 
said user device and said first network, said control 20 


device capable of dynamically altering bandwidth allo­
cations among a set of users on said second network-


code for establishing user specific rules and conditions that 
are bound to each user during a control session based on 
the arbitrary numberofattributes in each user profile, the 25 


user device associated with that user and the user cre­
dentials provided by the user for the control session 
wherein the user specific rules include at least one net­
work bandwidth limit for that user 


code for associating said at least on~ traffic control rule 30 


with said first user based on said user credentials and 
considering information identifying said user device 
used by said first user on said second network to connect 
to said control device for accessing said first network; 
and 


code for dynamically updating the network bandwidth for 
said first user utilizing said at least one traffic control 
rule associated with said first user. 


35 


18 
a provisioning module for allocating bandwidth to said 


users accessing said first network, wherein said provi­
sioning module is operable to: 
based on the arbitrary number of attributes in each user 


profile, establish user specific rules and conditions 
that are bound to each user during a control session 
based on the user device associated with that user and 
the user credentials provided by the user for the con­
trol session wherein the user specific rules include at 
least one network bandwidth limit for that user 


dynamically update the at least one network band~idth 
limit for at least one user from the set of users· 


associate each of said user specific rules with said first 
user based on an arbitrary identifier associated with a 
user device for said first user on a second network- and 


a traffic conditioning module for regulating band;idth 
usages by said users, wherein said traffic conditioning 
module is operable to: 
extract said arbitrary identifier associated with said user 


device for said first user on said second network from 
a packet received from a first network application 
running on a machine on said first network or from a 
second network application running on said user 
device on said second network-


locate said traffic control rule refe~enced by said at least 
one of said user specific rules established by said 
provisioning module; and 


queue, drop, or process said packet based on said traffic 
control rule. 


16. The system of claim 15, wherein said user bandwidth 
all~cation profile for said first user comprises attributes gov­
emmg upload and download bandwidth allocations to said 
user regardless of a network application generating or receiv­
ing said packet. 


17. The system of claim 15, wherein said user bandwidth 
allocation profile for said user comprises priorities for net­
work applications, wherein said provisioning module is fur­
ther operable to map said priorities to a user specific traffic 
control rule, and wherein said user specific traffic control rule _11. The computer program product of claim 10, wherein 


said computer executable instructions further comprise: 
co~e for indexing said user specific rules utilizing said 


mformation identifying said user device. 


40 specifies upload and download bandwidth allocations for said 
network applications. 


_12. The computer program product of claim 10, wherein 
said computer executable instructions further comprise: 


code for determining if said user bandwidth allocation 45 


profile is complete; 
code for filling in missing attribute values with default 


values if said user bandwidth allocation profile is not 
complete; and 


code f?r retrieving said default values from a storage 50 


medium local to or remote from said control device. 
_13. The computer program product of claim 10, wherein 


said computer executable instructions further comprise: 
code for initiating a control session for said first user and 
code for tracking said control session by said user cr~den- 55 


tials, one or more addresses of said user device an 
identifier, or a combination thereof. ' 


14. Th~ computer program product of claim 10, wherein 
the users mcludes a programmatic user. 


15. A system for allocating network bandwidth to users 60 


accessing a first network, said system comprising: 


18. The system of claim 17, wherein said traffic condition­
ing_ mod1;1le is 0rther operable to determine a network appli­
cat10n with which said packet is associated and apply a band­
width allocation specific to said network application as 
specified in said user specific traffic control rule. 


19. The system of claim 15, wherein said traffic condition­
ing module is part of said provisioning module. 


20. The system of claim 19, wherein said provisioning 
module resides on a control device for said first network. 


21. The system of claim 20, wherein users outside of said 
first network connect to said control device via a plurality of 
user devices. 


22. The system of claim 21, further comprising: 
a session monitoring module operable to perform band­


width metering at said control device on a per user basis. 
23. The system of claim 15, wherein said users are subject 


to a single subscription. 
24. The system of claim 15, wherein said users includes a 


programmatic user. 


* * * * * 
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METHOD AND SYSTEM FOR OPERATING 
SYSTEM IDENTIFICATION IN A NETWORK 


BASED SECURITY MONITORING 
SOLUTION 


CROSS-REFERENCE TO RELATED 
APPLICATIONS 


This application claims benefit of U.S. Provisional Patent 
Application No. 61/469,024, filed on Mar. 29, 2011 and 
entitled "Method and System for Operating System Identifi­
cation in a Network Based Security Monitoring Solution", in 
the names of the same inventors as the present application. 


TECHNICAL FIELD 


The present disclosure relates to identification of comput­
ers coupled to a service provider network and in particular to 
identifying computers infected with malicious software 
( a.k.a. malware) from session traffic associated with the com­
puters. 


BACKGROUND 


Residential and business networks LAN s are typically con­
nected to the Internet using a gateway or router that uses 
network address translation (NAT). The NAT device maps 
local area network (LAN) addresses of multiple devices to a 
single WAN IP address enabling multiple devices to access 
the internet using WAN address. All traffic emerging from 
that network will share the same IP address that is assigned to 
the gateway or router and Internet service providers typically 
only provide one wide area network (WAN) address to a 
modem or connection device at the premises. The NAT device 
modifies network address information in datagram (IP) 
packet headers while in transit across a traffic routing device 
for the purpose of remapping one IP address space into 
another. From the WAN perspective it is difficult to determine 
which device behind a NAT device, is originating a particular 
stream of traffic. This is a particular problem when network 
based virus or malware detection is utilized where the WAN 
IP traffic is analyzed to determine the presence of potential 
malware originating from the LAN. The inability to deter­
mine a specific device means that any remediation procedures 
can not be applied in a focused manner. 


Accordingly, systems and methods for Identifying com­
puters behind a Network Address Translaton (NAT) device 
remains highly desirable. 


SUMMARY OF INVENTION 


In accordance with an aspect of the present disclosure there 
is provided a method of network based malware detection in 


2 
In accordance with another aspect of the present disclosure 


there is provided a system for network based malware detec­
tion in a service provider network. The system comprising a 
network sensor coupled to the service provider network. The 
network sensor receives one or more transmission control 
protocol (TCP) packets originating from an access device 
coupled to the service provider network. The one or more 
TCP packets defining a TCP session between a computing 
device coupled to the access device, and a destination coupled 


10 to the service provider network and determines an operating 
system identifier (OS ID) associated with the TCP session and 
the computing device associated and then determines if mal­
ware is present in the TCP session and an associated malware 


15 ID by comparing a malware signature to the one or more TCP 
packets. An alert is generated identifying a network address 
associated with the access device, the malware ID and the OS 
ID associated with TCP session that generated the alert. A 
remediation portal is coupled to the service provider network, 


20 the remediation portal identifies a subscriber accessing the 
remediation portal and identifies the OS associated with the 
computing device used by the subscriber to access the reme­
diation portal. The portal compares the OS associated with 
the computing device to the OS ID identified in the alert and 


25 provides malware remediation to the computing device. 
In accordance with yet another aspect of the present dis­


closure there is provided a computer readable memory con­
taining instructions for network based malware detection in a 
service provider network. The instructions when executed by 


30 a processor performing receiving one or more transmission 
control protocol (TCP) packets originating from an access 
device coupled to the service provider network. The one or 
more TCP packets defining a TCP session between a com­
puting device coupled to the access device, and a destination 


35 coupled to the service provider network; determining an oper­
ating system identifier (OS ID) associated with the TCP ses­
sion and the computing device. If malware is present in the 
TCP session an associated malware ID is determined by 
comparing a malware signature to the one or more TCP 


40 packets and an alert is generated identifying a network 
address associated with the access device, the malware ID and 
the OS ID associated with TCP session that generated the 
alert. 


45 BRIEF DESCRIPTION OF DRAWINGS 


Further features and advantages of the present disclosure 
will become apparent from the following detailed descrip­
tion, taken in combination with the appended drawings, in 


50 which: 
Various embodiments of a network based malware detec­


tion system will be described with reference to the figures in 
which: 


a service provider network. The method comprising receiving 
one or more transmission control protocol (TCP) packets 55 


originating from an access device coupled to the service 
provider network. The one or more TCP packets defining a 
TCP session between a computing device coupled to the 
access device, and a destination coupled to the service pro­
vider network; determining an operating system identifier 60 


(OS ID) associated with the TCP session and the computing 
device. If malware is present in the TCP session an associated 
malware ID is determined by comparing a malware signature 


FIG. 1 depicts in a block diagram of a system for malware 
detection and operating system detection are utilized for pro­
viding malware remediation; 


FIG. 2 depicts an illustrative TCP session analysis; 
FIG. 3 depicts a representation of session tracking and 


analysis; 
FIG. 4 depicts a data flow diagram for operating system 


identification, malware detection and remediation; 
FIG. 5 depicts a method of operating system detection and 


malware identification and remediation; 
to the one or more TCP packets, an alert identifying a network 
address associated with the access device is generated with 65 


the malware ID and the OS ID associated with TCP session 
that generated the alert. 


FIG. 6 depicts a method of operating system detection and 
malware identification; 


FIG. 7 depicts a method ofmalware alert management; 
FIG. 8 depicts a method ofmalware remediation. 
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It will be noted that throughout the appended drawings, 
like features are identified by like reference numerals. 


DETAILED DESCRIPTION 


Embodiments are described below, by way of example 
only, with reference to FIGS. 1-8. 


Residential and business networks are typically connected 
to the Internet using a gateway or router that uses NAT. All 
traffic emerging from that network share the same IP address 10 


that is assigned to the gateway or router. When NAT is utilized 
it is not possible for detection technologies that use the IP 
addresses to distinguish between individual devices that may 
be resident in the local network behind the NAT device. By 
combining TCP session tracking and OS fingerprinting a 15 


specific operating system can be associated with an individual 
TCP session which can improve the ability to distinguish 
between computing devices. In a network-based malware 
detection system, the ability to identify an operating system 
enables information to be provided to the user to speed the 20 


remediation process. A household with multiple computers, 
or computing devices, each potentially running different 
operating systems can require considerable time to remedi-
ate. The ability to provide identification of an operating sys­
tem that is infected and request that the user access the reme- 25 


diation portal with a computer that has a particular operating 
system can improve the results of the remediation process. 


In the present system when malware is detected in a session 
originating from an access device coupled to a service pro­
vider network a security alert is raised to identify the session 30 


contains an infection that should be addressed. When the 


4 
household devices, the same OS fingerprinting techniques 
can be used. This enables the portal to determine if the device 
has the same operating system as the one identified in the alert 
and thus decide whether the remediation process is required 
for that device. If the OS of the device matches the one from 
the alert, the full remediation process is run. If the operating 
systems do not match, the user is informed that the device is 
clean and asked to reconnect to the portal from one of their 
devices that matches the OS detected with the security alert. 


FIG. 1 depicts, in a block diagram, a system for operating 
system identification and malware remediation. A user loca­
tion 100 comprises multiple computing devices 104, 106, 108 
in a local area network (LAN) that access an Internet service 
provider or service provider (SP) network 110 via an access 
device 102. The access device may provide access via wired 
or wireless interface for a single computing device to the 
network or may provide network address translation (NAT) to 
allow multiple devices to connect to the network as shown. 
NAT may be provided either directly through incorporation in 
a router or modem or through additional hardware or software 
functionality provided by one of the computing devices. TCP/ 
IP traffic is received at the network edge node 112 which 
routes the data through the SP network 110 to the Internet 
120. Destination device 122 is accessed through the Internet 
120. The destination device may be a web server, peer com-
puter, content server or another network to which a computer 
104, 106, 108 is engaged in a TCP session. 


The SP network 110 comprises a plurality of routers or 
switches 112, 114, 116 for directing network traffic between 
two endpoints, such as a subscriber computer 104 and a web 
site provided by a web server of destination device 122 on the 
public Internet 120. The system of the present disclosure, or 
parts thereof as described further below, are deployed within 


infected device is a computing device that accesses the net­
work by a NAT device, the ability to identify a specific com­
puting device is a challenge. To enable proper identification 
of an associated computing device, the OS information that is 
determined for the session is sent with the alert. By providing 
OS identification the remediation process can focus on those 
computing devices that are infected rather than requiring 
remediation procedures on devices that are potentially not 
infected. The technique allows a distinction between the most 
of the popular operating systems used in computing devices 
such as personal computers, mobile phones, tablets and other 
networked devices that may be susceptible to an infection. 
This includes (but is not limited to): Windows 98™, Windows 
NT™, Windows XP™, Windows Vista™, Windows 7™, 
Linux, Android™, BSD, Mac OS™, iOS™, Blackberry™ 
OS, Sun OS™, etc. 


35 the SP network in order to capture and analyze the network 
traffic.Using the analyzed traffic, the system can determine if 
a subscriber's computer 104 is infected with malware. If the 
system determines that a subscriber's computer 104 is 
infected, it can provide a notification to the subscriber that a 


40 computer running a specific operating system is infected and 
direct them to remedy the infection. 


The system helps to ensure that computers 104 connected 
to the SP network are not infected with malware aiding in the 
safe and reliable functioning of the SP network 110. Further-


45 more, since the system is network based, it is not necessary to 
have the subscriber download, install or update software. This 
can help ensure that all of the components in the system are 
utilizing the most current malware detection means as pos­
sible. 


There are a number of techniques that can be used to 
identify a computer's operating system based on network 
traffic coming from that computer. One is TCP/IP stack fin- 50 


gerprinting to identify candidate operating systems based on 
the first SYN packet of the TCP session which is available for 
all TCP sessions. Another technique is to extract the operating 
system string from the browser User-Agent field on HTTP 
requests. These are combined to accurately identify the 55 


operation system associated with an individual session. 
When malware is detected on the user's device, an alert 


notification is sent to the user informing them that they should 
visit the remediation portal to remove the malware from their 
system. The remediation process involves downloading ma!- 60 


ware cleaning tools to the infected machine These tools scan 


The edge node 112 either provides or is connected to one or 
more network sensors 130 comprising at least a processor 132 
and memory 134. The network sensor 130 either implements 
or is coupled to a network tap/filter that is capable of copying 
packets of information travelling over the SP network 110. 
The network sensor 130 analyzes packets from the network 
tap/filter to determine if the packets contain evidence of mal-
ware infection on the computers 100 from which the packets 
originate. In addition the sensor will also examine the packets 
to determine the operating system (OS) of the computer 104 
from which the packets originate. When malware is identi­
fied, the network sensor sends an alert 136 to an alert manager 
140 coupled to the SP network 110 either directly or indi­
rectly The alert 136 contains the source and destination IP 
addresses and port numbers from the packet that generated 


the infected device and remove any malware found. These 
scans can take considerable time and must be run on all 
devices that may be infected. So, when there are multiple 
devices in the household, being able to identify the infected 
device can considerably shorten the remediation process. 
When the user visits the remediation portal from one of their 


65 the alert, a time stamp indicating when the alert occurred, the 
OS identifier of the computer that caused the alert, an identi­
fier that indicates which specific malware was detected sev-
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era! parameters that indicate the type of malware, in addition 
it may include threat level and severity of the alert in question. 


Advantageously a network sensor device 130 located near 
a subscriber's computers 100 at the edge of the SP network 
for example edge node 112 will see both upstream and down­
stream packets for the subscriber's NAT device 102. This 
allows the detection engine to track state information for a 
connection and use signatures based on this session state 
information. Although this location for the deployment of 
network sensor devices has advantages, it may also require a 10 


large number of network sensors to be deployed, which would 
increase the capital expenditure and operating expenses for 
deploying the system. Additionally or alternatively, network 
sensor devices 130 may deployed within the core of the SP 
network at location where each network sensor device may be 15 


able to see, and so process, more network traffic. This may 
reduce the capital expenditures and operating expenses for 
deploying the system. 


The alert manager 140, comprising at least a processor 142 
and memory 144, receives the alerts 136 from one or more 20 


network sensors 130. The alert manager 140 may be in the SP 
network 110, coupled to the SP network 110 or accessible via 
an intermediary network, for example the Internet 120. 


The alert manager 140 stores the alerts 136 in the alert 
repository 146. The alert information that is stored in the 25 


database consists of a subscriber identifier that is derived 


6 
name server (DNS) redirect for future traffic of the subscriber, 
or as a walled garden or web interstitial. 


The notifications sent to a subscriber include directions for 
accessing a remediation portal 150, comprising at least a 
processor 152 and memory 154. For example, if the notifica­
tion is an email, the indication may include a hypertext link, 
if the notification is a voicemail it may include instructions for 
accessing the remediation portal. If the notification is a DNS 
redirect, the indication may be a landing page of the reme­
diation portal 150. The notification identifies the operating 
system that the malware was detected on and requests that the 
user access the remediation portal 150 with the computer that 
may contain the infection. 


The remediation portal 150 determines the subscriber con­
necting to the portal and the operating system associated with 
the connection. The remediation portal 150 may be in the SP 
network 110, coupled to the SP network 110 or accessible via 
an intermediary network, for example the Internet 120. Simi­
lar detection techniques may be utilized as in the network 
sensor 130 at the portal to determine an operating system 
associated with the computer accessing the portal. The reme-
diation portal 150 can then provide the subscriber with 
instructions to follow in order to remove or quarantine the 
particular malware detected if the OS matches the OS iden­
tified in the alert information 136. The remediation portal 
may provide a dynamically generated instructions based on 
the specific malware that was detected on the subscriber's 
computer. The remediation process provided by the portal 
may include automated processes for automatically removing 


from the IP address, the malware identifier, the OS identifier 
and the time stamp from when the alert was observed. Sub­
sequent alerts for the same combination of subscriber, mal­
ware and OS identifies are not stored, but a counter is incre­
mented in the alert record to track multiple occurrences of the 
same alert. The subscriber identifier is derived from the origi-
nal alert information through an ID translator that is capable 
of translating a network identifier, such as an IP address, to an 
associated subscriber identifier, such as a user name or 
account number of a subscriber, a media access control 
(MAC) address assigned to the subscriber, network access 
server (NAS) port number, etc. The subscriber identifier 
uniquely identifies the residential user location 100 and may 
be retrieved or provided from a service provider subscriber ID 
repository 148. 


30 the malware from the computer. Additionally, or alternatively, 
the remediation process may comprise instructions for 
actions to be performed by the subscriber such as deleting a 
file, modifying configuration settings of the computer, etc. If 
the OS of the computer does not match the alert summary 


The alert manager 140 may further comprise a subscriber 
notification generator to generate a notification to a sub­
scriber on the first instance or once the subscriber's alerts 
have passed a threshold value or based upon time until the 
alert is cleared. The threshold value may vary depending on 
the configuration of the system. For example, if the detection 
engine in the network sensor 130 used to detect malware 
infection provides the malware detection with a very low 
false-positive rate; the threshold value may be set so that if the 
alert indicates that a single detailed alert has been generated 
for the user a corresponding notification is generated. Alter­
natively, if the detection engine has a higher false-positive 
rate the threshold may be raised in order to account for poten-


35 information the user may be requested to access with another 
computer have the identified operating system until an appro­
priate OS and malware are identified. 


Once the user has accessed the remediation portal 150, and 
completed the remediation process, the remediation portal 


40 resets the alerts stored in the alert repository 146 for the 
subscriber associated with the remedied malware. As such, 
once the subscriber has performed the remediation process, 
no further notifications will be received, unless a further 
malware infection is detected. Alternatively, the malware 


45 identification may be maintained for tracking and trending 
purposes. It should be noted that the remediation portal 150 
and the alert manager 140 are described as separate entities, 
however functionality may reside or be shared in a single 
system. Similarly the summary alert repository 146 may 


50 maintained at one or both locations. 
FIG. 2 depicts an illustrative TCP session analysis between 


computer 202 and 204 of different operating systems and web 
servers 222. For each session 204, 206, 208, 214 and 216 the 
following information is extracted from the SYN packet 210. 


tial false positives. Additionally, the threshold may be set for 55 


the particular malware or type of malware. For example, the 
threshold may be set to generate a notification if a single alert 
was generated for a particular piece of malware that is con­
sidered to be a significant threat, and also generate a notifi­
cation if, for example, ten alerts have been generated for a 60 


particular piece of malware that is considered to be a medium 
threat. 


Initial packet size (16 bits) 
Initial TTL (8 bits) 
Window size (16 bits) 
Max segment size (16 bits) 
Window scaling value (8 bits) 
"don't fragment" flag (1 bit) 
"sackOK" flag (1 bit) 
"nop" flag (1 bit) 


The notification provided to the subscriber may be pro­
vided in various ways. For example, the notification may be 
an email sent to the subscriber, a text message sent to a phone 
number associated with the subscriber ID, a voicemail sent to 
a phone number associated with subscriber ID or as a domain 


These fields are set by the operating system in an attempt to 
optimize the TCP protocol. Different operating systems will 


65 choose different combinations and its these different combi­
nations that enable fingerprinting to identify the OS. Some of 
the fields are optional (scaling, sackOK, nop, etc) and can 
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appears in different orders and combinations. This informa­
tion is also used to determine an associated operating system. 


The correlation can occur by comparing the SYN finger­
print to a set of known SYN fingerprints. The SYN finger­
prints can be correlated by data collection and comparison to 
the previous SYN fingerprints to associate and OS identifier 
with the SYN packet. 


The user agent (UA) 214 field is extracted from TCP pack-


8 


ets in the HTTP protocol to identify the application type, 
operating system, software vendor, or software version being 10 


utilized by the computer 202 and 204 and provide an addi­
tional level of OS fingerprint confidence or possibly identify 


manager 140 sends a message to the subscriber associated 
with the session identifying the presence of a computer with 
malware infection and the OS ( 406). The user receives the 
message and is directed to access a remediation portal 150. 
Upon user access the remediation portal retrieves the alert 
information from the alert manager database In this example 
it is assumed that the user accessed the remediation portal 150 
from a computer with an OS that did not match the alert ( 408). 
The user is informed of this OS/ Alert mismatch and asked to 
connect to the remediation portal from a computer whose OS 
does match the alert (410). A subsequent access is then per­
formed, and the appropriate OS and malware are identified on 
the computer ( 412). A remediation process is commenced by 


a discrepancy between the SYN packet analysis and UA field. 
The data packets 212 are analyzed against malware signa­


tures to determine the presence of possible malware. When 15 


malware is detected in the session information data packets 
212, the session is flagged, for example session 206. In this 
example the SYN and UA fields would identify that a Win­
dows/XP computer is infected. Sessions 204, 206 and 208 
would all be identified as Windows/XP sessions. Similarly 20 


session 214 and 216 would be identified as Mac OS sessions. 
The Windows/XP sessions 204, 206 and 208 may all be from 


the portal 150 to remove the malware infection ( 414) and the 
user is notified of success remediation. The remediation por­
tal 150 can then notify the alert manager 140 of the success 
removal of the malware and remove the associated alert ( 416). 


FIG. 5 depicts a system level method of operating system 
detection and malware identification and remediation. As will 
be further described in FIG. 6, from TCP packets received at 
one or more network sensors, an IP address of the access 
device is determined (504). If the IP address is not identified 
for monitoring, the packets may be discarded. An OS ID 


the same computer or from different computers if more than 
one computer in the residence is running Windows/XP. The 
FIN packet 218 may be utilized to define the termination of a 25 


TCP session. 
associated with the TCP packets is determined by one or more 
methods determining identifiable OS characteristics (506) 


FIG. 3 depicts a representation 300 of session tracking and 
analysis performed at the network sensor 130. A session 
tracking engine receives packets at network sensor 130 that 
are decoded. Protocol analysis may also include determining 
the type of packet, for example TCP or UDP. From the pro­
tocol, protocol parameters are utilized, such TCP parameters 
in a SYN packet or associated with a SYN flag, to provide an 
OS signature. Application analysis is then performed to fur­
ther identify the OS. The application analysis can be used to 
verify the protocol, for example HTTP protocol, and verify 
the user agent information available in a HTTP session. 


The data of the packets are then analyzed for malware by 
comparing the data of the session to malware signatures. The 
signatures used by the malware detection may be stored in a 
repository, such as a local database. The signatures specify 


and further described in FIG. 6. The session is analysed by 
malware detection engine to determine if an infection is 
present in the session (508). An alert is then generated (510) 


30 to identify the IP address, the infection and an associated 
operating system. As will be further described in FIG. 7, the 
alert is forwarded to an alert manager where the IP address is 
converted to a subscriber identifier (512). The user associated 
with the IP address, or user location, is then notified (514) that 


35 a computing device associated with the access point, for 
example behind a NAT device, is infected and identification 
of the operating system is provided. As will be further 
described in FIG. 8, the user then visits the remediation portal 
(516) which identifies the operating system of their comput-


40 ing device using the same techniques as the sensor (518). If 
the operating system of the connected computing device 
matches the alert then the remediation process is executed 
from the portal (520). This involves scarming the infected 
computing device and removing the infection such as mal-


the characteristics that the malware network traffic will have. 
This includes data patterns that may be present in network 
packets, state information associated with the network proto­
cols, and sequences of events that may be considered anoma­
lous network behaviour. These signatures are expressed as 
detection engine rules. When the malware detection process 
detects a packet or sequence of packets that matches a specific 
rule it generates an alert event. The detection engine rule 
includes a signature for detecting malware in the network 50 


traffic as well as an action to take when the rule is matched. 
The appropriate alert can then be generated. The alert com­
bines malware information from the malware detection stage 
with operating system information from the protocol and 
application analysis phases. 


45 ware. If the operating system of the connected computing 
device does not match the alert, the user is asked to connect to 
the portal from the next computer. This is repeated until all 
computing devices associated with the access device have 
been cleaned. 


FIG. 6 depicts a method of operating system detection and 
malware identification. The method begins with receiving 
packets (602) that have been captured from the SP network 
traffic. The packets are analyzed to determine an OS finger­
print by comparing the SYN packet for the session with 


55 known SYN fingerprints. If an OS ID is identified, (YES at 
604) and OS identifier is generated ( 606). If an OS fingerprint 
is not identified (NO at 604), the packets are passed to the 
application protocol analysis module. If the HTTP UA infor­
mation is not present, (NO at 608) malware analysis is per-


FIG. 4 depicts a data flow diagram for operating system 
identification and remediation. In this example a user location 
100 having one or more computer behind a NAT device 
initiates a session with web server 422. Packets from the 
session are monitored by the network sensor 130 (402). The 
network sensor 130 determines the OS of computing device 
such as a personal computer at the user location and identifies 
the presence of an infection such as malware. An alert is 
generated by the network sensor 130 and sent to the alert 
manager 140 identifying the IP or network address, the OS of 
the infected device, malware that caused the infection and a 
timestamp (404). On the first occurrence of the alert, the alert 


60 formed (616). If the protocol is HTTP and a UA field is 
present (YES at 608), the OS specified in the UA field is 
compared with the OS identifier from the SYN packet. If they 
match (YES at 610) the OS identifier is verified (614). On a 
mismatch (NO at 610) the most reliable one is chosen (612). 


65 When the OS identifier is verified the UA information may be 
utilized to refine the OS identified by the SYN parameters. 
For example the SYN parameters may identify that the com-
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puting device is a Windows 7 computer where the UA may be 
able to refine the information and identify that it is a Windows 
7 SP! computer. 


All packets are then passed to the malware analysis module 
for processing (616). Malware detection is performed by 
comparing each of the received packets to a detection rule, or 


10 
session (NO at 808) the user can indicate if additional com­
puting devices are associated with the NAT device at the user 
location. If additional computing devices are present (YES at 
812) the process is repeated (802) by the user accessing the 
portal using each of the associate computing devices until the 
process is complete. If not additional computing device are 
present (NO at 812) the subscriber's alert record can be reset 
(814). 


Although the above description has described various 
embodiments of a network based malware detection system, 
one skilled in the art will appreciate that changes and modi­
fications may be made to the described illustrative embodi­
ments. The above description provides a network based oper-


a signature of the detection rule, for a particular piece of 
malware. If malware is not detected (NO at 616) packet 
processing continues for that session. If malware is detected 
based upon fingerprint analysis (YES at 616) and OS infor- 10 


mation is available (YES at 618), it is added to an alert event 
(620) and sent to an alert manager (622). If an OS is not 
identified (NO at 618) an alert is generated (622) without OS 
identification. The alert contains the source and destination IP 
addresses and port numbers from the packet that generated 15 ating system and malware detection system and method. The 


components of the system, as well as their functioning have 
been described using various means, including flow charts 
specifying methods that the components of the system may 
implement. It is understood that the system may comprise 


the alert, a time stamp indicating when the alert occurred, the 
OS identifier of the computing device that caused the alert, an 
identifier ( signature id) that indicates which specific malware 
was detected several parameters that indicate the type of 
malware, threat level and severity of the alert in question. 


FIG. 7 depicts a method ofmalware alert management for 
notifying subscribers of a malware infection. The method 
begins with receiving alert events from one or more network 
sensors 130 at an alert manager 140 (702). The network 
identifier (for example source IP address) associated with the 
alert event is translated into a subscriber identifier (704). The 
subscriber identifier is derived from the original alert infor­
mation through an ID translator that is capable of translating 


20 hardware components that can be incorporated into a com­
munication network. The hardware components may com­
bine hardware, firmware and software in order to implement 
the system described herein. Alternatively, the system com­
ponents may be implemented on hardware components by 


25 software expressed as a series of computer executable 
instructions that configure the hardware components to 
implement the system described herein. 


a network identifier, such as an IP address, to an associated 
subscriber identifier, such as a user name or account number 30 


of a subscriber, a media access control (MAC) address 
assigned to the subscriber, network access server (NAS) port 
number, etc. 


The alerts are identified by three pieces of information: the 
subscriber ID, the malware ID and the OS ID. The system 35 


determines if and an alert already exists in the system with the 
same subscriber ID, malware ID and OS ID combination 
(YES at 706). If so a counter is incremented for this alert 
(708). If not, (NO at 706) it is treated as a new alert and a 
notification is sent to the subscriber (710). The user will then 40 


visit the portal to begin the remediation process. The end 
result of this process will be to reset the user's status for this 
alert to "remediation complete". 


Periodically, the alert/notification process will check to 
ensure that the remediation status for each alert has been 45 


completed. If the remediation is completed (YES at 712), by 
receiving an indication from the remediation portal, the alert 
manager removes the alert event, or reset the counter (714) for 
the subscriber and OS. If the remediation is not completed 
(NO at 712), based upon a notification from the remediation 50 


portal, or a time interval, or counter threshold, another request 
may be sent (710) to the subscriber. 


FIG. 8 depicts a method of malware remediation for reme­
diating a malware infection on a computing device coupled to 
a service provider network. The method begins with a sub- 55 


scriber receiving a notification, which includes an indication 
for accessing a remediation portal, from the reporting infra­
structure. The subscriber may then access the remediation 
portal (802). The subscriber ID is determined based upon the 
originating address or by a login user ID and password that is 60 


associated with their subscriber ID (804). The session with 
the computing device is analyzed to determined the OS and 
may be performed using SYN and UA techniques as previ­
ously described (806). If the OS ID in the alert event match the 
OS in the current session (YES at 808) the remediation portal 65 


provides the subscriber with a remediation process (810). If 
the OS in the alert event does not match the OS in the current 


What is claimed is: 
1. A method of network based malware detection in a 


service provider network, the method comprising: 
receiving one or more transmission control protocol (TCP) 


packets originating from an access device coupled to the 
service provider network, the one or more TCP packets 
defining a TCP session between a computing device 
coupled to the access device, and a destination coupled 
to the service provider network; 


determining an operating system identifier (OS ID) asso­
ciated with the TCP session and the computing device; 


determining if malware is present in the TCP session and 
an associated malware ID by comparing a malware sig­
nature to the one or more TCP packets; and 


generating an alert identifying a network address associ­
ated with the access device, the malware ID and the OS 
ID associated with TCP session that generated the alert. 


2. The method of claim 1 wherein determining the operat­
ing system ID further comprises: 


determining a protocol associated with the TCP packets 
and matching an OS fingerprint from one or more pro­
tocol parameters if present in the TCP packets to deter­
mine a first operating system identifier (ID); 


determining an application parameter associated with the 
TCP session if present, and identifying a second OS ID 
from the application parameter; and 


wherein the OS ID in the alert comprises one of the first OS 
ID or second OS ID associated with one or more com­
puting devices coupled to the access device. 


3. The method of claim 2 further comprising sending a 
notification to a subscriber associated with the network 
address associated with the access device, the notification 
identifying a remediation portal to remove the determined 
malware in the alert. 


4. The method of claim 3 further comprising: 
identifying at the remediation portal the subscriber access­


ing the remediation portal; 
identifying the OS associated with the computing device 


used by the subscriber to access the remediation portal; 
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comparing the OS associated with the computing device to 
the at least one of the first OS ID or second OS ID 
identified in the alert; and 


providing malware remediation to the computing device 
when the at least one of the first OS ID or second OS ID 
matches the OS associated with the computing device. 


5. The method of claim 3 wherein if the OS of the comput-
ing device is not the at least one of the first OS ID or second 
OS ID identified in the alert an indication is provided to the 
subscriber to connect to the remediation portal with an other 10 


computing device connected to the access device. 
6. The method of claim 3 wherein the alert is cleared when 


all computing devices associated with the access device and 
the computing device having the at least one of the first OS ID 15 
or second OS ID have accessed the remediation portal. 


7. The method of claim 2 wherein determining the first OS 
ID is performed by comparing one or more protocol param­
eters of the one or more TCP packets having a SYN flag 
associated with the session, wherein the OS fingerprints iden- 20 


tify the protocol parameters of the SYN flagged packet and 
the OS ID associated with parameters. 


8. The method of claim 2 wherein determining the appli­
cation parameter associated with the session and identifying 
the second OS ID from the application parameter by inspect- 25 


ing an HTTP user agent string to determine the second OS ID. 


12 
generating an alert identifying a network address asso­


ciated with the access device, the malware ID and the 
OS ID associated with TCP session that generated the 
alert. 


16. The system of claim 15 wherein the plurality of net­
work sensors in determining the OS ID further: 


determine a protocol associated with the TCP packets and 
matching an OS fingerprint from one or more protocol 
parameters if present in the TCP packets to determine a 
first OS ID; 


determine an application parameter associated with the 
TCP session if present, and identifying a second OS ID 
from the application parameter; and 


wherein the identified OS ID in the alert comprises one of 
the first OS ID or the second OS ID associated with one 
or more computing devices coupled to the access device. 


17. The system of claim 15 wherein the plurality of net­
work sensors further: send a notification to a subscriber asso­
ciated with the network address associated with the access 
device, the notification identifying a remediation portal to 
remove the determined malware in the alert. 


18. The system of claim 17 wherein the plurality of net­
work sensors send the notification to the subscriber associ­
ated with the access device by retrieving a subscriber ID from 
a subscriber ID repository and replacing the network address 
of the access device with the subscriber ID. 


19. The system of claim 16 wherein the plurality of net­
work sensors determine the first OS ID by comparing one or 


9. The method of claim 2 further comprising verifying the 
first OS ID against the second OS ID, wherein if the second 
OS ID does not match the first OS ID the session is identified 
by the OS ID identified as a more reliable OS ID. 


10. The method of claim 2 further comprising verifying the 
first OS ID against the second OS ID, wherein if the second 
OS ID matches the first OS ID either OS ID is used. 


30 more protocol parameters of the one or more TCP packets 
having a SYN flag associated with the session, the OS finger­
prints identify the protocol parameters of the SYN flagged 
packet and the OS ID associated with parameters. 


11. The method of claim 2 further comprising verifying the 
first OS ID against the second OS ID, wherein if the second 
OS ID matches the first OS ID but the second OS ID provides 
additional information, the second OS ID is used. 


12. The method of claim 3 wherein sending the notification 
to the subscriber associated with the access device further 
comprises replacing the network address of the access device 
with a subscriber ID. 


13. The method of claim 12 wherein sending the notifica­
tion to the subscriber associated with the access device further 


20. The system of claim 19 wherein the plurality of net-
35 work sensors determine the application parameter associated 


with the session and identifies the second OS ID from the 
application parameter by inspecting an HTTP user agent 
string to determine the second OS ID. 


21. The system of claim 20 wherein the plurality of net-
40 work sensors verify the first OS ID against the second OS ID, 


wherein if the second OS ID does not match the first OS ID the 
session is identified by the OS ID providing a more reliable 
OSID. 


comprises aggregating one or more detailed alerts having the 22. The system of claim 20 wherein the plurality of net­
subscriber ID into a single alert summary associated with the 45 work sensors verify the first OS ID against the second OS ID, 
subscriber ID. wherein if the second OS ID matches the first OS ID either OS 


ID is used. 14. The method of claim 12 wherein the one or more 
computing devices are coupled to the access device through a 
local area network (LAN), the access device providing net­
work address translation (NAT) or is coupled to NAT device 
to share the network address of the access device. 


23. The system of claim 20 wherein the plurality of net­
work sensors verify the first OS ID against the second OS ID, 


50 wherein if the second OS ID matches the first OS ID but the 
second OS ID provides additional information, the second OS 
ID is used. 15. A system for network based malware detection in a 


service provider network, the system comprising: 
a plurality of network sensors coupled to the service pro­


vider network, each of the network sensors for: 


24. A computer readable memory containing instructions 
for network based malware detection in a service provider 


55 network, the instructions when executed by a processor per­
forming: receiving one or more transmission control protocol 


(TCP) packets originating from an access device 
coupled to the service provider network, the one or 
more TCP packets defining a TCP session between a 
computing device coupled to the access device, and a 60 


destination coupled to the service provider network; 
determining an operating system identifier (OS ID) 


associated with the TCP session and the computing 
device associated; 


determining if malware is present in the TCP session and 65 


an associated malware ID by comparing a malware 
signature to the one or more TCP packets; and 


receiving one or more transmission control protocol (TCP) 
packets originating from an access device coupled to the 
service provider network, the one or more TCP packets 
defining a TCP session between a computing device 
coupled to the access device, and a destination coupled 
to the service provider network; 


determining an operating system identifier (OS ID) asso­
ciated with the TCP session and the computing device; 


determining if malware is present in the TCP session and 
an associated malware ID by comparing a malware sig­
nature to the one or more TCP packets; and 
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generating an alert identifying a network address associ­
ated with the access device, the malware ID and the OS 
ID associated with TCP session that generated the alert. 


25. The system of claim 16 further comprising: 
a remediation portal coupled to the service provider net­


work, the remediation portal for: 
identifying a subscriber accessing the remediation por­


tal; 
identifying the OS associated with the computing device 


used by the subscriber to access the remediation por- 10 


ta!; 
comparing the OS associated with the computing device 


to the OS ID identified in the alert; and 
providing malware remediation to the computing 


device. 15 


* * * * * 
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