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Computing beyond Moore’s law

BY BRUNO CARPENTIERI

In my research as an applied mathematician, I develop numerical linear al-

gebra methods for solving applied computational science problems. In this
article, I outline how recent developments in high-performance computing
are radically changing the way we do numerics.

1I of us, whether we are supercomputing ex-
Aperts, big data analysts, or just use some com-

puting technology occasionally for surfing the
web, social networking, listening to music, and stor-
ing photos in the cloud, are using the same basic tech-
nology that was developed during the second world
war for building nuclear weapons. The origins of
computing are in the Manhattan project that designed
bombs from 1942 to 1946 at the Los Alamos labora-
tory, directed by Julius Robert Oppenheimer, and the
work done in England by Alan Mathison Turing on
crypto analysis for breaking German ciphers, enabling
the Allies to defeat the Nazis in crucial encounters.

In sixty years of computing we went from the bomb
to the cloud, using electronic digital computers built
on semiconductor technology and integrated circuits
described in 1945 by the mathematician and physi-
cist John von Neumann, with some technological in-
novation. For an incredibly long time we could get
exponential performance growth from von Neumann
architectures thanks to Moore’s law. This is the rea-
son for this remarkable longevity. In 1975, Gordon
Moore, co-founder of the Intel Corporation, predict-
ed a doubling in the number of transistors in a dense
integrated circuit approximately every two years. His
prediction has proved to be accurate to date. Com-

FIGURE 1
puter, at the Institute for Advanced Study, Princeton, 1952.

Julius Robert Oppenheimer and John von Neumann in front of MANIAC, the first digital com-
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puters became faster and faster
over the years, and we never

had to rethink the original von 100 Flops
Neumann model. 10 FRiops
1 PFlops

In 2008, we entered the
petascale era. The IBM Road- 100 TRops

runner was the first super- g 10 TRops
computer in the world to E
. . T 1 TFlops
hit petascale speed, a mil- &
lion billion floating point ED B
operations per second. To- 10 GRigps
day petaflops computing is

. 1 GFlops
a fully established technol-
ogy, counting 50 machines in g flon

the top 500 supercomputing
list hitp:/fwww.top500.0rg].
Meanwhile, high-performance
computing (HPC) has be-
come a thriving business, with FIGURE 2

Performance Development
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Development of supercomputer performance ac-

the United States and China cording to the top-500 list http://www.top500.0rg.

engaged in a compelling ride

to build ever-larger and ever-

more-powerful systems, Eu-

rope establishing a Partnership for Advanced Com-
puting in Europe (PRACE) to enable high impact
scientific discovery and engineering research and
development in the field

The next big thing in supercomputing is to develop
useful exascale-class machines that are hundreds of
times faster than the current top-class supercomput-

ers. The cost of building

of HPC, and other coun- “I)etdSCﬂ le computzng m ﬂ)’ an exascale-class system by,

tries such as Japan and

say, 2020 is estimated at

new emerging markets ap- open up unp;’eceden ted about US$ 200 million for

proaching it fast.

Why do we need this level
of computing power? The
benefits reach virtually
every sector of science, from energy to life science,
to health, the environment, industrial manufactur-
ing, information technology, and even entertainment.
Petascale computing may open up unprecedented
opportunities for research in computational science,
promising discoveries at scale which can provide tan-
gible benefits for science and society, enhance national
security, and leverage economic competitiveness.

the actual machine, with

opportunities for research e cos of operating such
in computational science.”

a system put at US$ 400
million per year as this
technology would lead to
systems with 100 MW or more power requirements.
Due to the problems of power consumption and the
stagnation of government funding with a consequent
lack of investment and competition, several indicators
predict that we will soon hit the end of Moore’s law.
We may need better technologies and, probably for
the first time, to restructure the von Neumann archi-
tecture substantially; nowadays, two new technologies

in particular, quantum computing and neuromorphic
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Dual-Core Itanium 2 over, at least for now. And that
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Intel CPU Trends

(sources: Intel, Wikipedia, K. Olukotun)

puts us at a fundamental turn-
ing point in software develop-
ment.

The free performance
lunch is over

For around 30 years we have

left

architecture

computer
alone, and the same with writ-
ten software. Computer ven-

dors achieved performance
p
gains by increasing the clock

speed (doing the same work
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faster), optimizing execution
flow (doing more work per
CPU cycle), and increasing the

size of the on-chip cache mem-
ory (data closer to the proces-
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FIGURE 3
fransistors.

computing, are given due consideration. Light will
not get any faster, and clearly, exponential growth
cannot continue forever before we reach the limits of
physics [1].

Figure 3 graphs the history of Intel chip (CPU) in-
troductions by clock speed and number of transistors.
We see that the number of transistors has continued to
rise over the years. However, around the beginning of
2003, a sharp flattening appears in the previous trend
toward ever-faster CPU clock speeds. It has become
harder and harder to produce faster processors due
to too much heat, too high power consumption, and
current leakage problems. On Intel chips, we reached
2GHz in August 2001. According to CPU trends be-
fore 2003, we should have seen the first 10GHz chips
in early 2005. Today, the clock speed on the fastest In-
tel Core (i7-4790K) is around 4GHz. The clock race is

2005

Intel CPU introductions by clock speed and number of

sor is much faster to access
010 than the slow main memory).
Speed-ups in any of these areas
accelerated both non-parallel
and parallel codes almost auto-
matically, by simply recompil-
ing the application on the new
machine to take advantage of the latest generation
CPUs. That was a nice technological world to live in.

Unfortunately, that world has already disappeared.

The new performance drivers are termed hyperthread-
ing, multicore, and cache. Only one of these, cache, is
the same as in the past. Hyperthreading enables us to
run more instructions in parallel inside a single CPU
and may offer a 5%-15% performance boost, some-
times more. Multicore means running two or more
actual processors on one chip. The Intel Xeon Phi co-
processor architecture can have 60+ cores on a single
slab of silicon; this means that a single-threaded ap-
plication can exploit only 1/60 of Intel Xeon Phi’s po-
tential throughput. On-die cache sizes will continue
to grow in the near future, and all application software
can benefit vastly from it because accessing the main
memory is typically 10 to 50 times slower than re-

Samsung, EX1033, p. 4



trieving the same data from the cache: cache is speed
on modern machines.

The free performance lunch is over. Petascale super-
computing can run hundreds of thousands of simulta-
neous processes, regardless of processor technology. If
we want our application to benefit from the continued
performance growth, it will need to to exploit a high
degree of concurrency. After object-oriented program-
ming, concurrency may be considered the next major
revolution in software development. It is not a new
concept in computer science; the daunting levels of
concurrency required on today’s petascale systems is
radically new.

Nothing on the horizon indicates that writing perfor-
mant software for the next generation of parallel ma-
chines will get easier. Concurrent programming may
have a steep learning curve, systems can be heteroge-
neous architectures with different parallel program-
ming models that require a
significant level of under-
standing of the hardware
to optimize performance.
Today’s programming lan-
guages do not yet offer a
higher-level programming
model for concurrency.
Additionally, not all prob-
lems are inherently paral-
lelizable. It takes one woman nine months to produce
a baby, but nine women cannot produce one baby in
one month. However, if the goal is to produce many
children, the human baby problem is an ideally paral-
lelizable problem. We may need to redefine the goals
when we parallelize software. The good news is that
for many classes of applications the extra effort is
worthwhile in terms of performance gains. But what
does this matter to mathematics?

Petascale algorithms and applications
Computational science, the scientific investigation of

physical processes through modelling and simulation
on computers, which may be considered the third pil-

“If the goal is to produce
many children, the human
baby problem is an ideally

parallelizable problem.”

lar of science complementing theory and experiment-
ing, is built upon the problems of continuous mathe-
matics involving real or complex variables. Numerical
analysis is the field of mathematics that designs and
analyzes algorithms for solving such problems. Much
computation in numerical analysis depends on lin-
ear algebra problems, such as solving systems of lin-
ear equations and least squares problems, computing
eigenvalues and singular values of matrices. Take an
integral or a partial differential equation, make it dis-
crete, work with vectors and matrices. These problems
arise so often in engineering and scientific practice that
they occupied the minds of many mathematicians of
the last century, from von Neumann to Turing. With-
out efficient numerical methods, computational sci-
ence and engineering as practiced today would slow
down sharply and maybe quickly halt.

Real and complex numbers cannot be represented
exactly on computers. Approximation of quanti-
ties (numbers, functions,
etc.) and rounding errors
are an important part of
the business of numerical
analysis. To understand
Gaussian elimination for
solving linear systems, it is
necessary to know floating
point arithmetic, propaga-
tion of rounding errors,
and the concepts of stability, conditioning, and back-
ward error analysis. For example, Gaussian elimina-
tion with partial pivoting has very intricate stability
properties. For some special nxn matrices, the algo-
rithm is explosively unstable and useless as it amplifies
rounding errors by a factor of order 2". However, for
all practical problems it is backwardly stable; it finds
the true solution to a nearby problem. In fifty years of
matrix computation, no problems that excite such an
explosive instability are known to have arisen under
natural circumstances [2]. John von Neumann’s paper
on the complicated stability properties of Gaussian
elimination in finite precision arithmetic is considered
the first modern paper in numerical analysis.

Samsung, EX1033, p. 5
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Linear systems are somehow exceptional, because
most other problems in numerical analysis cannot be
solved exactly by a finite algorithm, even working in
exact arithmetic. Abel and Galois showed that no fi-
nite algorithm can compute eigenvalues of matrices
having a size bigger than 4x4. The same conclusion
extends to problems that include a nonlinear term or
a derivative, e.g. root finding, differential and integral
equations, quadrature, optimization problems. The
aim is to find a fast and convergent algorithm. Hence,
numerical analysis is concerned with rounding errors
and also with all the different kinds of approximations
errors such as iteration, truncation, and discretization
errors. All of this work is applied successfully every
day to solving thousands of challenging real-world
problems.

Some years ago the discussion would have stopped
at this point. However, the algorithms of numeri-
cal analysis are implemented on computers, and the
characteristic of the ma-
chine plays an important
role. The recent develop-
ment in high-performance
computing is radically
changing the way we do
numerics as applied math-
ematicians. The gaps between fast and slow algorithms
are rapidly growing. Nowadays, there is often evidence
that an infinite algorithm is better than a finite algo-
rithm, even if the latter exists for a given problem.
Infinite iterative methods for linear systems are more
and more appealing to use than finite direct methods
as computers become faster, matrices grow larger and
very sparse, because we are solving three-dimensional
problems, and the cubic computational cost of con-
ventional Gaussian elimination is no longer afford-
able. The faster the computer, the more important the
speed of algorithms. Multigrid methods and Krylov
subspace methods with preconditioning are based on
the idea of infinite iteration. They are considered two
of the most important developments in numerical
computation in the last twenty years. The class of Kry-
lov subspace methods in particular is listed as one of
the top ten algorithms of the 20th century because of

“Trends indicate that
opportunities in this field
will continue to grow.”

their great influence on the development and practice
of science and engineering in the 20th century. An-
other famous example arises in linear programming.
Linear programming problems are mathematically fi-
nite. For decades people solved them by the simplex
method, which is a finite algorithm, until in 1984,
Karmarkar showed that iterative algorithms are some-
times better.

We will be solving much bigger problems. Methods
that do more operations per grid node, cell or ele-
ment naturally will be preferred to more traditional
and established techniques (e.g. higher-order discre-
tization schemes, spectral element methods, discon-
tinuous Galerkin discretization against conventional
finite element discretization schemes). Novel classes
of highly parallel numerical methods will need to be
found. Structured data (e.g. regular Cartesian grids)
are already coming back, as they may achieve better
load balance than unstructured grids on computers

with hundreds of thou-
Only
algorithms with linear or

sands  processors.
almost linear complexity
will be of interest, as their
computational cost for the
solution increases linearly
with respect to the number of unknowns, which is ex-
pected to grow very large in the future. The numerical
discretization of partial differential equations typically
leads to large and sparse linear systems, whose solu-
tion may take up to 90-95% of the whole simulation
time. Very few sparse matrix solvers scale efficiently on
a very large number of processors. The development of
new techniques in this area of research, alongside their
efficient parallelization, will receive a growing interest
in the coming years.

The use of more powerful (but also more complex)
computing facilities should help in the search for ad-
ditional speed, but this will also mean there will be
even more factors that need to be considered when
attempting to identify the optimal solution approach
in the future. This emphasizes the continuing need for
close cooperation between experimental physicists,
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FIGURE 4

Examples of computational science problems from the author's research in electro-

magnetics, electrophysiology, fusion research, and fluid dynamics applications.

mathematicians, and computer scientists since it is
very unlikely that any one person will be able to ac-
quire all of the necessary skills. The rising skills gap in
computational science has implications for both scien-
tists, and also for the company that needs these skills,
which sometimes by necessity have to hire candidates
from outside the specific application domain. Exam-
ples come from finance, oil, pharma, and aerospace
research, to name but a few [3, 4]. There are jobs for
students in computational science and engineering
who have a compelling interest in high performance
computing and numerical analysis. Trends indicate
that opportunities in this field will continue to grow ¢
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