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Figure 4 DFSMShsm common recall queue
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A typical z/OS Parallel Sysplex* configuration con­
sists of a single DFSMShsm host per z/OS image. When 
an application that is processing on a particular z/OS

image references data that have been migrated, a 
request to recall the data is queued to the DFSMShsm 

host running on that same image. Each DFSMShsm 

host processes all of the recall requests on its unique 
queue without regard to the other concurrent recall 
activity that is occurring on other DFSMShsm hosts 
throughout the sysplex. This narrow perspective pre­
vents sysplex-wide optimization of the recall func­
tion. Implementing a recall queue shared by all hosts 
in the sysplex overcomes this deficiency by enabling 
sysplex-wide workload balancing, priority optimi­
zation, efficient utilization of tape resources, and 
greater flexibility with sysplex configurations. 

Workload balancing. The most significant feature 
of a common recall queue is that it enables the re­
call workload to be balanced across the entire sys­
plex. In a nonshared queue configuration, recall re­
quests are assigned to a DFSMShsm host without 
regard to the ability or capacity of that host to pro­
cess the assigned workload. The result is an unbal­
anced system in which one or more hosts may have 
more recall requests than they can individually pro­
cess concurrently, while other hosts have unused re­
quest processing capacity. By placing all recall re­
quests onto a common queue, workload distribution 
is optimized by only assigning work to a system that 
has the capacity and ability to perform that work. 
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This technique enables all recall resources in the sys­
plex to operate at their peak task levels. 

Priority optimization. One of the features of the 
DFSMShsm recall function is the ability to assign a pro­
cessing priority to each request. This priority is used 
to determine the order in which each request should 
be processed with respect to other outstanding re­
quests. A fundamental use of this priority scheme 
is to distinguish synchronous requests from asynchro­
nous requests. All synchronous requests, those re­
quests for which an application is waiting for the re­
call to complete before continuing, are selected for 
processing before asynchronous requests are se­
lected. Placing all requests in the sysplex onto a sin­
gle queue enables all synchronous requests to be 
selected for processing before nonsynchronous re­
quests. This method is an improvement over a non­
shared queue environment in which one DFSMShsm 

host may be processing asynchronous requests while 
synchronous requests are waiting to be selected on 
the queue of another host. 

Tape efficiencies. When tape is used to store mi­
grated data, a probability exists that concurrent re­
call requests will require data that have migrated to 
the same physical tape. The probability of this sce­
nario increases as the storage capacity of tape in­
creases with advancing technologies. In a nonshared 
queue environment, concurrent requests requiring 
the same tape may be queued to different DFSMShsm
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