468 Equivalences and Abstraction

7.2 Bisimulation and CTL" Equivalence

This section considers the equivalence relations induced by the temporal logics CTL and
CTL* and discusses their connection to bisimulation equivalence. As in the chapters on
temporal logic, this section is restricted to transition systems that do not have any terminal
states. These transition systems thus only have infinite paths.

States in a transition system are equivalent with respect to a logic whenever these states
cannot be distinguished by the truth value of any of such formulae. Stated differently,
whenever there is a formula in the logic that holds in one state, but not in the other, these
states are not equivalent.

Definition 7.17. CTL* Equivalence

Let TS, T'S1, and TSy be transition systems over AP without terminal states.

1. States $1, $o in T'S are CTL*-equivalent, denoted s1 =c7p+ so, if

s1E® iff so @ for all CTL* state formulae over AP.

2. TS; and TS are CTL*-equivalent, denoted T'S; =cpz+ T'Ss, if

TS o iff TS, =& for all CTL* state formulae over AP.

States s1 and s are CTL* equivalent if there does not exist a CTL* state formula that
holds in s1 and not in s2, or, vice versa, holds in so, but not in s1. This definition can easily
be adapted to any subset of CTL*, e.g., 51 and s, are CTL equivalent, denoted s1 =¢7y1, S2,
if for all CTL formulae ® over AP, {s1,s2} C Sat(®) or { 51, s2 }NSat(P) = &. Similarly,
s1 and so are LTL-equivalent, denoted $1 =ppp so, if $1 and so satisfy the same LTL
formula over AP.

The fact that trace-equivalent transition systems satisfy the same LTL formulae (see The-
orem 3.15 on page 104) can now be stated as follows:

Theorem 7.18. Trace Equivalence is Finer Than LTL Equivalence

=trace - =LTL-
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Bisimulation and CTL* Equivalence 469

Remark 7.19.  Distinguishing Nonequivalent States by Formulae

Let TS be a transition system without terminal states and $1, $o states in TS. If 81 Zorp
s, then there exists a CTL state formula ® with s; = ® and so £ ®. This follows from
the definition of CTL equivalence which yields the existence of a formula ¢ with (i) s; |= ®
and s £ ® or (ii) s1 £ ® and so = ®. In case (ii), one may switch from ¢ to =& and
obtain $; |= =¥ and so & .

A corresponding result holds for CTL*, but not for LTL. This can be seen as follows.
Assume that s1 Zppp, s2 and Traces(sy) is a proper subset of Traces(sz). Then, all LTL
formulae that hold for so also hold for s;. However, since there are traces in Traces(sz)
that are not in Traces(s1), there exists an LTL formula ¢ (e.g., characterizing such trace)
with s2 = ¢, but s1 [~ ¢. [

The main result of this section is stated in Theorem 7.20 (see below). It asserts that CTL
equivalence, CTL* equivalence, and bisimulation equivalence coincide. This theorem has
various important consequences. First, and for all, it relates the notion of bisimulation
equivalence to logical equivalences. As a result, bisimulation equivalence preserves all
formulae that can be formulated in CTL* or CTL. In principle this result allows performing
model checking on the bisimulation quotient transition system—assuming that we can
obtain this in an algorithmic manner—while preserving both affirmative and negative
outcomes of the model checking. If a CTL* formula holds for the quotient, it also holds
for the original transition system. Moreover, if the formula is refuted by the quotient, the
original transition system refutes it too. On the other hand, it indicates that a single CTL*
formula that holds for one but not for the other state suffices to show the nonbisimilarity
of the states.

Secondly, the fact that CTL and CTL* equivalence coincide is perhaps surprising as CTL*
is strictly more expressive than CTL as CTL* subsumes LTL, but the expressivenesses
of CTL and LTL are incomparable, see Theorem 6.21 on page 337. So, although the
expressiveness of CTL* is strictly larger than that of CTL, their logical equivalence is the
same. In particular, to show CTL* equivalence it suffices to show CTL equivalence!

Theorem 7.20. CTL*/CTL and Bisimulation Equivalence
For finite transition system 'T'S without terminal states:

~rs = =CTL = =CTL* -

Proof: The proof of this central result is divided into three steps. First, it is shown that
CTL equivalence is finer than bisimulation equivalence, i.e., =¢7, C ~r1g; see Lemma
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470 Equivalences and Abstraction

7.21 below. Subsequently, it is proven that bisimulation equivalence is finer than CTL*
equivalence, i.e., ~73 € =co71z+; see Lemma 7.26 on page 473. The obvious fact that CTL*
equivalence is finer than CTL equivalence (since CTL* subsumes CTL) completes the
proof. Summarizing, we have:

~rs & =corrr and =crr © =cori and =crr S ~rg
P ——— (i —
Lemma 7.26 Lemma 7.21
|
Lemma 7.21. CTL Equivalence is Finer Than Bisitmulation

For finite transition system 'T'S without terminal states, and s1, so states in T'S:

$1 =cTL S92 implies 81 ~rg 8o .

Proof: 1t suffices to show that the relation:
R = {(81782) €S><S| S1 ECTLSQ}

is a bisimulation for T'S. This is proven by checking the conditions of being a bisimulation
(see Definition 7.7 on page 456). As R is, by definition, an equivalence relation, it suffices
to consider the first two conditions. Let (s1, $2) € R, i.e., s1 =¢711 S2.

1. Consider the following CTL state formula ® over AP:

b = A a A N —a

aeL(sl) aeAP\L(Sl)

Clearly, s; = ®. Since s; =c¢7 So, it follows that s = ®. As & characterizes
the labeling of state si, we immediately get L(s1) = L(s2). Thus, condition (1) of
Definition 7.7 holds.

2. For any equivalence class C' € S/R, let CTL formula ®¢ be such that
(%) Sat (o) = C.

® is obtained as follows. For every pair (C, D) of equivalence classes C, D € S/R
with C' # D, let CTL formula ®¢ p be such that Sat(®c p) D C and Sat (Pc p) N
D = &. Since TS is finite, there are only finitely many equivalence classes under R.
Hence, ®¢ can be defined as the conjunction of all formulae ®¢ p:
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Bisimulation and CTL* Equivalence 471

(I)C = /\ (I)QD .
DeS/R
D+£C

Clearly, condition (x) is satisfied.

Let B € S/R and s1, so € B, i.e., (s1,82) € R and B is the equivalence class of
1, 82 with respect to R. Further, let | € Post(s;) and C' be the equivalence class
of s} with respect to R, i.e., C = [¢]]gr. Now we show the existence of a transition
s — sh with (s], s5) € R.

Due to s] € Post(s1) NC and (x), we have 57 = 3 P¢. Since 81 =7y, S2, we
get so = (O Pe. Thus, there is a state s, € Post(ss) with s, = ®¢. But then
equation (x) yields s, € C. Since C' = [s]]r, we obtain (s}, s}) € R.

Remark 7.22. Master Formulae

The proof of Lemma 7.21 relies on establishing so-called master formulae ®¢ for equiva-
lence class C' such that Sat(®¢) = C. To indicate how to obtain such master formulae,
consider the bisimulation quotient of the Bakery algorithm (see Figure 7.9 on page 464),
and let AP = {crity, critg }. Instead of considering the conjunction of formulae ®¢ p,
master formulae can be obtained by inspecting the transition system. The equivalence
class C' = (waity, waite, 21 > 29 > 0) is, given the atomic propositions in AP, uniquely
characterized by the fact that none of the processes is currently in the critical section and
the second process acquires access to the critical section immediately. A master formula
¢ for C thus is
b = -—erity A —eritg A V() crity .

A master formula for the equivalence class D = (waitq, crite, ——) is
bp = crito A V() —cerity .

It is easy to check that none of the other equivalence classes under bisimulation satisfies
dp. |

Remark 7.23.  Logical Characterization by a Sublogic of CTL

We stress that the proof of Lemma 7.21 only exploits the propositional fragment of C'TL,
i.e., atomic propositions, conjunction, and negation, and the modal operator 30 . Tt does
not, however, rely on the presence of the until operator. Thus, bisimulation equivalence
(and CTL* equivalence) agrees with the equivalence induced by a simple logic that only
contains atomic propositions, negation, conjunction and 3(). In particular, any two
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472 Equivalences and Abstraction

nonbisimilar states can be distinguished by a CTL formula that does contain neither the
until operator U nor one of the derived operators ¢, L, W or R. [ |

Remark 7.24.  Infinite Transition Systems

Lemma 7.21 is restricted to finite transition systems. This restriction is reflected in the
proof as follows. The master formula for equivalence class C, formula ®¢ is defined as
the conjunction of CTL formulae for the form ®¢ p with C' # D. As CTL only allows for
finite conjunctions, there should only be finitely many equivalence classes D # (. This is
guaranteed, of course, if the transition system is finite. An extension of C'TL with infinite
conjunctions would be needed to obtain a similar result for infinite transition systems.

An example of an infinite transition system T'S where CTL equivalence is not finer than
bisimulation equivalence is as follows. Assume the set AP of atomic propositions is infinite.
The states in T'S are s1, s2 and the states t4 where A is a subset of AP. States s1, so are
labelled with &, while the label of state {4 is A. State s; has a transition to all states {4
where A # AP, while state so has transitions to all states t4, including A = AP. Thus,
Post(s1) = {ta | A € AP, A # AP} and Post(se) = {ta | A C AP}. States t4 have
a single outgoing transition which leads to s1. Clearly, s1 and s9 are not bisimulation-
equivalent as $o has a transition to state {4p but there is no successor of $; with the
label L(t4p) = AP. On the other hand, s; and s, are CTL equivalent with respect to
AP. This follows from the fact that (1) the set of atomic propositions that appear in
a given CTL formula over AP is finite and (2) s;, so are bisimulation-equivalent when
shrinking the set AP’ of atomic propositions to any finite subset of AP. Note that then
R = {(s1,82)} U{(ta,tp) : AN AP' = BN AP’} is a bisimulation. But then Lemma 7.26
yields that s1, sy satisfy the same CTL formulae over AP’

However, the result stated in Lemma 7.21 can also be established for (possibly infinite)
transition systems that are finitely branching. This is shown in the following lemma. =

Recall that a transition system is finitely branching if (i) the set of initial states is finite
and (ii) for each state s the set of successors (i.e., the set Post(s)) is finite.

Lemma 7.25. CTL Equivalence is Finer Than Bisimulation (Revisited)

Let TS = (S, Act,—, I, AP, L) be a finitely branching transition system without terminal
states, and s1, 82 states in TS. Then s1 =cry, so implies $1 ~rg 82.

Proof: As in the proof of Lemma 7.25 we show that

R = {(51,52)€SXS|51 ECTLSQ}
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Bisimulation and CTL* Equivalence 473

is a bisimulation for T'S. Let (s1,s2) € R. These states are equally labeled, since for any
atomic proposition a we have s1 |= a iff so = a, ie., a € L(s1) if and only if a € L(s9).
Condition (2) is proven by contraposition. Let (s1,$2) € R and s| € Post(s1). Assume
there is no s, € Post(s2) with (s}, s,) € R. Since TS is finitely branching, the set Post(s3)
is finite, say it agrees with {¢1,...,%; }. The assumption (s],¢;) ¢ R and the definition of
R yields the existence of a CTL formula ¥; such that

s =W, and t; [£ U, for 0<j <k

Now consider the formula
o = FO (1 A...ATy).

Clearly, we have s} = W1 A... AV}, Hence, s1 = ®. On the other hand, ¢; £ U1 A... ATy
for 0 < j < k. This yields so [~ ®. But then (s1, s2) ¢ R. Contradiction. [

The following lemma asserts that bisimilar states are CTL* equivalent, and is not restricted
to finite transition systems. Let 71 ~pg mo denote that the path fragments 71 and 7o are
statewise bisimilar, i.e., for 711 = 50151,1821... and T2 = 892812822..., we have
4,1 ~1s 55,2 for all j = 0.

Lemma 7.26. Bisimulation is Finer Than CTL* Equivalence

Let TS be a transition system TS (over AP) without terminal states, s1,s2 be states in
TS, and w1, 7y infinite path fragments in TS. Then:

(a) If $1 ~zs S2, then for any CTL* formula ®: s1 = ® if and only if s2 = .

(b) If w1 ~rpg T2, then for any CTL* path formula p: 71 |E @ if and only if mo |= .

Proof: We simultaneously prove (a) and (b) by means of induction over the structure of
the formula.

Induction basis. Let s1 ~gg so. For ® = true, statement (a) obviously holds. Since
L(s1) = L(s2), it follows that for & = a € AP:

sifEa iff ae€ L(s)) iff ae L(se) iff sal=a.

Induction step

(a) Assume ®q, o, W are CTL* state formulae for which proposition (a) holds, and ¢
to be a CTL* path formula for which proposition (b) holds. Let $1 ~gzg $2. The
proof is by structural induction on &:
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474 Equivalences and Abstraction

Case 1: & = &; A ®y. The induction hypothesis for ®; and ®» provides

S1 |: O ADy iff s |: ®¢ and s |: Py
iff S92 |: (I)l and S92 |: (I)Q
iff s9 |: P A Do

Case 2: & = -V, By applying the induction hypothesis for ¥, one obtains

S1 |: - iff S1 I# v
iff S2 |: -,

Case 3: & = Jdp. For symmetry reasons, it suffices to show
s1EJe = s =T

Assume s; |= Jp. Then there exists 711 = $g1 51,1821 ... € Paths(s;) starting
in $1 = s, with m = . According to the path-lifting lemma (Lemma 7.5
on page 454) there exists a path mg = S92812522 ... € Paths(sy) starting in
S92 = 80,2, such that 7 ~qs m2. From the induction hypothesis (on part (b)), it
follows that mo |= . Thus, s = Jo.

(b) Assume statement (a) holds for CTL* state formula ®, and (b) holds for CTL* path
formulae @1, o, and . Let 71 ~g5¢ mo. Recall that m;[j...] denotes the suffix
8j.i8j4+1,i Sj+2,i - - - of ;. The proof proceeds by structural induction on ¢:

Case 1: p = ®. It follows from the CTL* semantics and the induction hypothesis
on ® that
T |: 2 iff 8071 |: & iff 8072 |: & iff Uy |: Q.

Case 2: p = 1 A yy. By applying the induction hypothesis to ¢; and @2 we obtain

T |: w1 N iff |: 1 and T |: 2
iff o =1 and 7o = o
iff 7o |: w1 N\ Pa.

Case 3: o = —1f. We apply the induction hypothesis to ¥ and obtain

T |: —|’(/J iff 7T1|7£’(/J
iff 7T2|7£’(/J
iff T2 |: —|’(/J.

Case 4: ¢ = O . The induction hypothesis for ¥ and the path fragments m;[1...],
[ =1,2, provides
m EQY iff ml...]EY
iff mll..]Ev
iff T2 |: O’(/J
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Case 5: ¢ = ¢ Uy, The induction hypothesis for ¢; and ¢ and the path frag-
ments mfi...], l=1,2,i=0,1,2,..., provides
m = @1 Upe iff there exists an index j € IN with

milj...] F ¢2 and
mli..]E e, i=0,1,...,5—1

iff there exists an index j € IN with

malj...] F ¢2 and
moli.. JE ¢, i=0,1,...,5—1

iff Uy |: L1 UQOQ.

Corollary 7.27. CTL*/CTL- vs. Bisimulation Equivalence

For finite transition systems TSy, TSy (over AP) without terminal states, the following
three statements are equivalent:

(LL) T81 ~ TSQ
(b) TSy =cpr TS, i.e., TSy and TSy satisfy the same CTL formulae.
(¢) TSy =crr TS, i.e., TSy and TSy satisfy the same CTL* formulae.

Thus, bisimilar transition systems are equivalent with respect to all formulae that can be
expressed in CTL*. The fact that CTL equivalence is finer than bisimulation equivalence
proves that bisimulation equivalence is the coarsest equivalence which preserves all C'TL
formulae. Stated differently, a relation which is strictly coarser than ~ may yield a smaller
quotient transition system, but cannot guarantee the preservation of all CTL formulae.
The fact that CTL equivalence is finer than ~ is useful to prove that two finite transition
systems are not bisimilar—it suffices to indicate a single CTL formula which holds for one
transition system, but not for the other.

Example 7.28.  Distinguishing Nonbisimilar Systems by CTL Formulae

Consider the beverage vending machines T'S; and TSs in Figure 7.3 on page 453. For
AP = { pay, beer, soda }, we have TSy # s TS,. In fact, they can be distinguished by the
CTL formula

® = 30O (O beer A I soda)

as TSy |: P, but T'Ss I?é d. |
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7.3 Bisimulation-Quotienting Algorithms

This section presents algorithms for obtaining the bisimulation quotient for a finite tran-
sition system T'S. Such an algorithm serves two purposes. First, it can be used to verify
the bisimilarity of two finite transition systems T'S; and TSy by considering the quotient
of TSy & T'Se (see page 457). Since bisimulation is finer than trace equivalence, algorithms
that verify whether T'S; ~ TSy can also be used as a sound, though incomplete, proof
technique for proving the trace equivalence of T'S; and TSy. Secondly, such algorithms
can be used to obtain the abstract (and thus smaller) transition system TS/~ in a fully
automated manner. As TS ~ TS/~ (see Theorem 7.14 on page 464), it follows from
Corollary 7.27 on page 475 that any verification result for T'S/~——either being negative or
positive—carries over to T'S. This applies to any formula expressed in either LTL, CTL,
or CTL*.

This section treats two algorithms for computing the bisimulation quotient T'S/~. Both
algorithms rely on a partition refinement technique. Roughly speaking, the finite state
space S is partitioned in blocks, i.e., pairwise disjoint sets of states. Starting from a
straightforward initial partition where, e.g., all equally labeled states form a partition,
the algorithm successively refines these partitions such that ultimately partitions only
contain bisimilar states. This strategy strongly resembles minimization algorithms for
deterministic finite automata (DFA).

In the sequel, let T'S = (S, Act, —, I, AP, L) be a finite transition system with S # &.

Definition 7.29. Partition, Block, Superblock

A partition for Sisaset Il = {By,..., By} such that B; # @ (for 0 <i < k), BN B; =&
(for 0 < i,j < kand i # j), and S = Uy, Bi-

B; € 11 is called a block. C C S is a superblock of 11 if C' = B; U...U B;, for some
Bi,...,B;, €L m
Let [s]1 denote the unique block of partition II containing s. For partitions I1; and Ily of
S, 117 is called finer than Il,, or 1ls is called coarser than 11y, if:

VB, ell; 4B, € 1ly. By C Bs.

In this case, every block of IIy can be written as a disjoint union of blocks in TI;. Il
is strictly finer than Ils (and Il is strictly coarser than Ily) if I1; is finer than Il and
Il # M.
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Remark 7.30.  Partitions and Equivalences

There is a close connection between equivalence relations and partitions. For equivalence
relation R on S, the quotient space S/R is a partition for S. Vice versa, partition II for
S induces the equivalence relation:

Rn = {(s1,82)|IBe€ll. s B A s9 € B}
= {(s1,82) | [s1]n = [s2]n }

such that S/Rp corresponds to II. For equivalence relation R, the equivalence relation
R induced by 11 = S/R corresponds to R. [

The partition refinement algorithm works with a representation of equivalences by means
of the induced partition (i.e., the quotient space). In the initial partition 11y = Il4p,
each group of equally labeled states forms a block. Subsequently, the current partition I1;
is successively replaced with a finer partition 11,11, (for details, see Section 7.3.2). This
iterative refinement procedure is halted as soon as 1I; cannot be further refined, i.e., when
II; = II;31. Such situation is guaranteed to occur as S is finite. The resulting partition
I1; is the bisimulation quotient space. The main steps are outlined in Algorithm 28.

Algorithm 28 Partition refinement algorithm (basic idea)

Input: finite transition system TS with state space S
Output: bisimulation quotient space S/~

My := My p; (* see Section 7.3.1 *)
1:=0;
(* loop invariant: Il; is coarser than S/~ and finer than I14p *)

repeat

1,41 := Refine(1l;);

1:=14 1;
until IT; = II;_; (* no further refinement possible *)
return II;

The termination of the partition refinement procedure is clear, as the partition ;51 is
strictly finer than II;. Thus, for the induced equivalence relations R, we have

Sx SO R, ;Rnl DRH2

= 2 RHZ' = ~71s .

D)
Zz ..

Due to the fact that S is finite, a partition II; with II; = II;_1 is reached after at most
|S| iterations. After |S| proper refinements, any block in II; is a singleton, and a further
refinement is thus impossible.
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7.3.1 Determining the Initial Partition

Since bisimilar states are equally labeled, it is rather natural to use this in determining
the initial partition I1g = I14p.

Definition 7.31. The AP Partition

The AP partition of T'S, denoted Il4p, is the quotient space S/R 4p induced by Rap =
{(51,52) €S><S| L(Sl) :L(Sg) } |

The initial partition Ilg = 114 p can be computed as follows. The basic idea is to generate
a decision tree for a € AP. For AP = {aq,...,a; }, the height of the decision tree for
AP is k. The vertices at depth ¢ < k represent the decision “is a;41 € L(s)?”. The left
branch of vertex v at depth i < k represents the case “a;11 ¢ L(s)”, while the right branch
represents “a;11 € L(s)”. The full decision tree for, e.g., k = 2, a1 = a, and as = b is fo
the form:

Leaf v represents a set of states. More precisely, states(v) contains the states s € S for
which L(s) is represented by the path from the root to v. The decision tree for AP is
constructed successively by considering all states in S separately. The initial decision tree
consists only of the root vg. On considering state s, the tree is traversed in a top-down
manner, and new vertices are inserted when necessary, i.e., when s is the first encountered
state with labeling L(s). Once the tree traversal for state s reaches leaf w, states(w) is
extended with s. The essential steps are outlined in Algorithm 29.

Ezample 7.32.  Determining the Initial Partition

Consider the transition system TS over AP = {a,b} in Figure 7.10. We assume that
L(sg) = L{s2) = L(s5) = L(s¢) = {a}, L(s1) = {a,b}, and L(s3) = L(s4) = @. The
first three steps for generating the initial partition and the resulting decision tree are
indicated in Figure 7.11. The resulting partition 1l4p consists of three blocks. Block
By = {s0, 82, S5, S¢} represents all states labeled with {a}. The two other blocks stand
for the states labeled with {a,b} or @. [
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Algorithm 29 Computing the initial partition I14p

Input: TS = (S, Act,—, I, AP, L) over AP = {a1,
Output: partition I14p

..., ar} and finite S

new(vo);
for all s € S do
vV =g,
fori=1,...,k—1 do
if a; € L(s) then
if right(v) = nil then new(right(v));

v = right(v);

else
if left(v) = nil then new(left(v));
v = left(v);

fi

od

if ar € L(s) then
if right(v) = nil then new(right(v));
states(right(v)) := states(right(v)) U {s};
else
if left(v) = nil then new(left(v));
states(left(v)) := states(left(v)) U {s};
fi
od
return {states(w) | w is a leaf}

(* create a root vertex *)

(* start a top-down traversal *)

(* create a right child of v *)

(* create a left child of v *)

(* v is a vertex at depth k *)

(* create a right child of v *)

(* create a left child of v *)
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()
/ —/
@ {a,b} {a} {a} {a}
Figure 7.10: Transition system TS over AP = {a,b}.

We conclude this section by considering the time complexity of computing the initial
partition. For each state s in S, the decision tree has to be traversed from root to leaf.
This takes ©(]AP]|) time. The overall time complexity is now given as follows.

Lemma 7.33. Time Complerity of Computing the Initial Partition

The initial partition I154p can be computed in time O(]S|-|AP)).

7.3.2 Refining Partitions

Since any partition II; (¢ > 0) is finer than the initial partition I14p, each block in II; is
guaranteed to contain only equally labeled states. The initial partition, however, does not
consider the one-step successors of states. This is taken care of in the successive refinement
steps.

Lemma 7.34. Coarsest Partition

The bisimulation quotient space S/~ is the coarsest partition 11 for S such that

(i) 11 is finer than 114 p.

—b —-b b

{s0} {so} {s1} {s3} {so}  {s1} {s3,51} {s0,52,55,56} {s1}

Figure 7.11: Generating the Partition 114p.
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(ii) for all B, C' € 1l: BN Pre(C') = @ or B C Pre(C).

Moreover, if partition 11 fulfills (ii), then B N Pre(C) = @ or B C Pre(C) for all B € 11
and all superblocks C of 11.

Recall that Pre(C') = {s € S| Post(s) N C # @} denotes the set of states in S, which
have at least one successor in C. Thus, for every block B, we have that BN Pre(C') = &
if and only if no state of B has an immediate successor in C, and B C Pre(C') if and only
if all states in B have an immediate successor in C'.

Proof: Let 11 be a partition of S and Ry the equivalence relation on .S induced by II. The
proof is carried out in two steps. We first show that Ry is a bisimulation if and only if
the conditions (i) and (ii) are satisfied. Then, we show that S/ ~ is the coarsest partition
satisfying (i) and (ii).

<: Assume that 11 satisfies (i) and (ii). We prove that Ry induced by I is a bisimulation.
Let (s1,$2) € R and B = [s1]1 = [s2]m-

1. Since IT is finer than I 4 p (condition (i)), there exists a block B’ of I 4p containing
B. Thus, s1,s2 € B C B’ € [l4p, and, therefore, L(s1) = L(s2).

2. Let 8| € Post(s1) and C' = [s|]g. Then, s; € BN Pre(C). By condition (ii), we
obtain B C Pre(C'). Hence, so € Pre(C). So, there exists a state s, € Post(s2) N C.
Since s, € C' = [$]m, it follows that (s}, $5) € Ri.

=: Assume Ry is a bisimulation. The proof obligation is to show that the conditions (i)
and (ii) are satisfied.

(i) By contraposition. Assume that I1 is not finer than I14p. Then, there exist a block
B e Il and states s1, s2 € B with [Sl]HAP # [SQ]HAP. Then, L(s1) # L(s2). Hence,
R is not a bisimulation. Contradiction.

(ii) Let B, C be blocks of II. We assume that B N Pre(C') # @ and show that
B C Pre(C'). As BN Pre(C) # @, there exists a state s; € B with Post(s1)NC # @.
Let s} € Post(s1) NC and sg be an arbitrary state of B. We demonstrate that
so € Pre(C'). Since s1,82 € B, we get that (s1,$2) € Ry. Due to s; — s}, there
exists a transition sy — s, with (s}, s5) € Rp. But then §f € C yields s, € C.
Hence, s, € Post(sg) N C. Thus, $9 € Pre(C).
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Assume 1 satisfies (ii). We show that B N Pre(C') = @ or B C Pre(C) for any B € II and
superblocks C' of II. The proof is by contraposition. Let B € Il and C a superblock, i.e., C
is of the form C' = C U...U C} for blocks C,...,Cy of II. Assume that BN Pre(C) # &
and B ¢ Pre(C). Then, there exists an index i € {1,...,¢} with BN Pre(C;) # @.
Further, it is clear that B € Pre(C;), since otherwise B C Pre(C;) € Pre(C). Thus,
condition (ii) is not satisfied for block C; € II. Contradiction.

It remains to show that the bisimulation partition Il = S/~ is the coarsest partition of S
satisfying the conditions (i) and (ii). This immediately follows from the fact that ~qg is
the coarsest bisimulation (Lemma 7.8 on page 457). [ |

Let us now consider how partitions are successively refined. Every refinement aims at
satisfying condition (ii). To that end, a superblock C' of 1I is considered and every block
B of the current partition II; is decomposed (“splitted”) into the subblocks B N Pre(C)
and B\ Pre(C'), provided that these subblocks are nonempty. If one of the subblocks is
empty, then B satisfies condition (ii) and no decomposition takes place.

Definition 7.35. The Refinement Operator
Let 1I be a partition for S and C be a superblock of II. Then:

Refine(Il, C') = U Refine(B, C)
Bell

where Refine(B,C) = {BnN Pre(C), B\ Pre(C)}\ {@}. [

block B superblock C

Figure 7.12: Refinement operator.

The basic scheme of the refinement operator is depicted in Figure 7.12. Refine(B,C) =
{ B}, ie., B is not decomposed with respect to C, if all states in B have a direct C-
successor or if no state in B has a direct C-successor. In case some states in B have a
direct C-successor, while others have not, B is refined accordingly.
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The following result shows that successive refinements, starting with partition I14p, yield
a series of partitions I1g = 14 p, [y, I1o, I3, . .., which become increasingly finer and which
all are coarser than S/~. This property is essential for establishing the correctness of the
iterative approach for as outlined in Algorithm 28 (see page 477).

Lemma 7.36. Correctness of the Refinement Operator

Let 11 be a partition of S, which is finer than U azp and coarser than S/~. Further, let C
be a superblock for 11. Then:

(a) Refine(Il,C') is finer than 11.
(b) Refine(Il, C') is coarser than S/~.

Proof:

(a) This follows directly from the definition of Refine, since every block B € II is either
contained in Refine(Il, C') or is decomposed into B N Pre(C') and B\ Pre(C).

(b) Let B € S/~. We show that B is contained in a block of Refine(Il, (). Since II
is coarser than S/~, there exists a block B’ € Il with B C B’. B’ is of the form
B' = BUD where D is a (possibly empty) superblock of S/~. If B’ € Refine(Il, C),
then B C B’ € Refine(Il,C). Otherwise, i.e., if B’ ¢ Refine(Il,C), then B’ is
decomposed into the subblocks B’ N Pre(C) and B’ \ Pre(C). We now show that
B is contained in one of these two new subblocks. Condition (ii) of Lemma 7.34
implies that either BN Pre(C') = @ (thus, B\ Pre(C') = B) or B\ Pre(C') = @ (thus,
BN Pre(C) = B). Since B' = BU D, B is either contained in block

e B'\ Pre(C') = (B\ Pre(C)) U (D \ Pre(C))
e or in B'N Pre(C) = (BN Pre(C)) U (DN Pre(C)).

Definition 7.37. Splitter, Stability
Let 1I be a partition for S and C a superblock of II.

1. C is a splitter for 11 if there exists a block B € Il with B N Pre(C) # & and
B\ Pre(C) # @.
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2. Block B is stable with respect to C' if BN Pre(C') = @ or B\ Pre(C) = @.

3. I1 is stable with respect to C' if each block B € II is stable wrt. C.

C' is thus a splitter for II if and only if I # Refine(Il, C'), that is, if and only if II is not
stable for C'. B is stable with respect to C' whenever { B } = Refine(B,C'). Note that S/~
is the coarsest stable partition that is finer than I14p.

Algorithm 30 Algorithm for computing the bisimulation quotient space

Input: finite transition system TS over AP with state space S
Output: bisimulation quotient space S/~

II := HAP;
while there exists a splitter for II do
choose a splitter C' for II;

IT := Refine(11, C'); (* Refine(Il, C) is strictly finer than IT *)
od
return II

The refine operator and the concept of a splitter can be effectively exploited in computing
S/~ see Algorithm 30. Its correctness follows from Lemmas 7.34 and 7.36, Termination
follows from the following result.

Lemma 7.38. Termination Criterion of Algorithm 30

Let 11 be a partition for S, which is finer than llgp and coarser than S/~. Then, 11 is
strictly coarser than S/~ if and only if there exists a splitter for 11.

Proof: Follows immediately from Lemma 7.34 on page 480. ]

Example 7.39.  Partition Refinement Algorithm,

Figure 7.13 illustrates the principle of the partition refinement algorithm on a small ex-
ample. The initial partition [14p identifies all equally labeled states:

Iy = Hap = {{s1,82,83}, {t1,t2, 83}, {ur,u2 }, {v1,v2}}

In the first step, consider C7 = { w1, vo }. This leaves the blocks { $1, $2, 83 }, {u1,u2 } and
{1, v2 } unaffected, but splits block of the t-states into {t1 } = {#1,t2,t3 } \ Pre(C1) and
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{to,t3} = {t1,t2,t3} N Pre(C1). Thus, we obtain the partition

H1 = {{51,52,53 }, {tl }, {tz,tg }, {’LLl,’LLQ }, {’Ul,’Ug }}

In the second refinement step, consider Cs = {¢; }. This splitter divides the s-block into

@)  Dlen  Ed &) © &)
wEy @ Gl0! for € = {1;17112} () &) @)
HORUCORNICOENOT @ W & ©

refine |for C'={t1 }

& B O &
@ 1'0r0;{;2,t:;} @ @ @
®» @ B O ® O

Figure 7.13: Execution of the partition refinement algorithm for a small example.

{81782 } = {81782783 } N PI‘G(CQ) and {83 } = {81782783 } \ PI‘G(CQ), yielding
Mo = {{s1,s2}, {ss }, {11 }, {2, t3 }, {ur,uz }, {01,020 }}.

In the third refinement step, consider Cs = {t2,t3 }. This splitter distinguishes states s;
and so—s1 has no transition to Cf, while s5 does—and yields the partition

Hs = {{s1} {s2 b, {ss}, {ts }, {ta,ts}, {1, ua}, {v1,02 }}.

No further refinements are possible, and I3 thus agrees with the bisimulation quotient of
the original transition system. [ |

A possible implementation of the operator Refine(Il, C') is based on a list representation
of the sets of predecessors Pre(s’), s’ € S. For any state s’ € C, the list of predecessors
Pre(s') is traversed, and s € Pre(s) is “moved” from the (data structure representing the)
current block B = [s]i; to the block

S| Refine(m,cy = BN Pre(C).
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The states remaining in B form the subblock B\ Pre(C). In case all states s € B are
moved from B to BN Pre(C'), the set of states in the data structure representing block B
is empty and we have B N Pre(C') = B and B\ Pre(C) = @. In case no state is moved
from B to BN Pre(C), we have, B = B\ Pre(C) and BN Pre(C) = @.

By means of the above-described technique, every state s’ € C causes the costs O(|Pre(s')|+
1), provided appropriate data structures are used to represent T'S (or its state graph), and
the partition II. (The summand 1 in the complexity bound reflects the case Pre(s’) = &;
although these summands can be omitted when considering the complexity per state, they
might be relevant when considering the complexity over all states.) Examples of such data
structures are, e.g., an adjacency list representation for Pre(-), and a bit-vector represen-
tation of the satisfaction sets Sat(a) = {s € S | a € L(s)} to represent the labeling
function. Furthermore, list representations of partition Il and of the blocks B € II can be
used. Using the fact that

0(2 <|Pre<s'>|+1>) = O(IPre()] + C))

s'eC

we obtain for the time complexity of the refinement operator:

Lemma 7.40. Time Complerity of the Refinement Operator
Refine(I1, C') can be computed in time O (|Pre(C)| + |C]).

7.3.3 A First Partition Refinement Algorithm

So far we presented the partition refinement algorithm without specifying any search
strategy for the splitters. Such search strategy prescribes how to determine a splitter C'
for a given partition Il;1 ;. A simple strategy that will be pursued in this section, is to
use the blocks of the previous partition I1; (where I1_; = {S'}) as splitter candidates for
11,41, see Algorithm 31. In every outermost iteration, the refine operator causes for a state
s € S (as part of Il,4), the cost O(|Pre(s)| + 1), see page 486. The outermost iteration
is traversed maximally |S| times; this occurs when in every iteration exactly one state is
separated, i.e., constitutes a separate (singleton) block. This yields for the total costs of
the iteration:

0<ISI~ ) (IPre(S')|+1)> = O(|S[(M +15]))
s’eS
where

M = Z |Pre(s")]|

s’eS
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Algorithm 31 A first partition refinement algorithm

Input: finite transition system TS with the state space S
Output: bisimulation quotient space S/~

IT:=T1l4p; (* see Algorithm 29, page 479 *)
My ={S}k (* Il,q is the previous partition *)
(* loop invariant: 11 is coarser than S/~ and finer than I14p and 11,4 *)
repeat
Mog = 11

for all C' €11,y do
I1 := Refine(1l, C);
od
until IT = Hold
return II

denotes the number of edges in the state graph G(TS). Assuming M > |S], this can be
simplified to O(|S|-M). To obtain the total time complexity of Algorithm 31, it remains
to consider the cost of computing I14p, which is ©(]|S|-|AP|), as stated in Lemma 7.33 on
page 480. This yields:

Theorem 7.41. Time Complexity of Algorithm 31

The bisimulation quotient space of T'S can be computed by Algorithm 31 with time com-
plexity O(|S| - (|AP| + M)), under the assumption that M > |S|, where M is the number
of edges in the state graph G(TS).

Computing the bisimulation quotient is thus linear in the number of states of TS. In the
next section, a strategy is presented that improves this such that the time complexity is
logarithmic in |S].

7.3.4 An Efficiency Improvement

The crucial observation that allows for an improvement of the time complexity is that it
is not necessary to refine with respect to all blocks C € Il,;4 as in Algorithm 31. Instead,
it suffices to only consider roughly half of them, viz. the smaller subblocks of a previous
refinement. More precisely, if a block C’ of the current partition II is decomposed into
subblocks C; = C' N Pre(D) and Cy = C'\ Pre(D), only the smaller subblock is used as a
splitter candidate in the following iteration. Now, let C' € { (', Cy } such that

€] < IC7l/2, thus |C]<[C"\C).
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The decomposition of the blocks B € Refine(Il, D) with respect to C' and C’ \ C' is now
slightly modified by combining the refinement steps with respect to C' and C'\ C. To
make such “simultaneous” refinement possible, the algorithm exploits a ternary (instead
of the previous binary) refinement operator:

Refine(I1,C,C" \ C') = Refine( Refine(I1,C), C'\ C')

where it is assumed that |C| < |C"\ C|. This modification of the refinement operator is
necessary to ensure that the decomposed blocks are stable with respect to C and C"\ C.
As before, the ternary refinement operator decomposes each block into subblocks:

Refine(I1,C,C"\ C) = | ] Refine(B,C,C"\ C)
Bell

The effect of the refinement operator Refine(B,C,C" \ C) is schematically depicted for
B C Pre(C') in Figure 7.14. Thus, every block B € II with B C Pre(C’) is decomposed

By

By c'\C

block B

Figure 7.14: Ternary refinement operator.

into maximally three subblocks: states in B that only have direct successors in (', those
that only have such direct successors in C’, and the rest, i.e., states that have direct
successors in both C' and C’. Formally:

Refine(B,C,C'\ C) = {B1,Bs,B3}\ {@},

where B, = BN Pre(C)n Pre(C"\ C),
By = (BN Pre(C)\ Pre(C’\ O),
Bs = (BN Pre(C'"\ C))\ Pre(C).

Note that the blocks By, By, Bs are stable with respect to C' and C’\ C.

If BN Pre(C’) = &, then B is stable with respect to €' and C’\ C, in which case
Refine(B,C,C"\ C) = { B }. This suggests as loop invariant of the algorithm:

each block B € Il is stable with respect to all blocks in Il
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From this invariant it follows that only the two cases B N Pre(C’) = @ and B C Pre(C")
are possible.

Algorithm 32 outlines the main steps of the improved partition refinement algorithm.
To establish the aforementioned loop invariant, the initial partition is Refine(Il4p, S),
i.e., each block only contains equally-labeled states that are all either terminal or not.
This is based on the observation that Pre(S) = {s € S | s is nonterminal }. Instead
of first computing I14p and then applying the refinement operator, Refine(Il4p,S) can
be obtained by executing Algorithm 29 with AP extended with a special symbol which
identifies nonterminal states. The initial partition can thus (as before) be determined in
time ©(|S| - |AP|).

Algorithm 32 An improved partition refinement algorithm

Input: finite transition system TS with state space S
Output: bisimulation quotient space S/~

o :={S}
I1 := Refine(Il s p, S); (* similar to Algorithm 29, page 479 *)
(* loop invariant: II is coarser than S/~ and finer than I14p and 11,4, *)
(* and II is stable with respect to any block in 1,4 *)
repeat
Mo := 1T

choose block € € T,q \ IT and block C € IT with C € ¢’ and |C] < 151
IT := Refine(I1, C,C" \ C);

until II = II,54

return II

Ezample 7.42.  Abstract Example of Algorithm 32

Consider the quotienting of the transition system in Figure 7.15. Since all black states are
terminal, and all white states are not, we have I14p = Refine(Ilzp, S).

In the first iteration, one may split with respect to the white or the black states. As
{u1,...,us, wy,we,ws }| > @, the set of white states is not a suitable splitter. In fact,
the only splitter candidate is block C' = {vy,v9 }.

Refine(Il g p, { v1,v2 }, { w1, ue, ..., ug, wy, ws, ws })
N’
c cne
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AP={@0O}
W1

w2 w3

U] Ug ug
V2
V1
Figure 7.15: Example of a transition system.
(with C" = S), decomposes block B = {1, us,...,us, u7, us, w1, We, ws } into
By = BnNPre(C)NPre(C'\C) = {ur},

Bs (BﬁPre(C’))\Pre(C"\C’) = {ui,ue,...,us }U{usg},
By = (BNPre(C'\O)\ Pre(C) = {wy,ws,ws}.

This yields Iyq = {C,C"\ C'} and 11 = { C, By, Bo, B3 }.

In the second iteration, the blocks By = {uy} and By = {wi,ws, w3} are potential
splitters. C'is not considered as C' & 11,4 \ II. Block Bs is not considered as splitter, since
it is too large with respect to its superblock in Il,4: [Bo| =7 > 11/2 = w Suppose
By (called D) is selected as splitter; its superblock in I,y equals D' = C'\ C € Iyq.
Figure 7.16 illustrates the partition obtained by

Refine(Il, { u7 }, { u1, . . ., ug, ug, wy, we, w3 }).
——
=D =D\D

The blocks C' = {v1,v2 } and By remain unchanged, since they do not have any direct
successor in D'\ D. Block Bs is refined as follows:

Reﬁne({wthyw?) }7 {’LL7 }7 {uly - U, Ug, W1, W2, W3 }) = { {wl }7 {w2 }7 {w?) } }

since wy has only direct successors in D'\ D, wy can only move to D, and w3 can move
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Figure 7.16: Example for Algorithm 32.

to D as well as to D'\ D. Thus, at the end of the second iteration:

I - {{'U17'U2 }7 {U7 }7 {Uh <., Up, UG }7 {wl }7 {w2 }7 {w?) }}7

Hog = {{wv,ve}, {ur}t, {u,. .. ue, us, wi, we, ws }}.
N’ N’ ~
—C =D =D\D
The next refinement does not impose any further splittings, and 11 = S/ ~. [ |

Refine(I1, C', C"\ C') can be realized with time complexity O(|Pre(C)|+|C|) provided every
state s’ € Pre(C') causes the costs O(|Pre(s’)|+ 1). This can be established as follows. For
every pair (s,C") with s € Pre(C”), C' € I1,4, a counter §(s,C’) is introduced that keeps
track of the number of direct successors of s in C”:

8(s,C") = |Post(s)NC’| .
During the execution of Refine(Il, C,C" \ '), the values é(s,C') and 6(s,C’ \ C') are com-
puted for any s € Pre(C) as follows:

for all ¢ € C' do
for all s € Pre(s’) do
3(s,C) :=0(s,C) + 1;

od
od
for all s € Pre(C') do

5(s,C"\ C) :=8(s,C") — (s, C);
od

where it is assumed that initially 6(s,C') = 0.
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Let B € II be a block with B C Pre(C”), which should be decomposed into By, Bs, Bs by
means of Refine(B,C,C"\ C). Then By, Bs, and Bs are obtained as follows:

Bl = BNPre(C)NPre(C'\C) = {seB|ds,C)>0,6(sC\C)>0)
By = BNPre(C)\ Pre(C’'\C) = {seB|dsC)>0,6(sC"\C)=0)
Bs = BN Pre(C'\ C)\ Pre(C) {seB|§(s,C)=0,6(s,C'\C) >0}

The decomposition of block B € Il is realized by "moving” the states s € Pre(C') from
block B to block B; or By. The states remaining in 5 represent block Bs.

The initial values §(s, C') and §(s, C"\ C') need only be determined for the states in Pre(C).
The initial values of counters for s € Pre(C’)\ Pre(C') are derived by d(s, C'\C) = &(s,C"),
and &(s,C') = 0. For these states, the variable d(s, C') is not needed. Variable é(s,C") for
state s € Pre(C”) \ Pre(C') and block C’ can be identified with variable §(s, C"\ C) for the
new block C"\ C'. These considerations lead to the following lemma:

Lemma 7.43. Time Complerity of the Ternary Refinement Operator
The time complexity of Refine(Il,C,C' \ C) is in O(|Pre(C)| + |C]).

As asserted by the following theorem, the time complexity of the improved quotienting
algorithm (see Algorithm 32) is logarithmic in the number of states.

Theorem 7.44. Time Complexity of Algorithm 32

The bisimulation quotient of a finite transition system TS = (S, Act,—, 1, AP, L) can be
computed with Algorithm 32 in O (|S|-|AP| + M-log|S]).

Proof: The time complexity of Algorithm 32 is bounded above by

O ISI- APl + > K(s)- (|Pre(s)] +1) )

$€S

where K (') denotes the number of blocks C' containing s’ for which Refine(II,C'...) is
invoked.

The first summand represents the asymptotic time needed to compute the initial partition
Refine(Il4p, S). This partition can be computed in the same way as I14p by extending
the set of atomic propositions with a new label that indicates the terminal states. Recall
from Lemma 7.33 (page 480) that I14p can be computed in ©(|S|-|AP|). The fact that an
additional atomic proposition is needed is not relevant.
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The second summand stands for the cost of the refinement steps; recall that state s € C
induces the costs O(|Pre(s)| + 1) on executing Refine(1l, C,C"\ C'), see Lemma 7.43 (page
492). This summand can be bounded from above as follows. We first observe that

K(s) < log|S|+1 for any state s.

This is proven as follows. Let s € S and C; be the ith block with s € C;, for which
Refine(Il, C;, . . .) is executed. Then:

[

Ciral < == and |G| <S].
Let K(s) = k. Then:
[Cr—1] _ [Cr—2 |C—il il _ 1S
LGl s =< =< << <gax <y

From this, we conclude 2°=1 < ||, or equivalently k—1 < log|S|. This yields K(s) =
k < log|S| + 1.

Let M =} .o |Pre(s)| and assume that a representation of the sets Pre(-) can be obtained
in time O(M). Thus:

Y K(s) - (|Pre(s)| +1) < (log]S|+1) Y _(|Pre(s)| + 1)
s'eS s'eS
(log[S]+1) - (M +|S])

N

2-(log|S|+1)-M = O(M -loglS|)

7.3.5 Equivalence Checking of Transition Systems

The partition refinement algorithms can be used to verify the bisimilarity of the finite
transition systems T'S7 and TS;. To that end, the bisimulation quotient space of the
composite transition system T'S = TSy & T'Sy (see page 457) is computed. Subsequently,
it is checked whether

CNli=2 ifandonlyif CNilh=9

for each bisimulation equivalence class C' of the composite system TS. Here, I; denotes
the set of initial states of T'S;, i = 1, 2.
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Corollary 7.45. Complexity of Checking Bisimulation Equivalence

Checking whether TS, ~ TSy for finite transition systems TS, and TSy over AP with the
state spaces S1 and So, respectively, can be performed in time

O ((|S1]+]52])-[AP] + (My+Mz)-log(].S1|+[S2])) -

Here, M; denotes the number of edges in G(TS;) and is assumed to be at least |S;| (i = 1, 2).

Checking whether two transition systems are trace-equivalent is much harder. In the
following theorem, the problem which asks whether two finite transition systems are trace
equivalent is shown to be complete for the complexity class PSPACE. This means that
the trace equivalence problem belongs to PSPACE, i.e., is solvable by a polynomial space-
bounded algorithm, and is PSPACE-hard.

Theorem 7.46. Lower Bound on Checking Trace Equivalence

Let TS and TSy be finite transition systems over AP. Then:

(a) The problem whether Tracesg,(TS)) = Tracesf,(TS2) is PSPACE-complete.

(b) The problem whether Traces(TS1) = Traces(TSs) is PSPACE-complete.

Proof: We first prove membership of PSPACE. We prove that problems (a) and (b) are
in PSPACE by providing a polynomial reduction from these problems to the equivalence
problem for nondeterministic finite automata (NFA). As the latter problem is in PSPACE;,
the existence of this reduction implies that problems (a) and (b) are in PSPACE. The
equivalence problem for NFA A; and Ay is whether £(A;) = L(A2).

The main proof idea is to define NFA A for transition system T'S such that £({.Ag) can be

obtained from Traces(TS), and vice versa. For finite transition system TS = (S, Act, —,
I, AP, L), let NFA A, = (Q,%,0,Qq, F) be defined as follows:

e Q=SU{t} witht ¢S (state t identifies terminal states in T'S)

o X = 24P {7} with 7 ¢ 247
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e The transition relation ¢ in A, is given by
Post(s) if s € S, Post(s) # & and L(s) = A

{t} if (s € S A Post(s) =D A L(s) = A)

os,4) = V(s=tAA=T)

(%) otherwise

* Q=1
o '=0(Q)

It now follows that Traces('TS) is the set consisting of all finite, nonempty words Ag A; ... A,
where Ag Ay ... A,7 € L(Ag) and all infinite words Ag A1 As ... € (2AP)W where all pre-

fixes Ag ... A, belong to L(Ar). Hence, Traces(TS) can be derived from L£(Ars), and vice

versa.

For finite transition systems T'S; and T'So we have
Traces(TSy) = Traces(TS2) if and only if  L(Ags,) = L(Ars,).

As the NFA A are obtained in polynomial time, this yields a polynomial reduction from
problem (b) to the equivalence problem for NFA.

A polynomial reduction from (a) to the equivalence problem for NFA is obtained by
considering a similar transformation T'S — AL, where A’ agrees with Ay, except that the
self-loop at state ¢ is omitted. State ¢ is thus the only terminal in A%, Then, Tracess, (TS)
agrees with the set of all nonempty words accepted by A%y, i.e., Tracesg, (TS) = L{A%) \
{e}. Thus:

Tracesf;,(TS1) = Tracesp,(TS2)  if and only if  L({Al ) = L{(AL,)-

It remains to show the PSPACE-hardness. This is shown by a polynomial reduction
from the language-equivalence problem for NFA, a problem that is PSPACE-complete.
PSPACE-hardness of this problem follows from the fact that the (universality) problem
whether L£(E) = X* for regular expression E over ¥ is PSPACE-hard; see e.g. [383]. Since
there are polynomial transformations from regular expressions to NFA and there is a single-
state NFA for >*, the universality problem is polynomial reducible to the equivalence
problem for NFA.

The main idea is to map an NFA A = (Q, %, 9, Qo, F') to a finite transition system TSy =
(S, {7},—,1,AP, L) such that Traces(TS4) encodes L({.A). As a preprocessing step we
delete all states ¢ in A with §*(¢,w) N F' = & for any w € X*, as from these states it is
impossible to reach a final state. T'S4 is defined as

Petitioner Exhibit 1002-1499



496 Equivalences and Abstraction

S=QoU(Q x >)U {accept } with Qo N (Q x X)) = & and accept € Q U (Q X ¥2)
e — is defined by the following rules:

g0 € Qo N p € d(qo,A) ge@ N BeX A pedqA)

and
geFF AN BeX
(g, B) - accept accept —— accept
e I=Qo

AP =Y U{accept } with accept ¢ %
o L{go) = & for any qo € Qo, L({g, A)) = { A}, and L{accept) = { accept }
It is not difficult to establish that Tracess,(T'S4) consists of all prefixes of words of the

form @{ A1 }... { A, }{accept }™ withm > 0and A; ... A, € L{A). L{A) can be derived
from Traces(TS,4) as follows:

Av A e L(A) T o{A}... {A,}{accept } € Tracesg,(TS4)
Thus, for NFA A; and A, over the alphabet X:

L{A1) = L(A2) iff Tracesg,(TSa,) = Tracessn(1'Sa,)
iff  Traces(TSy4,) = Traces(TS4,)
The equivalence of finite trace inclusion and trace inclusion follows from Theorem 3.30 on
page 117 as the transition systems TS 4, are finite and do not have terminal states. Since

TS 4 is obtained in time O(|.A]) from A, the above yields a polynomial reduction from the
equivalence problem for NFA to problems (a) and (b).

7.4 Simulation Relations

Bisimulation relations are equivalences requiring two bisimilar states to exhibit identical
stepwise behavior. On the contrary, simulation relations are preorders on the state space
requiring that whenever s < ¢ (¢’ simulates ), state s’ can mimic all stepwise behavior
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of s; the reverse, i.e., ' < s is not guaranteed, so state s’ may perform transitions that
cannot be matched by state s. Thus, if s’ simulates s then every successor of s has
a corresponding, i.e., related successor of s’, but the reverse does not necessarily hold.
Simulation can be lifted to entire transition systems by comparing (according to <) their
initial states. Simulation relations are often used for verification purposes to show that
one system correctly implements another, more abstract system. One of the interesting
aspects of simulation relations is that they allow a verification by “local” reasoning. The
transitivity of =< allows a stepwise verification in which the correctness is established
via several intermediate systems. Simulation relations are therefore used as a basis for
abstraction techniques where the rough idea is to replace the model to be verified by a
smaller abstract model and to verify the latter instead of the original one.

The simulation order =< induces an equivalence which is coarser than bisimulation equiv-
alence, and hence yields a better abstraction (i.e., a smaller quotient space), while still
preserving a wide range of logical formulae in LTL and CTL. As bisimulation equivalence
is the coarsest equivalence that preserves CTL and CTL*, the simulation order < preserves
a fragment of these logics. The use of simulation thus relies on the preservation of certain
classes of formulae, not of all formulae. For instance, if s < s, then for any safety property
Yy it follows that s’ = Vg implies s |= Vi, since any path starting in s is mimicked by
a similar path that starts in s'. The reverse, s’ £ Vi, cannot be used to deduce that Vi
does not hold in the simulated state s; the paths starting in s’ that violate ¢ might be
behaviors that s cannot perform at all.

As for bisimulation relations, the formal definition of the simulation order relies on a
coinductive approach which defines the simulation order as the greatest relation satisfying
certain conditions:

Definition 7.47. Simulation Order

Let TS; = (S;, Acty, —4, I;, AP, L;), i = 1,2, be transition systems over AP. A simulation
for (T'S1, TSs) is a binary relation R € S7 x Sy such that

(A) VSl el . (382 e I. (81782) S R)
(B) for all (s1,$2) € R it holds that:

(1) Li(s1) = La(s2)
(2) if s} € Post(s1), then there exists s, € Post(sq) with (s}, $5) € R.

TS is simulated by TS, (or, equivalently, TSy simulates TS7), denoted T'S; < TSy, if
there exists a simulation R for (TS, TSs). [
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Condition (A) requires that all initial states in T'S; are related to an initial state of T'S,.
As the reverse is not required, there might be initial states of TSy that are not matched
by an initial state of T'S;. Conditions (B.1) and (B.2) are as for bisimulations; note that
the symmetric counterpart of (B.2)—as for bisimulation—is not required.

Ezample 7.48. Two Beverage Vending Machines

Consider the transition systems in Figure 7.17. Let AP = { pay, beer,soda} with the
obvious labeling functions. The relation

R = {(s0,to), (s1,t1), (82,81), (83,12), (84,13)}

is a simulation for (T'S1, T'S2). Since R contains the pair of initial states (sg,tg), TS1 =
TS,. The reverse does not hold, i.e., TSy A TSy, since there is no state in T'S; that can
mimic state ¢1. This is due to the fact that the options “beer” and “soda” are possible in
state t1, but in no state in T'S;.

Figure 7.17: The vending machine on the right simulates the one on the left.

Consider now AP = { pay, drink}, and assume states s3, s4, to and t3 equals { drink}.
Relation R is again a simulation for (T'S1, T'S2), and thus T'S; < T'Ss. Its inverse,

R = {(t0730)7 (thsl): (t1732)7 (t2733)7 (t3734) }7

is a simulation for (T'Sz, T'S1). We thus also obtain TSy < T'S;. [ |

The simulation relation = is a preorder, i.e., it is reflexive and transitive. As the conditions
of simulation relations are not symmetric, the simulation preorder is not an equivalence.
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Lemma 7.49. Reflexivity and Transitivity of <

For a fized set AP of atomic propositions, the relation = is reflexive and transitive.

Proof: Similar to the proof of reflexivity and transitivity of ~; see Lemma 7.4 (page 453).
|

TS, = TS, holds if TS; originates from T'Ss by deleting transitions from TS., e.g., in
case of a nondeterministic choice in T'S7, only one alternative is retained. In such cases,
TS: can be understood as a refinement of T'Sy, since T'S; resolves some nondeterminism
in T'Se. TS; =< TS, also holds when TSy arises from T'S; by means of an abstraction.
In fact, abstraction is a fundamental concept that permits the analysis of large or even
infinite transition systems. Abstraction is identified by a set of abstract states §; an
abstraction function f, which associates to each (concrete) state s of the transition system
TS the abstract state f(s) which represents it; and a set AP of atomic propositions which
label the concrete and abstract states. Abstractions differ in the choice of the set S
of abstract states, the abstraction function f, and the relevant propositions AP. The
concept of abstraction functions has, in fact, already been used in several examples in this
monograph. For instance, an abstraction function was used for the Bakery algorithm in
order to prove that the infinite transition system T'Spg; has a finite bisimulation quotient,
see Example 7.13 (page 461). Due to the special structure of the transition system,
here a bisimulation-equivalent transition system results. Typically, however, an abstract
transition system results that simulates T'S.

We briefly outline the essential ideas of abstractions that are obtained by aggregating
disjoint sets of concrete states into single abstract states. Abstraction functions map
concrete states onto abstract ones, such that abstract states are associated with equally
labeled concrete states only.

Definition 7.50. Abstraction Function

Let T'S = (S, Act, —, I, AP, L) be a transition system, and S be a set of (abstract) states.
f: S — Sisan abstraction function if for any s, s’ € S: f(s) = f(s') implies L(s) = L(s').
|

The abstract transition system TSy originates from TS by identifying all states that are
represented by the same abstract state under abstraction function f. An abstract state
is initial whenever it represents an initial concrete state. Similarly, there is a transition
from abstract state f(s) to state f(s') if there is a transition from s to s'.
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Definition 7.51. Abstract Transition System

Let TS = (S, Act,—, 1, AP, L) be a (concrete) transition system, S a set of (abstract)
states, and f : S — S an abstraction function. The abstract transition system TSy =
(S,Act,—¢,1¢, AP, L) induced by f on TS is defined by:

!
s s

f(s) =55 f()

e — is defined by the rule:

o Iy ={f(s)]|sel}
o Ls(f(s)) = L(s) for all states s € S

Lemma 7.52.

Let TS = (S, Act,—, I, AP, L) be a (concrete) transition system, S a set of (abstract)
states, and [ : S — S an abstraction function. Then TS = TSy.

Proof: Follows from the fact that R = {(s, f(s)) | s € S} is a simulation for (TS, T'Sy).
|

Example 7.53.  An Automatic Door Opener

Consider an automatic door opener as modeled by the (concrete) transition system in
Figure 7.18; for simplicity, the action labels are omitted from the transitions. Let AP =
{ alarm, open }. The door opener requires a three-digit code d; da d3 as input with d; €
{0,...,9}. Tt allows an erroneous digit to be entered, but this may happen at most twice.
The variable error keeps track of the number of wrong digits that have been provided, and
is initially zero. In case error exceeds two, the door opener issues an alarm signal. On a
successful input of the door code, the door is opened. Once locked again, it returns to its
initial state. Location ¢; (for i = 0,1,2) indicates that the first i digits of the code have
been correctly entered; the second component of a state indicates the value of the variable
error (if applicable).

Consider the following two abstractions. In the first abstraction, the concrete states are
aggregated as indicated by the dashed ovals in Figure 7.18. In fact, this is a data abstrac-
tion in which the domain of the variable error is restricted to { <1,2}, i.e., the values 0 and
1 are not distinguished in the abstract transition system. The corresponding abstraction

Petitioner Exhibit 1002-1504



Simulation Relations 501

function f is defined by
(L,error < 1) ifke{0,1}

F({, error = k)) = { (L,error=2) if k=2

For all other concrete states, f is the identity function. It immediately follows that f
is indeed an abstraction function, as only equally labeled states are mapped onto the
same abstract state. The abstract transition system TS; is depicted in Figure 7.19; by
construction we have T'S X TS;.

Figure 7.19: Abstract transition system of the door opener (under abstraction function f)

Now consider an abstraction in which we completely abstract from the value of the variable
error. The concrete states that are aggregated are indicated by the dashed ovals in Figure
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7.20. The corresponding abstraction function g is defined by g((¢, error = k)) = £, for any
location £ € {/y,£1,42 }; g is the identity function otherwise. This yields the transition
system TS, in Figure 7.21. As g is indeed an abstraction function, it follows that TS <
TS,. [ |

Figure 7.20: Alternative aggregation of states for the door opener.

Figure 7.21: Abstract transition system of the door opener (under abstraction function
g)-

The abstract transition systems in the previous example have been obtained by choosing
for the variable error in the system an abstract domain that is smaller than its original
domain {0,1,2}. Let us illustrate what such a type of abstraction (also known as data
abstraction) means for program graphs. The essential idea of abstraction in program
graphs is to abstract from concrete values of certain program variables or locations, i.e.,
program counters. Rather than keeping track of the concrete and precise value of variables,
only abstract values are considered. For instance, a possible abstraction of an integer x
could be a three-valued variable which is —1 whenever < 0, 0 whenever =0, and 1 if
x > 1. Such abstraction is useful when only the sign of x is of importance.
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Ezample 7.54. Data Abstraction applied to a Simple Sequential Program

Consider the following program fragment on the nonnegative integer variables « and y:

fo while 2 > 0 do

£y ri=u— 1
bo yr=y+L
od;
l5 if even(y) then return “1” else return “0” fi;
£y

Let PG be the program graph of this program, and TS its underlying transition system
TS(PG). Each state of TS is of the form s = ({,x = n,y = m), where £ is a program
location and m and n are natural numbers. By means of abstraction one of the variables
may be completely ignored or the variable domains are restricted. We exemplify the second
kind of abstraction and restrict « and y to the domains

domgpsiract (1) = {gzero, zero} and  domgysprect(y) = {even, odd}.

Stated in words, we only keep track of whether x > 0 or #=0, and whether y is even or
odd. The precise values of x and y are not explicitly administered.

The abstraction function f which maps a concrete state (¢, = n,y = m) (with m,n € IN)
onto an abstract state (£,x = V,y = W) (with V € {gzero, zero} and W € {even, odd}) is
defined as follows:

{,x = gzero,y = even) if x >0 A yis even
L,x = gzero,y = odd)y if x>0 A yisodd
l,x = zero, y=even) ifax=0Ayiseven
0, x

{
S =vy=u)) = { |
(l,x = zero, y =odd) ifx=0Ayisodd

To obtain an abstract transition system T'Sy with T'S =< T'Sy, the operations in TS (e.g.,
incrementing y) have to be replaced with corresponding abstract operations that yield
values from the abstract domains. Accordingly, the statement g := y + 1 is replaced with
the abstract operation:
. { even ify = odd
y odd ify=even

The outcome of the statement x := x — 1 depends on the value of x. In the abstract
setting, the precise value of x is, however, not known. Thus, x := 2 — 1 corresponds to
the abstract nondeterministic statement:

€T = gzero or €Xr = zero
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(If the guard of the while loop would be # > 1, then there would be no reason for
nondeterminism in the abstract program.)

The abstract transition system T'Sy results from the following piece of program:

£y while (z = gzero) do

£y €L = gzero Or & = Zero;

U if y = even then y := odd else y := even fi;
od;

£3 if y = even then return “1”7 else return “0” fi;

o

Note that the abstract program originates from syntactic transformations which can be
completely automated. The previous considerations show that

R = {(s,f(s)) | s € Loc x Evallx e N,y e N) }

is a simulation for (T'S, T'Sf), provided that the initial values of the abstract variables are
chosen in accordance with the initial values of the concrete variables, and the set of atomic
propositions is (a subset of)

AP = {Eo,ﬁl,ﬁg,ﬁg,&;,% >0,z =0, even(y), odd(y)}

used with the obvious labeling function. [ |

If R is a simulation and (s1,s2) € R then each path fragment 7; of $1 can be lifted to a
path fragment o of so such that 71 and w9 are statewise related via R, see Figure 7.22.

Lemma 7.55. Simulation on Path Fragments

Let TSy and TSy be transition systems over AP, R a simulation for (TS, TSs), and
(s1,52) € R Then for each (finite or infinite) path fragment T = So1 81,1521 -.. starting
in so,1 = $1 there exists a path fragment m9 = Sg2512822... from state sgo = s of the
same length such that (sj1,852) € R for all j.

Proof: The proof is similar to Lemma 7.5 (page 454). [ |

Hence, whenever R is a simulation that contains (s1, s2) and 71 an infinite path from state
s1 then there exists an infinite path from sy such that 71 and 7o are statewise R-related.
The labeling condition ensures that the traces of m; and mwy agree. This yields that all
infinite traces of s are at the same time infinite traces of so. If, however, w1 is a finite
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S1 —R— S9 $1 —R— $9
! ! !
51,1 $11 —R— s12
! ! !
52,1 can be $21 —R— 822
| completed to | |
! ! !
Sn,1 Sn,1 —R— Sn,2

Figure 7.22: Path fragment lifting for simulations.

path from s; then 79 is a finite path fragment from so, but possibly not maximal (i.e., the
last state of o might be nonterminal). Hence, state $; can have finite traces, which are
trace fragments, but not traces of so.

7.4.1 Simulation Equivalence

The simulation relation = is transitive and reflexive, but not symmetric. An example
where T'S; =< TSy, but TSy A TS7, was provided in Example 7.48 (page 498). However,
as any preorder, = induces an equivalence relation, the so-called kernel of =<, which is
defined by ~ = <= N =<7 It consists of all pairs (TS, TSy) of transition systems that
can mutually simulate each other. The relation ~ is called simulation equivalence.

Definition 7.56. Simulation Equivalence

Transition systems T'S; and TSy (over AP) are simulation-equivalent, denoted TSy =~ TS,
if TS; =TSy and TSy < T'S;. |

Ezample 7.57.  Simulation Equivalent Transition Systems

The transition systems TSy (left) and TS, (right) in Figure 7.23 are simulation-equivalent.
This can be seen as follows. Since T'S; is a subgraph of T'Se (up to isomorphism, i.e., state
identities), it is clear that T'S; =< TS,. Consider now the reverse direction. The transition
t1 — to in TS, is simulated by s1 — so. Formally,

R = {(t1,s1), (t2, 82), (t3, 82), (t4,83) }

is a simulation for (T'Sz, T'S1). From this, we derive T'Sy < T'S; and obtain TS ~ TS,.
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soll

Figure 7.23: Simulation-equivalent transition systems.

The beverage vending machines described in Example 7.48 (page 498) are not simulation-
equivalent if (as before) the set of propositions AP = { pay, beer, soda } is used. However,
TS; ~ TSs holds for AP = { pay } or for AP = { pay, drink }. [ |

The simulation preorder < and its induced equivalence may also be adopted to compare
states of a single transition system.

Definition 7.58. Simulation Order as a Relation on States

Let TS = (S, Act,—, I, AP, L) be a transition system. A simulation for T'S is a binary
relation R C S x S such that for all (s1, $2) € R:

1. L(él) = L(ég)

2. If ¢} € Post(s1), then there exists an s, € Post(ss) with (s}, $5) € R.

State s1 is simulated by s2 (or $o simulates s1), denoted s1 <gg $9, if there exists a
simulation R for T'S with (s1,s2) € R. States s1 and so of TS are simulation-equivalent,
denoted $1 ~=¢g So2, if 81 =15 S92 and S <pg S1. [ |

For state s, let Simgg(s) denote the simulator set of s, i.e., the set of states that simulate

s. Formally:
Sjst(S) - {5’ S S | S st 5’} .

For convenience, the branching-time relations introduced so far are summarized in Figure
7.24.

As stated on page 457 for bisimulations, the relation <, on S x S results from = via

§1 2pg 82 if and only if TS, =< T8S,,
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stmulation order
$1 =g 2 & there exists a simulation R for T'S with ($1,82) € R

simulation equivalence
81 Mqg 82 & 81 Sqg 2 and s =pg 81

bisimulation equivalence
$1 ~rs S2 & there exists a bisimulation R for TS with (s1,s2) € R

Figure 7.24: Summary of the relations <zg, ~rg, and ~gg.

where TS, arises from TS by declaring s as the unique initial state. Vice versa, TS = T'Ss
if each initial state s; of T'S7 is simulated by an initial state of T'S; in the transition
system TS; @ TS;. Analogous observations hold for the simulation equivalence. These
observations allow us to say that a state $; in a transition system T'S; is simulated by a
state so of another transition system T'Ss, provided that the pair (s1,s2) is contained in
some simulation for (T'S1, T'Ss).

In analogy to Lemma 7.8, <y is the coarsest simulation. Moreover, the simulation order
on TS is a preorder (i.e., transitive and reflexive) on TS’s state space and is the union of
all simulations on TS.

Lemma 7.59. =1 is a Preorder and the Coarsest Stmulation

For transition system TS = (S, Act, —, I, AP, L) it holds that:

1. =25 is a preorder on S.
2. =pg 18 a simulation on TS.

3. =pg is the coarsest simulation for TS.

Proof: The first claim follows from Lemma 7.49 (page 453). To prove the second statement
we show =<y fulfills conditions (1) and (2) of simulations on TS (Definition 7.58). Let
s1 =g S2 for s1, $o states in T'S. Then, there exists a simulation R that contains (s1, s2).
Since conditions (1) and (2) of Definition 7.58 hold for all pairs in R, L(s1) = L(s2) and
for any transition s; — s, there exists a transition so — ¢, with (s],s}) € R. Hence,
8 <1g sh. Thus, =g is a simulation on TS.
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The third claim follows immediately from the second statement (=< is a simulation) and
the fact that s; =7g so if there exists some simulation containing (s1, s2). Hence, each
simulation R is contained in =<q. [ ]

Let us now define the quotient transition system under simulation equivalence for tran-
sition system T'S = (S, Act,—, I, AP, L). For simplicity, we omit the subscript TS and
simply write < rather than <,y and ~ rather than ~.

Definition 7.60. Simulation Quotient System

For transition system TS = (S, Act, —, [, AP, L), the simulation quotient transition system
TS/~ is defined as follows:

TS/~ = (§/= {7}, =~ 1x,AP, L)

where I = {[s]~|s€ [}, Lo([s]~) = L(s), and

— . Is delined by:

Note that the transition relation in Definition 7.60 is similar to that of the bisimula-
tion quotient of T'S, but considers equivalence classes under ~ rather than ~. From the
definition of —. it follows that

B—_C ifandonlyif dse€ B. 3 cC.s—5s.
In contrast to the bisimulation quotient, this is not equivalent to
B—_C ifandonlyif Vse B.3s e C.s—5.

Stated in words, B — . (' does not imply that Post(s) N C # @ for any s € B. Thus, in
general, we have T'S # T'S/~. However, simulations can be established for T'S and T'S/ ~
in both directions. That is to say, T'S and T'S/~ are simulation equivalent:

Theorem 7.61. Simulation equivalence of TS and TS/~
For any transition system TS it holds that TS ~ TS/~.

Proof: TS < TS/~ follows directly from the fact that the relation R = {(s,[s]~) | s €S}
is a simulation for (TS, TS/ ~). We show that T'S/~ < TS by establishing a simulation
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R! for (TS/=~, TS). First, observe that R’ = R~ = {([s]~,s) | s € S} is not adequate,
as it is possible that s’ ~ s, s — t/, but [t']. N Post(s) = &. Instead,
R = {([s]~,t) | s Xt}

is a simulation for (T'S/~, T'S). This is proven as follows. Each initial state [sg]~ in T'S/ ~
is simulated by an initial state in TS, since [so]~ =X $9 and sg € I. In addition, [s]~ and t are
equally labeled as s < ¢ and all states in the simulator set Simpg(s) = {s' € S| s <58 }
of s are equally labeled. It remains to check whether each transition of [s]~ is mimicked
by a transition of ¢ for s <t. Let B € S/~, (B,t) € R/, and B— . C be a transition in
TS/ ~. By definition of — ., there exists a state s € B and a transition s — s’ in TS such
that C = [¢']~. As (B,t) € R/, t simulates some state v € B, i.e., u <t for some u € B.
Since $,u € B, and all states in B are simulation-equivalent, we get u <t and s < u (and
u =< 8). By transitivity of <, we have s < t. There is thus a transition ¢t —t' in T'S with
s’ X t'. By definition of R’, (C,t') = ([¢']~, ") € R'. |

Remark 7.62.  Alternative Definition of the Simulation Quotient System

Let us consider the following alternative definition of the simulation quotient system. Let
TS be a transition system as before and

TS/EI — (S/g7 {T}y—>;7[§,AP, L:)

/

where I and L. are as in Definition 7.60 and where the transitions in T'S/ ~ arise by

the rule
B,B'eS/~ A VseB3deB.s—4

sl — 7 [8]~

(where the action labels are omitted since they are not of importance here). Clearly,
TS/ ~' is simulated by TS as R = {([s]~,s) | s € S} is a simulation for (T'S/ =/, TS).
However, we cannot guarantee that the reverse holds, i.e., that TS is simulated by TS/ ~'.

Let us illustrate this by means of an example. Assume that T'S has two initial states s;
and so with Post(s1) = {20+ 1 | ¢ > 0} and Post(se) = {2i | ¢ > 0}. Moreover, assume
that

122X3=<...

while state n+1 £ n for all n € IN. For instance, the state space of T'S could be {s1, 52} U
INU{t, | n € N} with s; = 2i+jforalli >0,j=1,2, n —1, and t,,.1 — ¢, for all n > 0,
while state tg is terminal. Moreover, we deal with AP = {a,b} and L(s1) = L(s2) = {a },
L(n) = {b} and L(t,) = @ for all n > 0. Then {; < t; if and only if i < j which yields

i =g j if and only if i < j
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and s1 ~74 $2. In the quotient system T'S/~', states s; and so are collapsed into their sim-
ulation equivalence class B = { s1, s2 }. Since the states in IN are pairwise not simulation-
equivalent and since s; and $9 do not have any common direct successor, B is a terminal
state in T'S/ ~'. In particular, the reachable fragment of T'S/ ~' just consists of the ini-
tial state B and does not have any transition. Thus, T'S/ ~" and T'S are not simulation
equivalent.

In the above example, TS is infinite. If, however, we are given a finite transition system,
then TS/~' simulates TS, which yields the simulation equivalence of T'S and TS/ ~'. To
see why it suffices to establish a simulation for (TS, T'S/~'). Let

R'={(s,[t]~) | s 2t}

and show that R’ is a simulation for (TS, TS/ ~'). Conditions (A) and (B.1) are obvious.
Let us check condition (B.2). We use the following claim:

Claim. It B € S/ ~,t € B and t — ', then there exists a transition ¢t —t such that
t' =<t and B—" [t/ ..

maxr maxr

/
mar

Proof of the claim. Let t

" ae D€ such that ¢ is "maximal” in the sense that for any
transition ¢t — v where ¢

gz = U we have ¢/~ v. (Such "maximal” elements exist since
TS is finite.) For each state u € B, we have t ~ . Since t < u, there exists a transition
u—u' with ¢ <. And vice versa, since u < ¢, there exists a transition ¢t —v with
v’ < v. But then ¢/ =< v by the transitivity of <. The maximality of ¢/, vyields

=<u <vwegett —~u. We conclude that all states u € B have

maxr
t' . = v. Since t/
]~. This yields B —" [t} ,z]~-

an outgoing transition leading to a state in [t],,,

maxr

We now use the above claim to show (B.2) for R’ when TS is finite. Let us now suppose
that (s, B) € R’ and that s — ¢’ is a transition in T'S. We take an arbitrary representative
t € B. By definition of R/, state ¢ simulates s. Thus, there exists a transition ¢ —t’ with
s’ =< t/. The above claim yields the existence of a transition { — ¢ with ¢/ < ¢/ and

/
mar max

B —' C where C' = [t .. ]~. But then s’ <1/  and hence, (s',C) € R'. [ |

maxr

7.4.2 Bisimulation, Simulation, and Trace Equivalence

In this monograph, various equivalences and preorder relations have been defined on tran-
sition systems. This section compares bisimulation, simulation, and (infinite and finite)
trace equivalence as well as the simulation preorder and trace inclusion. In the sequel of
this section, let TS; = (S;, Act;, —, I;, AP, L;), i = 1,2, be transition systems over AP.
We first observe that bisimulation equivalence implies simulation equivalence. This simply
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follows by the symmetry of the conditions required for bisimulations. However, there are
simulation equivalent transition systems which are not bisimulation equivalent. Note that
bisimulation equivalence requires that whenever s; ~ s9, then every transition s; — 5'1
can be mimicked by a transition s; — s, such that s} ~ s}. Simulation equivalence,
however, requires that whenever $1 ~ s9, then $; — s} can be mimicked by 9 — s} such
that s] =< s, (but not necessarily s} ~ s}!). The fact that TS} ~ TSy does not always
imply T'S; ~ TS, is illustrated by the following example.

Example 7.63.  Similar but not Bisimilar Transition Systems

Consider the transition systems T'S; (left) and TSy (right) in Figure 7.25. T'S; o T'Se, as
there is no bisimilar state in T'S; that mimics state s9; the only candidate would be %o,
but so cannot mimic to — t4. TS1 and TS, are, however, simulation-equivalent. As TS,
is a subgraph (up to isomorphism) of T'S;, we obtain TSy < T'S;. In addition, T'S; < T'Sy
as

R = {(s1,t1), (82, t2), (83, 12), (54, 13), (85, 04) }

is a simulation relation for (T'S1, T'S2). [ |

(s)a) (1)1}
OIS OL ()
OO OO

Figure 7.25: Simulation-, but not bisimulation-equivalent transition systems.

Theorem 7.64. Bisimulation is Strictly Finer than Simulation Equivalence

TS ~ TSy implies TSy = TSs, but TSy o+ TSs and TSy ~ TS, is possible.

Proof: Suppose TS; ~ TSs. Then, there exists a bisimulation R for (TSq, TSs). It
follows directly that R is a simulation for (T'Sy, T'Sz), and that R~! is a simulation for
(TS, T'S1). Hence, T'S; ~ TSs. Example 7.63 provides transition systems T'S; and TS,
such that TSy =~ TSs, but T'S; # TSo. [ ]

Recall the notion of AP-determinism (see Definition 2.5 on page 24).
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Definition 7.65. AP-Deterministic Transition System
Transition system T'S = (S, Act,—, I, AP, L) is AP-deterministic if

1. for ACAP: [In{s|L(s)=A} < 1,and

2. for s € S: if s 2 ¢" and s % ¢ and L(s') = L(s"), then s’ = s".
|

The difference between ~ and ~ crucially relies on AP-determinism, e.g., transition system
TS; in Figure 7.25 (left) is not AP-deterministic as its initial state has two distinct @-
SuCccessors.

Theorem 7.66. AP-Determinism Implies ~ and ~ Coincide

If TS, and TSy are AP-deterministic, then TSy ~ TSo if and only if T'S1 ~ TS;.
Proof: see Exercise 7.3. [ |

This completes the comparison between bisimulation and simulation equivalence. To en-
able the comparison with trace equivalence, we first consider the relation between < and
(finite and infinite) trace inclusion.

Theorem 7.67. Simulation Order vs. Finite Trace Inclusion

TSy % TSy implies Tracess,(T'S1) C Tracess,(TS2).

PT‘OOf.' Assume T81 = TSQ. Let 7/1'; be S1 = $0,151,1521---8n1 S PathSﬁn(Sl) where
$1 € I, i.e., $1 is an initial state in T'Sy. Since TS; =< TSs, there exists s € Is such that
s1 = s2. As =< can be lifted to finite path fragments (see Lemma 7.55 on page 504), it
follows that there exists Ty € Pathsg,(s2), say, of the form so = sg251,2522... 52, such
that 71 < 72, i.e,, $51 =< ;2 for 0 < j <n. But then L(s; 1) = L(s;,2) for 0 < j < n, that
is, trace(m) = trace(ms). u

Corollary 7.68. Simulation Preserves Safety Properties

Let Pyope be a safety LT property and TSy and TSy transition systems (all over AP) without
terminal states. Then:

T81 j TSQ and TSQ |: Psafe implies T31 |: Psafe-
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Proof: Follows directly from Theorem 7.67 and the fact that Tracesg, (T'S2) 2 Tracess,(T'S1)
implies that if T'Sy |= Py, then TS; |= Pyyp (see Corollary 3.15 on page 104). [ |

Theorem 7.67 relates simulation preorder and finite trace inclusion, and cannot be obtained
for trace inclusion. That is, in general, TS; < TS does not imply that Traces(TS;) C
Traces(TSy). This is illustrated by the following example.

Ezample 7.69.  Simulation Preorder Does Not Imply Trace Inclusion

Consider the transition systems T'S; (left) and TSy (right) depicted in Figure 7.26. We
have TSy = TSs, but Traces(TS1) € Traces(TSs) since {a } @ € Traces(TS1) but {a} @ &
Traces('TSy). This is due to the fact that so < to, but whereas s, is a terminal state, o is

(s)(a) (1){a)
O Ol

Figure 7.26: T'S; < T'Se, but Traces(TSy) € Traces(TSz).

not. (Note that terminal states are simulated by any equally labeled state, be it terminal
or not). As a result, a trace in T'S; may end in so, but a trace in T'Se cannot end in f5. W

The example indicates that terminal states are an essential factor of not preserving trace
inclusion. Indeed, if terminal states are absent in T'S; and T'S; = TS, then all paths in
TS, are infinite and the path fragment lifting for simulations yields that each path of T'S;
can be lifted to an infinite path in T'Ss. This yields:

Theorem 7.70. Simulation Order and Trace Inclusion

If TSy < TSy and TSy does not have terminal states then Traces(TSy) C Traces(TSs).

Thus, for transition systems without terminal states, the result stated in Corollary 7.68
holds for all LT properties and not just the safety properties.
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For the class of AP-deterministic transition systems one obtains a similar result. Here,
however, we have to deal with simulation equivalence and trace equivalence (rather than
the simulation preorder and trace inclusion).

Theorem 7.71. Simulation in AP-Deterministic Systems

If TSy ~ TSy and TSy and TS, are AP-deterministic then Traces(TSy) = Traces(TSz).

Proof: See Exercise 7.3. ]

Corollary 7.72.  Simulation and (Finite) Trace Equivalence

For transition systems TS, and TSy over AP:

(a) If TS, ~ TS,, then Tracesg,(TS1) = Tracesg, (TSz).

(b) If TSy and TSy do not have terminal states and TS; ~ TSy, then
Traces(TS1) = Traces(TS2).

(¢) If TSy and TSy are AP-deterministic, then TSy ~ TSy if and only if Traces(TS;) =
Traces(TSs).

Proof: Claim (a) follows from Theorem 7.67, claim (b) from Theorem 7.70. Claim (c)
follows from (and only if) Theorem 7.71 and (if) Exercise 7.3. [

Simulation equivalent transition systems without terminal states satisfy the same L'T prop-
erties, and hence, the same LTL formulae. Claim (c¢) together with Theorem 7.66 yield
that for AP-deterministic transition systems, ~, ~, and trace equivalence coincide. (Fi-
nite) Trace equivalence does not imply simulation equivalence. This is illustrated by the
two beverage vending machines described in Example 7.48 on page 498.

Remark 7.75.  Bisimulation and Trace Equivalence

Since ~ is finer than =, it follows from Theorem 7.67 (page 512) that ~ is finer than finite
trace equivalence:

TSy ~ TS, implies Tracesf,(TS1) = Tracess,(TSz).

However, bisimulation equivalent transition systems are even trace eqivalent. That is,
TSy ~ TSy implies Traces(TS;) = Traces(TSz). This applies to any transition system

Petitioner Exhibit 1002-1518



Simulation and VCTL* Equivalence 515

bisirmulation equivalence

’I“Sl ~ I‘S} \

simulation equivalence trace equivalence
TS5y = TS Traces(Ty) = Traces(TSs)

\ finite trace equivalence

Tracess, (T1) = Tracess,(TS:)

simulation order trace inclusion
TS = TS, Traces(T1) C Traces(TSs)

\ finite trace inclusion /

Tracesp, (T1) € Tracesg.(T5)

Figure 7.27: Relation between equivalences and preorders on transition systems.

TSy, i.e., the absence of terminal states (as in Theorem 7.70 on page 513) is not required.
This stems from the fact that a terminal state cannot be bisimilar to a nonterminal state,
while terminal states are simulated by any state with the same label. ]

Figure 7.27 summarizes the relationship between bisimulation, simulation, and (finite and
infinite) trace equivalence as well as simulation order and trace inclusion in the form of
a Hasse diagram. The vertices of the diagram are relations, and an edge from R to R/
means that R is strictly finer than R’, that is to say, R is more distinctive than R’. Recall
that for AP-deterministic transition systems, ~, ~ and trace equivalence coincide.

7.5 Simulation and VCTL" Equivalence

The aim of this section is to provide a logical characterization of the simulation order <.
This amounts establishing an analogous result to the theorem stating that bisimulation
equivalence coincides with CTL* (and CTL) equivalence for finite transition systems with-
out terminal states. That is to say, given two transition systems T'S; and T'So, the aim
is to characterize the relation < in terms of the satisfaction relations on T'S; and T'Ss for
some temporal logic. In fact, from the results of the previous section, it can be inferred
that for transition systems without terminal states, T'S; = TSy implies trace inclusion of
TS; and TSz, and thus whenever T'Sy |= @ for a LTL formula ¢, it follows TS | ¢. In
this section, it is shown that this not only applies to any LTL formula, but for a fragment
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of CTL* that includes LTL.

Since = is not symmetric, it cannot be expected that < can be characterized by a sublogic
of CTL* which allows negation of arbitrary state formulae. This can be seen as follows.
Let L be a fragment of CTL* which is closed under negation, i.e., ® € L implies =® € L,
such that for any transition system TS without terminal states and states s1, $o of T'S:

s1 =rg 5o iff  for all state formulae ® of L: so =& = 1 | ©.

Let $1 =rg $2. Note that so = —® implies s1 = =P, i.e., s1 £ =P implies s = —P. Then,
for any state formula ® of L:

51|:(I) — 51[75—@) — 52[75—@) — 52|:(I).

Hence, so =15 s1. Thus, a logic that characterizes <45 cannot be closed under negation,
as that would require <;¢ to be symmetric which, however, is not the case.

The proof of the path-lifting lemma (Lemma 7.55 on page 504) informally explains why
for every LTL formula ¢ such that so | ¢ we have s; = @. This observation can be
generalized for CTL* formulae of the form Vg, provided that the state formulae in ¢
contain neither negation nor existential quantification. These considerations motivate the
definition of the universal fragment of CTL*, denoted VCTL*.

Definition 7.74. Universal Fragment of CTL*

The universal fragmeni of CTL*, denoted VCTL*, consists of the state formulae ® and
path formulae ¢ given, for ¢ € AP, by

& = true ‘ false ‘ a ‘ —a ‘ by A Dy ‘ BV Dy ‘ Yo

p = O ‘ O ‘ 1 N\ P2 ‘ w1 V2 ‘ w1 U2 ‘ 1 Ro.

State formulae in VCTL* are required to be in positive normal form, (negations may only
occur adjacent to atomic propositions) and do not contain existential path quantifiers.
Due to the positive normal form (PNF, for short), the release operator R is considered as
a basic operator in the logic. The universal fragment of CTL, denoted VCTL, is obtained
from the definition of YCTL* by restricting the path formulae to

o= O ‘ O, U Dy ‘ ®1R Oy
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The eventually and always operators are obtained by the VCTL* path formulae Oy =
true U and [y = false R . Similarly, in YCTL these modalities are obtained by VO® =
V(trueU @) and VIO = V(false R ).

VYCTL* covers all safety properties that can be expressed in CTL*. The following result
shows that for any LTL formula there exists an equivalent YVCTL* formula.

Lemma 7.75. YCTL" Includes LTL

For every LTL formula @ there exists an equivalent YCTL* formula.

Proof: Tt follows from Theorem 5.24 (page 257) that for any LTL formula ¢ there exists
an equivalent LTL formula in PNF. From the definition of VCTL* and positive normal
form LTL, it follows directly that any LTL formula in PNF can be regarded as a VCTL*
formula. [ |

Vice versa, the universal fragment of CTL* is more expressive than LTL, as, e.g., VOVa
is a VCTL* formula that has no equivalent LTL formula. The following theorem indicates
a temporal logic characterization of the simulation order by VCTL* and VCTL.

Theorem 7.76. Simulation Order and YVCTL* /NCTL

Let TS be a finite transition system without terminal states and $1, so be states of T'S. The
following statements are equivalent:

(a) s1 Zqs S2.
(b) For allVCTL* formulae ®: so = ® implies s1 |= P.

(¢) For allVCTL formulae ®: s |= ¢ implies s1 |= ®.

Proof: The proof technique is analogous to Theorem 7.20 (page 469).

(a) = (b) follows from the following claims that hold for arbitrary (i.e., not necessarily
finite) transition system TS with state space S:

(i) if 81 =<7g 82, then for all VCTL* state formulae ®: so = ® implies s1 = ®.

(ii) if m1 <z 72, then for all VCTL* path formulae @: mo |= ¢ implies 71 = .
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The proof of these claims is by structural induction, similar to Lemma 7.26 (page 473),
and is omitted here. See also Exercise 7.14. For the treatment of formulas V¢ in the step
induction for (i), the assumption that the given transition system does not have terminal
states is crucial, since it permits path lifting rather than just path fragment lifting.

(b) = (¢) is obvious since YCTL is a sublogic of YCTL".

(c) = (a). Let S be the state space of the finite transition system TS. It suffices to show
that
R={(51,8) €SxS|V®eVCTL s5 =@ = s1 =D}

is a simulation for T'S. This is proven by checking the conditions of a simulation relation.
Let (81, 82) eR.

1. If AP is finite, then we can argue by means of the formula

o = A a A A —a.

a€L(sz) a€AP\L(s2)

Note that ® is a propositional formula in PNF, and hence a YCTL formula. Since
s2 |= ® and (s1, 82) € R, we obtain s; = ®. As ® uniquely characterizes the labeling
of s1, we have L(s1) = L(s2).

If AP is infinite we need a slightly different argument. Let a € AP. If a € L(s2),
then so |= a. Since the atomic proposition a is a VCTL formula, we get s1 = a (by
definition of R), and therefore a € L(s;1). Similarly, if a ¢ L(s2), then s2 = —a.
Again, as —a is a VCTL formula and by definition of R, we get s1 = —a, and hence
a ¢ L(s1). This yields L(s1) = L(s2).

2. The idea for establishing the condition (2) of simulation relations is to define a VCTL
master formula ®,, for the downward closure of state u with respect to R, i.e.,

Sat(®,) = ul ={teS|(tu) eR}.

The definition of ®,, is as follows. If u, ¢ are states in T'S with ¢ ¢ ] then, according
to the definition of ] and R, there exists a VCTL formula ®,; such that u |= ®,;
and ¢ [~ ®, ;. Let ¢, be the conjunction of all formulae ®,,; where ¢ & u]:

q)u = /\ q)u,t

tes
(tu)gR

As TS is finite, ®,, arises by a finite conjunction, and thus, it is a VCTL formula. In
fact, ®, is a master formula for u]:

Sat(P,) = ul
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Let us check this. If v ¢ u| then (v,u) ¢ R and ¥, has the form ... A QA .. ..
Hence, v [£ ®, (as v [~ ®y ), and therefore v ¢ Sat(®,). Vice versa, if v € u| then
(v,u) € R. As u = &, we get v = &, (by definition of R). Hence, v € Sat(d,,).

It remains to prove that whenever (s1,$2) € R and s; — s}, we have that so — s}
such that (s}, sh) € R. Since TS is finite, the set of direct successors of s, is finite, say
Post(ss) = {u1,...,u; }. Let &; = &, be the master formula for u, |, for 0 < i < k.
From u; € w;], it follows u; = ®;. Hence:

So |: VO \/ (I)z’
0<i<k
Since (s1,82) € Rand V() V &;is a VCTL formula, we have:
0<i<k
S1 |: VO \/ (I)z’
1<i<k
Since ¢} € Post(s1), s| € Sat(®;) for some i € {1,...,k}. Hence, s§ € u;l, ie.,

(s],u;) € R. Taking s, = u;, we obtain sy — s, and (s}, s5) € R.
|

Theorem 7.76 can be reformulated for the simulation order between transition systems.
This yields

T81 = TSQ if and on]y if TSQ |: ¢ = T81 |: d
for any YCTL* (or VCTL) formula ®. As the proof of Theorem 7.76 does not exploit the

until operator, this result applies to the fragment of CTL* that consists of literals (i.e.,
atomic propositions and their negations), conjunction, disjunction, and the modality V().

Example 7.77.  Distinguishing Nonsimilar Transition Systems

Consider the transition systems T'S; (left) and TSy (right) in Figure 7.28. T'S] is simulated
by TSs, but due to the self-loop in the initial state, TSy A TS;. This can also be established
by providing a VCTL formula ® such that, e.g., TS; = ® whereas T'Ss [~ ®. Such a VCTL
formula is

® = VONMO-a v YOa).

An alternative logical characterization of < is obtained by replacing the universal quantifier
V by the existential quantifier 3 using the CTL* duality rule: Vi = —3—p. Theorem 7.76
yields:

s1 =qg so iff  for all formulae Jp: 51 = Jp implies s = Jop.
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{a} {a}

%) a
@ { } @ {a}
O O O O

Figure 7.28: TS; =< TSy, but TS, A TS;.

Here, ¢ is an arbitrary CTL* path formula that does not contain universal path quantifiers,
and is in PNF. Such formulae are ICTL* formulae.

Definition 7.78. Existential Fragment of CTL*

The existential fragment of CTL*, denoted ICTL*, consists of the state formulae ® and
path formulae ¢ given, for a € AP, by

d = true ‘ false ‘ a ‘ - ‘ b1 A Dy ‘ D,V Py ‘ Jp

p = O ‘ O ‘ 1 N\ P2 ‘ w1 V2 ‘ w1 U2 ‘ 1 Ro.

The existential fragment of CTL, denoted ICTL, is obtained by restricting the path
formulae in the above definition to

o= O ‘ O, U Dy ‘ ®1R Oy

The modalities eventually and always can be derived as for VCTL* and VCTL.

Theorem 7.79. Simulation Order and 3CTL* /3CTL

Let TS be a finite transition system without terminal states, and s1, so states of TS. Then,
the following statements are equivalent:

(a) 51 215 52.
(b) For all 3CTL* formulae ®: s1 = ® implies so |= P.
(¢) For all 3CTL formulae ®: s1 |= ¢ implies so |= ®.
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Proof: Directly from Theorem 7.76, as statements (b) and (c) here are the duals to state-
ments (b) and (c) in Theorem 7.76. [

Corollary 7.80. Characterizations of Simulation Equivalence

Let TS be a finite transition system without terminal states and s1, $o be states in TS.
Then the following five statements are equivalent:

(a) $1 1 So.

(b) s1 and so satisfy the same YCTL* formulae.
(c) s1 and so satisfy the same Y CTL formulae.
(d) s1 and so satisfy the same ICTL" formulae.

(e) s1 and so satisfy the same ICTL formulae.

Proof: From Theorems 7.76 and 7.79. [ |

In fact, this result can be strengthened as the listed equivalences coincide with the logical
equivalence on the sublogic of CTL that just contains atomic propositions and their nega-
tions, conjunction, disjunction, and the next-step operator (), with either a universal or
existential path quantifier.

7.6 Simulation-Quotienting Algorithms

This section presents algorithms for obtaining the simulation quotient TS/~ for finite
transition system TS. Such algorithms serve two purposes. First, they can be used to
verify whether TSy ~ T'Ss by considering the simulation quotient of T'S; & T'Ss (see page
457). Secondly, such algorithms can be used to obtain the abstract (and thus smaller)
transition system TS/~ in a fully automated manner. As TS ~ TS/~ it follows that
any verification result for T'S/~, either being negative or positive, carries over to TS.
This applies to any formula expressed in either the universal or existential fragment of
CTL or CTL*. Since simulation equivalence is coarser than bisimulation equivalence, the
quotient T'S/~ is at most as large as—but maybe significantly smaller than—TS/~. The
bisimulation quotient of a given infinite state transition system might be infinite whereas
its simulation quotient is finite.
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The goal of this section is to present an algorithm which takes as input a finite transition
system TS = (S, Act,—, I, AP, L), possibly with terminal states, and computes the simu-
lation order =<r¢. Clearly, this algorithm yields at the same time an automatic approach
to check whether one finite transition system simulates another one and a sound, but
incomplete technique for proving finite trace inclusion. The basic scheme for computing
the simulation order is sketched in Algorithm 33.

Algorithm 33 Computation of the simulation order (basic idea)

Input: finite transition system TS over AP with state space S
Output: simulation order =< g

R = {(s1,82) | L(s1) = L(s2) &5

while R is not a simulation do
choose (s1,$2) € R such that s — &}, but there is no s}, such that s — s and
(s},8h) € R;
R:=R\{(s1,%2)}

od

return R

The number of iterations is bounded above by |S|?, since

S xS QR() 27?,1 27?,2 2 27?,” ==

where R; denotes the relation R at the start of the (i+1)st iteration.

In the following, we discuss some details that permit an efficient implementation of this
algorithm. Instead of explicitly representing R, we use

Simp(s1) = {s2€ 5| (s1,82) €R}.
Note that Simp(s1) is a superset of Simygg(s1). This yields Algorithm 34.

A straightforward implementation of Algorithm 34 yields a time complexity O(M - |S]?),
where M, the number of edges in the state graph G(TS5), is assumed to be at least |S|. Let
us briefly sketch how this time complexity is established. In every iteration, it is checked
for each transition s; — §|, whether there exists a state sy € Sim(s;) that cannot simulate
this transition. Let counter d(s], s2) denote the number of successors of s5 that belong to
the current simulator set of 5’1, ie.,

5(s},82) = |Post(sz) N Sim(s})]|.

The initialization of these counters can be done in O(M|S]) by setting §(s], s2) = |Post(s2)|
for each sy € Sim(s1) and s} € Post(s1). Checking Post(s2) N Sim(s}) = & reduces to
check whether §(s], s2) = 0. Given a matrix representation of ¢, this takes O(1). Consider
now the operations during an iteration. On removing state se from Sim(s1), we set
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Algorithm 34 Computation of the simulation order (first refinement)

Input: finite transition system TS over AP with state space S
Output: simulation order =< g

for all s;1 € S do
Sim(s1) == {s2 €S| L(s1) = L(s2) }; (* initialization *)
od

while 3(s1, s2) € S x Sim(s1).3s’, € Post(s1) with Post(ss) N Sim(s}) = @ do
1 1

choose such a pair of states ($1, $2); (* 51 Arg 2 ™)
Sim(sl) = Sim(sl) \ {82 };
od

(* Sim(s) = Simqg(s) for any s *)
return { (s1,s2) | s2 € Sim(s1) }

5(81,’02) = 5(81,’02) — 1 for all Vo € PI‘e(SQ).

(The number of direct successors of vy that can simulate s1 is reduced by one, viz. states
s2.) Assuming a list presentation of the sets Pre(-) and bit vector representations of
the simulator sets Sim(-), the total time complexity of the body of the while-loop (when
ranging over all iterations) is in O(M - |S|). Note that each state sg is removed from
Sim(s1) at most once. Hence, the total number of steps performed in the body of the

while-loop is bounded by
O(3 3 IPre(sy)l) = O(M-|S]).
81E€85 52€8

=M

In order to check whether R is a simulation, we may inspect all transitions s; — ¢} and all
states so and check whether the counter §(s}, s2) is 0. If so and (s1, s2) € R, then R is not
a simulation. Otherwise we have found a pair ($1, s2) to be removed from R in the body
of the while-loop. As |S|? is an upper bound for the number of iterations of the while-loop
and the costs required to check the condition of the while-loop are in O(M|S|), the total
time complexity of Algorithm 34 is O(M:|S|?).

With a simple trick, the time complexity can be reduced to O(M:|S|?). The idea is to
organize all pairs (8], $2) where (s}, s2) = 0 in a list and to pick one such pair (s, s2)
per iteration, rather than seeking for a pair (s1, s2) that violates the simulation condition.
In each iteration, we run through the predecessor list of s} and check for each state
s1 € Pre(s)) whether so € Sim(s1). If so, then we remove sg from Sim(s1) and decrement
the counters §(s1,v9) for all states ve € Pre(se). In case d(s1,v2) becomes 0, the pair
(s1,v2) is inserted in the list organizing all pairs where §(-) is 0.
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An Efficiency Improvement We now discuss a further refinement of Algorithm 34
that leads to the worst-case time complexity O(M-|S|). The crux of this more efficient
realization is the following observation. Suppose s; — s} and $2 — s}, and we are about
to remove s, from Sim(s}). If state s, is the only direct successor of so that belongs to
the current simulator set of ¢}, i.e,

s1 € Pre(s)), s2 € Sim(s1) and Sim(s}) N Post(sg) = { s} },

then there does not exist a transition so — s, which can simulate s; — s}. Hence, so—in
fact, any direct predecessor of s}, for which this holds—can be safely removed from Sim(s7).

This observation can be generalized to sets of states. Let Sim,;y(s1) 2 Sim(s$1) denote the
simulator set that preceded the last removal of states from Sim(s1); initially Simgg(s1) =
S. On the removal of s}, from Sim(s]), we consider all direct predecessors of s}, and remove
all states in

Remove(s}) = Pre(Simaq(s))) \ Pre(Sim(s}))

from Sim(s1). This is justified as all the states in this set do not have a successor sim-
ulating s}, and thus these states cannot simulate any of the predecessors of s}. (Note
that Post(se) N Sim(s}) # @ if and only if so € Pre(Sim(s¢})).) This yields Algo-
rithm 35, which also takes into account that a terminal state cannot be in the sim-
ulator set of a nonterminal state. Thus, when ¢} is considered the first time, then
Remove(s)) consists of Pre(S) \ Pre(Sim(s})) and all terminal states (that is, we define
Remove(s}) = S\ Pre(Sim(s}))).

The next observation is that there is no need to explicitly represent the sets Simgq(-). The
sets Remove(+) are dynamically adapted on modifying Sim(s1). The termination condition
of the iteration can be replaced by Remove(s|) = @ for all | € S. Intuitively speaking,
this means that there are no states that need to be removed from the sets of simulators
Sim(sy) for s; € Pre(s]). Let s| be a state such that Remove(s)) # @. Now consider all
pairs (s1,s2) € S x S such that

so € Remove(s}) = Pre(Simyq(s))) \ Pre (Sim(s}))
and $1 € Pre(s}). Then, s; — ¢}, but there is no transition in s2 — s, € Sim(s}).

This yields s1 Zrs s2. Therefore, so can be removed from Sim(s1). Accordingly, the set
Remove(sy) is extended with any state s such that

s € Pre(se) and Post(s) N Sim(s1) = .

For these states s, we have: if u — s1, then there is no matching transition s — t with
t € Sim(s1). Thus, u A7s s. Hence, if in a later iteration of the while-loop, state s; is
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Algorithm 35 Computation of the simulation order (second refinement)

Input: finite transition system TS over AP with state space S

Output: simulation order =< g

for all s;1 € S do

Simgg(s1) := undefined;

Sim(sl) = {82 es | L(Sl) = L(SQ)}
od

while Js € S with Sim,;y(s) # Sim(s) do
choose s} such that Sim(s)) # Sim(s))
if Sim,4(s}) = undefined then
Remove(s]) := S\ Pre(Sim(s}))
else
Remove(s]) := Pre(Sim,i4(s})) \ Pre(Sim(s}))
fi
for all s; € Pre(s}) do
Sim(s1) := Sim(s1) \ Remove(s)
od
Simold(sll) = S1m(s'1)
od
return { (s1,s2) | s2 € Sim(s1) }
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chosen, then the simulator sets of the predecessors u € Pre(s1) are regarded and state s
is to be removed from Sim(u). This yields Algorithm 36.

Algorithm 36 Computation of the simulation order
Input: finite transition system TS with state space S
Output: simulation order =< g

for all s;1 € S do
Sim(sl) = {82 es | L(Sl) = L(SQ) };
Remove(s1) := S\ Pre(Sim(s1))
od
(* loop invariant: Remove(s]) C S\ Pre(Sim(s})) *)
while (3s] € S with Remove(s]) # &) do
choose s} such that Remove(s)) # &;
for all so € Remove(s]) do
for all s; € Pre(s)) do
if so € Sim(s1) then
Sim(sl) = Sim(sl) \ {82 }; (* So € Simold(sl) \ Sim(sl) *)
for all s € Pre(sy) with Post(s) N Sim(s1) = @ do
(* s € Pre(Simyy(s1)) \ Pre(Sim(s1)) *)
Remove(s1) := Remove(sy) U {s}
od
fi
od
od
Remove(s)) := &; (* Simq(s
od
return { (s1,s2) | s2 € Sim(s1) }

) i= Sim(s}) ¥)

=~

Theorem 7.81. Partial Correctness of Algorithm 36

On termination, Algorithm 36 returns <.

Proof: First, observe that the outermost loop (i.e., the while-loop) maintains the following
loop invariant. For all states s1 € S:

(a) Remove(s1) € S\ Pre(Sim(s1)).
(b) {82 es | 81 =g 82} - Sim(sl) - {82 es | L(Sl) = L(SQ) }

(c) For all so € Sim(sy), one of the following two statements holds:
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e Js) € Post(s1) with Post(s2) N Sim(s}) = @ and sy € Remove(s)),
e Post(se) N Sim(s)) # @ for all s} € Post(s1).

From (c), it follows that whenever Remove(s]) = & for all s| € S, then:
Vs1 € 8.Vsp € Sim(s1).Vs) € Post(s1). Post(s2) N Sim(s}) # @.

Therefore, on termination, the relation R = {(s1,s2) | s2 € Sim(s;) } is a simulation for
TS. Assertion (b) implies that R agrees with <, as =14 is the coarsest simulation for
TS. ]

Lemma 7.82. Termination of Algorithm 36

For each pair (s, s)) € SXS, state sq is inserted in (and removed from) the set Remove(s})
at most once.

In particular, Algorithm 36 requires at most O(|S|?) iterations.

Proof: Assume s2 € Remove(s]) and let s] be the state that is selected in the outermost
iteration. Then sy ¢ Pre(Sim(s))) (by part (a) of the loop invariant established in the proof
of Theorem 7.81). Since the simulator sets are decreasing, so ¢ Pre(Sim(s})) in all further
iterations: the only possibility to insert s = so in Remove(s|) is when s € Pre(Sq) for
some state 5o € Sim(s}) with Post(s) N Sim(s}]) = {52 }. But then sy = s € Pre(Sim(s})).
Thus, sg will never be added to Remove(s)) once it has been deleted from Remove(s]). B

This lemma is the starting point for deriving the time complexity of Algorithm 36. Let M
be the number of edges in the state graph of T'S and assume M > |S|. Assume that list
representations for the sets of predecessors Pre(-) are available. As for the initial algorithm
to compute =g, we deal with counters

d(s1,8) = |Post(s) N Sim(s1)|.

Using Algorithm 29 (page 479), the initial simulator sets Sim(s1) = {s2 € S | L(s1) =
L(s2)} can be obtained in time O(|S| - |AP]). We then compute the sets Remove(s;) and
the counters 0(s1,s) in time O(M-|S]). In each iteration the counters d(si,s) need to
be updated. This is done as follows. On removing $o from Sim(si1), the list Pre(ss) is
traversed and we set

d(s1,8) = (s1,8) — 1 for every s € Pre(sy).

The check Post(s) N Sim(s1) = & boils down to §(s1,s) = 0 and can be performed in
constant time. The total costs of the outermost iteration can be estimated as follows. For
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each state so and each edge s — s9, the condition "so € Remove(s]) A $2 € Sim(s1)” is
satisfied at most once. Therefore, the code fragment

if so € Sim(s1) then
Sim(s1) := Sim(s1) \ { s2 };
for all s € Pre(sq) do
if Post(s) N Sim(s1) = @ then
Remove(s1) := Remove(s1) U {s};
fi
od
fi

causes the cost:

O 3 IPre(s2)l- 321 ) = o(-|sl),

82€S8 51E€S
——
M |S]

where we add up the costs over all iterations for which so € Sim(s;). The condition
s2 € Remove(s]) of the outermost for-loop is fulfilled at most once (see Lemma 7.82).
Thus, the total costs for all inner loops

for all s, € Remove(s]) do
for all s; € Pre(s,) do

od
od

is bounded by O(M). Under the assumption that M > |S|, we thus obtain:

Theorem 7.83. Complexity of Algorithm 36

The simulation order = of finite transition system TS = (S, Act,—, I, AP, L) can be com-
puted with Algorithm 36 in time O(M-|S| + |S|-|AP)).

The simulation equivalence ~;¢ and the simulation quotient system T'S/ ~ can be com-
puted with the same complexity.
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7.7 Stutter Linear-Time Relations

The equivalence and preorder relations considered so far require that each outgoing tran-
sition of state s is mimicked by an outgoing transition of the related state s’. We now
consider variants of trace equivalence and bisimulation that relax this requirement. Rather
than considering all transitions as “visible”, it is allowed to mimic an outgoing transition
s by a sequence of transitions starting from s’. Such sequences of transitions need to be
“invisible”, that is to say, all state changes (except the last state change) in such sequences
should not change the truth value of the atomic propositions that hold in s’. Such state
changes are called stutter steps. Equivalences and preorders that abstract from these stut-
ter steps, also referred to as internal or nonobservable steps, are called weak. In contrast,
trace equivalence, ~, =, and ~ are strong implementation relations as these relations
consider stutter steps as any other transition. Weak implementation relations are im-
portant for system synthesis as well as system analysis. To compare transition systems
that model a given system at different abstraction levels, it is often too demanding to
require a statewise equivalence. Instead, an action in a transition system at a high level
of abstraction can be modeled by a sequence of actions in the more concrete transition
system. Establishing, e.g., trace equivalence is then simply impossible. This is illustrated
by the following example.

Example 7.84.  Abstraction of Internal Moves

Consider the abstract program fragment « := ¢!, and let T'Sy;, be its underlying transition
system. Let T'S.,,. model the concrete program fragment

1= 2= 1;

while ¢ > 1 do
2i=zxi0:=10—1;

od

T =z

that computes the factorial of y iteratively. Clearly, T'S,s and TS.,,. are not trace-
equivalent. They, however, are related after abstracting from the iteration (and initial
assignments) in the concrete program under the assumption that the iteration (plus initial
assignments) does not affect the truth value of atomic propositions. This is guaranteed
when restricting to atomic propositions that only refer to the values of & and y, and, e.g.,
not to the individual program locations. [ |

Secondly, by abstracting from internal steps, quotient transition systems are obtained that
may be significantly smaller than the quotient under the corresponding strong implemen-
tation relation. This is due to the fact that quotienting with respect to a weak relation
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allows for abstracting from sequences of transitions such that all states on such paths can
be aggregated. Interestingly, though, still a rather rich set of properties is preserved under
such abstractions.

This section is concerned with a weak version of trace inclusion and trace equivalence.
Section 7.8 (from page 536 onward) deals with weak versions of bisimulation.

7.7.1 Stutter Trace Equivalence

Internal steps are transitions that do not affect the state labels of successive states. Thus,
intuitively, an internal step operates on program or control variables that are either not
visible from the outside or viewed to be irrelevant at a certain abstraction level. Such
transitions are called stutter steps.

Definition 7.85. Stutter Step

Transition s — s in transition system TS = (S, Act,—,I, AP L) is a stutter step if
L(s) = L(¢'). [

The notion of stuttering is lifted to paths as follows. Two paths are called stutter-
equivalent if their traces only differ in their stutter steps, i.e., if there is a sequence
AgA1As ... of sets of atomic propositions A; € AP such that the traces of both paths
have the form AS‘ATA;‘ e

Definition 7.86. Stutter-Equivalence of Paths

Let TS, = (S;, Act;, —4, I;, AP, L;) be transition systems without terminal states and
7; € Paths(TS;), i = 1,2. w1 and 7y are stutter-equivalent, denoted m; = o, if there
exists an infinite sequence AgA1As... with A; € AP and natural numbers ng,n1, 12, . . .,
mg, M1, M3, ... = 1 such that

trace(ﬂl) = A()...AO Al...Al A2A2

ng-times nq-times no-times

trace(ﬂg) = Ao...AO Al...Al A2A2

mo-times mq-times mo-times

Finite path fragments 71 in TS; and 72 in TSy are stutter equivalent, denoted 71 £ 7o,
if there exists a finite sequence Ag... A, € (247)T such that trace(7)) and trace(7s) are
contained in the language given by the regular expression AS‘ Af AT ]
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Note that it is not required that Ag, A1, As, ... are distinct. The notion of stutter equiv-
alence can be applied to (finite or infinite) path fragments of transition system TS by
setting T'S; = TSy = TS.

Example 7.87.  Stutter-Equivalent Paths
Consider the transition system T'Sg.,, depicted in Figure 7.29 and let AP = { crity, crits }.

)
)

SN

(w1, c2,y=0)

(e1, 2, y=0) (n1,c2,y=0)

Figure 7.29: Transition system of semaphore-based mutual exclusion algorithm.

All infinite paths in T'Sg., that agree on the first process acquiring access to the critical
section, and in which the two processes acquire access in a strictly alternating fashion, are
stutter-equivalent. For the case that process /) is the first to enter the critical section, all
such paths have a trace of the form

... .o{crity }... {crity y ... & {erite } ... {crito} @... & {crity }...{crit; } ...

' '

P in cs P> in cs P in cs

Consider, for instance, the following two infinite paths in T'Sg.p,:

T = (n1,ne) — (wi,ne) — (wi,ws) — (c1,w2) — (N1, ws) —
(ny,co) — (n1,ne) — (w1, n2) — (wi, ws) — {(c1,w2) — ...

mo = {(ny,ne) — (wi,ng) — {c1,n2) — (1, w2) — (N1, ws) —
(w1, we) — (w1, co) — (wy,ng) — {c1,n2) — ...

where for the sake of simplicity, we omitted the value of variable y in each state. Hence,
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71 27y, since for AP = { crity, crity }

trace(m) = @3{ecrit; } @ {crity} @3 {crit; }... and
trace(my) = @2 ({crity })? 2% {crity } @ {crity }...
Figure 7.30 indicates trace(w) and trace(ms) and their stutter equivalence. [

nypny winy wpwa |Clwa frpwa (R c (npny winy wiw;
]

]

Figure 7.30: Stutter-equivalent paths in T'Sge,,.

Notation 7.88. Stutter Equivalence for Executions and Traces

The notion of stutter equivalence can be adapted to execution fragments and words over
24P in the obvious way. Two execution fragments p1 and po of T'S] and TS are stutter-
equivalent, denoted pi = ps, if the induced path fragments are stutter-equivalent. Accord-
ingly, traces o1 and g9 over 24P are stutter-equivalent, denoted o1 £ o, if they are both
of the form AS‘ATA;‘... for Ag, A1, As,... C AP. ]

Transition systems T'S7 and TSy are stutter-equivalent whenever each trace of T'S; can be
mimicked by a stutter equivalent trace in T'Ss, and vice versa.

Definition 7.89. Stutter Equivalence of Transition Systems

Transition systems TS; over AP, i=1,2, are stutter trace equivalent, denoted TS; £ TSo,
if TS; <TS, and TSe TS, where < is defined by:

TS, ATSy iff Yoy € Traces(TSt) (Elag € Traces(TSs). o1 =03 ) .

Evidently, it follows that Traces(TS;) C Traces(TS)2 implies T'S; < TSs.
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Example 7.90.  Stutter Trace Inclusion

Consider the transition systems T'S; (left), T'Sy (middle) and T'Ss (right) in Figure 7.31.
It follows:

Traces(TS;) = {(a@)“,(a@)*a”}
Traces(TSy) = {(a™@)*, (aT2)*a*}
Traces(TS3) = {a“,a™ (@a)*}.

We have TS; < TS, since Traces(TS;) C Traces(TSs), and TSy <TS; as trace (a™@)%
is stutter-equivalent to (a@)“ and trace (a™@)* a¥ is stutter-equivalent to (a@)* a*. Ac-
cordingly,

TS1 = TS;.

Note that Traces(TS2) € Traces(TS), as e.g., a?@ ... € Traces(T'S) but is not a trace of
TS,. It follows that

T31 E TS?, and TSQ E TS?,,

as TSy and TSy have traces of the form (a™ @)Ta* whereas there is no trace in T'S3 that
contains @ and ends with a*. Since Traces(TSs) C Traces(TSsz), it follows TS3 <ITS,.
TS5 <1'TS) since a* is a trace of both transition systems, and a™ (@a)* of TS; is stutter-
equivalent to (a@)*. [

()
(s)(a) N {a}

()2 (2{a)

Figure 7.31: Three transition systems.
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7.7.2 Stutter Trace and LTL,, Equivalence

In analogy to the result stating that trace equivalence is finer than LTL equivalence, we now
consider the fragment of LTL that is preserved by stutter trace equivalence. To that end,
we first determine the properties that are preserved by stutter-equivalent paths and words
over 24F respectively. Let us discuss why a restriction to logics without the next operator
is necessary. Consider, e.g., the traces 01 = ABBB... and 0o = AAABBBB... with
A, B C AP and A # B. Clearly,

o120y but o =Qb and oo Qbforbe B\ A.

Stated in words: stutter equivalence does not preserve the truth value of formulae with
the next operator. In fact, it turns out that this is the only modal operator that is not
preserved.

Notation 7.91. LTL without Next Step
LTL,~ denotes the class of LTL formulae without the next step operator (). [ ]

Theorem 7.92. Stutter Equivalence and LTL,-, Equivalence
For o1, 09 € (247)%;

o1202 = (01 ¢ if and only if o3 = )
for any LTL\~ formula ¢ over AP.

Proof: The proof is by structural induction over the formula @. Let AgAiAs... be an
infinite word over 24F and

_ Yy AN1L AN2 o My AL mo
o1= AP ATTAY ... and o= AjP AT AL
s A
where ng, n1, ne, ... and mg, M1, Mo, ... are positive natural numbers. Hence: 01 = 0.

Basis: For ¢ = true the proposition is clear. For ¢ = a € AP, we have

01 |:a iff ac Ay iff o9 |:a.
Induction step: For p = 1 A pg or p = =’ the claim follows immediately from the
induction hypothesis applied to ¢ and gy or ¢, respectively. The remaining case is

v = @1 Uy Assume 0, = . From the semantics of LTL,, it follows that there exists
a natural number j such that
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oilj-] Ewe and oqfi.] Epp forall 0 <i<j.
Recall that for ¢ = By By By ... and h > 0, the suffix B;Bj,11 ... of ¢ is denoted by olh..].

Let » = 0 be such that
ng+ ...+ n—1 < J < ngt...Fne—1+ n,.

Stated in words, r is the index of the A-block in o) that contains o1[j]. Then, o1[j..] is
obtained from ¢; by eliminating the prefix Ay°... A?fllAf where n =ng+ ... +1p—1 +
1, — j. Note that 0 < n < n,. Thus, o1[j..] is of the form A;f'A;:_lA;:_Q .... Since 01 £ 09,
it follows that for:

k=mo+...+mp_1+1,

oolk.] is of the form Af A AT ,.... More precisely, we have

1. o1[j..] £ o2]k..] since both words are of the form A A7 ;A ,..., and

2. for all 0 < h < k, there is an index 0 < i < j such that o1[i..] £ oa[h..].

As 01[j..] E @2 and o1]i..] |E ¢1, for all i < j, applying the induction hypothesis yields
osolk..] |E w2 and asfh..] |= @1, for h < k. Hence, o2 = 1 U o.

By symmetry, we get the equivalence of o1 and o9 for LTL\ . ]

Corollary 7.93. Stutter Trace Relations and LTL,

For transition systems TSy, TSy (over AP) without terminal states:

a) TS, 2 TS, implies TS, =prp, . TSs.
\o

(b) if TS1 Q TSy, then for any LTL\~ formula ¢: TSy |= ¢ implies TS |= .

A slightly more general preservation result can be established for stutter trace equivalence
and inclusion.

Definition 7.94. Stutter-Insensitive LT property
LT property P is stutter-insensitive if [c]o C P, for any o € P. [ |
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Stated in words, P is stutter-insensitive if it is closed under stutter equivalence, i.e., for
any o € P all stutter-equivalent words are also contained in P. It follows immediately
that stutter trace equivalent transition systems satisfy the same stutter-insensitive LT
properties. Moreover, for any stutter-insensitive L'T' property P:

TS; TSy and TSe = P implies TS; = P.

This is, in fact, a more general statement than Corollary 7.93 since for any LTL, - formula
@ the induced LT property Words(yp) is stutter-insensitive. On the other hand, there
exist stutter-insensitive LT properties that cannot be expressed in LTL,. For instance,
consider the set P of words over {a,b} that contain an odd number of occurrences of
the subword ab. The LT property that is stutter-insensitive and contains P, cannot be
expressed in LTL,~. However, if ¢ is an LTL formula such that Words(y) is stutter
insensitive, then ¢ is equivalent to some LTL,~ formula 1); see Exercise 7.20.

7.8 Stutter Bisimulation

This section is concerned with stutter bisimulation. Stutter bisimulation is defined in a
coinductive manner, as bisimulation. Whereas bisimulation requires for equivalent states
s1 and so that each transition s; — t1 (with s; inequivalent to ¢1) is matched by some
transition so — to, stutter bisimulation allows s;1 — t1 to be matched by a path fragment
So U1 Usg ... Upty (for n > 0) such that t; and ¢y are equivalent, and w; is equivalent to so.
That is, single transitions may be matched by (suitable) path fragments.

The following definition considers the notion of a stutter bisimulation for a single transition
system. Later on, this notion will be adapted for pairs of transition systems.

Definition 7.95. Stutter Bisimulation

Let TS = (S, Act, —, I, AP, L) be a transition system. A stutter bisimulation for TS is
a binary relation R on S such that for all (s1,s2) € R:

1. L(él) = L(ég)

2. If ¢} € Post(s1) with (s}, s2) € R, then there exists a finite path {fragment souy ... Uy s
with n > 0 and (s1,u;) € R,i=1,...,n and (s, s5) € R.

3. If s}, € Post(se) with (s1,s}) ¢ R, then there exists a finite path fragment sy vy ... v, $]
with n > 0 and (v;,82) € R, i =1,...,n and (s, s5) € R.
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s1, 89 are stutter bisimulation equivalent (stutter-bisimilar, for short), denoted s1 ~r¢ so,
if there exists a stutter bisimulation R for TS with (s1,s2) € R. [

Condition (1) is standard, and requires equivalent states to be equally labeled. According
to condition (2), every outgoing transition s; — t; (where $1 is not equivalent to ¢1) must
be matched by a path fragment that leads from sy to t5 such that ¢; and {2 are equivalent,
and all intermediate states in the path fragment are equivalent to s3. Roughly speaking,
if 81 changes its equivalence class and moves to t;, this must be mimicked by s9, but only
after some transitions that are internal to the equivalence class of so. Condition (3) is the
symmetric counterpart of condition (2).

Lemma 7.96. Coarsest Stutter Bisimulation

For transition system TS with state space S':

1. =g is an equivalence relation on S.
2. mqg is a stulter bisimulation for T'S.

3. &ipg 18 the coarsest stutter bisimulation for TS and coincides with the union of all
stutter bisimulations for T'S.

Proof: Similar to the case for bisimulation; see Exercise 7.26. ]

(Note that agg is an equivalence, but this does not hold for any stutter bisimulation
relation.) Since ma7¢ is a stutter bisimulation, condition (2) of Definition 7.95 can be
rephrased by means of g, as illustrated in Figure 7.32.

Example 7.97.  Stutter Bisimulation in Semaphore-Based Mutual Fxclusion

Consider the semaphore-based solution to the mutual exclusion problem; see the transition
system T'Sg.p, in Figure 5.5 (page 239). Let AP = { crity, crity }. Relation R that induces
the following partitioning of the state space is a stutter bisimulation:

{{{n1,n2), (n1,we), (w1,n2), (wi,we) }, { {c1,n2), {c1,w2) }, { (c2,n1), (wi,e2) } }

This can be checked by verifying the conditions in Definition 7.95. For instance, (n1,n2) ~g
(w1, ws), since (wi,we) — (wy,c2) can be mimicked by the path fragment (ni,ns) —
(n1,we) — (ni1,c2), and (wy,ws) — (c1,we) is matched by path fragment (nq,ne) —
(w1, n2) — (c1,m2). As (n1,ne) does not have any direct successor that is inequivalent to
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S1 s 82

!

$1 Rps W

!

$1 Rrs  S2 $1 Rpg U2
! can be completed to 1
s) :
(with s1 % Sll) !
$1 Rpg Un

! !

[ !

Figure 7.32: Condition (2) for stutter bisimulation equivalence.

it, no requirements are imposed on (w1, wsz). In a similar way, the stutter-bisimilarity of
other pairs of states can be checked. ]

Example 7.98.  Stutter Bisimulation in Peterson’s Mutual Fxclusion Algorithm

Consider the transition system T'Sp.; for Peterson’s mutual exclusion algorithm (see Figure
7.33 on page 539) and let AP = { crity, crito }. The initial states

8071 = <n1,n2,$:1> and 8072 = <n1,n2,$:2>

are stutter-bisimilar. All other states represent separate stutter bisimulation equivalence
classes. Essentially, this is due to the fact that

(c1,me,w=2) gs (c1, w2, x=1).
S——~ ———
81 S9

This follows from the fact that s; can move to one of the initial states, whereas so cannot
mimic this by a series of stutter steps. In state s1, it is possible that process 1 reenters the
critical section next, whereas in state so, process 2 is always granted access to the critical
section next. For the other states, a similar reasoning applies. [ |

Stutter bisimulation for pairs of transition systems is defined as follows.

Definition 7.99. Stutter-Bisimilar Transition Systems
Let TS; = (S;, Act;, —4, I;, AP, L;), i = 1,2, be transition systems over AP. TS and
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(nq, e,z =1)

(wn, c2, 2 = 2)

Figure 7.33: Transition system for Peterson’s mutual exclusion algorithm.

TS, are stutter bisimulation equivalent (stutter-bisimilar, for short), denoted T'S; ~ T'Ss,
if there exists a stutter bisimulation R on (S7 x S2) U (S7 x S2) such that

Vs, € 1. (382 € Is. (81782) S R) and Vso € I5. (381 e I. (81782) S R)

The connection between Definitions 7.95 and 7.99 is as for ordinary bisimulation. We have
TS, ~ TS, if and only if for every initial state of T'S; there exists a stutter-bisimilar initial
state of T'Sy, and vice versa, where stutter bisimulation equivalence of states s1 in T'S; and
s9 in TSy thereby refers to the stutter bisimulation equivalence ~rg grs,. Recall that the
operation ¢ on transition systems amounts to the union of transition systems, see page
457). Vice versa, stutter bisimulation equivalence a4 of a single transition system can be
obtained from Definition 7.99 by the observation that s; ~5s s2 if and only if T'S,, ~ T'S,,,
where T'S; is obtained from TS by declaring s as the unique initial state.

Figure 7.34 surveys the stutter implementation relations in this monograph. Stutter bisim-
ulation equivalence with divergence is a variant of stutter bisimulation and will be intro-
duced in Section 7.8.1 (page 543 and further).

Example 7.100.  Door Opener

Consider an automatic door opener as modeled by the (concrete) transition system in
Figure 7.35; for simplicity, the action labels are omitted from the transitions. Let AP =
{alarm, open}. The door opener requires a three-digit code dj dg d3 as input with d; €
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stutter trace inclusion:
TS TSy iff Vo € Traces(TS;) Joo € Traces(TSs). o1 =03

stutter trace equivalence:
TS; & TS, iff TS <ATSy and TS, TS

stutter bisimulation equivalence:
TS, ~ TSy iff  there exists a stutter bisimulation for (T'Sy, T'S2)

stutter bisimulation equivalence with divergence:
TS, ~%v TS, iff  there exists a divergence-sensitive
stutter bisimulation for (T'Sy, T'S2)

Figure 7.34: Stutter implementation relations.

{0,...,9}. Tt allows an erroneous digit to be entered, but this may happen at most twice.
Location #¢; (for i = 0,1,2) indicates that the first i digits of the code have been correctly
entered.

Figure 7.35: Transition system of the door opener

The transition system in Figure 7.36 is stutter-bisimilar to the transition system in Figure
7.35. -

The quotient transition system under stutter bisimulation m;¢ is defined as the quotient
under bisimulation. As a stutter bisimulation is not guaranteed to be transitive, the
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Figure 7.36: Stutter-bisimilar transition system for the door opener.

quotient under the equivalence a/r¢ is considered. Note that, of course, states are now
equivalence classes under ~ipg If s — ¢ and s % &, there is a transition from [s]~ to [$]~.
As a result, TS/~ contains no self-loops.

Definition 7.101. Stutter Bisimulation Quotient System

For transition system TS = (S, Act, —, I, AP, L), the stutter bisimulation quotient transi-
tion system TS/~ is defined as follows:

TS/N = (S/%T& {T}y_>%71%7AP7 L%)

where

o [ = {[5]%|5€I}’

e —_ is defined by i

o Lo(fsl) = L(s).

Theorem 7.102. Stutter Bisimulation Equivalence of TS and TS/~
For any transition system TS, we have TS ~ TS/ ~.

Proof: Follows from the fact that R = {(s,¢) | & € [s]~,$ € S} is a stutter bisimulation
for (TS, TS/ =). [
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Example 7.105.  Semaphore-Based Mutual Fxclusion

Consider again the transition system TSg.,, for the semaphore-based solution to the mu-
tual exclusion problem (see Figure 5.5 on page 239). Let AP = { crity, crite }. Recall that
R inducing the following partitioning of the state space is a stutter bisimulation:

{{ {1, n2), (n1,we), (wi, n2), (wi,we) }, { {e1,n2), {e1, wa) §, { (ea,na), (wi, e2)

In fact, this is the coarsest stutter bisimulation, i.e., R equals =g It is not difficult to
see that the quotient under bisimulation, i.e., T'Sg;,/ ~ does not yield any state space
reduction. The quotient transition system under =, i.e., T'Sgen/ =, is depicted in Figure
7.37 and does yield a substantial reduction of the state space. ]

Figure 7.37: The stutter bisimulation quotient system of T'Sg.p,.

Let us now discuss the relationship between stutter trace equivalence and stutter bisim-
ulation. Obviously, for transition systems that do not have any stutter steps, ~ and =
coincide. The same applies to trace equivalence and stutter trace equivalence ( 2). There-
fore, in general, stutter trace equivalent transition systems are not stutter-bisimilar. As
an example, consider trace equivalent transition systems without stutter steps, which are
not bisimilar. As we have seen, T'S1 ~ TSy implies that T'S; and T'S, are trace equivalent,
see Theorem 7.6 (page 456). Based on this fact, one is tempted to assume that stutter
bisimulation is finer than stutter trace equivalence. This is, however, not true, as stutter
bisimulation does not impose any restrictions on paths that just consist of stutter steps.
Only paths that “switch” equivalence class have to be matched, but pure stutter paths
not—condition (2) of Definition 7.95 (page 536) only requires that, if s; and sy are stutter-
bisimilar, then every transition s; — ¢} with $1 % s} can be simulated by a path fragment
Sg — ... — sh. For stutter steps s; — s}, within the stutter bisimulation equivalence class
of s1 (i.e., s1 & ¢}), no conditions are imposed. That is, it is possible that

$1 ~ sy while 3m € Paths(s1). Vmy € Paths(sy). 71 £ 7o.
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Theorem 7.104. Stutter Trace vs. Stutter Bisimulation Equivalence

A .
= and =~ are incomparable.

%] %]
%] %]
a #
{a} {a} {a}
7 {a} ~ {a}
{o} {e} {6} {e}
TS, TS, TS; TSy

Figure 7.38: Stutter trace vs. stutter bisimulation equivalence.

Proof: see Figure 7.38. For the two leftmost transition systems T'S; and TS, we have
TS, = TSs, but T'S; "704 TS,.

(In fact, we have Traces(TS1) = Traces(TS2) and TS # TSs.) For the two rightmost
transition systems, we have TSs ~ TS,, while TS3 2 TS;. The fact that the transition
systems are not stutter trace equivalent follows from the fact that T'Ss exhibits the trace
@“, whereas T'S4 cannot generate this trace. Note that the trace @“ just consists of stutter
steps. |

As a consequence, stutter bisimulation does not preserve the truth value of all LTL,
formulae. This is illustrated by the following example.

Ezample 7.105.  Stutter Bisimulation Equivalence vs. LTL\~ FEquivalence

Consider the transition systems T'S; (left) and T'Ss (right) in Figure 7.39. Then TS; = T'S2
and T'Sy = Oa. However, T'S; [~ Qa since the path s§ violates Qa. This is due to the fact
that the path s§ just consists of stutter steps, and by definition of ~ is not required to
have a stutter-equivalent path starting in %g. |

7.8.1 Divergence-Sensitive Stutter Bisimulation

The fact that stutter trace equivalence (£ ) and stutter bisimulation (=) are incomparable
is caused by stutter paths, i.e., paths that only consists of stutter steps. The existence of
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Figure 7.39: Stutter bisimulation, but not LTL,~ equivalent systems.

these paths is also the reason that ~ does not imply LTL,~ equivalence. Stutter paths
stay forever in an equivalence class without performing any visible step. This behavior is
called divergent.

The topic of this section is to adapt stutter bisimulation such that states may only be
related if they both exhibit divergent paths or none of them has a divergent path. This
yields a variant of stutter bisimulation that will be shown to coincide with CTLi‘O equiv-
alence, i.e., equivalence with respect to CTL* formulae that do not contain the next-step
operator. (Note that CTL!, includes LTL, .) This divergence-sensitive variant of stutter
bisimulation is the coarsest equivalence that preserves all CTLi‘O formulae. Besides, in
contrast to &, this variant is strictly finer that stutter trace equivalence.

Definition 7.106. R-Divergent State, Divergence Sensitivity

Let T'S be a transition system and R an equivalence relation on S.

e 5 € S is R-divergent if there exists an infinite path fragment 7 = ss5180... €
Paths(s) such that (s,s;) € R for all j > 0.

e R is divergence-sensitive if for any (s1,s2) € R: if s1 is R-divergent, then so is
R-divergent.

Stated in words, a state is R-divergent if there is an infinite path starting in s that only
visits states in [s]g. As R is an equivalence, for (s1,s2) € R we have $; is R-divergent
if and only if so is R-divergent. Equivalence R is thus divergence-sensitive if in any R
equivalence class, either all states are R-divergent or none is R-divergent.

Example 7.107.  Divergence Sensitivity

For the transition system in Figure 7.40, we have sg &rg $1 ~pg S2. States sg and sq are
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~rg-divergent as in both states it is possible to infinitely often alternate between sy and
s1, i.e., stay forever in [sg]~. As state sg is not ~gg-divergent, it follows that ~p¢ is not
divergence-sensitive. Equivalence R = { (o, $1), (81, 80) } U Id is divergence-sensitive. ®

83 @ S0
@ {a {a} {a}

Figure 7.40: sg and s are ~p¢-divergent, but s9 is not.

Example 7.108.  Alternating Bit Protocol

Consider the alternating bit protocol as introduced in Chapter 2; see Example 2.32 on
page 57. Recall that messages from the sender to the receiver are equipped with a bit
that toggles between transmissions of new messages and stays constant on retransmissions.
Accordingly, the sender can be either in a “0-mode” to transmit a message with bit 0, or
in the “l-mode”. Similarly, the receiver can be either expecting a message with bit 0 or
with bit 1. Let

AP = {s_mode = 0, s_mode = 1,r_.mode = 0,r.mode = 1 }

where s_mode indicates the mode of the sender, and r_mode that of the receiver. The
state space of the underlying TS 4pp of the alternating bit protocol consists of hundreds of
states for a channel capacity of one (for both channels). The stutter bisimulation quotient
just consists of four states; see Figure 7.41 where the state labeling (i, j) is a shorthand
for s.mode = i and r_mode = j, i,j € {0,1}. By definition, no state in TSapp/ ~

{(0,0)} {01} {(LD} {(1L,0)}

Figure 7.41: Stutter bisimulation quotient of the alternating bit protocol.

is ~s-divergent. However, TS pp contains (various) states that are ~-divergent, as in
these states it is possible to continuously lose a message. For instance, in states in the
equivalence class { (0,0) } it is possible that the transmitted message with bit 0 as sent by
the sender is lost infinitely often. Thus:

TSapp = VOO(scmode=0) A VOO (smode = 1),
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but
TSapp/~ |E VOO(scmode=0) A VOO(s_mode = 1).

This confirms our earlier observation that ~ does not guarantee the preservation of LTL,
formulae. u

Definition 7.109. Stutter Bisimulation with Divergence
States s1, 82 in transition system TS are divergent stutter bisimilar, denoted s1 %%“ 8o, if
there exists a divergence-sensitive stutter bisimulation R on TS such that ($1,$2) € R. ®

It is not difficult to show that %%@” is an equivalence on S, and the coarsest divergence-
sensitive stutter bisimulation for TS which is obtained by the union of all divergence-
sensitive stutter bisimulations for TS.

Example 7.110.  Stutter Bisimulation with Divergence

Consider the transition system TS in Figure 7.40 (page 545). Its equivalence classes under
~% are { 80,51 }, {52} and {s3}. State sp is ~%¥-divergent whereas sy and s; are not.

Thus, $9 aé%” sg and s9 aé%” $1.

As a second example, consider the transition system in Figure 7.42 where the state labeling

is indicated by the grey scale. s; %% sy as us and wug,up are not equivalent under %%“
(since only wug is divergent) and only so (but not s1) has a transition to us. [ |

Figure 7.42: s; 2% s,.

TS, ~% TS, if and only if each initial state of TS is divergence stutter bisimilar

(according to %géfi@%é) to an initial state in T'Sz, and vice versa. The quotient transition
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system with respect to stutter bisimulation %%ﬁ?’ is defined as usual with equivalence

classes under %5{?’ as states. In addition to the usual transitions, every equivalence class
(' consisting of divergent states is equipped with a self-loop. This self-loop indicates the
divergence. (Recall that TS/R for stutter bisimulation R does not contain any self-loop.)
That is, the transition relation of TS/a%" is defined by
52 g A s B s is ~%divergent
and

[5] div L> div [SI] div [5] div L> div [5] div

where [$] 4, denotes the equivalence class of s under ~%,

8 @ S0 transition system TS

@ {a} {a} {a}
[53]~ [s0l~ [s3] dio [s2]div @D
2 {a} @ {a} {a}

transition system TS/~

transition system TS/ ~odiv

Figure 7.43: Transition system TS, T'S/~, and TS/~

Ezample 7.111.  Quotient Transition System under ~ and o div

Consider the transition system TS in Figure 7.43 (upper part). Its quotient under stutter
bisimulation, T'S/ =, is depicted in the left lower part of the figure. States sg, s1, and s»
are all stutter-bisimilar. Note that, by definition, no self-loops occur in T'S/ & only the
transitions that change equivalence class are of importance. TS/ A~ g depicted in the
right lowerpart of Figure 7.43. State so is not equivalent to sg and s; as it is not divergent,
whereas sg and s; are divergent. [ |

Theorem 7.112. TS and TS/ ~% gre Divergence Stutter Bisimilar
For any transition system TS, we have TS s div TS/md“’.

Proof: Follows from the fact that R = {(s,[s]a,) | s € S} is a divergence-sensitive stutter
bisimulation for (TS, TS/ %d“’). [
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Since divergence-sensitive stutter bisimulations are special cases of arbitrary stutter bisim-

ulations, stutter bisimulation with divergence ~*" is strictly finer than stutter bisimulation

~. In the example of Figure 7.40 on page 545, sg ~izs 2 but sg #% sy.

Lemma 7.113. =% is Strictly Finer Than ~

For transition systems T'S7 and TSy:

TS, ~% T8, implies TS, ~ TS,
S—— S——

stutter bisimulation cquivalence stutter bisimulation cquivalence
with divergence (without divergence)

while the reverse does not hold in general.

Remark 7.114.  Terminal and Purely Divergent States

State s is purely divergent if all paths starting in s are infinite and completely consist of
stutter steps. Since & imposes no restrictions on transitions inside equivalence classes, any
purely divergent state is stutter-bisimilar to any equally labeled state which is terminal.

However, o div distinguishes terminal states and purely divergent states. Thus,

e . ; . div
5; Rrs Spq, while s B 54

where s; is a terminal state and s,q a purely divergent state and L(s;) = L(Spaq).

Both ~izg and ~% identify any terminal state s, with any state s with L(s) = L(s;) and
for which Paths(s) consists of finite stutter paths only. In other words, all reachable states
from s have the same labeling as s and there is no infinite path starting in s. In fact, there
are no other states that are divergence stutter bisimilar to s;. That is, if s; is terminal
and s, ~% s, then L(s) = L(s;) and each path of s is finite and only consists of stutter
steps. |

Remark 7.115.  Divergence-Sensitive Transition Systems

Transition system TS is called divergence-sensitive if ~;¢ on TS is divergence-sensitive.

Clearly, for divergence-sensitive transition systems, ;¢ corresponds to %%” For instance,
the transition system shown in Figure 7.40 on page 545 is not divergence-sensitive. [ |

Recall that £ (stutter trace equivalence) and ~ (stutter bisimulation) are incomparable,
see Theorem 7.104 (page 543). This is due to the fact that ~ ignores divergent paths,
whereas £ does not. In the sequel, it will be shown that ~ 0 §g strictly finer than = . The
proof technique is rather similar to proving that bisimulation is finer than trace equivalence

and is based on a lifting of LR paths.
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Definition 7.116. Divergence Stutter-Bisimilar Paths

Let TS be a transition system.

1. For infinite path fragments m; = s, 81,824..., 1 =1,2,in TS:
T %?ﬁ” Mo
if and only if there exists an infinite sequence of indices 0 = jg < j1 < jo < ... and
0="Fky <ki <ko <...with:
sj1 GV g o for all 1 <j < j,and k_1 <k <k, withr =1,2,....
2. For finite paths fragments 71 = S0 $14 ... Sk, ¢ = 1,2, in TS:
7 i 7,

if and only if there exists a finite sequence of indices 0 = jo < j1 < ... <je =K1 +1
and 0 = kg < k1 <...<ky = Ko+ 1 with 5,1 ~% g, for all j,_; <j < j, and
kpo1 <k <k, withr=1,2,...,/

Paths 71 and 7o are stutter-bisimilar with divergence if both paths can be divided into

segments $;.185,41,1 8j,42,1---5j,,1,1 and Sk, 2 Sk, +12 Sk, 42,2 - - - Sk, 1,2, Tespectively, that

are statewise bisimilar (under ~%v),

The following lemma follows directly from the definition of ~4 on paths and £ on paths;

see Definition 7.86 on page 530.

Lemma 7.117. Equivalences ~¥ and £ for Paths

. . ; . . A
For all infinite paths 71 and ma, we have mq %%“ mo tmplies T = 15 To.

Divergence stutter bisimilar states have divergence stutter bisimilar paths:

Lemma 7.118. Path Lifting for Divergence Stutter Bisimilar States
Let TS = (S, Act, —, I, AP, L) be a transition system, s1,s9 € S. Then:

s1 %?ﬁ” so  implies ¥V, € Paths(sq). <E|7r2 € Paths(sg).m %?ﬁ” 7r2) .
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Proof: Let m1 = 80,1 51,1 82,1 - .. € Paths(s1). The proof technique is to successively define
a statewise stutter-bisimilar path 7y starting in sp by “lifting” the transitions s; 1 — s;11,1

with s; 1 5‘4% Si+1,1 to finite path fragments s;2u;1...U;in, Si+1,2 such that s, 1 %%“

Ndw dw e
~Ts 704

siv1,2 and 8,0 A9 u,; ) &
The proof is by induction on i. The base case =0 is straightforward and omitted. Assume
i 2 0 and that the path fragment:

S2 = 80,2U0,1,---,UOny S1,2ULT -+ - ULling S22 52‘72(*)

is already constructed. In particular, s;1 %%“ si2. If 851 is a terminal state, then there
exists a finite path fragment s;2v1...v,, consisting of stutter steps such that v,, is a
terminal (see Remark 7.114 on page 548). Hence, the path 7 resulting by concatenating
the above path fragment (x) from sy to s; 2 and the path fragment s; 2 v1 ... v, fulfills the
desired conditions. In the sequel, we assume that s; 1 is not a terminal state, and, hence,
m1 does not end in state s; 1. Distinguish two cases:

1. si1 5&%“ Si+1,1. Since s;1 %%“ si2 and s;1 — s;41.1, there exists a finite path

fragment s;2u; 1 ... U;in,Si+1,2 such that:

div div div dw
Si+1,1 Npg  Si+1,2 and 322N5 Uil g oo Npg Ui,

Concatenating the path (%) with the path fragment s;ou;1...Uin,Si+12 yields a
path fragment that fulfills the desired conditions.

2. 81 %%“ $i+1,1. Distinguish between s; 1 is divergent and not divergent:

(a) si1 is not divergent, i.e, there exists an index j > i+1 with s;; %% 551
Without loss of generality, assume that j is minimal, i.e., $;1,841,1,...,8j-1,1
are pairwise equivalent under ~d Tn particular,

div div
S$i2 Rpg Sj-1.1 and Si—1,1 #Ts 54.1-
As si9 %%v sj—1,1 and s;_11 — 8;1, there exists a finite path fragment
832U 1 o Uy Sit1,2 such that

, ~div div div ~div
$4,1 Npg  Si+1,2 and 622NT5 Uil Ropg -+ Npg Ujn;-

Concatenation of the path fragment (%) with $; 91 ... Ui, Si+1,2 yields a path
that fulfills the desired conditions.
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bisimulation equivalence trace equivalence trace inclusion
TS, ~ TSy = = Traces(Ty) = Traces(TS;) -—— - Traces(Ty) C Traces(TSs)
divergence-sensitive o stutter trace equivalence stutter trace inclusion
- . . A " :
stutter bisimulation equivalence 75,2 TS, TS, 4TS,
tin
TS, ~*" TS,
stutter bisimulation equivalence
TS, =~ TS,

Figure 7.44: Relation between weak equivalences and preorders on transition systems.

(b) si1 is divergent, i.e., s;1 %%“ sj1 forall 7 > i As s %%“ $i2, and s;7 is
divergent, s;o is divergent. That is, there is a path s;2 8,112 8422... with
82 %%“ Sit12 %%“ $i422 %%“ .... Concatenation of the path fragment (x)
with $; 2 8i41,2 8i+2,2 ... yields a path that fulfills the desired conditions.

The thus resulting path fragment 7o is divergence stutter bisimilar to 7. [ |

The fact that ~% can be lifted from states to paths enables to establish that ~dW on
transition systems is strictly finer than =, i.e., stutter trace-equivalence.

Theorem 7.119. Stutter Trace vs. Divergence Stutter Bistmulation

Let TS and TSy be transition systems over AP. Then:

TS, ~% TS, implies TS, = TSy
N e e

stutter bisimulation cquivalence stutter tracc cquivalence
with divergence

whereas the reverse implication does not hold in general.

Proof: Assume TS; ~%Y TS,. Consider the transition system TS; & TS, and let (s1,82)

be a pair of initial states of T'S; and TS, such that s; %%“ $9. From Lemma 7.118, it

follows that for every 71 € Paths(s;), there exists mo € Paths(sy) such that 7, ~%% 5. By
Lemma 7.117, 71 £ 5. Thus, TS; £ TS,. The reverse direction does not apply in general.
Let T'S1, TSy be trace equivalent but not bisimilar, and neither contains any stutter steps.

The absence of stutter steps yields TS £ TSy, but TS; #dw TS,. [ ]
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The relationship between the various stutter equivalences and stutter trace preorder re-
lations are summarized in Figure 7.44. An arrow from relation R to R’ denotes that R
is strictly finer than R’. Note that for AP-deterministic transition systems, trace equiva-
lence coincides with bisimulation, and stutter trace equivalence coincides with divergence-
sensitive stutter bisimulation. The latter fact is stated without proof, and is left as an
exercise for the reader.

7.8.2 Normed Bisimulation

This section introduces the notion of normed bisimulation. These bisimulations are defined
using so-called norm functions. Normed bisimulation turns out to be strictly finer than
~%  Asnorm functions allow establishing a bisimulation by just local reasoning about the
states—only considering their direct successors—means that it is often simpler to establish
a normed bisimulation than a divergence-sensitive stutter bisimulation. We introduce a
norm function which yields a sufficient (but not necessary) requirement for ~%%. This will
be used in Chapter 8.

Definition 7.120. Normed (Bi)Simulation

Let T'S; = (S1, Acty, — 1,11, AP, L1) and TSy = (Sa, Acte, — o, I3, AP, Lo) be transition
systems over AP.

A normed simulation for (T'S1, T'S2) is a triple (R, v, ve) consisting of a binary relation
R C 51 x Sy such that:
VSl S 11.352 S IQ.(Sl,Sg) ER

and functions vy, v9 : S1 X Sy — IN such that for all (s1,s2) € R:

(NI) Ll(Sl) = LQ(SQ).

(NII) For all s} € Post(s1), at least one of the following three conditions holds:
(N1) There exists s, € Post(se) with (s], s5) € R.
(N2) (s],s2) € R and v1(s], s2) < vi(s1, s2).
(N3) There exists s, € Post(se) with (s1,$,) € R and va(s1, sh) < va(s1, s2).

A normed bisimulation for (TSy, TSy) is a normed simulation (R, wv1,vs) for (T'Sy, T'S2)
such that (R™1, 15 ,v7) is a normed simulation for (TSs, T'S;). Here, v, denotes the
function Sy x Sy — IN that results from »; by swapping the arguments, i.e., v, (u,v) =
vi(v,u) for all u € So and v € S;.
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TS7 and TSy are normed-bisimilar, denoted T'S; ~™ TSs, if there exists a normed bisim-
ulation for (T'S1, T'S2). [

For transition system TS, a normed bisimulation for TS is a normed bisimulation for
(TS, TS). States s; and sq of T'S are called normed-bisimilar, denoted s; &~ s, if there
exists a normed bisimulation (R, v1,1vo) for TS such that (s1,s2) € R.

v1 and o are norm functions. The values v;(s1, s2) for (s1,s2) ¢ R are irrelevant. Hence,
v; could have been defined as function R — IN. The intuitive meaning of v1(s1, s2) for
(s1,82) € R is as follows. v1(s1,s2) serves as a count down for the number “allowed”
stutter steps from s; that cannot be mimicked by transitions of so. Similarly, vo(s1, s2)
can be regarded as a counter for the number of stutter steps that so may perform to reach
a state where the visible (nonstutter) steps of s; can be simulated.

Ezample 7.121.  Normed Bisimulation Equivalence

Consider the transition system TS in Figure 7.40 on page 545. The coarsest equivalence
R which identifies sy and s; together with 11(sg, $1) = 12(s1,80) = 1 and va(s1,s2) = 1,
v1(s,s) = 1a(s,s) =0 for all s € {9, $1, 2,83 } (and arbitrary values for 11 and vo for the
remaining cases) is a normed bisimulation. This is checked as follows. It suffices to only
consider (sg, $1), (81, $0) € R and their outgoing transitions.

e For sy — s1, case (N1) applies as s9 — s1 and (sg, s1) € R.

e For s; — sg, case (N1) applies as $1 — so and ($g, s1) € R.

e For sg — s9, case (N3) applies as 1 — sg, (80,80) € R and 0 = wa(sg, s0) <
va(s0,81) = 1.

e For 51 — s3, case (N3) applies as s9g — s1, (s1,81) € R and 0 = wn(s1,81) <
V2(31730)'

Thus, so ~% s1.

We have s1 #%; s2. This can be seen as follows. Assume there is normed bisimulation
(R,v1,va) for TS with (s1,s2) € R. Neither case (N1) nor (N3) applies to s; — s¢ since
L(s3) # L(sg), and thus s3 #% so. In order for case (N2) to apply to s1 — sg and s2 — s3,
we should have

S0 A s2 and vi(so, s2) < V181, S2).
But for sg &7 $2, neither case (N1) nor (N3) applies to sg — s1, as so can only move to
a state that is not labeled with {a }. Thus, case (N2) applies to sy — s1. This yields

v1(s1,s2) < vi(So, S2)
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and contradicts the condition 11 (sq, s2) < V1(s1, $2). ]

It is not difficult to prove that ~7 is an equivalence. Moreover, &7, can be equipped with
norm functions vy, v such that (&%, v1,2) is a normed bisimulation; see Exercise 7.24.
Lemma 7.122. =1, is Finer Than %%“

If s1, so are states in a transition system TS, then s1 &' s2 implies s1 %%v $9.

Proof: Let (R,v1,v2) be a normed bisimulation. We show that the symmetric, reflexive,
and transitive closure of R—the coarsest equivalence that contains R—is a divergence-
sensitive stutter bisimulation. This amounts showing that R fulfills the conditions of a
stutter bisimulation and that R is divergence-sensitive.

1. As normed bisimulation requires states to be equally labeled, it suffices to first prove
condition (2) of a stutter bisimulation (see Definition 7.95 on page 536).

Let (s1,82) € R and s} € Post(s1) with (s, s2) € R. It is to be proven that there
is a path fragment spu;...u, sh with (s1,s5) € R and (s9,u;) € R for j > 0. By
(NII), one of the conditions (N1), (N2) or (N3) holds. The assumption (s}, s2) ¢ R
rules out case (N2). If (N1) holds then the claim directly follows. Assume case (N3)
applies. Then there exists u; € Post(sy) with

(s1,u1) € R and vo(s1,u1) < v2(s1,82).

For state u; the same argument as for o applies: only the cases (N1) and (N3) could
apply. If (N1) holds, then there exists s, € Post(u1) with (s}, s,) € R and it follows
that souq s} is a path that satisfies the necessary requirements. Assume case (N3)
applies. Then there exists ug € Post(u;) with

(s1,u2) € R and vo(s1,u2) < va(s1,u1).

The reasoning of 11 can now be applied to ue, and if applicable ug, u4, and so on: if
(N1) applies, the claim directly follows; otherwise (N3) applies. Assume that in this
way we obtain a path fragment $ouq us . .. u, with (s1,u;) € R, for 0 < i <n and

0< l/g(sl,un) < I/g(sl,un_l) < ... < I/g(sl,ul) < 1/2(51,52).

Since the values of 1o are natural numbers, case (N3) can only apply finitely many
times. Assume (N3) does not apply to (s1,u,). Then (N1) holds for (s1,u,) and
transition s; — 3'1 for some n < 12(s1, s2). Hence, there exists a transition u,, — 3'2
with (s],s)) € R. This yields a path fragment souj ug...u, s, with (s1,u;) € R,
and as R is an equivalence with (s1,s2) € R, we have
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(s2,u;) € R for 0 <i<mnand (¢),5)) € R,

as required in condition (2) of stutter bisimulations.

2. The divergence sensitivity of R is shown as follows. Let (s1,s2) € R and assume s1
is R-divergent. We have to prove that s, is R-divergent. This is done by showing
the existence of a transition so — v1 such that (s9,v1) € R. We then may repeat
this argument for (s1,v1). This yields the existence of a transition v; — vo with
(s1,v2) € R. By repeated application, we obtain an infinite path sev; vovs. .. with
(s1,v;) € R for all i > 0. Thus sy is R-divergent.

Let us now consider the proof. Since s; is R-divergent, there is an infinite path
ug Uy ug ug . .. starting in s1 = ug for which (s1,u9) € R for all ¢ > 0. If case (N2)
applies to (u;, $2) € R and transitions u; — u;+1, ¢ = 0,1,...,k, then

v1(s1,82) = v1(ug, s2) > vi(ug, s2) > v1(ug, s2) > ... > v (ug, s2) > 0.

Let k1 > 0 be the smallest index such that case (N2) does not apply to (ug,, $2) €
R and transition ug, — ug,+1. If case (N1) holds, then there exists a transition
so — v; where (ug,11,v1) € R and hence (so,v1) € R. If case (N3) holds for
(ug,,s2) € R and ug, — ug, 11, then there exists v; € Post(se) with (ug,,v1) € R
and vo(ug,,v1) < vo(uk,, s2). Thus, so — v1 and (s2,v1) € R.

Lemma 7.122 can be rewritten for pairs of transition systems as follows:

Corollary 7.123. Normed and Stutter Bisimulation with Divergence

For all transition systems TS, and TSy over AP, we have:

T81 " TSQ implies T81 %div TSQ.

The reverse of Corollary 7.123 does not hold; see Exercise 7.25.

To obtain a sufficient and necessary local norm function criterion for stutter bisimulation
equivalence with divergence, a more complex notion of norm functions is needed which
also depends on the transitions to be simulated. We concentrate here on the case of finite
transition systems where the natural numbers can serve as a range for the norm functions.
(To treat transition systems with infinitely many states, one has to deal with well-founded
sets of arbitrary cardinality.)
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Definition 7.124. Step-Dependent Normed Bisimulation

Let TS = (S, Act,—, I, AP, L) be a transition system. A step-dependent normed bisimu-
lation for TS is a pair (R,v) where R is an equivalence on Sand v: S xS x S — N a
function such that for all (s1, s2) € R:

(SIT) For all s} € Post(s1), at least one of the following three conditions holds:

(S1) There exists s, € Post(sz) with (s, s5) € R.
(S2) (s},s2) € R and v(s), s, s2) <v(s1,s1, s2).
(S3) There exists s, € Post(sz) with (s1,s5) € R and v(s], s1,85) < v(s], 1, 82).

States s; and sg are step-dependent normed bisimilar, denoted s; &7 s2, if there exists a
step-dependent normed bisimulation (R, v) for T'S such that (s1,s2) € R. [

For v(s), $1,$2), the last two arguments denote a pair (s1,s2) € R while the §| stands
either for a direct successor of s1 or s itself. If | € Post(s1), v(s], $1, $2) denotes an upper
bound for the number of stutter steps souy ... u, inside [so]x that $o may perform before
taking a matching transition u, — s, with (s}, s5) € R. In case s} = s1, v(s1, 51, $2) is an
upper bound for the stutter steps s1 uy ... u, inside [s1]g that cannot be matched by s,.

Example 7.125.  Step-Dependent Bisimulation Equivalence

For the transition system TS shown in Figure 7.45, we have s; ~5; s2. This is justified
by establishing a step-dependent normed bisimulation for TS that contains (s1, $2).

(s1)la} (s)1a)

(b} A fa) {a} () (w5)1a)

Figure 7.45: 51 ~54 S2.

Let R be the equivalence that identifies states s1,uq,uo, us, So, states t1,to, and states
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w1, ws. Let the step-dependent norm function v : 53 — IN be defined as follows:

v(s1,81,82) = 2 v(uy,uy, o) = 1
v(wy, $1,82) = 2 v(wy, s1,u2) = 1
v(wy,ui, s2) = 2 v(wi,ui,u2) = 1
l/(tl,ul,ég) = 2 l/(tl,ul,’LLQ) =1
v(se,S2,81) = 2 v(Uusg, Uz, $1) 1
v(ug,usg,s1) = 1 v(to,us,s1) = 1

and v(-) = 0 in all other cases. Then, (R, v) is a step-dependent normed bisimulation for
TS. Let us check the required conditions. Condition (SI) is obvious since R identifies only
equally labeled states. Consider the pair (s, $2) € R and check whether (SII) holds for
the outgoing transitions of ;.

e For the transition s1 — wi, we consider the transition so — uo and get (s1,u2) € R
and v(wy, s1,u2) = 1 < 2 =v(wy, s, s2) Hence, condition (S3) is fulfilled.

e For the transition s; — u1, case (S2) applies as we have (u1, s2) € R and v(uy, u1, s2) =

1 <2=v(s1,s1,82).

Let us now consider the pair (u1, s2). For the transition u; — v where v € {wi,11} we
consider the stutter step so — ug and get v(w,ui,u2) =1 < 2 = v(x,u1, $2), which yields
condition (S3). Similarly, for the pair (u;,us) € R and the transitions u; — x case (S3)
applies as we may take the transition us — u3 and get

viz,ui,uz) =0 <1 =v(x,u,us).

For (uy,us) and transition w; — = condition (S1) is fulfilled as we may take the corre-
sponding transition from us.

Let us now prove condition (SII) for the pair (s2,s1) € R. We have to regard the transition
so — ug. In fact, case (S2) applies since s, and ug are R equivalent and

v(sg,82,81) = 2> 1 =v(ug,us, 81).

Similarly, for the pair (u2,s1) € R we have to consider the transition ue — u3 where again
condition (S2) is fulfilled as we have

U('LLQ,'LLQ,Sl) =1>0= l/('U/37’U,3751).

For (us, s1) € R and transition ug — wy condition (S1) holds as we may move from $; to
wy. For the transition ug — t2 case (S3) applies for the stutter step $1 — u; as we have
V(t27u3731): 1>O:V(t27'll/37’u,1)- u
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The following theorem shows that step-dependent norm functions yield a sound and com-
plete criterion for divergence stutter bisimilarity.

Theorem 7.126.  Alternative Characterization of ~&

Let TS be a finite transition system and s1 and sy states in TS. Then:

81 Ropg 82 if and only if  s; %?ﬁ” 89.

Proof: We show that a2 is finer than ~%%, and vice versa.
TS TS

Claim 1. a2 is finer than ~%.

Proof of Claim 1. Similar arguments as in the proof of Lemma 7.122 can be used. In fact,
for this direction the cardinality of TS is irrelevant. We take a step-dependent normed
bisimulation (R, ) and show that R is a divergence-sensitive stutter bisimulation. Let us
first check conditions (1) and (2) of stutter bisimulations. (Condition (3) is obtained from
(2) by the symmetry of R.) (1) is immediate from the definition of normed bisimulations
(see condition (ST)). Let us check condition (2). Let (s1,s2) € R and s} € Post(s1) with
(s],82) ¢ R. (SII) yields that one of the conditions (S1), (S2), or (S3) holds. (S2) is
impossible as (s}, s2) ¢ R. If (S1) holds, then (2) is obvious. If (S3) applies, then we pick
a state uy € Post(sy) such that u; is R-equivalent to $1 and sg and

U(Slhslyul) < V(511751752)-

Since (s1,u1) € R we may apply the same argument: either (S1) applies, i.e., there exists
sh € Post(uy) with (s}, s5) € R, or (S3) applies, which yields a state us € Post(u1) such
that uo is R-equivalent to s1, so,u1 and

v(sh, s1,u2) < v(sh, s1,u1).

Repeating this argument yields a path fragment so i us...u, such that (s1,u;) € R,
1 <i<nand

0 < sy, s1,un) <wv(sh,s1,u2) <...<w(s),s1,u1) <v(s),si,so)

and such that (S3) does not apply to (s1,u,) € R and the transition $; — s}. Since s is
not R-equivalent to s1, (S1) applies which yields a transition u, — s, with (s}, s}) € R.
Hence, we have a path fragment soujug...u, sy with (s1,4;) € R and (s, ,) € R, as
required in condition (2).

It remains to show the divergence sensitivity of R. Let (s1,s2) € R and let $1 be R-
divergent. We have to prove the R-divergency of ss. For this, we show the existence
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of a transition sy — w7 such that sy and v; are R-equivalent. We then may repeat this
argument for (s1,v1) which yields the existence of a transition v — vy with (s1,v2) € R
and the existence of a transition ve — w3 with (s1,v3) € R, and so on. In this way
we obtain an infinite path sovy vovs... with (s1,v;) € R for all i > 0, and thus, the
R-divergency of ss.

Since s7 is R-divergent there is an infinite path ug %1 ug u3 ... starting in $; = ug where
s1 and all states u; are R-equivalent. If case (S2) applies to the pair (u;, $2) € R and
transitions u; — u;41, ¢ = 0,1,...,k, then

l/(51,51,52) > I/(Ul,ul,é‘g) > I/(’LLQ,’LLQ,SQ) >0 > I/(’LLk,’LLk,SQ) > 0.

Let k1 > 0 be the smallest index such that case (S2) does not apply to the pair (ug,, s2) € R
and transition wug, — ug, 1. If case (S1) holds, then there is a transition so — v; where
(Ugy+1,v1) € R. Since all u-states are R-equivalent to s; and s, this yields (s2,v1) € R,
and we are done. If case (S3) holds for (ug,,s2) € R and transition ug, — g, 11, then
there exists v; € Post(sg) with (ux,,v1) € R and v(ug,+1, Uk, V1) < Vo(Uky+1, Uk, S2).
Again, we have so — v7 and the R-equivalence of s and vy.

Claim 2. ~%7 is finer than ~%,, provided that TS is finite.

Proof of Claim 2. We establish a ternary norm function v that satisfies the conditions in
Definition 7.124 for R =~

e For 51 Nd“’ s9 and s} € Post(s1) with $; #d“’ s} we define v(s], $1, $2) as the length

of a shortest path fragment $ouq ug ... u, such that

~div

— U Rgg Sz, t=1,...,n

— [$4]giw N Post(uy,) # &, where [s]g, denotes the equivalence class of s under
~div
NTS .

o If 59 %%“ s9 and s1, $o are Nd“’ divergent then we put v(sq, s1, $2) = 0.

gﬁ” so and s1,$9 are not Nd“’ divergent then we define v(s1, s1,52) as the

length of a longest path fragment s; v1 v ..., such that

v; A dl sy fori=1,...,n and [s1]gy N Post(v,) = .

o If 51 =~

Note that such a longest finite path fragment exists since TS is finite and s is not
divergent.

We now show that (N%“, v) is a step-dependent normed bisimulation for T'S. Obviously,
~% is an equivalence on S where (SI) holds. Let us check condition (SII) for states s, s2

w1th s1 Nd“’ s and transition s; — s.
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o If 51 %97 & then either [s)]g, N Post(sy) # @ (in which case condition (S1) holds)
or there is a path fragment souq ... unsé with n > 1 and
up =30 sy i=1,...,nand s, ~& .
We may assume that n is minimal. Then, so — uq is a transition with (uq,s2) € R
and n — 1 = v(s], s1,u1) < v(s],s1,s2) = n. Hence, condition (S3) holds.

e Let us now consider a stutter step s; — ¢ inside the equivalence class of s1, i.e., we

suppose 51 ~31 .

— If 51 is divergent, then so is sy and there is a step so — s) where s} is ~%%

equivalent to s; and s9. Thus, condition (S1) holds.

— Let us now suppose that s; and sy are not divergent. For s ~% s, let £(s)
be the length of a longest path fragment swviwvs...v, such that v; %%“ s,
i=1,...,nand [8]gw N Post(v,) = @. Clearly, we have

/(s) = max 08 + 1.
SlePost(S)m[S]div

v(s,s,s2) = £(s) (by definition of v). Hence,
v(s1,81,80) = £(s1) = £(s)) + 1> v(s],s],s2).

This shows that condition (S2) holds.

7.8.3 Stutter Bisimulation and CTL{, Equivalence

Stutter bisimulation (~) does not preserve LTL,, formulae since it does not impose any
restrictions on divergent paths. That is, if T'S; ~ TSs, and T'S; contains a divergent
path violating some LTL, - formula ¢, whereas T'Sy does not exhibit such behaviour, then
TS; = ¢ whereas TSy |= . To avoid the complications induced by stutter paths, we
have considered ~%" that requires two equivalent states to either both have a divergent
path, or both have no divergent paths. The central result in this section is that i
coincides with the logical equivalences for the next-free fragments of CTL* and CTL.
This entails that any formula in these logics can be checked on a transition system that
is stutter bisimulation-equivalent with divergence, in particular, the quotient under ~ i,
Moreover, to show TS 5éd“’ TS it suffices to provide a CTL* formula ® that does not
contain (), such that TS, |= ¢ and TS, [~ .
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Notation 7.127. CTL* and CTL without Next Step

Let CTL{, denote the class of all CTL* formulae that do not contain any occurrence of
the next step operator (). Similarly, CTL,~, denotes the sublogic of CTL which does not
permit the next-step operator (). |

Theorem 7.128. CTL . /CTL,. Equivalence and A i

For finite transition system 'T'S without terminal states, and states s1, so in TS:

div ; — ; —
s1 % sz Uff s1 Scrw . s2 f s1 Scorng s

Proof: The proof strategy is analogous to the proof of Theorem 7.20 (page 469).

1. Lemma 7.129 (see below) asserts that ~%V is finer than CTL{, equivalence for

arbitrary (possibly infinite) transition systems.

2. CTLi‘O equivalence is finer than CTL,~ equivalence, since CTL, is a sublogic of
CTL: .
\O

d@v.

3. Lemma 7.130 (see below) asserts that CTL,, equivalence is finer than ~%;

Note that the proof of (3) for CTL equivalence and bisimulation (~) exploits the next-step
operator (and not the until operator). As this operator is absent in CTL,, an alternative
logical characterization has to be pursued. ]

Lemma 7.129. Divergence Stutter Bisimilarity Implies CTLi‘O Equivalence

Let TS be a transition system withoul terminal states, s1, so states in TS, and 7,7 €
Paths(TS). Then:

1. if s1 %%“ s2, then for all CTL state formulae ®: s1 |= ® iff so |= ©.

2. if mp =4 7y, then for all CTL~, path formulae @: 71 |= ¢ iff m2 = .

Proof: 'The proof is provided by structural induction over the CTL{, formulae and is
similar to the proof of Lemma 7.26 (page 473). We omit the details and only consider the
case ® = Jp, where ¢ is a CTL{, path formula satisfying claim 2. Assume s; %%“ S2
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and s13p. Let m; € Paths(sy) such that m; = . According to Lemma 7.118 (page 549),

there exists mo € Paths(s2) with 71 %%“ mo. Applying the induction hypothesis to ¢ and
paths 71, 7o yields me |= . Hence, so = Jop. [ ]

Lemma 7.130. CTL,- Equivalence is Finer Than i
For finite transition system 'T'S without terminal states, and s1, so states in T'S:

s1 and sp are CTL\~ equivalent implies sy %%“ S9.

Proof: Let S be the state space of T'S. It suffices to show that

R = {(51,52) esSxS | $1 ECTL\Q 52}
is a divergence-sensitive stutter bisimulation for TS. We show that (1) R is a stutter
bisimulation for T'S and (2) R is divergence-sensitive.

Claim 1. R is a stutter bisimulation for T'S.

Proof of Claim 1. This is proven by checking the conditions of stutter bisimulation. Let
(51, 52) € R.

1. Consider the propositional logic formula
¢ = /\ a A /\ —a.
a€L(s1) a€AP\L(s1)

Clearly, ¢ is a CTL,, formula with s; |= ®. Hence, by definition of R, sy |= ¢. By
construction of ®, we have L(s1) = L(s2).

2. For each equivalence class C' € S/R, let CTL,, formula ®¢ be defined by

bc = /\ Pop
DeS/R
DAC

where ®¢ p is a CTL,, formula such that Sat (®c p) 2 C and Sat (Pcp)ND =@,
for each pair (C, D) of equivalence classes C, D under R with C' # D. This yields

Sat(®e) = C.
It remains to prove that for all ¢} € Post(s1) with (s1,s]) ¢ R, there exists a finite
path fragment sguq ... u, sh with (s],s5) € R and (s9,u;) € R, i = 1,...,n. Let
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B € S/R and s1,$2 € B, i.e., B = [$1]g = [s2]r. Further, let s} € Post(s;) such
that (s1,s]) ¢ R, say C = [s}|g with B # C. Then:

s1 E I(@pUDPs) as sy € Bands) €C
Since (s1,52) € R and &5 U P¢ is a CTL,, formula, we get
s2 = HPpUde).

Thus, there exists a finite path fragment sou1 ... u, sh with s} = ¢ and sg = P p,
w1 = ®p,...,u, = ®p. Since Sat(Pe) = C and Sat(Pp) = B, we obtain ¢, € C' and
UL, ..., Uy, € B. As C' = [s]]g and B = [s1|g = [$2]r, we conclude that (s, s5) € R
and (s2,u;) € R, fori=1,...,n.

Claim 2. R is divergence-sensitive.

Proof of Claim 2. Assume ($1,$2) € R and s1 is R-divergent. We have to show that s, is
R-divergent. As s; is R-divergent there exists an R-divergent path fragment:

T = $181,182,183,1---€ Paths(sl).

Let C = [s1]g and ®¢ be a CTL,~ formula such that Sat(®c) = C. Then s;; € C, i.e,
51 = ®c for all j > 0. Hence, 51 = 30Pc. As (s1,52) € R and C' = [s1]g, we get
so = AP, Thus, there exists an infinite path fragment:

Mg = 82812822832 ... € PathS(SQ)

with 59 = ®¢ for j > 0. As Sat(®c) = C, we get s;0 € C for j > 0. Since C' = [sa]r, 72
is an R-divergent path. Hence, s9 is R-divergent. [ ]

A few remarks are in order. %%“ is the coarsest equivalence which preserves all CTL,
formulae. Theorem 7.128 can be reformulated for pairs of transition systems in the usual

way. Thus, for all finite transition systems TS, T'Se without terminal states:

TS, ~%v TS, iff T'S; and TS, satisfy the same CTL{ formulae

iff TS, and TSy satisfy the same CTL,~ formulae.
We finally remark that in the proof of the logical characterization of %%v, the until operator
is explicitly used. Thus, whereas bisimulation and simulation can be characterized by a
CTL (or CTL*) fragment that does not contain the until operator, this is not the case for
%%“ This is not surprising, as %%“ does not preserve the next-step operator and some
modal operator is needed to characterize finite stutter path fragments.
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{01} {(1L,0)}

Figure 7.46: TSpp/~%".

In particular, since TS ~%% TS/ ~%" it suffices to check CTLY, formula ® on TS/ ~div
to decide whether T'S = ®. This is exemplified by the alternating bit protocol.

Example 7.131.  Alternating Bit Protocol
Consider again the alternating bit protocol; see Example 2.32 on page 57. Let

AP = {s_mode = 0, s_mode = 1,r_mode = 0,r-mode = 1 }

where s_mode indicates the mode of the sender, and r_mode that of the receiver. In
Example 7.108 (page 545), it was concluded that TS 4pp, the transition system underlying
the ABP, and its stutter bisimulation quotient T'Sspp/ =, do not satisfy the same CTLi‘O
formulae. This is due to the fact that the transition system

TS = (TSapp ® TSapp)/=~

is not divergence-sensitive, i.e., there are stutter-bisimilar states in T'S such that one of
them is ~-divergent, while the other is not. In fact, in order to prove a CTL(‘O, CTL~,

or LTL, formula of the ABP, we must consider TSABp/%dw instead of TSypp/ ~.

To obtain the quotient under %d“’, each state in TSapp/ =~ for which s_mode # r_mode

needs to be decomposed in two states. Accordingly, the transition system T'Sspp/ A1 iy
obtained as depicted in Figure 7.46. Two of those states are labeled with

A; = {s.mode=0,r-mode=1}, As = {s_mode=1,r_-mode = 0}.

One of these two states represents the divergent A;-states in TSspp, while the other
represents the nondivergent A;-states (chk_ack(i),...,x =1i,...) in TSapp. The CTL{,
safety property

o = vl ( (s.mode = 0) — (s_.mode = 0)W (r_mode = 1) )
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expresses that the sender does not leave the 0-mode (in which it only transmits message
with bit 0) before the receiver changes to the 1-mode (in which it expects to receive
messages with bit 1, i.e., before the receiver has acknowledged the correct receipt of the
message with bit 0. It is easy to establish that T'Sapp/ g div = ®. Theorem 7.128 yields
TSspp |: d. |

Example 7.132.  Producer-Consumer System

Consider a concurrent program that involves a producer and consumer process that shares
a buffer of data items of capacity m > 0. The producer repeatedly produces n items and
inserts these data items one by one in the buffer. Local variable in indicates the next
buffer cell that needs to be written. The producer can only insert an element in cell buffer
at index in when this cell is empty. An empty buffer cell is indicated by 1. The consumer
process successively attempts to get items from the buffer.

Consumer
Producer
out := 0;
in = (;
while true {
while true {
forj=1ton{

wait until (bufferfout] # 1) {
¢; := buffer[out];
buffer[out] := L;
out:= (out + 1) mod m; }
}

CONSUME €1,...,Cn

produce di,...,dn;
fori=1to n{
wait until (buffer[in] = 1) {
buffer[in] := d;;
in:= (in+1) mod m; }

}

Let TS(m,n) denote the transition system underlying this producer-consumer program.
The size of T'S(n,m) grows exponentially in the number n of data items generated per
cycle and in the buffer capacity m.

Suppose we are interested in the situation in which the producer and the consumer are si-
multaneously in their produce and consume phase, respectively. Let AP = { prod_and_cons }.
Observe that the content of the buffer can be ignored. This also applies to the variables in
and out. In order to keep track of the number of free buffer cells, we introduce the bounded
integer variable free with domain {0,1,...,m }. On completion of the production phase,
variable i indicates the number of data items the producer has already stored in the buffer.
Accordingly, j stands for the number of data items the consumer has withdrawn from the
buffer. This yields the following abstract programs:
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Producer Consumer

while true { while true {
produce; forj=1ton{
fori=1to n{ wait until (free < m) {
wait until (free > 0) { free := free + 1;

free := free — 1; }

} consume

} }

Let TSgpstract (M, n) denote the transition system that is obtained for this abstract program.
TSapstract(2,2) is indicated in Figure 7.47, where it is assumed that executing the body
of the for loop is executed atomically. Each state is of the form (¢;, £, vy, v;,v;) where {;
and E; indicate the program locations of the producer and consumer, respectively; vy is
the value of free, and v;, v; the value of integers ¢ and j. In particular, we have:

by : produce
£y o (if (free > 0) then i := 1; free—— fi)
by : (if (free > 0) then i := 0; free—— fi)

The labels £, are defined for the consumer process in a similar way. Note that the states
with control locations £y and ¢, indicate the global states in which the producer and
consumer are in their produce and consume phase, respectively. Thus, all states of the
form (0,2,—,—, —) are labeled with the proposition prod_and_cons; all other states are
labeled with @. The size of T'Sypspract (12, ) is polynomial in 1 and m. It follows that

TS(m,n) =~ TS pstract(m,n) .

Observe that
TS opstract(m, 1) K= VOVOprod_and_cons .

As this is a CTL,~ formula, it follows that TS(m,n) refutes it. A counterexample in
Tsabstmct(myn) is, e.g.,

<£07 672707 O> - <£17 6727070> - <£27 6717170> - <£07£670707 O> -
(Lo, 0},1,0,1) — (£1,0,1,0,1) — (£y,45,2,0,0) — <£0,£6,2,O, 0) — ...

The fact that TSgpstract(n, m) = VOVO prod_and_cons can easily be shown by considering

its quotient under ~%7; see the self-loop in the initial states in Figure 7.48.
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0,0,2,0,0

1,0,2,0,0

2,0,1,1,0
0,0,0,0,0

2,1,2,1,1
0,1,1,0,1

A
|

2,1,0,1,1

0,2,2,0,0 ‘
1,2,2,0,0 ‘

2,2.1,1,0

Figure 7.47: Transition system TS psract(2,2).
7.8.4 Stutter Bisimulation Quotienting

This section is concerned with algorithms to compute the quotient transition system under
the stutter bisimulations &~ and ~%". Such algorithms serve the following two purposes.
First, they can be used to check whether two transition systems are stutter bisimulation
equivalent. Secondly, the algorithm for ~%" can be used to minimize a transition system
with respect to divergence-sensitive stutter bisimulation. This can be used as a preprocess-
ing phase prior to model checking a CTLi‘O formula. We first outline how to compute the
equivalence classes under = (i.e., without divergence) and then explain how this algorithm

can be adapted to ~div,

In the remainder of this section, let T'S = (S, Act, —, I, AP, L) be a finite transition system,
possibly with terminal states. The quotienting algorithms for ~ and ~% are based on
partition refinement, as for bisimulation. Recall that partition refinement algorithms are
based on successively refining partitions until a stable partition is reached. The refinement
is based on splitting a block in the current partition with respect to a superblock, i.e., a
disjoint union of blocks. The idea of refinement for = is to split a given block B according
to another block C' into two subblocks: a block of states in B that can reach C via a path

fragment that only visits states in B, and a block that contains all other states in B.
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{ prod_and_cons }

Figure 7.48: Quotient transition system TSgpstract(2,2)/ Aty

Notation 7.133. Constrained Predecessors

For partition II of S and blocks B,C in 1l with s € B, we have s € Pref;(C') whenever
there exists a finite path fragment:

$=8182...8,-18n € Paths(s) with s,, € C' and s; € B for all 0 <i < n.

Stated in words, Pref;(C) contains any state s that can reach a state in C' via a (possibly
single-state) path that solely consists of states that are in the same block of II as s.

Definition 7.134. [I-Splitter, C-Stability
Let II be a partition of S and let C', B € 1.

1. C is a ll-splitter for B if and only if

B#C and BnNPre(C)#@ and B\ Prejj(C) # @.

2. I1 is C-stable if there is no block B € II such that C is a Il-splitter for B.

3. Il is stable if 11 is C-stable for all blocks C < II.

Let us consider the requirements of C' being a Il-splitter of B. As a block cannot be split
by itself, the requirement that B # (' is natural. Furthermore, B can only be splitted
according to C' when C' can be reached in a single transition from at least one state in B.
Finally, the third conjunct asserts that B should contain states that can only reach C via
some state that is neither in B nor in C.
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Algorithm 37 Computing the stutter bisimulation quotient
Input: finite transition system TS with state space S
Output: stutter bisimulation quotient space S/~

IT:=T1l4p; (* see Algorithm 29, page 479 *)
while (3B,C € 1. C' is a ll-splitter for B) do
choose such B, ' € 1I;
IT:= (I1\ { B}) U Refinex(B,C)
od
return [I

Lemma 7.135. Coarsest Partition

The stutter bisimulation quotient space S/ = is the coarsest partition 11 of S such that

(i) 11 is finer than 114 p.

(ii) for all B,C € 1l: BN Pre(C) = @ or B C Pref(C).

Proof: Similar to the proof of Lemma 7.34 on page 480. ]

That is, S/ & is the coarsest partition such that (i) states are equally labeled, and (ii)
either there is no transition between B and C, or in case such transition exists, there are
some states in B that cannot reach ' by only visiting states in B. For such states, the
only possibility to reach C' is via some other block D #£ B, (. This lemma suggests the
following refinement operator:

Definition 7.136. The Refinement Operator
Let II be a partition for S and C be a block of II. Then:

Refine (11, C) = U Refine~ (B, C)
Bell

where Refinex(B,C) = {BnN Pre;(C), B\ Prefi(C)} \ {2 }. [ |

The essential steps of the partition refinement technique for quotienting with respect to
~ are summarized in Algorithm 37. Note that unlike the partition refinement algorithms
for ordinary bisimulation ~, Algorithm 37 refines per iteration just one block B. As
is a [l-splitter for B, each iteration yields a proper refinement. Therefore, the number of
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iterations of the while-loop is bounded by the number of states. In the remainder of this
section, some implementation details will be provided to enable an efficient realization of
the refinement operator.

Removal of Stutter Cycles As a first step, the transition system TS is simplified by
removing all its stutter cycles, i.e., cycles that completely consist of stutter steps. Formally:

Definition 7.137. Stutter Cycle

Cycle sg 8189 ...8, (with sg = s,,) for n > 0 in transition system TS is a stutter cycle
when s; s;11 is a stutter step for 0 < i < n. [ |

All states on a stutter cycle belong to the same equivalence class under ~, and thus belong
to the same block of S/~. In fact, this even holds for ~%:

Lemma 7.138. Stutter Cycle

For stutter cycle sg 1 8o ... 8, in transition system TS:

L div , div div
60 ~ g 61 ~Tg e Nog én.

Proof: Let R be the smallest equivalence relation on S which identifies the states sg =
S, 81,---,8,—1 and no other states. That is, R is the equivalence relation that induces
the partition:

S/R = {{s0,---,8n—1}U{{s}|seS\{s0,---,8-1}}

All states in { sq, ..., s,—1 } are stutter-bisimilar as they all lie on the same stutter cycle,
i.e., any visible step by s; — s’ can be matched by a path fragment starting in s; (i#j) by
first traversing the cycle to s; and then taking the transition s; — s’. Clearly, these states
are all divergent. All singleton partitions are stutter-bisimilar and nondivergent. Hence,
R is a divergence-sensitive stutter bisimulation. ]

Consequently, all states on a stutter cycle are divergent. Note that for finite transition
systems it holds that any divergent path must contain a cycle. Since all states on such

cycle are pairwise s div equivalent—and thus equally labeled—they form a stutter cycle.
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Corollary 7.139. Complete Characterization of Divergent States

For finite transition system TS and state s in TS:

s is ~M _divergent iff a stutter cycle is reachable from s
via a path fragment in [S]_ gp-

To simplify the refinement operator, we first remove stutter cycles from transition system
TS. This is done in the following way. In the state graph G(TS), determine the strongly
connected components (SCCs) that only contain stutter steps. This can be carried out
using a (standard) depth-first search algorithm. Then, any stutter SCC is collapsed into
a single state. This yields a new transition system T'S" where the states are the stutter
SCCs in G(TS), and C' —' C" with C' # C’ whenever s — s’ is a transition in TS with
s € C and s’ € ('. By construction, T'S" does not contain any stutter cycles. The time
complexity of this step is O(M+|S|). Note that

§1 =g So if and only if Cf ~py Co

where C; denotes the stutter SCC which contains state s;.

Efficient Realization of Refining a Partition From now on, it is assumed that
transition system TS has no stutter cycles. We now focus our attention on an efficient
realization of the refinement operator and the search for a splitter (see the loop condition
in Algorithm 37). Assume that list representations for the sets Pre(s) and Post(s) are
available for any state s. Let Il be a partition of S that is coarser than S/ &~ and finer
than IT14p. The goal is to check the instability of II for a block ' by a linear search in the
lists Pre(s) for s € C' rather than to consider the set Pref;(C'). To that end, we aim at a
characterization of a splitter in terms of direct predecessors of €. An important notion to
enable such characterization is that of an exit state in a block B, say, i.e., a state whose
only outgoing transitions lead to states that are outside B.

Definition 7.140. Exit States

Let TS be a finite transition system without stutter cycles and B be a block of a partition
II for S, the state space of T'S. The ezit states of B and partition 1l are defined by

Bottom(B) = {s € B | Post(s) N B =@} and Bottom(ll) = U Bottom(B).
Bell

Since TS does not have stutter cycles and is finite, any block B of partition II that o
finer than 114 p has at least one exit state. This can be seen by contraposition. Assume
block B € 11 does not contain an exit state. Then there exists an infinite path sgs1 2. ..
consisting of states in B. Since TS is finite, there exists a pair of indices 4,7 such that
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0 <i < jwith s; = s;. As I is finer than II4p, all states in B are equally labeled. Hence,
the path fragment s;s;.1...5; is a stutter cycle. This contradicts T'S having no stutter
cycles. Thus, Bottom(B) # @& for any block B € Il where II refines 114 p.

The following lemma is the key for checking whether a block C' € I is a Il-splitter by a
linear search in the lists Pre(s) for s € C.

Lemma 7.141. Local Splitter Criterion

Let TS be a finite transition system without stutter cycles, 11 a partition of TS’s state
space S and C, B € 11. Then:

C is a ll-splitter for B iff (B# C N BN Pre(C)# @ A Bottom(B)\ Pre(C) # @).

Proof: <: Assume B # C, BN Pre(C) # @ and Bottom(B) \ Pre(C) # @. Then,
there exist states ¢t € Bottom(B) \ Pre(C) and s € B N Pre(C). Since t € Fxit(B) and
t & Pre(C), all direct successors of ¢ are outside B U C, and thus ¢t € B\ Prefj(C). Thus,
by Definition 7.134, C is a Il-splitter for B.

=: Let ' be a [l-splitter for B. By Definition 7.134 of a Il-splitter, it follows that B #£ C
and s € B N Pre(C) for some s. It remains to show that B\ Pref(C) # @ implies
Bottom(B)\ Pre(C') # &. This is done by contraposition. Assume Bottom(B) \ Pre(C') =
@, ie., Bottom(B) C Pre(C). Let u € B. Since there are no stutter cycles in TS
and TS is finite, there exists a path fragment w...{ consisting of B-states only with
t € Bottom(B). But, since Bottom(B) C Pre(C), we have t € Pre(C'), and u € Pref;(C).
Thus, w € B N Pref(C). As this applies to any u € B, it follows B C Pref;(C'), which
contradicts that C' is a [l-splitter of B. [ |

This result allows checking whether block C' of partition 11 is a II-splitter for some B € II,
by investigating the direct predecessors of C'. For any state s € C, the list Pre(s) is
traversed and all states §’ € Pre(s) and blocks [¢']1 (not all states in the block, just the
block itself) are marked. Then, for each block B € 11, B # C', we have

C is a ll-splitter for B iff B is marked and Bottom(B)
contains an unmarked state

In this way, the C-stability of II can be checked in time O(|Pre(C')|) when using appropriate
data structures (such as lists) for Il and Bottom(B) for B € II. For instance, a list
representation of I with pointers from II’s blocks to the states in the blocks and vice versa,
enables generating a list consisting of (pointers to) the marked blocks in time O(|Pre(C))).
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To check whether there is a marked block B where Bottom(B) contains an unmarked state,
a linear search through the list of marked blocks suffices. If B is the current (marked)
block, then we traverse the list representing Bottom(B) until an unmarked state (i.e., a
state t ¢ Pre(C)) has been found (or the end of the list has been reached). The time
complexity of this strategy is O(|Pre(C)|), since the number of marked blocks is at most
|Pre(C')| and the total number of elements to be considered when traversing the lists for
the exit states is bounded by |Pre(C')| + 1. (The “41” covers the case where ¢ ¢ Pre(C')
has been reached.) Ranging over all blocks C' € II, the stability of Il can be checked in

time O(M) since M = > |Pre(C')|, where (as before) M denotes the number of edges in
Ccell
the state graph of T'S.

Moreover, if C' is a Il-splitter (i.e., Il is not C-stable), then the above technique returns a
block B € II such that C' is a Il-splitter for B. It remains to explain how the refinement
of B into the two subblocks:

By = BN Pref;(C) and By = B\ Prefi(C)

can be realized in time O(M). For this, we proceed as follows. We start with two new
(variables for the) blocks By and By, which are initially empty. On traversing the list of all
exit states of B, any marked state s € Bottom(B) is added to B; and any unmarked state
s € Bottom(B) is added to Bs. (Recall that exactly the states in Pre(C') are marked.) We
then apply a standard graph algorithm to determine a reversed topological order s1, ..., sy
of the nonexit states in B, i.e., B\ Bottom(B) = { s1,...,s; } and ¢ > j whenever there
is a transition s; — s;. Note that such a topological order exists since T'S has no stutter
cycles. It can be computed in O(M+|S|). The nonexit states of B are traversed in
reversed topological order. On encountering state s = s; for some 0 < i < k, we perform
the following. If s is unmarked, i.e., s € B\ Pre(C), the list Post(s) is traversed. If
t € Post(s) N By is encountered for some ¢, then s is added to Bj; otherwise, s is added to
Boy. This is justified by the observation that

e either s is marked in which case s € BN Pre(C),

e or s is unmarked and s — ¢ for some ¢ € By, in which case either ¢ € Bottom(B) N
Pre(C) or t € {s1,...,8,—1 } and there exists a path fragment ¢...v consisting of
states in By with v € Bottom(B) N Pre(C).

If all states s € {s1,...,sx } = B\ Bottom(B) have been considered, then B; consists of
all states in B N Pref;(C), while By contains all states B \ Pref;(C).

The above yields that there is an algorithm with time complexity O(M) that checks
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whether for a given partition I there is a pair (B,C) of blocks in II such that C is a
[I-splitter for C', and returns such a pair (B, '), if there is some. Moreover:

Lemma 7.142. Time Complexity of the Refinement Operator
Refiner(B,C) can be computed in time O(M).

Hence, each iteration in Algorithm 37 causes the cost O(M). As each iteration yields a
proper refinement of the current partition I, the number of iterations is at most |S|. We
conclude:

Theorem 7.143. Time Complerity of Algorithm 37

The stutter bisimulation quotient of TS can be computed with Algorithm 37 in time O( |S|-
(|JAP|+ M) ), under the assumption that M > |S|, where M is the number of edges in the
state graph G(TS).

Proof: The costs of computing the initial partition are O(|S|-|AP|). At most |S| iterations
take place. Each refinement in an iteration is in O(M). Checking the loop condition can
also be done in O(M). [

Although irrelevant for the asymptotic time complexity, the following observation can be
helpful in practice to increase the efficiency of the splitter search: it provides a criterion
to skip checking the Il-splitter-condition for certain blocks C'.

Lemma 7.144. Stability Criterion

Let TS be a finite transition system without stutter cycles and let 11 and II' partitions such
that T is finer than 11 and Bottom(IT) = Bottom(II'). Then: there is no common block
C of I1 and II' such that 11 is stable for C, while I’ is not.

Proof: By contraposition. Assume C' € IINII' and C is a II’-splitter for some block B’ € 1T,
and II is stable for C'. By Lemma 7.141, C # B’, there exists s € B/ N Pre(C'), and there
exists { € Bottom(B') \ Pre(C). Since II refines I, there exists a block B € II which
subsumes B'. C' # B, since otherwise C'= B’ as C' € IN1I', and s € BN Pre(C). From
Bottom(IT) = Bottom(Il'), we derive that ¢t € Bottom(B’) C Bottom(B). By Lemma
7.141, C is a Il-splitter for B. This, however, contradicts the assumption that II is stable
for C. [ |
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Quotienting for Divergence-Sensitive Stutter Bisimulation The computation of
the equivalence classes under ~ 0 g essentially based on the following steps. Let TS =
(S, Act,—, I, AP, L) be a finite transition system. As an initial step, TS is transformed
into a divergence-sensitive transition system TS such that the equivalence classes under ~
in TS coincide with the equivalence classes under A% in T'S. (Recall that TS is divergence-
sensitive if x4 is divergence-sensitive, and hence coincides with %%“) Applying Algorithm
37 to TS then provides the quotient space S/ ~4 of TS.

The divergence-sensitive transition system TS is obtained as follows. TS is extended with
a new state Sy, that is not stutter-bisimilar to any other state in T'S. This is established
by equipping sg, with a unique label, div say. The goal is to define the transitions in TS
such that the %%v—divergent states of T'S have a path fragment of the form svq ... v, Sqiv
in TS such that

div div div
S ~Tg 'Ul ~ g e Nog UT)’L'

That is to say, the new state sg;, can only be reached from a %%v—divergent state. Since
~div_
TS

TS is finite, every =8'-divergent path contains a cycle containing only states that are
equivalent under %%“ By Lemma 7.138 on page 570, these are exactly the stutter cycles!
So, TS is obtained from TS by inserting transitions from s to sg;, for any state s that lies

on a stutter cycle.

Definition 7.145. Divergence-Sensitive Expansion TS

The divergence-sensitive expansion of finite transition system TS = (S, Act,—, I, AP, L)
is:

TS = (SU{sagy},ActU {7}, — I,APU{div}, L)

where sg4;, € 5, — extends the transition relation of TS by the transitions sy, 5 Sdiv and
s 5 84 for every state s € S on a stutter cycle in TS, and T(s) = L(s) if s € S and
L(de) = {dZ’U} |

Example 7.146.  Divergence-Sensitive Expansion

Consider the transition system TS over AP = {a} in Figure 7.49 (upper part). Its
divergence-sensitive expansion is depicted below it. It is not difficult to establish that

S/~E = {{so, 51} {s2}. {s3}} = S/~m.

Hence, the = equivalence classes of T_S with respect to AP = {a, div} correspond to the
equivalence classes of T'S under ~%v for AP = {a}. Note that we ignored the stutter
bisimulation equivalence class { sy, } in TS. [ ]

The following theorem shows that ~% in TS coincides with ~ in TS.
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“ fa} {a} {a}

Figure 7.49: Transition system TS (upper) and its divergence-sensitive expansion TS
(lower).

Theorem 7.147. Connection between TS and TS

For finite transition system TS:

1. TS is divergence-sensitive, and

2. for all states s1,80 € S: 81 %%“ so if and only if s1 ~mg So.

Proof: We first show that
R = {(s1,9) € Sx S |s1 ~% 52} U {(si0:5am) }

is a stutter bisimulation for TS. Clearly, all states in R are equally labeled. It remains to
check that for ($1,s2) € R we have that se simulates transitions of s1. This is evident for
(Sdiv, Sdiv) € R; consider the remaining cases.

Let (s1,s2) € R and s} € Postzg(s1) such that (s1,s)) € R. Distinguish two cases:

o If s\ € S (ie, 8§ # Sgw), then 8§ € Postrs(s1) and $1 #gﬁ” s}. Since s %%“ 59,
there exists a path fragment sy uj ... u, s, in TS with

L odiv div div Joodiv
Sp Nipg Ul Rgg ... Rge Up and 8] &5 sy

Thus, soui...u, s, is a path fragment satisfying the property (so,u;) € R, for
0<j<n,and (s),s,) € R.
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o If s/ = s4, then s1 is on a stutter cycle in T'S, and thus $; is divergent. As
S1 %%“ 8o, state so is divergent. Since TS is finite, there exists a path fragment
So U7 ... Uy Such that

o~ 1V ~div _div
52 Npg UL Nqg Nrs Un

where u, is on a stutter cycle. Therefore, u,, — 84w is a transition in TS and
SoUq ... Uy Sg;p 18 a path fragment in T'S that matches s — 5.

As a next step, we show that R = {(s1,82) € Sx S| $1 ~755 s2 } is a divergence-sensitive
stutter bisimulation for T'S. Obviously, R only contains equally labeled states; condition
(2) of being a stutter bisimulation follows from the following reasoning;:

o Let ($1,82) € R and 8] € Postrs(s1) such that (s1,¢]) ¢ R. Then, s1 ~7g s9,
s} € Postg(s1), and s1 #45 s). Thus, there exists a path fragment sguy ... u, s, in
TS with

So AITg U] Ngg ... Rgg Uy, and  §] RTg So.

As §| # Sqi, we have s, # sgi,. Therefore, spuq ... uy, sh is a path fragment in T'S
that matches s; — ).

It remains to check the divergence sensitivity of R. Let (s1,s82) € R such that s; is
R-divergent. Then, there exists a path fragment $1 vy ... 0, 8§ U1 ... u, 8} such that:

/
81 N7 V1 M75 .- 75 Um T 51 ATs Ul Mg - TS Un

In particular, 3'1 is on a stutter cycle. Therefore, 3'1 — Sgiw 18 a transition in TS. As
(s1,82) € R, 81 =~ s2. Together with $1 =~ s}, we get 8| =~z s2. Moreover,
Sdiv € Postzs(s)), and §| %75 sa4iw. Hence, there exists a path fragment so w1 ... wg 85 Sgi
such that

So Mg W RNg ... Nz Wy Ngg Sy oand  sh — Sy

Note, since only state Sg;, is labeled with div, if s ~75 $g5, then s = 544

Since sh — $4;, is a transition in TS, s} belongs to a stutter cycle sht; ..., sh. By Lemma
7.138 (page 570), sy ~qg t1 Rgg ... A3 L. As Sg Rogg S5, it follows that sy is R-divergent.

Finally, we consider the divergence sensitivity of TS. By definition, TS is divergence-
sensitive if A7z is divergence-sensitive. This follows from the fact that ~sgg coincides with

div
~
~rs . |

Theorem 7.147 shows that the quotient space S/~ of transition system T'S can be com-
puted by applying Algorithm 37 to the divergence-sensitive expansion TS. In order to
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construct TS, all states on a stutter cycle must be determined, as these states need to
be equipped with a transition to sg;,. This can be done by generating the nontrivial
SCCs in the digraph that is obtained from G(TS) by only considering stutter steps. Let
Gstutter (TS) = (V, E) with V = S, the state space of TS and F = {(s,t) € Sx S| L(s) =
L(t) }.

div ar

Summarizing, the required steps to compute the quotient transition system T'S/~ e:

1. Construct the expansion TS by determining the SCCs in G stutter (1'S), and inserting
transitions s — Sgi, and Sgi — Sgi for any state s in a nontrivial SCC of G gyser.

2. Apply Algorithm 37 to TS to obtain the quotient space
S/ = S/ roe

The transition system TS/ & is constructed as follows. Any C' € S/~%" that contains
an initial state of T'S is identified as initial state. The labeling of C' € S/ ~% equals
the labeling of any s € C. All transitions s — s with s %% § are lifted to
transitions of the corresponding state classes.

3. TS/ ~% i obtained from T_S/ ~ as follows. The transitions s — sy, in 1S are
replaced by self-loops [$]4, — [$]aw, and the state sg;, is deleted.

Ezample 7.148.

Consider again the transition system TS over AP = {a } in Figure 7.49 (upper part) and
its divergence-sensitive expansion TS (see lower part of the same figure). The quotient
transition system TS/ ~ is depicted in Figure 7.50 (upper part). The corresponding
transition system TS/ & is obtained by turning all transitions to [s]g4;, into self-loops at
the source state, and deleting [s]g;,. This yields the transition system depicted in the
lower part of Figure 7.50. ]

The costs of the described technique are dominated by the costs of Algorithm 37 and the
computation of the SCCs in digraph Gguser. Theorem 7.143 on page 574 yields:

Theorem 7.149. Time Complerity of Constructing TS/%d“’

The quotient space of TS under ~% can be computed in time O( (|S|+M) + |S|-(|AP|+
M) ), under the assumption that M > |S|, where M denotes the number of edges in the
state graph G(TS).

Petitioner Exhibit 1002-1582



Summary 579

transition system TS/ rudiv

Figure 7.50: Example of computing the quotient system under W,

7.9 Summary

A bisimulation equivalence only relates a pair of states if both states are equally
labeled and can mutually mimic their outgoing transitions. In a simulation preorder
it suffices that one state can mimic the other, but not necessarily the reverse.

e Bisimulation is strictly finer than simulation equivalence and trace equivalence.

e In general, simulation and trace equivalence are incomparable. For transition sys-
tems without terminal states, simulation equivalence is strictly finer than trace equiv-
alence.

e For AP-deterministic transition systems, bisimulation, simulation, and trace equiv-
alence coincide.

e Bisimulation equivalence and the simulation order can be computed for finite transi-
tion systems in polynomial time. The problem of checking trace equivalence or trace
inclusion is PSPACE-complete.

e For finite transition systems without terminal states, bisimulation equivalence cor-
responds to CTL* and CTL equivalence. (This result is considerable, since CTL*
includes the two incomparable logics CTL and LTL.)

e A logical characterization of the simulation preorder can be provided by the universal
or the existential fragments of CTL* and CTL.

e Stutter trace equivalence is a variant of trace equivalence that abstracts from stut-
ter steps, i.e, transitions between equally labeled states. It coincides with LTL,~
equivalence.
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e Stutter bisimulation is a variant of bisimulation where transitions can be mimicked
by path fragments (rather than by single transitions). It is incomparable to stutter
trace equivalence.

e A state is divergent if a path consisting only of stutter steps emanates from it.
Divergence-sensitive stutter bisimulation is a stutter bisimulation that distinguishes
divergent from nondivergent states.

e Divergence-sensitive stutter bisimulation is strictly finer than stutter trace equiva-
lence and coincides with CTL{ - and CTL,,, equivalence.

e Divergence-sensitive bisimulation can be computed for finite transition systems in
polynomial time.

Figure 7.51 on page 580 summarizes the results concerning the treated notions of bisim-
ulation. For the sake of simplicity, the costs of the initialization phase of the quotienting
algorithms have been omitted.

bisimulation simulation stutter trace
equivalence order equivalence equivalence
with divergence
preservation of CTL* vCTL* /3CTL* CTL{~ LTL
temporal-logical CTL VCTL/3CTL CTL\o (LT properties)
properties
checking PTIME PTIME PTIME PSPACE-
equivalence complete
graph PTIME PTIME PTIME —
minimization O(M-log|S|) O(M-|S]) O(M-|S])

Figure 7.51: Overview of equivalences on transition systems.

7.10 Bibliographic Notes

Bisimulation and simulation. The notions of bisimulation and simulation in this chapter
are state-based versions of the action-based bisimulation and simulation. Action-based
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bisimulation has been brought up independently by Milner [296] and Park [322]. Action-
based simulation originates from Milner [295]. Milner [296] also introduced observational
bisimulation, a weak bisimulation that abstracts away from internal steps (i.e., T-labeled
transitions). (Exercise 7.22 considers a state-based variant of observational equivalence.)
Stutter bisimulation is the state-based variant of branching bisimulation introduced by van
Glabbeek and Weijland [406]. As noticed by Groote and Vaandrager [176], divergence-
sensitive stutter bisimulation coincides with stutter equivalence introduced by Browne,
Clarke and Grumberg [67]. The alternative characterizations of stutter bisimulation by
norm functions for finite and infinite transition systems is due to Namjoshi [311]. (The-
orem 7.126 treats only finite transition systems.) Grifioen and Vaandrager [175] apply a
(slightly) different notion of norm functions to define simulation relations. A comprehen-
sive comparison of various trace-based and (bi)simulation relations has been provided by
van Glabbeek [404, 405]. The concept of bisimulation and simulation relations has been
refined and studied in various directions (such as axiomatization, refinement, coinduction,
domain theoretic approaches); see, e.g., [298, 1, 4, 279, 397, 101]. The use of simulation
relations for abstraction has been studied in, e.g., [90, 277, 133, 109, 105].

Logical characterizations. The first logical characterization of bisimulation equivalence
has been provided in the action-based setting by Hennessy and Milner [197] for a modal
logic, called Hennessy-Milner logic, with an action-labeled next step operator. Browne,
Clarke and Grumberg [67] showed that state-based bisimulation coincides with CTL- and
CTL* equivalence; see Theorem 7.20, and the analogous result for divergence-sensitive
stutter bisimulation and CTL,~ /CTL{,; see Theorem 7.128. Kucera and Schnoebelen
[247] recently presented a refinement of the latter result. De Nicola and Vaandrager [314]
studied the connection between temporal logics and variants of stutter bisimulation in
the action- and state-based setting. The logical characterizations of the simulation order
by means of the existential and universal fragment of CTL and CTL* is due to Clarke,
Grumberg and Long [90]. The observation that any LTL formula which induces a stutter-
insensitive LT property can be expressed in LTL,, (see Exercise 7.20) is by Peled and
Wilke [329]; see also Etessami [147]. FEtessami [146] defined a variant LTL that is as
expressive as stutter-invariant w-regular languages.

Quotienting algorithms. The first partition refinement algorithm for bisimulation is due
to Kanellakis and Smolka [231]. The refined version with the ternary refinement oper-
ator (see Algorithm 32) originates from Paige and Tarjan [318]. Kanellakis and Smolka
[231] also showed that the trace equivalence problem is PSPACE-complete; see Theorem
7.46. The initial algorithm for calculating the simulation order has been suggested by
Cleaveland, Parrow, and Steffen [97]. Henzinger, Henzinger, and Kopke [198] developed a
more efficient algorithm; see Algorithm 36. Other algorithms for computing the simulation
order have been suggested by, among others, Tan and Cleaveland [385] and Bustan and
Grumberg [76]. A survey of bisimulation- and simulation-quotienting algorithms has been
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given by Cleaveland and Sokolsky [98]. The quotienting algorithms for stutter bisimulation
quotient (see Algorithm 37) go back to Groote and Vaandrager [176]. Moller and Smolka
[302] discuss the computational complexity of checking the bisimilarity of several classes
of processes. Thanks to extensive studies by Fisler and Vardi [152, 153, 154], it is known
that bisimulation minimization for LTL model checking and invariant verification leads
to drastic state space reductions (up to logarithmic savings) but at a time penalty: the
time to minimize and model-check the resulting quotient significantly exceeds the time to
verify the original transition system. In this monograph, we considered quotienting algo-
rithms for finite transition systems. Semialgorithms for bisimulation quotienting of infinite
transition systems (provided the bisimulation quotient is finite) have been presented by
Bouajjani, Fernandez, and Halbwachs [60] and Lee and Yannakakis [266]. Henzinger, Hen-
zinger, and Kopke [198] introduced a semialgorithmic approach for the simulation order to
treat infinite state spaces. A classification and algorithms for infinite systems with finite
quotients for other equivalences have been given by Henzinger, Majumdar, and Raskin
[199].

For further reading we refer to the Handbook of Process Algebra [46] (and the literature

mentioned therein) which treats many aspects of (bi)simulations and other implementation
relations.

7.11 Exercises

EXERCISE 7.1. Consider the four transition systems in Figure 7.52. Determine for each pair
(TS;, TS;) for 0 < i # j < 4 of these transition systems whether they are bisimilar. Justify your
answer by either providing the bisimulation relation for (T5;, T'S;) or a CTL formula @ such that

EXERCISE 7.2. Let TS be a transition system.

(a) Show that the union of bisimulation relations for TS is a bisimulation for TS.

(b) Show that the union of simulation relations for TS is a simulation for TS.

EXERCISE 7.3. The goal of this exercise is to discuss the role of AP-determinism (see Definition
7.65) for the connection between (bi)simulation and trace relations. In particular, this exrecise
completes the proofs for Theorem 7.64 on page 511 and Corollary 7.72 on page 514.

Suppose that T'S; and TS are transition systems over AP that are both AP-deterministic.
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e
o>

—

{a,b}

al {a,b} 8
O,

{a,b} {a} {a}

transition system TSy

transition system T3

Figure 7.52: Four transition systems for Exercises 7.1, 7.11, 7.17, 7.21 and 7.22.

(a) Prove the equivalence of the following statements (1), (2), (3) and (4):

(1) TS, ~ TS,

(2) TS, = TS,

(3) Traces;in(TS1) = Traces;n(TS2)
(4) Traces(TSy) = Traces(TSz)

(b) Prove or disprove: If Tracess,(TS1) C Tracessn(TS2) then T'S1 < TS,.
(¢) Prove or disprove: If TSy < TSz then Traces(TS;) C Traces(TSz).
(d) Prove or disprove: If Tracess,(TS1) C Tracessn(TS2) then Traces(TS:) C Traces(TSs).

ExXERCISE 7.4. Let TS = (S, Act,—, I, AP, L) be a transition system. The relations ~,C S x S
are inductively defined by:
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(a) 81 ~ S2 iff L(Sl) = L(SQ).
(b) 81 ~n41 82 iff

(i) L(s1) = L(s2),
(i) for all s} € Post(sy) there exists s, € Post(sa) with s} ~, s},

(iil) for all s, € Post(s2) there exists 5| € Post(sy) with sf ~,, sb.

Show that for finite TS it holds that ~pg = (] ~a, i€,
n=0

81 ~rg 82 if and only if sy ~, so for all n > 0.

Does this also hold for infinite transition systems?

EXERCISE 7.5.

(a) Cousider transition system T'S shown in Figure 7.53. Apply the transformation TS — TS,
see page 467) and check that ~q¢¢ coincides with action-based bisimulation NA?? on TS,.:.
g TSt

Figure 7.53: Transition system TS for Exercise 7.5.

(b) Prove that for all states s1, sz in TS,

Act

81~y s2 if and only if s; ~pg 82

state

where TSsqc 18 obtained from TS by the transformation defined on page 467.
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EXERCISE 7.6.

(a) Give a transition system TS without terminal states and containing states s1, s3 of TS such
that s1 Zr7r s2 and there is no LTL formula ¢ with so |= ¢ and s1 [~ . (See the remark
on page 469.)

(b) Let TS; and TS, be transition systems over AP without terminal states such that T'S; Zopr
TSy. Prove or disprove the claim: there exists a CTL formula ¢ over AP such that TS; | ¢
and TSy [~ &.

Figure 7.54: Transition system TS for Exercises 7.7, 7.8 and 7.23.

EXERCISE 7.7. Consider the transition system TS over AP = { a, b} shown in Figure 7.54.

(a) Determine the bisimulation equivalence ~qz¢ and depict the bisimulation quotient system

TS/~

(b) Provide CTL master formulae $¢ for each bisimulation equivalence class C.

ExERCISE 7.8. Consider again the transition system TS with state space S = {s1,82,..., 813}
shown in Figure 7.54. Apply Algorithms 31 and 32 to compute the bisimulation quotient S/ ~ rg.

EXERCISE 7.9. Let TS be a finite transition system over AP without terminal states. Provide an
algorithmn that computes for each bisimulation equivalence class C' a CTL master formula (i.e., a
CTL formula ®¢ with Sat(®e) = C).

(Hint: There is a simple algorithm which relies on an extension of the partition refinement tech-
nique).

ExXERrCISE 7.10. Consider the transition systems T'S; and TSz shown in Figure 7.55. Apply
Algorithms 31 (page 487) and 32 (page 489) to check whether T'S; ~ TSs.
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Figure 7.55: Are T'S; (left) and TSy (right) bisimilar (Exercise 7.10)?

EXERCISE 7.11. Consider the four transition systems TSy, TSs, TSs, TS, in Figure 7.52 on page
583. Check whether T'S; =< T'S; and TS; =~ T'S; for all indices 4, j. Justify your answer by either
establishing a simulation for (TS;, T'S;) or by providing a YCTL formula ® with TS; = ¢ and
TS; =& (if TS, £ TS;).

EXERCISE 7.12. Consider the transition systems T'S; (left) and T'S; (right) in Figure 7.56.

(a) Show that TSy =< TS; by providing a simulation relation for (TS, TS7).

(b) Show that T'S; A TSz by providing a VCTL formula ®y and a 3CTL formula ¢4 such that
TS, }£ Py, but TSs | &y and TS | $3, but TS, [~ P3.

Figure 7.56: TSy < T'S1, but T'S; A T'Ss (Exercise 7.12).

EXERCISE 7.13. Consider the transition systems T'S; (left) and T'Sz (right) in Figure 7.57.

(a) Check whether T'S; < TSz, TSy = T'S; or TSy ~ TSs.
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Figure 7.57: Transition systems TS; (left) and TSs (right) for Exercise 7.13.

(b) Consider the composite transition system TS = T'S; @ T'S;. Depict the simulation quotient
system TS/ < and verify that TS/ < and TS are simulation equivalent, but not bisimilar.

EXERCISE 7.14. Complete the proof of Theorem 7.76 by showing the correctness of the following
two statements (a) and (b):

(a) If s; and s are states in TS with s; <75 s2 then for all VCTL* state formulae ®: s5 = ®
implies s; | .

(b) If 71y = sp181.1824... and 1 = $p281.2822... infinite path fragments in TS such that
$;1 =5 82 for all § > 0 then for all VCTL" path formulae ¢: 73 |= ¢ implies m = .

EXERCISE 7.15. Indicate for each of the following claims whether it is a correct statement for
finite transition systems:

a

b

(a) VCTL equivalence is finer than LTL equivalence.
(b) LTL equivalence is finer than YVCTL equivalence.
(
(d
(e

)
)
¢) JCTL equivalence is finer than YCTL equivalence.
) JCTL equivalence is finer than LTL equivalence.
)

ICTL* equivalence is finer than CTL equivalence.

Justify your answers.
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Figure 7.58: Transition system T'S over AP = {a,b} for Exercise 7.16.

EXERCISE 7.16. Consider the transition system TS as depicted in Figure 7.58. The initial states
are irrelevant and have been omitted. Apply Algorithm 36 (page 526) to compute the simulation
order <rg.

EXERCISE 7.17. Which of the transition systems in Figure 7.52 on page 583 are stutter trace
equivalent?

EXERCISE 7.18. Consider the transition systems depicted below, where the gray filling of a state
indicates the propositions that hold in that state.

TS,

Ow

Foreachi,je{1...3}x{1...3},:+# j, determine whether TS; = TS;, T'S; C TS, or T'S; [Z TS;.
Justify your answer.

EXERCISE 7.19. Consider the transition systems depicted below, where the gray filling of a state
indicates the propositions that are hold in that state.
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For each i,j € {1...3} x {1...3}, i # j, determine whether TS; ~ TS; or TS; % TS;. Justify
YOUr answer.

EXERCISE 7.20. Let ¢ be an LTL formula such that Words(¢) is stutter-insensitive. Show that
v is equivalent to some LTLy~ formula .

EXERCISE 7.21. Which of the transition systems in Figure 7.52 on page 583 are stutter bisimu-
lation equivalent?

EXERCISE 7.22. Observational equivalence =,;; is a slight variant of stutter bisimulation equiv-
alence where state s, is allowed to perform a path fragment

/
SaUL ... Um V1 ...V Sy

stutter stcps stutter steps

with arbitrary stutter steps at the beginning and at the end and s| &5 sj to simulate a transition
s1 — s} of an observational equivalent state s;. Le., it is not required that so and states w; are
observationally equivalent, or that s} and v; are observationally equivalent. For the special case
where s; — ¢} is a stutter step the path fragment of length 0 (consisting of state s = s4) can be
used to simulate g1 — ).

The formal definition of observational equivalence is as follows. Let T'S; and T'S> be two transition
systems over AP with state spaces S and Ss, respectively. A binary relation R C 57 x 53 is an
observational bisimulation for (T'Sy, TSz) iff the following conditions are satisfied:

(A) Every initial state of T'S; is related to an initial state of TSz, and vice versa. That is,

Vsy € I13sa € Iz, (s1,82) € R and Vsy € Io3sy € 1. (s1,82) € R
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(B) For all (s1, s2) € R the following conditions (1), (2) and (3) hold:
(1) I (817 82) € R then Ll(sl) = LQ(SQ)

(2) If (81, s2) € R and &) € Post(s1) then there exists a path fragment ug uy . . . uy, such that

n 2 0and ug = sa, (s],un) € R and, for some m < n, La(ug) = La(ur) = ... = La(ty,)
and Lg(um+1) = Lg(um+2) = ...= Lg(un)

(3) If (81, s2) € R and s} € Post(sy) then there exists a path fragment ug uy . . . uy, such that
n 2 0 and ug = sa, (uy, sh) € R and, for some m < n, Ly(ug) = Li(ur) = ... = L1 (tym)
and Ll(um+1) = Ll(um+2) = ...= Ll(un)

TS, and TSs are called observational-equivalent, denoted T'S; =~ ops TSa, if there exists an obser-
vational bisimulation for (T'Sy, T'Sz).

(a) Which of the transition systems in Figure 7.52 on page 583 are observational-equivalent?
(b) Show that T'S; ~ TSy implies TSy 2,55 TSo.

(¢) Consider the two transition system TS (left) and TSz (right) shown in Figure 7.59 where
the colors stand for the state labels, e.g., we may deal with L4(s;) = La(t;) = {a} for i €
{17 27374} andj S {17 274} and L1(86) - LQ(t6) = @ and L1(87) — L1(85) — LQ(t7) — {b}

O

TSl TSQ

Figure 7.59: Transition systems TS; (left) and TSs (right) for Exercise 7.22.

Show that TS; % TSs and TS =55 T'S2.
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ExXERCISE 7.23. Consider the transition system TS shown in Figure 7.54 on page 585.

(a) Which states of TS are stutter-bisimilar (according to a475)7 Depict the stutter bisimulation
quotient system TS/ =s.

(b) Which states of TS are divergence stutter bisimilar? Justify the equivalence of states (ac-
cording to %é‘ﬁg“) by providing a step-dependent norm function. Depict the quotient system
TS/ ~%v under stutter bisimulation equivalence with divergence.

(¢) Depict the divergence-sensitive expansion TS and apply Algorithm 37 to compute the diver-
gence stutter bisimulation equivalence classes.

(d) Provide CTL,, master formulae for the divergence stutter bisimulation equivalence classes.

ExERCISE 7.24. Let TS be a transition system with state space S. Define functions vf,v3 :
S x 8 — IN such that (=%, v, v3) is a normed bisimulation for TS.

EXERCISE 7.25. Provide an example for a transition system TS where =% (normed bisimulation

equivalence) is strictly finer than %%“

EXERCISE 7.26. Provide the proof for Lemma 7.96 (page 537).

EXERCISE 7.27. Let CTL\y be the sublogic of CTL that does not permit the until operator.
Similarly, CTLY,, means CTL without U. Which of the following statements are correct for finite
transition systems?

CTL\y equivalence is finer than CTL\~ equivalence.
CTL\y equivalence is finer than divergence-sensitive stutter trace equivalence.

CTL\~ equivalence is finer than LTL\~ equivalence.

Stutter trace equivalence is finer than CTL, y equivalence.

d) Divergence-sensitive stutter bisimulation equivalence is finer than CTLy y equivalence.
) For AP-deterministic transition systems, stutter trace equivalence is finer than trace-equivalence.

For AP-deterministic transition systems, trace equivalence is finer than CTL?U equivalence.

EXERCISE 7.28. Check the correctness of the following statement. If T)S; and TSy are stutter-
bisimilar transition systems over AP that are divergence-sensitive then TSy ~div TS>. Provide
either a proof or a counterexample.
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EXERCISE 7.29. Let TS, = (S;, Act;, —4, 1;, AP, L;), i = 1, 2, be two transition systems. A stutter
simulation for (TSy, TS2) is a relation R C S7 x Ss such that

(A) Each initial state of TS; is R-related to an initial state of TSy, that is, Vs € I3 Jsp €
15. (817 82) € 'R.

(B) For all (s1,s2) € R the following conditions (1) and (2) hold:
(1) La(s1) = La(s2).

(2) If 8§ € Post(sy) with (s1, 8]) € R, then there exists a finite path fragment sz uq ... uy, s
with » > 0 and (s1,u4;) € R, i=1,...,nand (s, s5) € R.

TS is said to be stutter-simulated by TSs, denoted T'Sy <, T'S,, iff there exists a stutter simulation
for (TSh TSQ)

(a) Provide an example for transition systems TSy, TSz such that TS is not simulated by T'Ss,
but TSl jst TSQ

(b) Provide an example for transition systems TSy, T'Ss such that T'S; < T'Ss and TSy A TSa.
(¢) Provide an example for transition systems TSy, T'Se such that TS;— < TSy and TS =,, TSs.

(d) Provide an example for transition systems TSy, T'Ss such that TSy % TSs, while TS =,, TS
and TSQ jst TSl .

A stutter simulation R for (TS, TSz) is called divergence-sensitive if for all pairs (s1, s2) € R and
each infinite path fragment 7y = sp 1811821 ... in TS with sg1 = 1 and (s;.1, s2) € R for all
i = 0 there exists a transition s, € Post(sa) with (s;.1, s5) € R for some j > 1. We write

TS, <% 13,

iff there exists a divergence-sensitive stutter simulation R for (TSy, TSz).

(e) Provide an Qxample for transition systems TSy, T'Sz such that T'S; aéd“’ TS,, while T'S; jsdthSQ
and TSQ jsdt“}Tsl .

(f) Show that TSy ~@W TS, if and only if there exists a divergence-sensitive stutter simulation
R for (TS1, TSz2) such that R™! = { (s2,s1) | (s1,52) € R} is a divergence-sensitive stutter
simulation for (T'Sz, T'S1).

(g) Show that T'S; ~d g, implies divergence stutter simulation equivalence of T'S; and TSs,
ie., TS; <% TS, and TS, <% TS, .

Show that the universal fragment of CTL{~, yields a logical characterization of the stutter simula-
tion order with divergence. For this, provide proofs for the following statements (h) and (1) where
TSy and TS, are supposed to be finite transition systems without terminal states.
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(h) If TS, <%V TS, and @ is a VYCTLY, formula with TS, |= ®, then TS, |= ®.

—st

(i) Assume that for all YCTLY~, formulae & we have TS, |= —=® or TS; |= ®. Show that
TS, <% TS, .

ExErcISE 7.30. Consider the following transition system TS:

Questions:

(a) Give the divergence-sensitive expansion TS.

(b) Determine the divergence stutter bisimulation quotient (TS)/ =. Give for each iteration the
partition of the state space.

(c) Give TS/,

(d) Provide CTL\ master formulae for each divergence stutter bisimulation equivalence class.
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Chapter 8

Partial Order Reduction

Consider the parallel composition of a number of processes P; through P,. The size of
the state space of P1||Pz]| ... ||Pn, where | denotes some parallel composition operator, is
exponential in the number n of processes. To check the validity of a linear-time property
of this system requires an inspection of all states in the underlying transition system. In
the simple setting where there are no synchronizations between the individual processes—
neither through shared variables nor via communication channels or the like—there are 7!
different orderings of the interleaved execution of n local actions. The effect of concurrent
actions, however, is often independent of their ordering. Consider, e.g., the assignments

N\

Figure 8.1: Interleaving diamond for «||| 3.

x := x+1 and y := y—3 in the concurrent system P ||| P2, where « is a local variable of Py,
say, and y of Po, and ||| denotes the interleaving operator. It is evident that regardless of
the ordering of these assignments, the result will be the same. This is illustrated in Figure

595
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8.1, where actions « and 3 denote the assignments of P; and P, respectively. Instead of
analyzing the 2! orderings of x := x+1 and y := y—3 it may suffice to check just a single
ordering. This is correct as long as the intermediate states reached after the execution
of either o or 3 (see states ¢t and u in Figure 8.1), are irrelevant for the properties to
be proved. Extending the simple example with a third process Ps that, e.g., resets its
variable z to 0, yields following an analogous reasoning that it suffices to consider just
one of the 3! possible orderings. This approach can be generalized for action sequences
a1y ... apnand B1 Gy ... Gy, that are executed independently by processes P; and Po. The
transition system of Py ||| P2 represents all interleavings of these action sequences, whereas
a single path fragment respecting the ordering in these sequences suffices, provided the
intermediate states are irrelevant.

Put in a nutshell, the aim of partial order reduction, the technique that is treated in
this chapter, is to reduce the number of possible orderings that need to be analyzed for
checking formulae stated in a temporal logic such as LTL or CTL*. This main concept is
to reduce the state space of the transition system that needs to be analyzed. Thus, the
idea is to replace the full transition system for Py ||| P2]||| ... ||| Pn by a small fragment.
Figure 8.2 illustrates this for two processes that execute the action sequences o s and
(31 B2, respectively. The transition system on the left contains all possible interleavings,
while the reduced transition system on the right just consists a single path that might serve
as a representative for all possible interleavings. On increasing the number of concurrent
processes, this effect becomes even more drastic—the size of the full transition system
grows exponentially in the number of processes, whereas the reduced system consists of a
single path that grows linear in n.

)
B/EYI /4

P VA

NV :

O

O
/
[\

Figure 8.2: Parallel execution («aq; ao) ||| (515 B2)-

To avoid peak memory requirements, such a reduced transition system is obtained without
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the necessity of ever generating the entire transition system that incorporates all possible
orderings. This is typically done by a static analysis of the high-level description of the
concurrent system, e.g., the channel systems as introduced in Chapter 2.

Clearly, the reduction technique crucially relies on the assumption that all processes are
fully autonomous, i.e., no synchronizations are involved via, e.g., shared variables or com-
munication channels. Moreover, it is assumed that the property of interest does not depend
on the intermediate states. To treat realistic systems where the processes may communi-
cate and thus depend on one another, the partial order reduction approach attempts to
identify path fragments of the full transition system which only differ in the order of the
concurrently executed activities. Since such path fragments represent the same behavior,
it seems obvious to restrict the analysis of state space to one (or a few) representatives of
every possible interleaving.

Central for the partial order reduction approach is the notion of independent actions which
will be introduced in Section 8.1. Section 8.2 treats the partial order reduction approach
for model-checking LT properties that are specified by LTL,~ formulae. Section 8.3 deals
with partial order reduction for CTL,, and CTL{- . The intuition behind the omission of
the next step operator is that we have to abstract away from certain intermediate states,
as we sketched for the reduction in Figure 8.2.

Throughout this chapter TS = (S, Act, —, I, AP, L) is a finite transition system without
terminal states. As partial order reduction is most effective for concurrent systems that
are “loosely” coupled, it is implicitly assumed that TS models an asynchronous concurrent
system where processes interact, e.g., either by shared variables or channel communication.
In a synchronous setting where concurrent processes evolve in a lockstep fashion, each
global transition involves all processes and thus cannot be considered as independent.
This assumption is not relevant for the theoretical considerations in this chapter, but is
important when considering static analysis of concurrent programs to enable the detection
of independent actions syntactically.

It is assumed that TS is action-deterministic. This entails that for any state s € S and
any action « € Act, s has at most one outgoing transition with action label «. Formally,
s ¢" and s % " implies s’ = s”. (The reader should not confuse this notion with AP-
determinism.) The assumption that T'S is action-deterministic is not a severe restriction,
since actions can always be renamed such that an action-deterministic transition system
results. When, e.g., TS results from the parallel composition of several action-deterministic
processes, indices may be used for the actions to indicate which process performs the
action.
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8.1 Independence of Actions

Let us first introduce some notations that are used throughout the remainder of this
chapter.

Notation 8.1. The Set of Actions Act(s)

For state s in transition system TS with action set Act, let Act(s) = {a € Act |
s, s 2 8} [

Thus, Act(s) denotes the set of actions that are enabled in state s. Since an action-
deterministic transition system is assumed, for any o € Act(s) there is a unique a-successor
of s, denoted by «(s).

Notation 8.2. The States a(s)

For action-deterministic transition system TS, s a state in TS and a € Act(s), let «(s)
denote the unique «-successor of s, i.e., s %> «af(s). For action sequence « ..., with
ay € Act(s) and ;11 € Act(s;) where s; = ;(s;—1) for 1 <i < n, (a71...a,)(s) denotes
$n, the state that is reached from s by performing «g ... ay,. [ |

In Figure 8.1, e.g., Act(s) = {«, 3}, t = §(s) and u = a(s). Moreover, v = (S «)(s) and
v = (ap)(s).

The notion of independence of actions plays a central role in partial order reduction. As
we will describe later, the transition system TS is reduced by omitting the redundancies
in TS that are caused by the different orderings of independent actions. Intuitively, the
pair of actions « and 3 with o # 3 is independent when these actions access disjoint
variables. In this case, the effect of executing a3 or G« is the same. Actions « and
[ are also independent when they represent actions of different processes such that one
of these actions only operates on local variables. Actions within a process may also be
independent, viz. when their order of execution is irrelevant.

The characteristic feature of the independence of actions « and 3 is their commutativity

which asserts that the effect of the execution orders a6 and 3 « is the same. This means
that if & and 3 are enabled in state s,

e the execution of action « cannot disable 3, and vice versa, and

e the action sequences a3 and 3« executed in s yield the same state.
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These properties are characteristic for the interleaving diamond (see Figure 8.1 on page
595).

Definition 8.3. Independence of Actions

Let TS = (S, Act,—, I, AP, L) be an action-deterministic transition system with «, 3 €
Act, a # 3.

1. « and 3 are independent (in TS) if for any s € S with «, 3 € Act(s):

B € Act(a(s)) and « € Act(B(s)) and «(B(s)) = Blals)).

2. « and (3 are dependent (in TS) if o and 3 are not independent in T'S.

As in most cases the transition system TS is fixed, the part (in T'S) is often omitted. The
notions of dependence and independence can be lifted to relations between actions and
sets of actions as follows. For A C Act and € Act\ A, 3 is independent of A (in TS) if
for any «v € A, /3 is independent of « (in T'S). /3 is dependent on A in TSif 3 € Act\ A
and  and « are dependent in TS for some « € A.

Ezxzample 8.4. Independence of Actions (Parallel Operator || )

Let T'S1, TSs be two action-deterministic transition systems with action sets Act; and
Acty, respectively, and H = Act; N Acte. The actions «« € Act; \ H and 3 € Acte \ H are
independent in T'S;|| g T'S2. (The handshaking operator ||z has been defined on page 48.)
When H = @, all actions of T'S; are independent of the actions of T'Ss. ]

Ezample 8.5.  Independence of Actions (Program Graphs)

Consider the program graphs PG; and PGy and assume they do not communicate over
channels. The actions « and 3, by means of which at least one of the two processes
accesses local variables only, are independent in TS(PG ||| PGs), the transition system
underlying the parallel composition of PGy and PGy. More precisely, we impose the
following condition. Let « be an action only appearing in PG; such that for variable
valuation 7:

o Effect(cr,n)(x) = n(x) for all variables x accessed by PGa, and
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e for any edge /£ 50 in PG4, guard g does not refer to the variables that appear in
PGs.

Under these conditions, « is independent of every action 3 in PGs.

(n1,n2,y=1)

(w1, wa, y=1)

{c1, w2, y=0) w1, c2,y=0)

Figure 8.3: The semaphore-based mutual exclusion algorithm.

Let us illustrate this by means of the semaphore-based mutual exclusion program, see the
transition system in Figure 8.3. The actions « = request; and 3 = request, only appear
in the following edges of the program graph:

request;

noncrit; <=—— wait,;.

In fact, «v and (3 satisfy the above-mentioned conditions, and therefore are independent.
This reflects the fact that the request operations—as well as all activities in the noncritical
section—can be concurrently executed. On the other hand, the actions enter; that are
executed on entering the critical section,

. y > 0: cnter; .
wait; ——— crit;,

access the shared variable y (the semaphore). Note that
Effect(enter;,n)(y) = n(y) —1 but Effect(request;,n)(y) = n(y).

Therefore, the actions enter; and entery are dependent, since e.g., for state s = (wy, we,y =
1), we have

entery, enters € Act(s) and enters ¢ Act(enter;(s)) = Act({c1,wa,y = 0)).
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The pairs of actions (request,, enters), (entery, requests ), (rel, request;) and (rel, request,)
are independent. For instance, the only state in which both actions rel and request; are
enabled is s’ = (n1, ¢o, y=0). We have

request, € Act(rel(s')) rel € Act(request,(s’))

and
rel(request, (s')) = request,(rel(s")) = (w1, na2, y=1).

A similar reasoning applies to the other pairs of independent actions. [ ]

The following lemma is a central result for the partial order reduction approach. It relies on
the successive exchange of independent actions 3; and « in the action sequence 3 ... G 0.

Lemma 8.6. Permuting Independent Actions
Let TS be an action-deterministic transition system, s a state in TS, and let

s=s59-s sy L2yg, Ooy oy

be an execution fragment from s with the action sequence (1...[03,. Then, for any « €
Act(s) which is independent of { (1, ..., B} we have o € Act(s;), and

51 tl B2 Bn-1 tn—l Bn tn

S =350 iﬂfo
is an execution fragment in TS with the action sequence « (3 ... [, such that t; = af(s;)

for 0 <i<n.

Proof: Let TS be action-deterministic transition system. By induction on ¢ > 1 it is shown
that

e « and (3,11 are enabled in state s; = (1 ...5;)(s),
e (3; is enabled in state ;1 = (af1 ... i—1)(s), and
o afs;) = Fiti-1).

Base: (i = 1). Let «, 31 € Act(s) and $1 = (1(s) and tg = «(s). Since « and (31 are
independent, o € Act(s1) and (31 € Act(ty), and a(F1(s)) = F1(af(s)), ie., a(s1) = Fri(to).

Induction step: (i—1 = i for 1 < i < n). Assume « and 3; are enabled in state s;,_1 =
(B1...0i—1)(s), Bi—1 is enabled in state t;_o = (a1 ...Hi—2)(s), and the a-successor of
s;—1 and the (3;_1-successor of t;_o agree, i.e.:

tic1 = a(si—1) = Pi—1(ti—2).
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s =59 b1 s1 b2 52 s Bay Sp_1 B Sp
o
i can be extended to
‘= s B . B2 5 B3 Br1 . B 5,
o o o o o
T R T e B e T

Figure 8.4: Permuting « with the independent actions (31 through 3,.

The independence of « and f3; yields that « is enabled in state 3;(s;_1) = s;, [3; is enabled
in state Oé(Sz‘_l) = ﬁz‘_l(tz‘_g) = tz‘_l, and OJ(SZ‘) = ﬁz‘(tz‘_l) = 1. |

Lemma 8.6 is illustrated in Figure 8.4.

Consider the infinite execution fragment p starting in s with the action sequence 61 32 Fs . ..
and an action a € Act(s) that is independent on all 3;’s (in particular, o # ; for all
j > 0). Then Lemma 8.6 applied to the finite prefixes of p yields the existence of finite
execution fragments from s with the action sequences oo (31 f2 ... 3, for all n > 0. Since
TS is action-deterministic, we obtain an infinite execution fragment which first executes
action « and then the infinite action sequence (1 32 G5 . ... More precisely, we have:

Lemma 8.7. Adding an Independent Action

Let TS be an action-deterministic transition system, s a state in TS, and let

s = 50 B1 s B2 $9 B3

be an infinite execution fragment from s with the action sequence (1 (32.... Then, for
« € Act(s) which is independent of { 1, o, ...} we have o € Act(s;) for all i >0 and

B1 tl B2 t2 Bs

5:50&150
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Independence of Actions 603

is an infinite execution fragment in T'S with the action sequence a3y fPo ... and t; = a($;)
fori = 0.

If no further assumptions are made, the traces induced by the execution fragments

SOL s 2o B o <5 ¢, and
S0 SRS Y to —>ﬁ1 R —>ﬁ"71 th—1 —>ﬁ" t

will be distinct and not related via any form of (stutter) trace equivalence or (stutter)
trace inclusion. However, if the action a which is moved from the “right” to the “left”
(by successive swapping the order 3; « into « f3;) does not affect the state labeling, then
the execution fragments are stutter-equivalent. Recall that execution fragments g, ¢’ are
stutter-equivalent, denoted 92 ¢/, if their traces only differ in the number of repetitions of
state labels; see Section 7.7.1. These actions are called stutter actions or invisible actions.

Definition 8.8. Stutter Action

The action « € Act is a stutter action if for each transition s % s’ in transition system
TS we have L(s) = L(s'). ]

Since action-deterministic transition systems are considered, « is a stutter action in TS
if and only if L(s) = L(a(s)) for all states s in TS with « € Act(s). For example, the
actions [ and <y in the transition system in Figure 8.5 are stutter actions, while « is not
a stutter action.

Figure 8.5: Actions 3 and -y are stutter actions.

Remark 8.9.  Stutter Steps vs. Stutter Actions

Let us briefly explain the difference between stutter steps and stutter actions. Recall that

Petitioner Exhibit 1002-1607



604 Partial Order Reduction

a stutter step is a transition s — ¢ such that L(s) = L(t). The fact whether or not an
o-labeled transition is a stutter step depends on the state in which « is executed. For
example, let « be the action corresponding to the assignment @ := 2 % x for some integer
variable x. In all states in which a evaluates to 0, o does not affect the value of z. If the
atomic propositions only consider the values of x (and other program variables), but not
the program locations, then the transitions

(...,m:O>z::—2*z> (..,x2=0)
are stutter steps, whereas the transitions

(oo e =v) ZEBEL (g = 20)

for v # 0 are not. Action « is a stutter action whenever all transitions s -2~ s are stutter
steps. |

Lemma 8.10. Permuting Independent Stutter Actions

Let TS be an action-deterministic transition system, s a state in TS, and ¢ and ¢ be
finite execution fragments starting in s with action sequences 31 ...03,« and By ... By,

respectively, such that o is a stutter action which is independent of {1,...,03,}. Then
v=d.
Proof: Let

Q — 50 61 $1 62 $9 ﬁf‘} . 6n S i> v

Jd=s0 - 1 B1 t B2 L Bn—1 t 1 Brn tn,

where $ = sg. By Lemma 8.6, ¢ and ¢’ end in the same state, i.e., {, = v, and af(s;) = {;
for 0 <7 < n. Since « is a stutter action:

L(s;) = L{afs;)) = L(t;) for 0<i<n.

Let A; = L(s;), 0 <i < n. Then:

trace(o) = L(so) L(s1)...L{(sp) L(t,) = AgA1...A, A, and
trace(g’) = L(éo) L(to) L(tl) ce L(tn) = AO AO A1 ce An
Thus, both traces have the form AS‘Al ... An_lAI. Hence, 0= ¢'. [ |

The following lemma describes a transformation of an infinite execution fragment with the
action sequence 1 O O3 ... into a stutter-equivalent execution fragment with the action
sequence « 31 B2 B3 ... where « is a stutter action that is independent of any f;.
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Lemma 8.11. Adding an Independent Stutier Action

Let TS be an action-deterministic transition system, s a state in TS, and p and p'

be infinite execution fragments starting in s with the action sequences (h (2 (3... and

afy B2 Ps. .., respectively, such that « is a stutter action which is independent of { 1, B2, B3, .- . }.
Then p=p.

Proof: Let p = sg 25 51 22550 255 and pf = s -2t 2ty 2254 P25 | where
s = sg. Then, s; = a(t;) for all i > 0. Since « is a stutter action we have L(s;) = L(t;)

for all i > 0. With A; = L(s;) we get

trace(p) = L(so) L{s1) L(s2) ... = AgAL Ay ...
trace(p’) = L(éo) L(to) L(tl) L(tg) ce. = AO AO A1 A2 ce
Thus, both traces have the form Aa'AlAg ... which yields p = 0. [ |

Lemmas 8.10 and 8.11 yield the basis of the partial order reduction approach. During
partial order reduction, any stutter equivalence class of executions in the full system TS
is represented by at least one execution in the reduced system T8S. (One might say that
partial order reduction amounts to model checking using representative executions.) The
representatives in TS of TS’s stutter equivalence classes arise by permuting independent
actions and adding independent stutter actions.

8.2 The Linear-Time Ample Set Approach

We consider partial order reduction for LTL using so-called ample sets. The basic idea
is the following. Consider a high-level specification of an asynchronous system. Using
traditional state space generation, for each encountered states all direct successors are
explored. That is, for each action o € Act(s), the successor state a(s) is determined, and
when encountered for the first time, generated. With partial order reduction using ample
sets, the set ample(s) C Act(s) will be explored instead of the entire set Act(s). That
is, all direct successors in Act(s) \ ample(s) are not explored, and possibly not generated
at all. By choosing appropriate action sets ample(-), this approach yields a—hopefully
small-—fragment of the full transition system T'S = (S, Act,—, I, AP, L). As TS will never
be generated, the peak memory requirements are determined by the size of the fragment
TS rather than by TS. The reduced transition system TS results from the transition
relation == which is defined by

s A « € ample(s)

@
S——=>S§
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More precisely, TS = (S ,Act, = I, AP, E) where the state space S consists of those
states that are reachable (under =) from some initial state sq € I and L(s) = L(s) for
any s € S. Thus, S might be a proper subset of the original state space S. The following
correctness criterion needs to be established:

(1) TS and TS are equivalent with respect to the formulae to be checked.

It turns out that stutter trace equivalence is an appropriate notion of equivalence for partial
order reduction when checking LT properties; for branching-time properties, divergence-
sensitive stutter bisimulation is convenient. Besides this formal soundness criterion, the
following more informal requirements are of importance:

(2) TS should be considerably smaller (and therefore more efficient to analyze) than TS.

(3) The effort to generate T'S should be relatively low compared to the verification of
TS.

To fulfill the last constraint, we aim at an algorithm to generate TS with a time complexity
that is linear in the size of TS. Typically, TS is obtained by a static analysis of a high-
level description of TS, e.g., as a channel system or sequential program graph. If TS is
significantly smaller than TS, then such an approach can be viewed as efficient.

The following subsections treat the ample-set method for verifying LT properties specified
as LTL formulae. It is assumed that the original transition system TS = (S, Act, —
,I, AP, L) is finite, action-deterministic, and does not have terminal states. The aim is
to replace the verification whether T'S |= ¢, for ¢ an LTL formula over AP, by checking
whether TS E . TS is obtained from TS by choosing appropriate ample sets. We first
deal with L'T properties; in Section 8.3, this approach will be extended to the verification
of branching-time properties stated in CTL*.

8.2.1 Ample Set Constraints

To ensure that TS and TS are equivalent, the ample sets have to fulfill a number of
conditions. As we will see, these constraints ensure that TS = TS, ie., TS and TS are
stutter trace equivalent (see Section 7.7.1, see page 530 and further). Since stutter trace
equivalence preserves all stutter-insensitive LT properties, the reduction of TS to TS is
sound for such LT properties. The fragment of LTL that does not contain the next step
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operator, LTL,~, is an appropriate logical formalism to specify stutter-insensitive LT
properties, and thus
TS ¢ ifandonlyif TS|k g

for any LTL,, -formulae ¢, see Corollary 7.93 (page 535). (As the next step operator is
not very useful for asynchronous systems, the kind of systems that partial order reduction
is aimed at, the absence of the () operator is not a severe restriction.)

Given a technique to generate the ample sets, such that TS £ fS, standard LTL model-
checking techniques may be applied to check TS E ¢ (and thus T'S |= ¢). There are two
main approaches to the computation of the ample sets, i.e., for determining TS: static vs.
dynamic partial order reduction. In dynamic (or on- the—ﬂy) partial order reduction, the
reduced transition system TS is generated during the LTL model checking of TS. The
main advantage of this approach is that TS = o might be established without the need for
generating the entire transition system TS—only the relevant part of the product TS®AW,,
where A, is the Biichi automaton for —¢, is needed to show the refutation of ¢. This
approach is treated in Section 8.2.3. In the static approach, a symbolic representation (e.g.,
in terms of program graphs) of TS is generated prior to the verification. The reduction
of the transition system may be viewed as a preprocessing phase of model checking. The
static approach is treated in Section 8.2.4.

In the remainder of this section, conditions for the ample sets are established that en-
sure TS £ TS. Subsequently, techniques will be discussed to algorithmically determine
appropriate ample sets.

Since every execution in TS is an execution in TS, we establish sufficient conditions to
assign to each execution pg in T'S a stutter-equivalent execution p in TS. In order to avoid
any confusion, we stress that this assignment of executions in T'S to executions in TS is
not part of the algorithm for generating TS, but is only needed to prove the stutter trace
equivalence of T'S and TS. The basic idea for the transformation

“execution pg in TS — gy in TS with po=po”

is the following. Let pg be an infinite execution in TS that is not an execution in TS. A
stutter-equivalent execution pg in TS will be obtained from po by successively permuting
the order of independent actions and possibly adding stutter steps, according to the trans-
formations described in cases 1 and 2 (see below). The correctness of these transformations
is ensured by Lemmas 8.10 and 8.11. These transformations allow the replacement of pg
through a possibly infinite series of transformations:

p0 = p1— pa— ... — po  where p; 2 po for all i >0

such that at least the first i steps in p; are transitions (i.e., according to =) in TS and
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agree with the first i transitions of p; for all j > i. That is, p;[..7] = p;[..4] for all j > 4.
In this way, an execution pg in TS is obtained which, for any ¢ > 0, agrees with p; for the
first ¢ transitions. It can be regarded as the “limit” of the sequence pg, p1, p2, and so on.

Let us consider the transformation of p; to p;o1 in more detail. For simplicity consider
the case i=0. Let m be the minimal index in py such that s = po[m] = po[rm+1] for
a ¢ ample(s). Execution pg thus consists of a finite prefix gy containing transitions in
TS that ends in state s, and the infinite execution fragment p starting in s with action
sequence [} [ ..., say, such that 3 € ample(s):

8% “Fm 3
00 =y .. s s g P2, for m > 0.
prefix oo suffix p with 81 & ample(s)

Execution p; then starts with the prefix gy and continues with the infinite execution
fragment p' that is obtained from p according to one of the transformations described
below.

Case 1: There exists n > 0 such that « = (3,11 € ample(s) and (1,...,5, ¢ ample(s),
i.e., some action of the suffix p = s 2 51 225 . of py belongs to ample(s). The
conditions imposed on the ample sets will ensure that « is a stutter action that
is independent of {f1,...,0,}. The execution fragment p’ (i.e., the suffix of p;)
results from p by replacing the action sequence f3; ... G, « with a1 ... 53,. That is,
the action « is shifted to occur prior to any 3; (0 < i < n). This transformation is

described by Lemma 8.6 (page 601). Pictorially this amounts to

71 Ym . P

po= Uu—= ...—=> § AN TN Sp = 1 P2 Sn+2 Brts
71 Ym [0 . P

pr= um= . —m s =g O Py g P Pees
common prefix oo stutter-equivalent common suffix

execution fragments

Since « is a stutter action, p= p’ (see Lemma 8.10 on page 604), and thus pg = p;.

Case 2: For all ¢ > 0, 3; ¢ ample(s), i.e., none of the actions occurring in the suffix p
belongs to ample(s). The conditions on the ample sets will ensure the independence
of 3; and ample(s) for any i, and that any « € ample(s) is a stutter action. The
execution fragment p' then results by replacing p by the execution fragment that
starts in s and successively executes the actions « 31 32 33 . . ., for some « € ample(s).
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Schematically:
71 it . 2
pp = u=—=..=—> s Prig Pryg, Po
1 7 (&3 3 ’
p1r = u:é s =1 B i1 B> to Bs
common prefix oo stutter-equivalent execution fragments

Since « is a stutter action, Lemma 8.11 yields p£ ¢/ and thus py = p1.

In both cases, an execution fragment p; is obtained that starts in the same state as pg
such that the first transition that is not a transition in TS occurs at some position = 2.
This recipe is applied iteratively to p; — p;11 for j > 1. This yields a stutter-equivalent
execution fragment p;.1 such that the first transition that is not a transition in TS (i.e., not
an ample transition) occurs at some position > j and p;[..74+1] = pj41[..j+1]. Continuing
in this way, we finally obtain an execution fragment in T8S.

To ensure that the above-described transformations (i.e., cases 1 and 2) are applicable and
yield an execution pg in TS such that po = po with pg in TS, four conditions are imposed on
ample sets referred to as (Al) through (A4). Conditions (A1) through (A3) are imposed
on each state s in S ; no restrictions are imposed on states that are unreachable via = .
Condition (A4) is imposed on all cycles in TS.

Let us consider the constraints in more detail.

(A1) Nonemptiness condition

& # ample(s) C Act(s)

The first condition asserts that if a state has at least one direct successor in TS, then it
has least one direct successor in T'S. As T'S does not have terminal states, condition (A1)
ensures that TS does not have any terminal states.

(A2) Dependency condition

Let s Bly g B2, Bnyg @iy he g finite execution fragment in T'S.
If «« depends on ample(s), then 3; € ample(s) for some 0 < i < n.

The key condition for the correctness is the dependency condition (A2). It asserts that in
every (1) finite execution fragment of T'S, an action depending on ample(s) cannot occur
before some action from ample(s) is occurring first. Note that this condition is imposed
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on every (finite) execution of the original transition system T'S. We will see later that this
condition ensures that for any state s which is not fully expanded (i.e., ample(s) is a proper
subset of Act(s)), all ample actions «« € ample(s) are independent of Act(s) \ ample(s).
Note that for n=0, condition (A2) is false, as the existential quantification (over i) ranges
over an empty domain.

Condition (A2) guarantees that any finite execution in TS is of the form

0 = s g L2y Onyg 0t Wwith o € ample(s)

and (3; independent of ample(s) for 0 < ¢ < n. If o is a stutter action—which will be
guaranteed by constraint (A3)-—the execution obtained by shifting « to the beginning is
also an execution of T'S; see the transformation as described under case 1 above. That is
to say, if ¢ is pruned in TS, i.e., does not occur in TS as B1 ¢ ample(s), then a stutter-
equivalent execution can be constructed by performing « in s. Infinite executions in T'S
are of the form

s1 -2 59 P2, . with 3; independent of ample(s) for 0 < i < n.

For stutter action «v € ample(s), inserting the action « at the beginning of this execution
yields another execution of T'S; see the transformation as described under case 2 above.

(A3) Stutter condition
If ample(s) # Act(s) then any « € ample(s) is a stutter action.

Stutter condition (A3) ensures that the transformations (cases 1 and 2) generate stutter-
equivalent executions; see Lemma 8.10 (page 604) and Lemma 8.11 (page 604). To be
more precise, condition (A3) ensures that the switch from action sequence f3; ... 3, a to
afy ... B, and from By G2 B3 ... to afy Po 5 ... in state s with « € ample(s) yields
stutter-equivalent executions. Ample actions may thus be executed first.

(A4) Cycle condition

For any cycle sgs1 ... s, in TS and o € Act(s;), for some 0 < i < n,
there exists j € {1,...,n} such that & € ample(s;).

The cycle condition (A4) is the final condition that is needed to ensure that TS and TS
are stutter-equivalent. The justification of this condition is provided later.

The conditions imposed on ample sets are summarized in Figure 8.6.
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(A1) Nonemptiness condition
& # ample(s) C Act(s)
(A2) Dependency condition

Let s 2L ... P2y g % ¢ be a finite execution fragment in TS.
If o depends on ample(s), then 3; € ample(s) for some 0 < i < n.

(A3) Stutter condition
If ample(s) # Act(s) then any « € ample(s) is a stutter action.

(A4) Cycle condition

For any cycle $g 81 ... 8, in TS and « € Act(s;), for some 0 < i < n,
there exists j € {1,...,n} such that € ample(s;).

Figure 8.6: Requirements on the ample set of state s.

Example 8.12.  Ample Set Conditions

Consider the transition system TS in Figure 8.7 (left part) over AP = {a}. Action 3 is a
stutter action, and is independent of { «r,y,9 }. Let ample(sg) = { 5 }. This choice satisfies
constraints (Al) through (A3). Consider now state so. The choice ample(ss) = {a}
violates (A3), as «v is not a stutter action. ample(ss) = {0} violates the cycle condition
(A4): the reduced transition system TS would contain the cycle s 89 59 with o € Act(se),
but «« ¢ ample(ss). Thus, we select ample(ss) = {«,d }. The nonemptiness condition
(A1) then leaves no freedom for ss: ample(ss) = {7 }. The resulting reduced transition
system TS is depicted in Figure 8.7 (right part).

The traces of TS and TS are either of the form (@t {a}T)* or (@*{a}")*@*. Hence,
TS £ T8. |

We now state the main result of this section. The proof of this result is provided by a
series of lemmas, presented in the remainder of this section.

Theorem 8.13. Correctness of the Ample Set Approach

Let TS be an action-deterministic, finite transition system without terminal states. Then

if conditions (A1) through (A4) are satisfied, then TS £ T8S.

This theorem asserts that whenever 1S is constructed from TS using ample sets that
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Figure 8.7: Transition sytem TS (left) and TS (right)

satisfy all constraints (A1) through (A4), then TS and TS are stutter trace equivalent.
Since stutter trace equivalence is finer than LTL,, equivalence, conditions (A1) through
(A4) guarantee that TS and TS satisfy the same LTL,~ formulae. The remainder of
this subsection is devoted to the proof of Theorem 8.13. Since TS is a fragment of TS,
every execution of TS is an execution of TS. It remains to show that, conversely, for
every execution in TS there exists a stutter-equivalent execution in TS. The proof for this
statement proceeds in a number of steps, and results from Lemmas 8.14 through 8.21.

The first two lemmas follow from simple observations that are based on the dependency
condition (A2).

Lemma 8.14. Independence of Ample and Other Enabled Actions
Let s € Reach(TS) and « € ample(s). Then

(A2) implies that « is independent of Act(s)\ ample(s).

Proof: Let s € Reach(TS), o € ample(s), and 3 € Act(s)\ ample(s). Then there exists an
execution fragment starting in s which begins with action 3:

p:3531’yl Y2 73

S92 S3

Assume ample(s) satisfies (A2) and assume « and 3 are dependent. The existence of
the execution p, however, violates condition (A2) since 3 is not preceded by an action in
ample(s). Contradiction. [

(In Remark 8.19 (page 614) it is shown that just imposing that any « € ample(s) is
independent of Act(s)\ ample(s) is too weak to establish that TS £ TS.)
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The following lemma asserts that for any execution fragment that starts in s it holds that
any action in ample(s) remains enabled as long as no action in ample(s) has been executed.

Lemma 8.15. FEnabledness of Ample Actions

Let s € Reach(TS) and s = s By B bea finite execution fragment in TS. If

ample(s) satisfies (A2) and { 31,..., 3, }Nample(s) = &, then for all actions o € ample(s)
are independent of { f1,..., 0, }. In adddition, we have o € Act(s;) for 0 < i < n.

Proof: Let s € Reach(TS) and s = sg 2% ... %255, be a finite execution fragment, p
say, in TS. Consider o € ample(s) and assume ample(s) satisfies constraints (Al) and
(A2). The proof is by induction on i.

Basis: (i=1). By Lemma 8.14, o and 31 are independent. But then also, o € Act(3(sg)) =
Act(sy).

Induction step: Suppose the claim holds for 0 < i < n. Consider the execution frag-

ment p; = sg B, ﬂwi. As p is an execution fragment in TS, ;11 € Act(s;). So,
pit1 = So B, | By, Bit1 $;11 18 an execution fragment in TS. Then « and ;11

are independent, as otherwise p;11 would violate (A2). The induction hypothesis yields
«a € Act(s;). As av and ;41 are independent, we get « € Act(Fi11(8;)) = Act(8;+1). [

Notation 8.16. Fully Expanded State
A state s of TS is fully expanded if ample(s) = Act(s). [ |

The following two lemmas show that the conditions (A1) through (A3) are necessary
conditions to guarantee that for each execution in TS a stutter-equivalent execution in T'S
can be determined.

Lemma 8.17. Constructing Stutter- Equivalent Erecutions (Case 1)

Let ¢ be a finite execution fragment in Reach(TS) of the form

s Pyg Boy Py oy

where (3; ¢ ample(s), for 0 < i< n, and o € ample(s). If ample(s) satisfies (A1) through
(A3), then there exists an execution fragment ¢ of the form

Séto B1 tl B2 Brn—1 tn—l Bn. t

and 0 2 ¢'.
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Proof: Let g = s 24 sy P25 Pryg % ¢ he a finite execution fragment in Reach(TS)
where 3; ¢ ample(s), for 0 < i < n, and a € ample(s). By Lemma 8.15, « is independent
of {f1,..., 0, }. State s is not fully expanded, since ) € Act(s)\ ample(s). By condition
(A3), ar is a stutter action. The claim now follows from Lemma 8.10 (page 604). [

Provided /1, ..., B, ¢ ample(s) and «« € ample(s), replacing the action sequence 3 ... 3, «
in TS by af31 ... 3, (as described in case 1) results in a stutter-equivalent execution frag-
ment. The following lemma is similar in flavor but deals with infinitely many actions that
are independent of o € ample(s).

Lemma 8.18. Constructing Stutter- Equivalent Erecutions (Case 2)

Let p = s Bry g1 B2y 60 L5, be an infinite execution fragment in Reach(TS) where
B; ¢ ample(s), for i > 0. If ample(s) satisfies (A1) through (A3), then there exists an

execution fragment p' of the form

ééto B1 tl B2 t2 Bs

where o € ample(s) and p = pf.

Proof: Let p = s BL, g B2, 4,5, be an infinite execution fragment in Reach(TS)
where 3; ¢ ample(s), for i > 0. As } € Act(s) \ ample(s), state s is not fully expanded.
By condition (A3), all actions «v € ample(s) are stutter actions. Condition (Al) yields
the existence of an action « € ample(s). The claim now follows directly from Lemma 8.7
(page 602) and Lemma 8.11 (page 605). [

Remark 8.19.  An Alternative Dependency Condition (A2')

Consider the following variant of (A2): for any s € S with ample(s) # Act(s), any
« € ample(s) is independent of Act(s) \ ample(s). This variant, referred to as (A2') in
the sequel, seems—at first sight—a reasonable variant of (A2). It simply requires that
any ample action of a nonfully expanded state s is independent of all enabled actions in s
that are not in its ample set. The following example shows, however, that (A2) does not
guarantee that TS £ T8.

Consider the transition system depicted in Figure 8.8 (left part). Actions o and 3 are in-
dependent and « and § are stutter actions. The following ample sets satisfy the conditions
(A1), (A2'), (A3) and (A4):

ample(sg) = {a} and ample(se) ={F} and ample(s3)={0}.

The resulting reduced transition system TS is depicted in Figure 8.8 (right part). Condi-
tions (A1) and (A3) are obvious. Note that s; ¢ S, and thus no requirements are imposed
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on ample(s1). Cycle condition (A4) is fulfilled, as there is only one cycle (the self-loop
at s3), and ample(s3) = Act(ss). As state sy is the only nonfully expanded state in TS,
condition (A2') has only to be checked for sg. It holds as « and 3 are independent.

Figure 8.8: A possible, though unsound reduction that satisfies (A2") but not (A2).

However, TS £ TS since, e.g., TS = O-a (as it does not contain any a-state), while
TS [~ O-a. Thus, condition (A2') does not guarantee TS 2 TS. The ample sets defined
above violate condition (A2). This can be seen as follows. Action 7 depends on «, since
both actions are enabled in state s1, but « is not enabled in y(s;) = s4. Thus, the

execution fragment sq—>s; - s4 violates (A2) as o should occur before 7. So, (A2)
does not allow the reduction from TS to T'S as depicted in Figure 8.8. ]

Now consider the cycle condition (A4). The results we established so far ensure that
the series of transformations pg — p1 — p2 — ... (according to case 1 and 2) generate
executions p; that are stutter-equivalent to the execution pg in T'S. Moreover, at least the
first ¢ transitions in p; are transitions in TS and agree with the first ¢ transitions in p; for
all j > i. The idea is now to consider the “limit” pg of the executions (p;);>o. That is, for
all i > 0, the ith transition in po is the ith transition in p; (and p; for all j > i). Thus,
po is an execution in T'S. Unfortunately, without the cycle condition (A4) it cannot be
guaranteed that p; £ po. The intuitive reason is that some (nonstutter) action 3 might
be delayed ad infinitum in the successive construction of pg.

Let us consider this effect more in detail. Assume o and 3 are independent, enabled in
all states, and « is a stutter action while 3 is not. The ample sets ample(s) = {« } for
any state s fulfill conditions (A1) through (A3). Let py be an execution with the action
sequence 3 a“. Then the above transformation pg +— p1 — p2 — ... yields the executions
p; with the action sequence o' 3o (see case 1). Their limit is the execution pg with the

action sequence o 3 = «*. However, it is not guaranteed that py = p; as action 3 is
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ignored forever in gy.

In a similar way, in absence of condition (A4), the transformation according to case 2 may
generate an execution in TS that is not stutter-equivalent to the original execution pg.
Let, e.g., pp have the action sequence (31 §2.... Then case 2 might generate a series of
executions p; — pg — ... with action sequences

a B B B3 B B
a a B B B3 B
a a a B P 3

such that in the limit, action 7 is never performed.

The following example illustrates the necessity of cycle condition (A4).

()

B

(s1 Yo}
U

Y
Figure 8.9: Transition systems TS; (left) and TSy (right).

Ezxzample 8.20.  Necessity of Cycle Condition (A4)

Consider the transition systems T'S; and T'Ss depicted in Figure 8.9. The transition system
TS = TS ||| TS is depicted in the left part of Figure 8.10. The reduced transition system
TS, depicted on the right of Figure 8.10, results from choosing ample({(sg, ;) = { i1 },
for i=1,2,3. Conditions (Al), (A2), and (A3) are fulfilled since [ is independent of
{a1,a9,a3}. Consider the action sequence (3 (a1 ae ag)® and the associated execution p
in T'S. The associated trace is

trace(p) = @{a}{a}{a}... = @{a}¥ € Traces(TS).

In fS, however, there does not exist an execution that is stutter-equivalent to p, since TS
has no states labeled with a. In fact, Traces(TS) = {@“ }. Hence, TS # TS. (This can
also be seen by considering the LTL,, formula O-a. Hence T'S = O-a and TS |= O-a.)

Let us explain why the above-mentioned replacement process, which should transform the
executions of TS into a stutter-equivalent execution of TS, fails. In this example, case 1
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Y Y A
Figure 8.10: Transition system TS (left) and unsound reduced transition system T'S (right).

continuously applies, and pg is successively replaced with executions that are associated
to the action sequences:

alﬁagagalagag...

0410426043041042043...

0410420436041042043...

alagagalﬁagag...

But the action § is never performed, since 3 does not occur in T8S. Actually, the cycle con-

Figure 8.11: Cycle condition (A4) is violated.

dition (A4) is violated, since 3 is continuously enabled on the cycle (sg,%0) (s0,%1) (S0, t2)
(s0,t0), see Figure 8.11, but not in any ample sets of these states. [ |

The above considerations demonstrate that conditions (A1) through (A3) cannot guaran-
tee TS £ TS. The goal is now to show that (A1), (A2), and (A3) together with the cycle
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condition (A4) suffice. In fact, with the cycle condition (A4) a situation described above
is impossible.

Lemma 8.21.  Stutter-Trace Inclusion of TS in TS
If (A1) through (A4) are satisfied, then TS < 18.

Proof: Let pg be an execution in TS which starts in state s and is induced by the action
sequence (31 (32 33 ... where (31 ¢ ample(s). The execution pg is successively replaced
with stutter-equivalent executions p.,, m = 1,2,3,..., by means of the transformations
indicated in Lemmas 8.17 and 8.18. Fach of these executions p,, starts in state s and is
based on an action sequence of the form

a1 O S1717293

The action sequence v s ...y, contains the actions of the ample sets, which are newly
inserted according to Lemma 8.18, and all actions 3,,, which were shifted forward according
to Lemma 8.17. 71 23 ... denotes the remaining subsequence of 51, 52, 83 .... Thus, p,
is of the form

a1 ao, o 51 Y1 Y2 3
s=t = ... Doty — Iy — ]ty =L

where «q, ..., q,, are stutter actions.

Actually, the case 31 ¢ ample(t,,) for all m € IN is impossible, since—due to the finiteness
of TS—the path fragment st to...¢,, contains a cycle for sufficiently large m. Moreover,
81 € Act(ty,) for all mm by Lemma 8.15 on page 613. This contradicts condition (A4).
Hence, (1 € ample(t,,) for some m > 1. But then

§ 2L gy 22 Amy AL ym

is an execution fragment in TS which is a prefix of p,,+1 and all executions p; for j > m.

According to the outlined recipe, we obtain an execution pg in TS (as the “limit” of pyy,,
Pm+1 - - -), where the induced action sequence contains all actions that occur in pg (in TS).
Let us assume that pg has the form sq N $1 Bz, andlet 0= ko < k1 < ko <...such
that B, Bk, ... results from /31 F2 ... by omitting all stutter actions in 3y s, . ... (Note that
the subsequence [k, Bk, ... may be finite.) Then, trace(pg) has the form AS‘ AT AT ..,
where A; is the label L(sg) of all states s with k; < k < k;+1. Since each of the nonstutter
actions [, is eventually “processed” when generating the executions pi, p2, p3, .. ., for each
index k; there is some finite word w; of the form AS‘ Af ... A?‘ and some index #; such
that the traces of the executions p; for all j > {; start with w;. In particular, w; is
a proper prefix of w;11 and the words w; are prefixes of the trace associated with the
“limit” execution py. Hence, trace(py) has the form AS‘ AT AT ... and py £ fo. [ |
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As Traces(TS) C Traces(TS), the above lemma yields that TS £ TS. This completes the
proof of Theorem 8.13 (page 611).

Remark 8.22.  Nonemptiness Condition (A1) and Terminal States

Throughout this chapter, we assume a transition system without terminal states. This
assumption has been made to be consistent with Chapter 5 where LTL formulae are
interpreted as languages over infinite words. However, all concepts presented here (as well
as those in Chapter 5) can also be applied to transition systems that have terminal states.
The only difference from the approach presented here is that the nonemptiness condition
has to be replaced with the following requirements (Al.1) and (A1.2):

(Al.1) ample(s) C Act(s).

(A1.2) ample(s) = @ if and only if Act(s) = @.

Condition (A1.1) ensures that TS is a subtransition system of TS, while (A2.1) guarantees
that any terminal state in TS is a terminal state in TS. Theorem 8.13 holds for transition
systems with terminal states, i.e., conditions (A1.1), (A1.2), and (A2) through (A4) yield
TS2TS ]

8.2.2 Dynamic Partial Order Reduction

We now consider the integration of partial order reduction as part of LTL model checking.
The basic strategy is to generate TS during model checking. This is in contrast to static
partial order reduction in which TS is constructed prior to the verification. To simplify
matters, we first treat on-the-fly, or dynamic, partial order reduction during invariant
checking. As invariants can be checked by a depth-first search (DFS) technique, this boils
down to integrating the ample set technique in a depth-first search. Subsequently, we show
how nested depth-first search—the algorithm to find cycles containing an accept state in
TS ® A-,—can be adapted such that partial order reduction is employed.

Partial Order Reduction in Depth-First Search Consider the invariant [J® where
® is a propositional formula (i.e., not an LTL formula). In order to check whether TS |=
Lld, a depth-first search algorithm can be applied, as explained in Chapter 3, that checks
in every state of T'S whether ® holds. This is done during the state-space generation.
On exploring a state s, all outgoing transitions of s are considered, i.e., all actions in
Act(s) are considered. When integrating partial order reduction into this procedure, only
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the a-successor states of s are considered for which «« € ample(s). The resulting depth-
first search algorithm is provided in Algorithm 38 on page 622. It generates the ample
sets for any fresh encountered state of TS and explores the successor states under =
according to a depth-first search strategy. The set mark(s) keeps track of the actions
in ample(s) that have been considered during the search. As soon as this set equals
ample(s), all ample successors of s are considered, state s is popped from the stack, and
® is checked. In case an action « is considered whose successor has not been encountered
before, the state is marked as being reachable (under =) and pushed on the stack. For
any freshly encountered state, an approximation of its ample set is generated that satisfies
(A1) through (A3), but possibly not (A4). Later on, we will see that establishing these
constraints can be done by means of local criteria. Roughly speaking, it is first attempted
to determine ample(s) as the set of actions of a single process that are enabled in state s.
To ensure the cycle condition (A4), the ample set is enlarged on demand. This is indicated
by the statement ample(s’) := Act(s’). This technique relies on replacing (A4) by the
stronger condition:

(A4') Strong cycle condition

Any cycle in TS contains at least one state s with ample(s) = Act(s).

It is not difficult to assess that (A4’) is a sufficient criterion for (A4), provided the other
ample set conditions (A1) through (A3) hold. This is shown in the following lemma.

Lemma 8.23. Strong Cycle Condition
If (A1) through (A3) hold, then condition (A4') implies (A4).

Proof: By contraposition. Assume sg...s, (with n > 0) is a cycle in T'S with Act(sj) =
ample(s;) for some 0 < j < n, i.e., state s; is fully expanded. Assume (A4) is violated,
i.e., for some i#j it holds that 5 € Act(s;) and 3 & ample(sy) for all 0 < k < n. Consider
the transition s; % s;.1 that is part of the cycle sg...s,. (Here, i+1 should be read
as (i+1)modn.) As sq...s, is a cycle in TS, it follows «; € ample(s;). Condition (A2)
yields that all actions in ample(s;) are independent of those in Act(s;) \ ample(s;). In
particular, «; is independent of 5 ¢ ample(s;). But then, § € Act{w;(s;)) = Act(si+1).
As 8 & ample(s;+1), it follows by a similar reasoning that 5 € Act(s;1+2). Continuing this
reasoning, we obtain 3 € Act(s;)\ ample(s;). This, however, contradicts that ample(s;) =
Act(s;). [

The advantage of (A4’) is that it can easily be integrated in the depth-first search algo-
rithm. If the depth-first search finds a backward edge s’ -2+ s”, i.e., s’ is the current state
and s” = «a(s') for the current action « € ample(s’) and s” is on the stack U, then a cycle
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s ... s" ... " has been found that contains s’. Thus, we may simply enlarge ample(s’) by

adding all actions 3 € Act(s’) that are not in the current ample set of s. This turns s’
into a fully expanded state and ensures (A4'). Alternatively, we may fully expand «(s'),
as it suffices to fully expand an arbitrary state on the cycle. (The check whether a state
is on the stack U can be realized in constant time by, e.g., organizing R by a hash table
where each entry is equipped with a bit indicating whether the state is in U or not.)

Ezample 8.24. POR (Reachability Analysis)

Consider the following concurrent program consisting of two parallel processes:

Process 0: Process 1:
while true { while true {
Lo : skip; 01 : skip;
mo : wait until (—b) { mi: wait until (b) {
ng ... critical section...} ni ... critical section. ..}
b := true; b := false;
} }

The atomic proposition a holds in the states of TS(PGy ||| PG1), see Figure 8.12, for which
at least one of the processes is in location ng or n1. Action §; denotes the execution of the
skip statement by process ¢, ; denotes the action that corresponds to waiting at program
location n;; 3; is the action denoting the exit of the busy-wait cycle by process i, and ~;
the action to return to the beginning of the loop. The initial value of the shared boolean
variable b is unspecified.

We apply Algorithm 38 with ® = true—just a state-space generation—to TS(PGy ||| PG1).
We start with state sg = (£o, £1, =b). The actions dy and §; € Act(sg) are stutter actions
and independent. The possibilities are

ample(so) = {do}, ample(so) = {é1} or ample(sg) = {do,é1 }.

The first two alternatives are equivalent and lead to a better reduction than the last
alternative. Let

ample(sg) = {do }-

Intuitively, this corresponds to assigning a higher priority to process zero. The next
encountered state is dg(sg) = $1 = (g, £1, ~b). Actions §; and By belong to Act(s1) and
are independent. 3y (and (1) are not stutter actions. Let

ample(s1) = {01 }.

The next encountered state d1(s1) = s2 = (mg, m1, =b). We have Act(ss) = { a1, Fp }. The
choice ample(sq) = { oy } violates condition (A4) as it closes the cycle s; s; on which the
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Algorithm 38 Invariant checking using partial order reduction

Input: finite transition system TS and propositional formula ®
QOulput: “yes” if TS |= OP”, otherwise “no” plus a counterexample

set of states R := o; (* the set of reachable states *)
stack of states U :=¢; (* the empty stack *)
bool b := true; (* all states in R satisfy & *)
while (/\ R+ 2 A b) do

let s € I\ R; (* choose an arbitrary initial state not in R *)

visit(s); (* perform a DFS for each unvisited initial state *)
od
if b then

return(” yes”) (* TS |= "always " *)
else

return(’no”, reverse(U)) (* counterexample arises from the stack content *)
fi

procedure visit (state s)

push(s,U); (* push s on the stack *)
R:=RU {s}; (* mark s as reachable *)
compute ample(s) satisfying (A1)—(A3); (* see Section 8.2.3 *)
mark(s) := @, (* taken actions in s *)
repeat
s" == top(U);
if ample(s’) = mark(s’) then
pop(U); (* all ample actions have been taken *)
b:=b A (s D) (* check validity of ® in s’ *)
else
let o € ample(s’) \ mark(s’);
mark(s’) := mark(s') U {a}; (* mark « as taken *)

if a(s’) € R then
push(a(s'), U);

R:=RU{a(s)}; (* a(s’) is a new reachable state *)
compute ample(a(s’)) satisfying (A1)—(A3); (* see Section 8.2.3 *)
mark(a(s')) = @;

else
if a(s¢’) € U then ample(s’) := Act(¢'); fi (* establish (A4") *)

fi

fi
until (U =¢) v =b)
endproc
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Figure 8.12: Transition system for the program PGy ||| PGs.

action fy is enabled but is never chosen. As fj is not a stutter action, the only reasonable
choice is

ample(s2) = { o1, fo }-
By continuing such arguments the reduced transition system TS depicted in Figure 8.13
is obtained. Thus, eight of the reachable 12 states in TS are obtained by partial order
reduction, provided the ample sets are chosen as indicated above. [ |

Partial Order Reduction in Nested Depth-First Search The next issue is to
integrate partial order reduction in the LTL,~ model-checking procedure. Rather than
checking TS |= ¢ it is verified whether T'S |= . The rough idea for verifying TS |= ¢ is
as follows. As usual, a Biichi automaton .A-, is constructed for the LTL, formula ¢.
The reachable states of the product transition system TS ® A-, are generated and during
this state-space generation phase, the persistence property “eventually forever no accept
state” is checked by means of the nested depth-first search described in Section 5.2. In
the outer depth-first search, a reachable accept state is searched for, whereas in the inner
depth-first search, it is checked whether a reachable accept state lies on a cycle. In order
to obtain correct results it is evident that in both depth-first searches, the same ample
sets need to be used. Otherwise, different transition systems are considered.

As described in Section 5.2, a cycle with an accept state in A-, is found if the cycle
check—the inner DFS which attempts to find a backward edge to an accept state—is
started for state s once the outer DFS for s is completed, i.e., when all successors of s
have been explored. When adopting the same approach as in Algorithm 38 for the nested
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Figure 8.13: The reduced transition system TS for PG ||| PGo.

depth-first search, the inner and outer depth-first search may dynamically change the
ample set. This is due to the extension of the ample set to accomplish (A4'). Hence, we
have to ensure that the inner DFS is started only if ample(s) cannot change anymore. To
that end, a slightly modified version of the nested DFS procedure (indicated at the end of
Section 5.2) is exploited. In this variant, the nested DFS is aborted as soon as the inner
DFS visits a state ¢ which is on the stack U for the outer DFS.

The main steps are outlined in Algorithm 39. The procedure cycle_check_por is a slight
variant of the cycle check as given in Algorithm 7 (see page 210). This algorithm aborts
as soon as a state ¢ is visited which is on the stack U for the outer DFS. That is, this
variant seeks an arbitrary backward edge rather than a backward edge from s to s (as
is done in Algorithm 40 on page 626). The test whether the current state ¢ of the inner
DFS is on the stack U for the outer DFS can be performed in (expected) constant time
if the elements in R (organized as a hash table) are augmented with a bit that yields the
information whether or not a state is in U.

To ensure that the inner DFS uses the same ample sets ample(s) as the outer DFS (and
to avoid the recomputation of ample(s) in the inner DFS) one might use one bit for any
enabled action « which indicates whether « belongs to ample(s). A simple solution is to
use hashing for representing 1" and R, bits for U as well as the action bits. Thus, the
entries in this hash table are tuples (s, bp, by, (a1,b1), ..., {ay,b,)) consisting of a state
s € R, bit by indicating whether s € T, bit by indicating whether s € U, and a list
(o1, b1), ..., {((n, by) for all actions «y; € Act(s) where bit b; equals one iff o; € ample(s).
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Algorithm 39 Nested depth-first search with partial order reduction

Input: finite transition system TS and propositional formula ®
QOulput: "yes” if TS = OP”, otherwise "no” plus a counterexample

set of states R := @;

stack of states U := ¢;

set of states I':= &;

stack of states V :=¢;
boolean cycle_found := false;

while (/1 \ R # @ A —cycle_found) do
let s € I\ R;
reachable_cycle(s);

od

if —cycle_found then
return ("yes”)

else

return ("no”, reverse(V.U))
fi

(* set of visited states in the outer DFS *)
(* stack for the outer DFS *)
(* set of visited states in the inner DFS *)
(* stack for the inner DFS *)

(* TS = "eventually for ever &7 *)

(* stack contents yield a counterexample *)

procedure reachable_cycle (state s)
push(s,U);
R:=RU {s};
compute ample(s) satisfying (A1)—(A3);
mark(s) := @,

repeat

s" == top(U);

if ample(s’) = mark(s’) then
if s |£ ¢ then

cycle_found := cycle_check_por(s');

fi
pop(U);

else

let o € mark(s’) \ ample(s’);

mark(s’) := mark(s') U {a};

if a(s’) € R then
push(a(s’),U);
R:=RU{a(s)};

compute ample(a(s’)) satisfying (A1)—-(A3);

mark(a(s')) = @;

else
if a(¢’) € U then ample(s’) := Act(¢'); fi
fi
fi
until (U =¢) v =b)
endproc

(* push s on the stack *

)
(* mark s as reachable *)
(* see Section 8.2.3 *)

)

(* taken actions in s *

*

(* start the inmer DFS in s" *)

(* mark « as taken *)

(* a(s’) is a new reachable state *)
(* see Section 8.2.3 *)

(* establish (A4") *)

Petitioner Exhibit 1002-1629



626

Partial Order Reduction

Algorithm 40 Cycle detection (inner DFS) using ample sets

Input: state s in TS with s [£ ®

Output: true if s belongs to a cycle in TS; otherwise false

(* I' organizes the set of states that have been visited in previous calls of *)
(* cyclecheck_por(-). V serves as DFS stack for cycle_check_por(-), )

(* U as DFS stack for the outer DFS (Algorithin 39).

procedure boolean cycle_check_por(state s)

boolean cycle_found := false;
push(s, V);

T:=1TU{s}h

repeat

(* no cycle found vyet *)

t = top(V); (* check whether ¢ is still on the stack of the outer DFS *)

if t € U then
cycle_found := true;
push(t, V);
else
if ample(t) = mark(t) then
pop(V);
else
let o € ample(t) \ mark(t);
mark(t) .= mark(t) U {a};
push(a(t), V);
T:=T U {al)};
fi
fi
until (V =¢) Vv cycle_found)
return cycle_found
endproc

(* there isa cyclet...s...t %)

(* all successors of ¢ in TS have been explored *)

Petitioner Exhibit 1002-1630



The Linear-Time Ample Set Approach 627

8.2.3 Computing Ample Sets

This section is devoted to techniques to determine the ample sets by means of a static
analysis of channel systems. The aim is to find criteria for selecting ample sets that can
be checked efficiently by a syniactic analysis of the high-level formal description of the
system provided as a channel system. As the cycle condition (A4) can be established in
the way described before, the focus is on satisfying conditions (A1) through (A3). Recall
that a channel system CS consists of a number of concurrent processes, P; through P,
say, given as program graphs PGy through PG, that may have shared variables and may
communicate with each other via channels, i.e., first-in-first-out buffers that can store
messages. Communication via a channel of capacity zero corresponds to handshaking
plus the exchange of some data. The transition system of CS is denoted as TS, i.e.,
TS = TS(CS) where CS = [PGy | ... | PG,). A detailed introduction and formalization
of channel systems is given in Chapter 2. When considering channel ¢ as buffer, the
communication action clv puts value v (at the rear of) the buffer whereas c?x retrieves an
element from (the front of) the buffer while assigning it to «.

Let Act; and Loc; denote the action set and set of locations of PG;, respectively. Assume

that any action « € Act; occurs in exactly one edge ¢ 50 in program graph PG, and
that the action sets Acty, ..., Act, are pairwise disjoint. (This can always be ensured
by renaming of actions.) In order to treat all edges in a uniform manner, we assume

communication actions to be preceded by guards that equal true, e.g., £ 2 ¢ is written

gz ;
as £ — (' where g equals true.

Let us first introduce some notations. For action «, let Var(a) denote the set of variables
occurring in «, and Modify(«) C Var(w) the set of variables that are modified by «. For
example:

o Var(z:= 2 +y) = {x,y} and Modify(x :=x +y) = {a },
o Var(c?x) = Modify(c¢?z) = {x }, and

o Var(clv) = Modify(clv) = @ if v is a value (in the domain of channel ¢).

Variable @ is local to process P; if no other process refers to x, i.e., if x ¢ Var(«) for any

a € Uicjcn Acty.
J#1

Let Act;(s) = Act(s) N Act; denote the set of actions of process P; which are enabled in
(global) state s in T'S = TS(CS). State s has the form (¢1,...,4,,n,&) where £; denotes
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the current location (control point) of PG;, 1 is the variable evaluation, and ¢ the channel
evaluation. As before, TS is assumed to have no terminal states, i.e., Act;(s) # @ for
some process P;, for any state s.!

As a first step, we partition the set of processes P; through P,, into two blocks. The first
block contains processes P;; through P;, ; the remaining processes constitute the other
block. A possible criterion to obtain such partitioning is to exploit the communication
pattern of the processes, e.g., no process P;; (0 < j < k) is able to communicate to
processes outside this set. The intuition is to let ample(s) = Act;,(s) U...U Act;,(s), for
(global) state s in T'S(CS). This guarantees that by executing actions not in ample(s), it
is impossible that an action 3 that depends on ample(s) will become enabled in a global
state, and therefore would possibly be executed before an action in ample(s)—violating
(A2). For simplicity, suppose k=1 and let ample(s) = Act;(s), for some i. If no other
process P; with j # i can perform an action in s, then Act;(s) = Act(s), and s is fully
expanded (and evidently satisfying (A1) through (A3)).

Consider that Act;(s) is a proper subset of Act(s). Checking the nonemptiness condition
(A1) is trivial; it just amounts checking whether process P; can perform an action in state
s, i.e., Act;i(s) # @. Checking the stutter condition (A3) amounts to check whether all
actions in Act;(s) are stutter actions. This step can be facilitated by determining the
stutter actions by a static analysis—a is a stutter action if the atomic propositions in
TS(CS) refer neither to a variable in Modify(«) nor to the source or target location of

edges of the form £ LS ¢ nor to the content of channel ¢ if « is a receive or send action on
C.

Conditions (A1) and (A3) are thus relatively easy to deal with. This does not hold for
condition (A2) as this imposes a requirement on any execution in the full transition system
TS(CS). (The cycle condition (A4) is also a global property, but refers to the reduced
transition system TS that needs to be analyzed anyway. For this reason the cycle condition
is easier to handle.) Tt turns out that checking (A2) is as hard as checking a reachability
property in the full transition system TS.

Theorem 8.25. Algorithmic Difficulty of Checking (A2)

The worst-case time complexity of checking (A2) in finite, action-deterministic transition
system TS equals that of checking TS |= 30 a, for some a € AP, where TS is a finite,
action-deterministic transition system of the same size as TS.

Proof: Let TS = (S, Act,—, I, AP, L) be a finite, action-deterministic transition system

n case TS = TS(CS) has terminal states, condition (A1) has to be replaced by (A1.1) and (A1.2), see
Remark 8.22 on page 619.
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and ¢ € AP. Without loss of generality, assume I = { sg }. (In case there is more than one
initial state, a new state sy can be introduced such that sy has no incoming transitions,
and sg -2 ¢/, if s % ¢/ for initial state s.) Assume there is some (possibly unreachable)
state t € S with ¢ |= a. (If such a state does not occur in TS, then this state ¢ may just
be added.)

The idea of the proof is to define transition system TS and ample sets for the states in
TS such that ¢ € Reach(TS) if and only if the ample sets defined for T'S' violate condition
(A2). TS results from TS by adding the dependent actions « and 3 to the actions of TS,
such that 3 is enabled in any state of T'S and independent of Act while « is only enabled
in the u-states (and results in the new state trap). Formally:

TS = (SU{trap}, Act',—' {so}, AP, L)
where trap ¢ S, Act’' = Act U {a, 3,7} for o, 3,7 ¢ Act. The labeling function L' is
irrelevant. The transition relation —' is defined by

s-1ss’ € Act skEa seS
— and ———— and ——— and ————
s s § ' trap 5P g trap ' trap

Accordingly, the transitions in TS are extended such that « € Act(s) if s |= a, 3 € Act(s)
for all s € 5, and trap is equipped with a self-loop labeled with the special action 7.

Let the ample sets for TS be defined by
ample(s) = Act'(s) for all s € (SU {trap }) \ { s0 } and ample(sg) = {3 }.

That is, all states are fully expanded except for the initial state sg. Actions « and
are dependent in T, since « and 3 are both enabled in any a-state s, but 3 cannot
be executed in state a(s) = trap. Due to the (-loops inserted at all states s € S, 3 is
independent of Act.

Claim: TS = 30 a if and only if the ample sets in T'S' violate (A2).

1. (=) Let t € Reach(TS) for some ¢t € S with ¢ = a. Then there exists an initial
execution fragment in TS of the form

0 = $g— ... —t Sstrap.
N e’

initial exccution
fragment in TS

Since 3 € Act(sg) and « and 3 are dependent in T'S', action « depends on ample(sg) =
{3} in TS'. But since « is only enabled in state ¢ and not in any state visited in
o prior to t, p violates (A2). (Note that # cannot occur in the execution fragment
sg— ... —1, as [ is not an action of TS.)
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2. (<) Assume (A2) is violated in TS'. Then there exists a state v € Reach(TS') and
an execution fragment

g5 2 n 8l

P —

v $1

in TS such that (i) v depends on ample(v) and (ii) 1, ..., 7, ¢ ample(v). Since sg
is the only state that is not fully expanded, it follows from (ii) that v = sg. Due to
ample(sg) = {} and since 3 is independent of all actions in TS, (i) yields v = «.
Since « is only enabled in the a-states, it follows s, = a. Thus, TS |= 30 a. By
construction of TS, we get v, s1,..., s, € Reach(TS)—the only state in TS that is
not in TS is the state trap that has no outgoing transitions. Hence, TS = 30 a.

Remark 8.26. A Technical Remark on the Proof of Theorem 8.25

The above proof suggests that T'S' needs to be explicitly generated. This is, however, not
true. Suppose TS = TS(PG1 ||| ... ||| PG,) for program graphs PGy,..., PG, and a is
the atomic proposition stating that variable y evaluates to 0. Introduce a new Boolean
variable  with initial value 0, strengthen all guards in any edge in PGy, ..., PG, with the
conjunct w=0, and introduce the program graphs PG, PGz and PG, that are defined by

e the command “if x = 0 then skip fi” in an infinite loop (PGg),
-
B

e the command “if y = 0 then g :=1 fi” (PG,),
S~ Ne— -

a [0

e the skip-command in an infinite loop (PG;).

Program graphs PGg and PG, consist of a single location with a self-loop (labeled with
(3 and 7, respectively), while PG, consists of two locations connected by an edge with the
guard y = 0 and the action « for modeling the assignment « := 1. We then consider

TS = TS(PG1 ||| ... || PGy, ||| PGa ||| PGgll| PG7).

'

original program extension

In this way, a representation of TS is obtained from the representation of TS in constant
time. [ ]

As a result of Theorem 8.25, (A2) is not checked for an arbitrary set of transitions, but
the structure of the program graph will be exploited to determine ample sets for which
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condition (A2) is guaranteed to hold. In fact, by means of a static analysis of the program
graphs it will be determined which actions will be dependent. Let us consider determining
these dependencies in more detail.

Overapproximating Dependencies Let D C Act x Act be a binary relation on ac-
tions, that is intended to be an overapproximation of the dependency relation. That is, if
(o, 3) € D, o and (3 are considered to be dependent. As D is an overapproximation, it
follows that if (c, ) € D, then « and (3 are independent; on the other hand, (o, 3) € D
does not exclude that « and  might be independent. It is evident that if (A2) holds
for D, then it also holds for the proper dependency relation. Why do we not consider
the proper dependency relation, i.e., the complement of the independence relation? The
problem is that the notion of independency is a global property. For instance, it might
seem reasonable to consider the actions # := z + y and x := 2 to be dependent as they
modify the same variable. This is a local criterion. However, if there is no state in T'S with
y # 0 in which both actions are enabled, then they could be considered to be independent.
The latter is, however, a global property. Since the aim is to avoid the construction of
TS, and to determine ample sets prior to the state-space generation, we have to rely on
criteria that can be considered during a static analysis of the program graphs.

Let us briefly sketch which simple syntactic criteria can be employed to determine D. It
seems reasonable that all pairs of actions belonging to the same process are dependent.
A simple, though rather conservative strategy would be to consider all pairs of actions
that refer to the same variable to be dependent. This is somewhat restrictive as, e.g., the
assignments x := y + 1 and z := y + 2z are in fact independent since they do not modify
the shared variable . A more refined strategy would consider the modified variables. A
simple, conservative strategy could be to consider all communication actions acting on the
same channel to be dependent (i.e., in D). This is somewhat restrictive as, e.g., actions
clv and c?x for channel ¢ with capacity one can never be enabled in the same global state:
either the channel is full or empty. Any action involving a synchronous channel (a channel
with capacity zero) is a joint action of two processes, and may thus be considered to be
dependent on all actions in both involved processes.

Local Criteria for (A2) Local criteria which ensure that the choice ample(s) = Act;(s)
satisfies condition (A2) can be obtained as follows. (Recall that Act;(s) = Act(s) N Act;.)
As before, we assume all actions for the processes Pi,...,P, to be pairwise disjoint.
To ensure condition (A2), we check whether the following two (somewhat conservative)
conditions hold in global state s:

(A2.1) Any 3 € Act; is independent of Act;(s) for i # j.
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(A2.2) Any 3 € Act;\ Act(s) may not become enabled through the activities of some process
P; with i # j.

Condition (A2.1) can be established by inspecting the program graphs of all processes P;
and checking whether for any « € Act; and 3 € Act;, (o, 3) ¢ D. Note that all actions
local to process P; are considered to be dependent by (A2.1). Condition (A2.2) considers
a global state s = ({1,...,4;, ..., 4y, 1, &) and action 3 of process P; that might be enabled

in 4;, ie., £; g.j} % occurs in PG, but is disabled in s. This may be due to the fact that
the guard g does not hold, or the action 3 might be blocked (e.g., a send action to a full
channel). In order to ensure that § will not become enabled by activities of some other
process P;, it should be the case that neither:

e the guard g is violated in s (as g may refer to shared variables that can be modified
by other processes), nor that

e 3 is a disabled communication action for a channel of nonzero capacity (which may
become enabled as another process either enters or removes a message from the
channel), nor that

e 3 is a disabled handshaking action (which may become enabled due to an activity
of another process),

h:
nor that for some ¢ # j, there is an edge £} & 7 in PGj such that

e () is reachable (via —") from the current location #; (in state s) in PG, and action
~v modifies some variable that occurs in the guard g, or v and 3 are complementary
communication actions, i.e., send and receive actions on the same channel.

Thus, (A2.2) ensures that for global state s = (¢1,...,4;,...,£4,,n,&) there do not exist
actions 3 € Act; \ Act(s) and v € (J,,; Act; and states
s'= (.0

e €D, and 8 = (€

P

where process P; resides in location #; (as in state s) such that:

B¢ Act(s) and s— ... —s Lo’ P
—_—

B is not cnabled

Let us consider a small example. Condition (A2.2) is violated in state s = (..., 4;,..., 2 =

0) if there are edges
z>0:8 ;

)

X

=1
and E;» e E;»'
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in PG; and PG, with i # j such that £} is reachable (via —") from £;. Note that the
action pairs (3,7) referred to in (A2.2), as well as the reachability relation <" in the
program graphs PGy, ..., PG,, can be determined by a static analysis. The same applies
to (A2.1). As the size of program graphs is relatively small compared to their underlying
transition system, the cost of analyzing the program graphs for checking (A2.1) and (A2.2)
is negligible compared to the analysis of their transition systems.

The following lemma shows that conditions (A2.1) and (A2.2) are sufficient (though not
necessary) for (A2):

Lemma 8.27. Sufficient Local Criteria for (A2)

If (A2.1) and (A2.2) hold, then ample(s) = Act;(s) satisfies (A2) for all execution frag-
ments in TS that start in state s.

Proof: By contraposition. Suppose that (A2.1) and (A2.2) hold for ample(s). Assume
(A2) does not hold and global state s is of the form (... ,£;,...), i.e., process P; is at
location #;. Then, there exists a finite execution fragment

S B1 s1 B2 . Bn S, 6n+1

where 31,...,0, ¢ Act;(s) and 3,41 depends on ample(s) = Act;(s). Since (A2.1) holds,
actions depending on Act;(s) are actions of process i:

671—4—1 € Act; \ ACtZ‘(S).

Let m be the largest index in {1,...,n} such that f,...,3,—1 are actions of other
processes, i.e.:
Biye s Bt €| J Act; \ Act; and B, € Acty
J#i

Since the actions 31, ..., 8,_1 cannot affect the location of process P;, location £; does not
change in the first m—1 steps, i.e., states $1,..., $,—1 are also of the form (... £;,...). As
Bm ¢ Acti(s) and 3, € Act;(spy,—1), action 3, becomes enabled in location £; by executing
one of the actions in the set {31,...,Bmn—1 }. Since f,..., Bn—1 are actions of processes
different from P;, this contradicts (A2.2). [

Algorithm 41 on page 634 summarizes the main steps for computing the ample set of a
given state s such that conditions (A1), (A2), and (A3) are fulfilled. We consider here
the case where the candidates are the action sets Act;(s), i.e., the actions of P; that are
enabled in s.
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Algorithm 41 Computation of ample(s)

Input: state s = (f1,...,4,,1,&) in TS
Output: ample(s) C Act(s) such that (A1)-(A3) are fulfilled

(*let D C Act x Act such that (o, 3) € D if « and 3 are dependent *)
determine Act;(s) for all 0 < i < n;

if (Ji. Act;(s) = Act(s)) then return Act(s) fi;
fori=1 to n do (* check whether ample(s) = Act;(s) is possible *)
if (Act; # @ and Act;(s) only contains stutter actions) then

if (37 # 4. Acti(s) x Act;(s) N D = &) then

b := true; (* (A2.1) holds *)
if 3¢; ﬂ ¢ in PG; where /3 is a handshaking action then

b := false; (* (A2.2) violated *)
else

: h:
for all #; & ¢, in PG; and £} & 7 in PG; with j # i and £; " ¢ do
if (1 £ g and v modifies some variable that occurs in g) or
(8 and « are complementary communication actions) then

b := false; (* (A2.2) violated *)
fi
od
fi
if (b) then return Act,(s) fi (* (A1)-(A3) hold *)
fi
fi
od
(* ample(s) cannot be defined as the action set of one process *)
return Act(s) (* ample(s) := Act(s) *)
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8.2.4 Static Partial Order Reduction

Rather than realizing the partial order reduction criteria during the model-checking pro-
cess, in static partial order reduction the reduced transition system fS, or preferably, a
high-level formal description of TS, is constructed prior to the verification. The advantage
of this approach is that it may be combined with other state-space reduction techniques
such as symbolic approaches using binary decision diagrams, or bisimulation minimization.
This section treats static partial order reduction starting from the high-level description
PGy ||| ... ||| PGy, where, for the sake of simplicity, it is assumed that the program graphs
have shared variables but do not communicate via channels.

The main quest for static partial order reduction is to determine ample sets that satisfy
the conditions (A1) through (A4). As described in Section 8.2.3, the conditions (Al),
(A2), and (A3) can be established by means of local criteria of transition systems. It
turns out that these criteria can also be easily reformulated for program graphs and thus
can be checked prior to model checking. In contrast to on-the-fly partial order reduction,
however, (A4) cannot be checked by establishing the strong cycle condition (A4'), as this
condition is tailored to the state space generation by means of a depth-first search, a step
that is absent in the static approach. Instead, (A4) is established by inspection of the
program graphs PG, through PG, by fixing a set Ay, of sticky actions:

A C Act

sticky

The purpose of actions in A.;a., is to serve to “break” any cycle in TS. For state s, action
@ € Auuay Nample(s) “sticks”, so to speak, all other enabled actions in s and forces their
exploration.

Notation 8.28. Visible Action
An action « € Act is visible if «v is not a stutter action, i.e., if there exists a state s in TS

with av € Act(s) and L(s) # L(«(s)). Let Vis denote the set of visible actions. [

The following requirements are imposed on Ag;u.y.

(S1) Visibility condition
Vjs g Asticky

The visibility condition (S1) asserts that all visible actions are sticky, or equivalently, that
all actions in Act \ Ay are stutter actions.
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(S2) Cycle-breaking condition

ﬁ 6n . iy
For any cycle 50:1> co.==58, In TS, Asiay N {P1,..., 00} #9.

Condition (S2) thus asserts that any cycle in TS contains at least one sticky action.

Consider now the following new condition on ample sets:

(A3/4) Sticky condition
If ample(s) # Act(s), then ample(s) N Auiay = 9.

Condition (A3/4) asserts that ample actions of nonfully expanded states are not sticky.
The condition (A3/4) implies both the stutter condition (A3) and the strong cycle condi-
tion (A4’). This is stated by the following lemma.

Lemma 8.29. Sticky vs. Stutier and Cycle Condition

Let TS = (S, Act,—,I,AP,L) be a finite, action-deterministic transition system and
Ay € Act satisfying (S1) and (S2). If the ample sets for s € S satisfy (A3/4), then
(A8) and (A4') hold.

Proof: Let s € S with ample(s) # Act(s) and suppose (A3/4) holds.

1. The sticky condition (A3/4) ensures that ample(s) N Ay = @. By the visibility
condition (S1), any « € ample(s) is a stutter action. Thus, (A3) holds.

2. Consider the cycle sq é $1... g sn in TS. By the cycle-breaking condition (S2),
we have 3; € A.ay for some 0 < i < n. So 3 € ample(s;—1) N Agsay. The sticky
condition (A3/4) yields that s;_1 is fully expanded, i.e., ample(s;—1) = Act(s;—1).
Hence, (A4’) holds.

As a consequence we have the following result. If A, satisfies (S1) and (S2), and the
ample sets satisfy (A1), (A2), and (A3/4), then TS £ TS. In the sequel of this section, we
will discuss in detail how to check that all conditions (S1), (S2), (Al), (A2) and (A3/4)
are fulfilled by inspecting the program graphs of the concurrent processes involved.
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Program Graph Reduction. First, we discuss how to establish the ample set condi-
tions by a static analysis of the program graphs. It is assumed that A, satisfies (S1)
and (S2); later on it is explained how this can be guaranteed. For the sake of simplicity,
processes cannot communicate via channels (but may have shared variables). That is, the
full transition system TS has the form TS = TS(PG) where PG = PGy ||| ... ||| PG,, for
program graphs PGy, ..., PG, that do not contain any communication actions on chan-
nels. As before, Act; denotes the action set of PG; and Act; N Act; = @ if i # j, and
that no «« € Act; occurs on more than one edge in PG;. Thus, there is a one-to-one
correspondence between the actions in PG; and the edges in PG;. It is assumed that
an overapproximation D of the dependency relation has been computed (see page 631).
Finally, we assume that PG; has a single starting location, denoted fy;, and an initial
condition gg ;.

The idea is to transform PG = PGy ||| ... ||| PG, into PG = PG, -l PG, such that
TS(PG) = TS(?@). The transformation of each program graph PG; proceeds in a number
of steps. First, the edges in PG; are marked with the labels good and sticky and locations
with the label ample in the following way:

1. For any action « € Agiay N Act;, the (unique) edge ¢ N/ PG, is marked as
sticky.

2. An edge / S0 in PG; is marked good if and only if for any action 7 in some
program graph PGj, i#j, (o, ) ¢ D and variables modified by # do not occur in
guard g.

3. Location £ of PG; is marked as ample if all its outgoing edges £ — ¢’ are marked
good, but not sticky, and the disjunction of the guards of all outgoing edges of £ is
equivalent to true.

After this (partial) labeling phase, the program graphs PG; are modified as follows. Let
ample,...,ample, be new Boolean variables. These variables are set to true on edges
that lead to locations that are marked as ample, and are set to false on all other edges:

4. Edge £ &5 ¢ in PG; is replaced by £ 5 ¢/, where & is the atomic execution of
« followed by ample; := true whenever £ is marked as ample, and « followed by
ample; := false (atomically) otherwise.

In the next step, the guards of the edges in program graph PG; are strengthened with
propositions about the ample; boolean variables. Let

Petitioner Exhibit 1002-1641



638 Partial Order Reduction

hi = N\ —ample; A ample;, i=1,...,nand
1<t

f = A —ample;.
1gysn

The intuitive meaning of proposition h; is that the enabled actions of process P; will serve
as an ample set, while f indicates that the state corresponding to the current location is
fully expanded. The guards in PG; are adapted in the following way:

5. Any edge £ S0 in PG; is replaced with the edge ¢ TS ¢ where g=g A h;if the
source location £ is marked as ample, and g = g A f otherwise.

The initial condition of PAGZ» is defined as follows:

6. goi = Ygo; N ample; if the starting location £y ; in PG; is marked as ample, and
Joi = goi /\ mample;, otherwise.

These transformations of PG, yield the program graph PG;. The reduced transition system
TS is obtained as follows:

TS = TS(PG) where PG = PG.||| ... ||| PG,.

Some remarks are in order. First, observe that PAGi is not a reduced variant of PG;,
i.e., it contains the locations of PG; and extends its variables with the auxiliary variables
ample;,. State s in TS has the form (f1,..., 0y, 1) where £; is a location in PG, (and
PG;) and 7 is a variable evaluation for the variables in PGy,..., PG, and the auxiliary
variables ample, ..., ample,. In contrast, state $ in TS has the form ({1, ...,£,,n) where
7 assigns values to the variables in PGy, ..., PG,,. Nevertheless, TS can be considered as
a subsystem of T'S that results from the transition relation == defined by the ample sets:
on entering state (f1,...,£,,7) in TS it holds n(ample;) = true if and only if location £; of
PG; is marked as ample. This also applies to the initial state. In particular, the reachable
fragment in TS will not be larger than the reachable fragment in TS.

Lemma 8.30. Invariant for TS
For any state ({1, ..., 0y, 1) in Reach(TS) and 0 < i < n:

1 | ample;, if and only if £; is marked as ample.

The above lemma allows us to identify state § = (f1,...,£,,7) in TS with state s =
(1,...,4n,m) in TS where n results from 7j by ignoring the vaulation of the auxiliary
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variables ample,, ...,ample,. The action ¢& in TS can be identified with action « in TS.
Due to the transformation of PG;, ample(s) for global state s in T'S consists of actions &
for «« € Act(s). This permits treating ample(s) as a subset of Act(s).

Example 8.31.  Program Graph Transformation

Consider the program graphs PG and PGs in Figure 8.14. Intuitively, PG; and PGs
both describe a process which counts iteratively from 0 to N where N is a fixed positive
integer. Initially, =y = 0 and b = ¢ = false, where these variables are all local.

x <N \ y<N: \
x:=x+1 yi=y+ 1
action o action c»
x=N: true: y:N true:
skip x:=0;b6:=-b skip y:=0;c:=-c
N S—— e —
action f3; action yq action B action y,

Figure 8.14: Two counting processes as program graph PGy (left) and PGy (right).

Let AP = {b,c}, i.e., the only observable part of the program graphs is the value of b and
c. It follows that the actions aq, 1, g, and (o are stutter actions, whereas y; and o are
visible. As all visible actions need to be sticky actions, a first choice for Ag;a., is:

Asticky = { ,717 ,72 }

This choice also satisfies (S2), since any cycle in TS contains Y1 or yo—a cycle can only
occur if both x and y have the same value, and this can only occur by first counting
until N and resetting to zero (via a < action). Actions a; and f; are independent of
Acty = { o, 2, 2 }, and symmetrically, a and o are independent of Act; = {aq, 51, M }-

Consider the transformation from PG and PGs into PAGl and PAGQ, respectively. This
goes along the steps described before. We start by marking the «;- and f;-edges as good as
these actions are independent. The ~;-edges are marked as sticky. Accordingly, the initial
locations n; and ne are marked as ample (they only have edges marked as ample), while
locations {1 and £y are not. Completing steps (4) through (6) yields the program graphs
PG, and PG, in Figure 8.15. The initial condition for the modified program graphs is

x=9y=0 A b=c="false A ample; = ample, = true.
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(x < N) Aample;: \
x =x-+ 1;ample, :=true

action &

—ample; A —ample,:
(x=N) Aample,: x:=0;b:= —b,ample, := true

ample| := false
N —

action ¥

action [Ail

(y < N) A—ample; A ample,: \
y:=y+1;ample, :=true

action Gn

—ample; A —~ample,:
y:=0;c = —c;ample, :=true

Figure 8.15: Transformed program graphs PGy (top) and PGs (bottom).

(y =N) A —ample; A ample,:
ample, := false
N’

AR action o
action f3

We now consider the reduced transition system TS = TS(PG ||| PGy). Observe that TS is
smaller than T'S = TS(PG, ||| PGz) since it avoids the interleavings of the action sequences
oY and ol . Instead, if both processes are in their initial location n;, then the auxiliary
variables ample; and ample, evaluate to true. The added conjuncts h; = ample; on the
edge n; — ny and he = —ample; A ample, on the edge ns — no give a higher priority to
PG, and thus enforce performing the action sequence @& 3; prior to performing . This

can be seen as follows.

For the initial state of TS,
$ = {(n1,ne,x =y =0,b=c=false,ample; = ample, = true),

we have

Act(s) ={a1} while Act(s) ={a1, e}

where s = (ni,no,x =y = 0,b = ¢ = false) is the state corresponding to § in T'S. The
same applies to all reachable states s of T'S where both processes are in their initial location
and x < N and y < N. Thus, in all these states, a significant reduction results. Consider

Petitioner Exhibit 1002-1644



The Linear-Time Ample Set Approach 641

now a state ¢ of the form
t={(ni,ne,x=Ny=kb=...,c=...) where0<k<N.
in TS. The corresponding state in TS is
t={(n,ng,x=N,y=kb=...,c=...,ample; = ample, = true).

We have Act(t) = {Bl} which is a proper subset of Act(t) = {31, a2 }. By symmetry,
similar observations apply to the state where both program graphs are in their initial
location, y=N and x < N. State

u={{1,noe,x=Ny=kb=...,c=...) with Act(u) ={y,a}
in TS where 0 < k < N corresponds to the following state in TS:
4= {{1,n0,x =N, y=k,b=...,c= ..., ample; = false, ample, = true)

with Act(a) = { &2 } C Act(u). The only fully expanded states are the states of the form

v={{1,l,x=y=Nb=...,c=...)
that correspond to
v={1,le,x =y=N,b=...,c=...,ample; = ample, = false).
Hence Act(v) = Act(v) = {v1,72 }. [

Theorem 8.32. Correctness of the Sticky Set Approach

Let PG = PGy||| ... ||| PG,. and PG = PGi]|| ... ||| PGy, TS = TS(PG) and TS =
TS(PG). Then X
if Aguery Satisfies (S1) and (S2). then TS = TS.

Proof: Let PG = PGy||| ... ||| PG, and PG = PG, ||| ... ||| PG,,. Assume A, satisfies
(S1) and (S2). We prove that conditions (Al), (A2), and (A3/4) hold for all states in
Reach(TS). Since (A3/4) implies (A3) and (A4'), and (A4') implies (A4), it follows by
Theorem 8.13 that TS £ TS.

Let § = ((1,...,4,,7) be areachable state in T'S with corresponding state s = (1, ..., 0y, 1)
in TS. Consider two cases.
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1. None of the locations #; is marked as ample. Then PG and PG have the same
outgoing edges in (global) location ({1, ...,£,). Moreover, n |= g if and only if 77 |= ¢
for any guard g that occurs in PG. (Recall that 7 and 7] agree on the original program
variables.) Hence, state § is fully expanded, i.e.,

Act(s) ={a | a e Act(s) }.
It follows that conditions (A1), (A2), and (A3/4) are then fulfilled.

2. {; is marked as ample and {1, ...,#;_1 are not marked as ample. By Lemma 8.30,
7 = hi. For 1 < j < i, any outgoing edge from ¢; in PAGj is either guarded by h;
or f. Asfj(ample;) = true, we get 7j [£ h;. Similarly, as 7j(ample;) = true, we have
7 ¥ f. Thus, for 1 < j < i, none of the outgoing edges from ¢; in PAGj is enabled
in state 5. Similarly, for ¢ < j < n none of the outgoing edges from £; in PGj is
enabled since these edges are guarded by h; or f as both require ample; to be false.
Thus:

ample(s) C {a | a € Act;(s) }.

Since £; is marked as ample, any action « of an edge #; N ¢ in PG; is marked as
good, but not marked as sticky. In particular, Act;(s) N Auiay = @ which yields:

ample(s) N Auiay = 9

(where we identify o and @). Thus, condition (A3/4) is fulfilled. Since all actions in
ample(s) are marked as good, conditions (A2.1) and (A2.2) are fulfilled. By Lemma
8.27 (page 633) it follows that the dependency condition (A2) holds. The nonempti-
ness condition (A1) is fulfilled since the mark ample ensures that the disjunction of
the guards of all outgoing edges of ¢; is true.

Computing Sticky Sets It remains to explain how a set A4, satisfying the conditions
(S1) and (S2) can be determined by a static analysis of the program graph. The obvious
choice Auiay = Act would evidently suffice, but then (A3/4) would not allow for any
reduction of the state space. The goal is to obtain a set A, satisfying (S1) and (S2)
that is as small as possible. Initially, we set A.;a, = Vis, the set of visible actions. This
ensures the visibility condition (S1). In order to establish (S2), actions are added until any
cycle in TS contains an action in A.iiay- This is done by a static analysis of the program
graph, attempting to keep the cardinality of A.;u, minimal.

Notation 8.33. Control Path and Control Cycle
A control path of PG; is a sequence of edges in PG; of the form
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g1

Uy < 04 < g2t o IE% /

0 1 ce k-

A control path in PG; is a control cycle if £, = £y and k > 0. [ |
Notation 8.34. PG;-Projection

Let 0 = so - ... 2.5 53 be an execution fragment in T'S where s, = <€{, - ,E%,n@

for 0 < j < k. The PG;-projection of p is the control path of PG; resulting from g by

(1) removing all transitions s;_1 —Z+ s; where ; ¢ Act; and (2) replacing the transitions
: . . i 95 ;
$i—1 —“> s; where «j € Act; with the corresponding edge £ Lo Mi g 0. ]

The PG;-projection of an execution fragment in TS is the control path in PG; that has
been taken in p. Vice versa, any execution fragment in TS arises by the combination of
control paths in some of the program graphs PGy, ..., PG,, possibly in an interleaved
way.

Ezample 8.35.  Projections

Consider TS = TS(PG, ||| PG2) where PGy, PGy are depicted in Figure 8.14 (page 639).
For N = 2, the execution fragment

(ny,n2,x =0,y =0,b=c = false) >
(n1,ne,x =1,y =0,b=c=false)
(n1,ne,x =2,y =0,b=c = false)
(n1,ne,x =2,y =1,b= ¢ = false) SN
(1, no,x =2,y =0,b=c = false)
. s . r<2:001 r<2:001 r=2:01
yields the PGi-projection ny =—> ny =——> n; =——> {1 and the PGo-
2:
projection no N no. Note that the PG;-projection of ¢ might have length 0 (i.e.,
solely consists of the location £9) in which case ¢ does not take any edge of PG;. ]
The following lemma is obvious:
Lemma 8.36. Global Cycles vs. Control Cycle
For each cycle sg -2 ... 2ms s, in TS and for any 0 < j < n:

if {on, ..., am } N Acty # @, then the PGj-projection is a control cycle.
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<N
The converse of Lemma 8.36 does not hold, since, e.g., the control cycle n; ST n

in the program graph PG of Figure 8.14 does not induce a cycle in TS since the value of
x is strictly increasing in each iteration.

By Lemma 8.36, the cycle-breaking condition (S2) is obviously fulfilled if A.,q, contains
at least one action of any control cycle in PGy,..., PG,. This is guaranteed as follows.
Let A.uay = Vis, the set of visible actions. This ensures (S1). As each visible action is
in Ay, it suffices for establishing (S2) that any cycle that does not contain a visible
action is considered. To that end, all edges from PG; with a visible action are removed.
By means of a depth-first search of the resulting program graph PG, say, control cycles

are determined. Whenever a backward edge £ s found, « is added to the sticky
set. Applying this DFS-based approach to each program graph PG; yields A.;a,. From
Lemma 8.36 together with the fact that for any control cycle in PG} the depth-first search
will find a backward edge on this cycle, it follows that A, satisfies (S2). Hence, A.ay
contains at least one action of each control cycle in PG,. The remaining control cycles in
PG; contain at least one visible action, and thus, an action in Vis C A ;..

This strategy often generates a rather large A.a, set. For instance, for the program
graphs in Figure 8.14, the set

Asticky - {71772 } U { al? (’Y2 }
N, o’
=Vis

. . r<N:op y<N:ao

is obtained because of the control cycles ny =<—— ny and ny =—> ny. However,
these control cycles do not correspond to cycles in TS since each execution of v strictly
increases the value of x. The same applies to as and variable y. In order to find control
cycles that do not correspond to a global cycle, i.e., a cycle in TS, we impose for each
program variable x:

a transitive, irreflexive relation <, on the domain of .

For example, for integer variable x, the relation <, could be the natural order < or
the reverse natural order >. For Boolean variable x, the order with false <, true and
true £, false is appropriate. The relation <, should be chosen such that the classification
of the actions into incrementing, decrementing, neutral, or complex actions (see below) is
algorithmically simple. For variable x and order <, the effect of action o € Act is said
to be

o incrementing on x if n(x) <, Effect(n, «)(x) for each valuation 7,

o decrementing on x if Effect(r), «)(x) <, n(x) for each valuation 7,
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e neutral on x if Effect(n), «)(x) A, n(x) and n(x) A, Effect(n, a)(x), for each valuation
n.

e complex in all other cases.

For instance, for integer variable x where <, is the natural order < we have: x := x+2 has
an incrementing effect on x, action & := « — 5 has a decrementing effect on =, y :==y — 5
is neutral on x, and x := y has a complex effect on z.

A control path £y —— > . <2 4 has incrementing effect on «x if (1) the effect
of «; on « is incrementing for some j € {1,...,k} and (2) foreach j € {1,...,7}, 7 #k,
the effect of a;; on x is either incrementing or neutral. Control paths with a decrementing
effect on & are defined analogously. For an execution fragment

S0 b1 $1 Ba, . Bm Sm
such that for some i € {1,...,n}
. . . g1 gr Gy .
e the PG;-projection is a control path g =———= f¢;... =——> [, which has an

incrementing effect on x, and

e the PGj-projection for j # i does not contain an action which has either a decre-
menting or complex effect on x,

the value of x is strictly increasing with respect to the order <,. The transitivity of <,
yields vg <, v.,, where vy and v, are the value of x in the state sg and s,,, respectively.
Since <, is irreflexive, vg # v,,. Thus, the given execution fragment cannot be a cycle
in TS, i.e., 89 # Sm,. A similar observation holds for control cycles with a decrementing
effect on x.

Ezample 8.37.  Control Cycles vs. Global Cycles

Consider the program graphs in Figure 8.16 where N > 1 is a fixed integer, x and y are
nonnegative integer variables, and b, ¢ Boolean variables. Program graph PG; has the
control cycle

r<N:x:=x+1 P b:=-b
TH1 h bl\( T,

For <, =<, this control cycle has an incrementing effect on x. None of the actions
g, B2, ¥2 in PGs modify the value of z, i.e., these actions have a neutral effect on . Thus,
there is no cycle in TS for which the PGi-projection coincides with the above control
cycle.
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\ r <y \
yi=y—1

action ot

x <N: y=~N: c:=bA-c
= b:=-b i N

ri=x+ 1, —— i%B action 3,
action o action 3, action f3,

Figure 8.16: Program graphs PGy (left) and PGy (right).

X <N: x>5: ci=bA—c

x:=x+1 b:=-b x:=x—2 —

N’ S—— N e’ action f2
action o action f; action o

Figure 8.17: Program graphs PGy (left) and PGy (right).

Now consider the program graphs in Figure 8.17. The control cycle

r<N:x:=x+1 P b:=-b
nl e bl\( nl

in PGy has an incrementing effect on . However, action «s in PGs has a decreasing effect
on x. In fact, there is a global cycle in TS(PG, ||| PGz) of the form

s = <’IL1, N, L = 07 Y = O, b= false, ¢ = false> 1,

l1,n2,2 =1,y = 0,b = false, ¢ = false) LN

ni,ng,x =1,y = 0,b = true, ¢ = false) -+

l1,n2,x =2,y = 0,b = true, ¢ = false) SN
Qo

ny,ng,xr = 2,y = 0,b = false, ¢ = false) 2%

ny, Lo, = 0,y = 0,b = false, ¢ = false) TN

P N A

ny,no,x =0,y = 0,b=false,c = false) =35

where the PGi-projection yields the (duplication of the) above control cycle. [ ]
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The goal is now to compute A, by starting with A = Vis (as before) and adding further
actions to break any control cycle of program graph PG;, say, that only contains stutter
actions, except for actions that have an incrementing or a decrementing effect on some
variable 2 and for which there is no action in PGy, ¢ # j with an opposite effect on z.

Notation 8.38. Opposite Actions

Actions « and 3 € Act are opposite if there exists a variable & such that « has either an
incrementing or complex effect on « and 3 has either a decrementing or complex effect on
x, or vice versa. Let

Opp(a) = { B € Act | « and (3 are opposite }.

Note that any action « with complex effect on some variable is opposite to itself, in which
case o € Opp(a). [

The computation of A., proceeds as outlined in Algorithm 42 on page 648. Here, an
action « is called monotonic on x if it has either an incrementing or decrementing effect
on x.

Ezample 8.39.  Computing A,

Reconsider the program graphs PG and PGy in Figure 8.16 (page 646). Let <,=<==,
and false < true for the Boolean variables b and ¢. Moreover, we assume that AP only
refers to variable y, but not to x, b, or ¢. Then, action «yo is visible and all other actions
are stutter actions. Hence, Algorithm 42 starts with A.suy = Vis = { aa }. Removal of all
visible edges yields the program graphs in Figure 8.18.

N N

x < N: y=~N: ci=bA-c
x:=x+1 b : —b Sklp action B
action o action 3, action f3,

Figure 8.18: Program graphs PGy (left) and PGy (right) after removal of visible edges.

The algorithm obtains M7 = {1 } since «; has an incrementing effect on x, but there
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Algorithm 42 Computation of Ag;a.

Input: program graphs PGy, ... PG,
Output: A.uay C Act satisfying (S1) and (S2)

Asticky = VIS, (* eStabliSh (Sl) *)

for :=1tondo "
PG; := PG; where any edge { S0 with o € Vis is removed;
od

for i =1ton do
M; := {«a € Act; | @ is monotonic A Opp(a) € |J Acty };
j<k<n
PG, := PG, where any edge /£ S0 with o € M; is removed;
od

for i=1tondo
perform a DFS on PG;;

Asiaey 1= Asiiay U { | £ LS Vis a backward edge in PG; };
od

return A ;.. (* Aua fulfills (S1) and (S2) *)
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is no opposite action. Hence, the «1-edge from 1 is £1 will be removed. The resulting
program graph is acyclic; no backward edge is found.

We obtain My = @ as there is no monotonic action in the modified PGy. Hence, one of the
actions 2 or o becomes sticky (i.e., is added to A.ay ), depending on the starting location
for the depth-first search. The result of Algorithm 42 is thus either A.uy, = {2, 52 } or

Asticky = { O[Q, ,72 } .

Lemma 8.40. Soundness of Algorithm 42
The set A,y C Act returned by Algorithm 42 satisfies (S1) and (S2).

Proof: The visibility condition (S1) obviously holds since initially A.;ay = Vis, and no
actions are removed from Aa,. Now consider (S2). Let g be a global cycle of the form

S0 B $1 B Brm Sm = S¢-

If some of the actions (31, ..., B, are visible, then the cycle-breaking condition (S2) holds
since Vis C A u,. Assume fq,..., 3, are stutter actions. We prove that there exists
some j such that (some of) the actions in ({51,..., Bm} N Act;)\ M; yield a control cycle
¥ in PG;»' (the variant of PG obtained after removing all edges with action in M;). From
this result, it follows that the depth-first search in PG;»' will classify one of the edges in ¢
as a backward edge, and hence, adds at least one of the actions in {1,..., Bn} N Act; to
Asiiaey- This yields Ay N {51, .-, B} # 9.

Let J be the set of indices j € {1,...,n} with {51,..., B } NAct; # @. Clearly, J # @.
Let j = maxJ and assume there is no control cycle in PG;»' where the underlying action
set is contained in

({B1,- - B} N Act)) \ M;.

Since the PGj-projection of the given global cycle ¢ is a control cycle ¢ in PG;» (Lemma
8.36 on page 643), the control cycle ¥ in PG;» must contain an action 3; € M;. Otherwise,
¥ is a control cycle in PG built by actions in ({1, ..., Bn} N Act;) \ M;.

By definition of M, action (3; is monotonic. Since (31, ..., 3, forms a global cycle in TS,
there must be another action G, h # ¢, on this cycle with an opposite effect:

Br € Opp(f3;)-

Again, by definition of Mj, the actions that are opposite to 3; belong to Act;, for some
k > j. Thus, 8, € Acty for some k > j. But then, k£ € J and k£ > j, which contradicts
j = max.J. ]
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8.3 The Branching-Time Ample Set Approach

The previous section presented conditions for the ample sets that ensure the stutter trace
equivalence of TS and TS. Hence, these conditions are sound for verifying LTL,~ . This
section treats partial order reduction for the branching-time temporal logics CTL,~ and
CTL(‘O. The aim is to adopt the ample set approach, and adapt it such that rather
than establishing TS £ TS we obtain that TS ~3W Ts  As ~% coincides with the
logical equivalence of CTL,~ and CTL{. (see Section 7.8.3 on page 560), this yields a

sound approach for verifying these logics. We first argue by means of an example that the
conditions (A1) through (A4) do not suffice for CTL, .

Example 8.41.  Conditions (A1)-(A4) Are Insufficient for CTL,

Consider the transition system TS in Figure 8.19 (left) over AP = {a,b,c¢}. Actions o and
0 are independent of {3, } and 3, 7y are stutter actions. Let ample(sg) = { 3,7 }, and
ample(s) = Act(s) for all states s # s¢; see the reduced transition system TS in Figure

8.19 (right).
ox
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Figure 8.19: Reduction satisfies (A1)-(A4), but T'S Zcrr, T8S.
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Consider the CTL,~ formula:
o :\ﬂ(a s (YOb Vv v<>c)).

Formula & asserts that for each reachable u-state s either any path from s eventually
reaches a b-state or any path from s eventually reaches a c-state. Hence TS = ® as any
a-state in T'S has either a direct b or c-successor, but T'S [£ ® as state u = VOb V Vc.
The latter follows from the fact that

Traceszs(u) = { {a}{a}{b}", {a}{a}{c}" }.

As TS |- ® and TS [£ ®, we get TS #3% TS. In fact, we have

B(s0) #H y(s0) % a(so)

as (3(sg) can reach a b-state, while y(sg) cannot, and vice versa y(sg) can reach a c-state,
while 3(sg) cannot. Moreover, a(sg) (and sg) can reach both a b- and a c-state. The same
holds for the a-successor s; of sg. Since T'S does not contain s (or any equivalent state),
TS %3 T3,

Since sg ~% a(sg), the reduction obtained by ample(so) = { @}, and ample(s) = Act(s)
for any state s # sq yields the reduced transition system TS in Figure 8.20). Now we have
TS ~%v T8, n

T

o

e H
./
{a}

a b}

e\

5
8 /
TN T\

{e} {a} {a

—

Figure 8.20: A sound partial order reduction for CTL{ .

The task is now to provide sufficient ample set conditions that ensure T'S ~% TS, Since
£ is strictly coarser than ~% the conditions (A1) though (A4) are extended with a
condition ensuring that the branching structure of TS is preserved.
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In Example 8.41, ample(sg) = {«} resulted in a correct reduction. The soundness of
this reduction follows from the fact that sg s div a(sp). The v- and (-transitions in state
$g can be mimicked in the reduced transition system by first performing the stutter step
so — afsg) followed by v or 3, respectively. It turns out that this strategy is generally
applicable. Whenever (A1)-(A4) allow for choosing a singleton action set ample(s) = { « },
then state s a/d% a(s). A formal proof of this statement will be provided later. An
intuitive explanation is that all other enabled actions in s (i.e., all actions in Act(s)\{« })
are enabled in «(s) and lead to states that are equivalent to the corresponding successors
of «. This suggests extending conditions (A1) through (A4) by

(A5) Branching condition
If ample(s) # Act(s), then |ample(s)| = 1.

Ezample 8.42.

Consider again the transition system TS in Figure 8.19 (left). The reduction shown in
Figure 8.20 fulfills conditions (A1) through (A5). The nonemptiness condition (Al) and
the branching condition (A5) are obviously fulfilled, since ample(sg) = { « } is a singleton
and all other states are fully expanded. The stutter condition (A3) holds since « is a
stutter action. The cycle condition (A4) is obvious since all states on a cycle (the states
equipped with a self-loop) are fully expanded. Finally, the dependency condition (A2) is
satisfied since « is independent of { 3, }.

&

(a2

O

Lo
(N

{c} {a} {a} {a} {o}

(O
O
O=

Figure 8.21: Partial order reduction that violates (A3).

Now consider the alternative selection of ample sets: ample(sg) = { « } and ample(a(sg)) =
{0}, while all other states are fully expanded. These ample sets yield the reduced system

TS shown in Figure 8.21. Observe that T'S 5&‘“” TS since TS does not contain a state
that is equivalent to 3(sg)—there is no state labeled with @ that can reach a c-state but
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(A1) Nonemptiness condition
& # ample(s) C Act(s)
(A2) Dependency condition

Let s 2L ... P2y g % ¢ be a finite execution fragment in TS.
If o depends on ample(s), then 3; € ample(s) for some 0 < i < n.

(A3) Stutter condition
If ample(s) # Act(s), then any « € ample(s) is a stutter action.

(A4) Cycle condition

For any cycle $g 81 ... 8, in TS and « € Act(s;), for some 0 < i < n,
there exists j € {1,...,n} such that € ample(s;).

(A5) Branching condition
If ample(s) # Act(s), then |ample(s)| = 1.

Figure 8.22: Requirements on the ample set of state s for CTL{, .

not a b-state. The same applies to y(sg). In fact, TS and TS can be distinguished by the
CTL, formula
O =V0(a A FOb A F0c)

which holds for TS, but not for TS. In fact, stutter condition (A3) is violated since the
chosen action ¢ in state a(sg) is not a stutter action. [

The ample set conditions are summarized in Figure 8.22. The remainder of this section is
concerned with the proof of the correctness theorem:

Theorem 8.43. Correctness of the Ample Set Approach for CTL]_

For action-deterministic, finite transition system TS without terminal states:

If conditions (A1) through (A5) are satisfied, then TS ~d TS,

Since ~3% coincides with CTL{, equivalence (see Theorem 7.128, page 561), TS and TS
are CTL{ -equivalent, provided that (A1)-(A5) hold.
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For the remainder of this section, let T'S = (S, Act, —, I, AP, L) be an action-deterministic,
finite transition system without terminal states and assume that the ample sets satisfy
(A1)-(A5). As before, TS denotes the reduced transition system that arises from the
reachable fragment of T'S under the transition relation = given by

s-% 8" A« € ample(s)

o /
E—2

The initial states of TS are the initial states in TS. S denotes the state space of TS, ie.,
all states in S that are reachable (via =) from some initial state sy € I.

It will be shown that (Al) through (A5) ensure that there exists a normed bisimulation
that relates T'S and TS. The concept of normed bhisimulations has been introduced in

Definition 7.120 (page 552). The correctness theorem then follows from the fact that
dw

normed bisimulation is strictly finer than =

Let us briefly recall the main concepts of normed bisimulations. A normed bisimulation
for (TS, TS) is a triple (R, v1, ) where R € S x S and vy, v : S x S — IN are functions
such that for all pairs (s1, s2) € R the following conditions are fulfilled:

(NI) L(s1) = L(s2), and
NII) For all s, € Post(s1), at least one of the following three conditions holds:
1

(N1) there exists s, € Post(se) with (s],s5) € R, or

(N2) (s],s2) € R and v1(s], s2) < vi(s1, $2), or

(N3) there exists s}, € Post(se) with (s1,s5) € R and ve(s1, sh) < va(s1, $2),

and the analogous conditions for all s}, € Post(s2) with the “swapped” norm func-

tions v, (instead of 11 in (N2)) and v; (instead of vy in (N3)) given by v, (u,v) =
vi(v,u) for all w € S and v € S.

In addition, it is required that each initial state of TS is related by R to some initial state
of fS, and vice versa. Intuitively, 11(s, §) is an upper bound on the “allowed” number of
stutter steps from s that cannot be mimicked by transitions of §, Natural vo(s, §) serves
as a counter for the number of stutter steps that § may perform to reach a state where
the visible (nonstutter) steps of s can be simulated.

To define R and the norm functions 11, 1, we need some further notations.
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Definition 8.44. Forming Path, Relation <

Let TS be a finite, action-deterministic transition system and s,s’ € S. A forming path

from s to s’ is a finite execution fragment ¢ in TS of the form s Pry g B2, B,

where

e s=spand s, =5,
e [31,..., 3, are stutter actions, and

e for 1 <i < n, the singleton action set {31} fulfills the dependence condition (A2)

for state s;. That is, for any finite execution fragment s; 2 {1 225, Qmyy T,
where « is dependent on 3.1, there exists j € {1,...,m} such that a; = Bi11.
We write s < s’ iff there exists a forming path from s to s'. |

The following simple properties of forming paths and the relation <1 will be used quite
often in the following argumentation. First, the relation < is transitive and reflexive (even
though, in general, nonsymmetric). The reflexivity is clear as each execution fragment of
length 0 yields a forming path. The transitivity follows from the fact that forming paths
from s to s and from s’ to s” can be concatenated resulting in a forming path from s
to s”. Secondly, if sg 2+ 51 225 ... 225 5. is a forming path from s = sy to 8" = s, of
length 7, then s; <s; for 0 <4 < j <n.

Lemma 8.45. Properties of Forming Paths (Part 1)

Let sq A1 81 o, . Bn sn be a forming path from s = sq to s' = s, and « be a stutter
action such that s >t is a transition in TS. Then, we have:

(a) If . & {(1,..., 00}, then « is independent of {1, ..., B} and there exists a forming
path i B t Po, P t, from t = tg to t, such that s; 2->1¢; for all indices
ie{l,...,n}.

(b) Ifa=pjand o ¢ {P1,...,05-1} for some j € {1,...,n}, then t s’ and there exists
a forming path from t to s' with the action sequence 31 ... 3j_1 Bj+1 ... Bn.

Proof: We first prove (a). The independency of « from {31,...,3,} is immediate from
the definition of forming paths that require (A2) to hold on all states of a forming path.
Lemma 8.15 (page 613) yields the existence of an execution fragment

tO B1 tl B2 Bn tn

Petitioner Exhibit 1002-1659



656 Partial Order Reduction

from t = tg to t, such that s; 2> ¢; for all indices i € {1,...,n}. It remains to show
that this execution fragment is a forming path. Obviously, 1, ..., 3, are stutter actions.
We now have to show that the dependency condition (A2) holds for all states ¢; and the
singleton action sets {f;+1}. This is obvious since whenever

t; 1 Y2 Tk

v v

U1

is an execution fragment where v depends on 3;, then

72 Tk

8i 2ty sy v~

is an execution fragment from s;. Since (A2) holds for s; and the singleton set {;+1} and ~y
depends on (3,11, one of the actions «, 1, ..., agrees with 3;11. Since a € {f31,..., On},
we have v; = ;11 for some j € {1,...,k}. Hence, (A2) holds for ¢; and the action set

{Bir1}

We now consider (b) and suppose that « = 3; and a ¢ {31,...,5;-1}. Applying (a) to

the forming path

s = g9 2Ly gy 225 . Fizt $i-1

yields the existence of a forming path

to il {1 Ba Bi1

tj_l

from ¢ = ¢y to some state ¢;_; such that s; %> 1; is a stutter step fori =1,...,j—1. Since
a = [3; we have
ti1 = a(sj-1) = Bi(sj-1) = sj-

Thus, by adding the forming path s, Bit $j+1 Bitz, By from $jto s, =8 a
forming path

t =1y A1 t1 o, . B tj1=264 RS Sj+1 Bivz - sy =8
from ¢ to s’ with the action sequence (3 ... 3j_1 (41 ...y is obtained. ]

Lemma 8.46. Properties of Forming Paths (Part 2)
Let s, s’ be two states in TS such that s <s' and let o € Act(s).

(a) If there is a forming path from s to s’ in which « does not occur, then o € Act(s')
and afs) < a(s').

(b) If « is a stutter action with s 2>t and —~(t<1s'), then « € Act(s') and s’ 2>t where
t<at.
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Proof: The proof for (a) can be provided using induction on the length n of a forming
path from s to s’ where o does not occur. The basis of induction n = 0 is obvious as we
then have s = ¢/. In the induction step n — 1 = n(n > 1) we assume that

/

s =59l s . Pn—1 §,_ 1 Pris =3

is a forming path from s to s’ such that a ¢ {f1,...,0,}. By induction hypothesis we
have « € Act(s,—1) and
afs) <t

where ¢ = «($,-1). As the dependence condition (A2) holds for state s,—; and the
singleton action set {3,}, actions « and (3, are independent. Thus, o € Act(s,) and
Bn € Act(t) and, with u = 3,(¢),

a(él) = afsn) = A(Bn(sn-1)) = Bu(a(sn-1)) = Bu(l) = u.

Condition (A2) also holds for «(s) =t and the singleton action set {3, }, since « and 3,
are independent and (A2) holds for state s,_1 and the singleton action set {{,}. We get

t <u.
Hence, a(s) <t <u = «afs’) which yields afs) < af(s').

The proof for part (b) can be provided with similar arguments, also using induction of the
length of a forming path from s to s’. See Exercise 8.15. ]

Note that part (a) of Lemma 8.46 applies to all actions « € Act(s) which are nonstutter
actions, since they cannot occur on a forming path. In addition, there might also be
stutter actions « enabled in s that do not occur on at least one forming path from s to
the given state s'.

Notation 8.47. Relation R,
The relation R, is given by R, = {(s,5) € S x S | s 14} where, as before, S is the state

~

space of T'S and S the state space of TS. [ |

Notation 8.48. Forming Path in TS

. . A . A 8 A B Bn ~ . i
A forming path in T'S means a forming path $§ - 81 = .. 8n, as in Definition
8.44 consisting of transitions in T'S. (Thus, 89, $1,...,8, € S and ;11 € ample(s;) for
0<i<n) [
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Lemma 8.49. Properties of Forming Paths in TS
Let § be a state in TS.

(a) If 0 is a forming path in TS starting in state $ and (s,8) € Ry, then (s,0) € Ry, for
all states i in Q.

(b) There exists a forming path from § in TS to some fully expanded state.

Proof: Part (a) is immediate by the transitivity of <. The statement in (b) follows from
the fact that any execution fragment

in TS where none of the states §; is fully expanded is a forming path in ZﬁS, because of the
dependency condition (A2), the stutter condition (A3), and the branching condition (A5).
As TS is finite, the nonemptiness condition (A1) and the cycle condition (A4) ensure the
existence of a forming path from § to a fully expanded state. [ ]

Notation 8.50. Length of Shortest Forming Paths

For 5,8 € S with s <0 s the length of a shortest forming path from s to s’ is denoted
|s < s’|. For § € S, we define dist($) as the length of a shortest forming path in TS from
5 to some fully expanded state. ]

Note that dist(s) refers to the forming paths in TS. Thus, dist($) might be larger than
$ <1 0| where © ranges over all fully expanded states in T'S.

ming
Notation 8.51. Norm Functions vy, 1

The functions vy, 15 : 5 x S — IN are defined as follows. For all s € S and § € S we put

(s, 8) = { 0 :  otherwise.

and 1»(s, §) = dist($). [

Note that part (b) of Lemma 8.49 ensures that every state § € S has a forming path to
some fully expanded state. Thus, vy is well-defined.
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Lemma 8.52. Normed Bisimulation Equivalence of TS and TS

(R, V1, 172) is a normed bisimulation for (TS, TS).

Proof: We have (sg, sg) € R, for all initial states sg € I, since we may consider a forming
path of length 0.

We show that for any pair (s, $) € R, conditions (NI) and (NII) hold for (s,s) and for
($,s) when vy and o and their arguments are exchanged. The labeling condition (NT) is
obvious as all actions on a forming path are stutter actions. Thus, all states on a forming
path have the same labeling.

We now consider a pair (s,5) € R;, and an action « € Act(s).
Case 1. « does not occur on some forming path from s to §.

Then, o € Act(8) and a(s) < «(s) by part (a) of Lemma 8.46. Hence, if o € ample(s),
then case (N1) applies. If o ¢ ample(s), then we choose the first action 3 of a shortest
forming path in TS from § to some fully expanded state (see part (b) of Lemma 8.49 on
page 658). Then,

s=2s (3
is a forming path in TS of length 1. Moreover, we have (s, 3(3)) € R,, and
va(s, 3(8)) = dist(3(8)) = dist(s) — 1 = 1a(s, 8) — 1 < 1n(s,$).

Hence, case (N3) applies.
Case 2. a occurs in some shortest forming path from s to §.

Since « occurs is some forming path, « is a stutter action. Let
JE Bi—1 Bi+1 Bn

5081 .. s s s L gy

be a shortest forming path from s = sq to § = 5, with a ¢ {$1,...,3j-1}. By part (b) of
Lemma 8.45 on page 655 there exists a forming path from ¢ = «(s) to § with the action
sequence f3i ... [3j—1 fBj+1 ... Fn. Thus, (t,8) € Ry, and

vi(t,$)=t<s|<n—1<n=|s <3 =wyfs,3).

Hence, case (N2) applies for the transition s 1.

It remains to show that (NII) holds for (8,s) € R~! with exchanged roles of v, and vs.
Let o € ample(s). If s = §, then case (N1) applies. If s # § then we take the first action
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3 of a shortest forming path from s to §. We then have (s, 3(s)) € Rf_pl and
vi(B(s), 8) = |B(s) 98] = [s 98| =1 =11(s,5) — 1 <w(s, $).

This yields condition (N3). [

Ezample 8.53.  Normed Bisimulation Equivalence of TS and TS

We regard again the transition system T'S in Figure 8.19 (page 650) and the ample sets
ample(sg) = {«}, while all other states are fully expanded. This yields the reduced system
shown in Figure 8.20 (page 651). We saw before that conditions (A1)-(A5) are fulfilled.
The goal is now to provide a normed bisimulation for (TS, fS) Besides the trivial forming
paths of length 0, we have forming paths 30=a> $1 in TS, and forming paths sg -tz and
sy =1y in TS. Thus, according to Notation 8.47 we deal with the relation

Ry =idU {(507 51)7 (577t7)7 (557t5)}

where id denotes the set of all pairs ($

,§) with § a state in TS. The norm functions v; and
vy are defined as follows. For the pairs (

)
5, 8) € id we have 11 (8, §) = |$ < $| = 0. Moreover,

V1(8+,ty) = vi(sa,1a) = V1(s0,51) =1

and

va(s0, 51) = v2(s0, S0) = dist(so) = 1,
while v;(-) = 0 in all remaining cases. Let us check that (R, v1,V2) is a normed bisimula-
tion. Condition (NI) is obviously fulfilled. Moreover, (NII) is clear for the pairs (s, $) € R,.
Let us regard the pair (sg, s1) € R;,. For the transitions s, -1 ¢, in TS, we take the tran-

sition so==>s; in TS where (N3) applies as we have 15(sg,$1) = 0 < 1 = vo(sg, S0). An
analogy holds for sg N tg. For the transition sg %+ s; in T'S the conditions of (N1) are
fulfilled since soésl in TS and (s1,51) € Ry, Similarly, the transition 50=a>51 in TS
is matched by sg -2 s; in TS according to (N1). For the others pairs in R, condition
(NII) can be checked with similar arguments. [

Lemma 8.52, together with Lemma 7.123 on page 555, yields that TS and TS are equivalent
under stutter bisimulation equivalence with divergence. This completes the proof for
Theorem 8.43.

Clearly, the DFS-based technique explained in Sections 8.2.2 and 8.2.3 to generate the
reduced system is also applicable to ensure conditions (A1)-(A5). The additional require-
ment (A5) is local and simply amounts checking whether the candidate action set Act;(s)
for ample(s) of the chosen process P; is a singleton set. The static partial order approach
is also applicable, but requires extending the obtained ample sets for all states where
|ample(s)| > 2.
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8.4 Summary

e Partial order reduction attempts to analyze only a fragment TS of the full transition
system TS by ignoring several interleavings of independent actions.

e Swapping independent actions in an execution fragment yields an execution fragment
that starts and ends in the same state.

e The ample set method relies on choosing ample(s) C Act(s) in state s. If the ample
sets satisfy two local conditions (the nonemptiness condition (Al) and the stutter
condition (A3)), a global condition for T'S (the dependency condition (A2)), and for
TS (the cycle condition (A4)), then TS and TS are stutter trace equivalent, and
thus, LTL, -equivalent.

e Conditions (A1) and (A2) ensure that any execution p in T'S can be turned into an
execution p’ in TS by successive permutations of independent actions and adding
independent stutter actions. The stutter and the cycle conditions (A3) and (A4)
ensure that p is stutter-equivalent to p/.

e In on-the-fly partial order reduction, the reduced transition system TS is generated
during (nested) depth-first search. To ensure the cycle condition (A4), states that
yield a backward edge to a state on the stack are fully expanded.

e Checking the dependency condition (A2) has the same worst case time complexity as
solving a reachability problem. Instead of ensuring (A2), some stronger conditions
are imposed that can easily be checked by a static analysis and are stronger than
(A2).

e Static partial order reduction generates the reduced transition system prior to the
verification. To establish the cycle condition (A4), the static approach relies on
determining a set of sticky actions. If the set of sticky actions fulfills the visibility
condition (S1) and the cycle-breaking condition (S2), the reduction yields a stutter-
equivalent transition system.

o If the ample sets satisfy conditions (A1) through (A4) and the branching condition
(A5), then T'S and TS are divergent-sensitive stutter-bisimilar, and thus, CTL{ -
equivalent.

8.5 Bibliographic Notes

Independence of actions. Partial order reduction has been inspired by earlier work on
the commutativity of concurrent activities by Lipton [276] and Mazurkiewicz [287]. They
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considered action sequences that are equivalent up to permuting independent actions.
Equivalence classes of action sequences are called Mazurkiewicz traces. (Exercise 8.5 deals
with a variant of Mazurkiewcz traces as in [253, 357, 125].) Other partial order models
for concurrent systems that have been influential on partial order reduction are, among
others, pomsets [343], partial orders [258], branching processes of Petri nets [144], and
event structures [423]. The notion of independent actions (see Definition 8.3) has been
introduced by Katz and Peled [234]. Deductive proof techniques for concurrent systems
that are based on a partial order view have been proposed in the early eigthies by Apt,
Francez, and de Roever [16], and Elrad and Francez [137]. These techniques have been
extended and refined by several others; see e.g., [339, 225, 235, 380].

Partial order reduction. The concepts of partial order reduction for the algorithmic verifi-
cation of concurrent asynchronous systems have been developed independently by Gode-
froid, Peled, and Valmari in the beginning of the nineties. This chapter is based on
the ample set approach by Peled for LTL,~ [324, 211, 325]. Ample sets are similar to
Godefroid’s persistent sets [168, 171, 169] and Valmari’s stubborn sets [398, 399, 400].
The ample set approach for branching-time properties presented in Section 8.3 originates
from Gerth, Kuiper, Peled, and Penczek [165, 326]. Alternative partial order reduction
approaches for branching-time properties have been provided by Willems and Wolper
[422], and Ramakrishna and Smolka [352]. Alternative criteria for preserving linear and
branching-time properties as well as sound criteria for the universal fragment of CTL{
have been presented by Penczek, Gerth, Kuiper, and Szreter [330] (see also Exercises
8.16-8.18). Partial order reduction techniques for equivalence checking under various im-
plementation relations have been discussed, e.g., in [401, 218].

Computing the reduced model. A detailed discussion of nested depth-first search in combi-
nation with partial order reduction is given by Holzmann, Peled, and Yannakakis [212, 325].
For further reading on partial order reduction and its implementation in the model checker
SPIN we refer to [169], [92, Chapter 10], and the monograph by Holzmann on SPIN [209].
In the last years, several variants have been discussed, see e.g. [169, 402, 310, 413, 135,
64, 328]. Static partial order reduction (see Section 8.2.4) has been developed by Kur-
shan, Levin, Minea, Peled and Yenigiin [251]. Other applications of partial order reduc-
tion include: integration with symbolic techniques (by Abdulla, Jonsson, Kindahl and
Peled [3]), infinite-state systems (by Alur, Brayton, Henzinger, Qadeer and Rajamani [8]),
and breadth-first search strategies (by Bosnacki and Holzmann [59]).

Related approaches. The concept of sleep sets [168, 172, 169] is orthogonal to the ample,
persistent, or stubborn sets. Sleep sets are aimed at decreasing the number of transitions
rather than the number of states and are based on the (dynamic) knowledge of the graph
structure that is obtained during the depth-first search traversal of the (possibly reduced)
transition system. The concept of 7-confluence, proposed by Groote and van de Pol [177],
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is aimed at symbolic state-space reduction and obtains branching bisimilar transition
systems. Rather than perform a partial order reduction of an interleaving representation
of a concurrent system, one can attempt to directly perform model checking on partial
orders. McMillan [289] has presented an algorithm to obtain an initial part of the (infinite)
branching process of a 1-safe Petri net. The so-called complete finite prefix of the branching
process contains all information on reachable states and transitions, and can be used as
the basis for model-checking algorithms, see, e.g., [145, 416].

8.6 Exercises

EXERCISE 8.1. Let TS be the transition system depicted in Figure8.23 with the action set
Act ={«, B8,v,0,7 }. Determine the pairs of independent actions in TS.

Figure 8.23: Transition system TS for Exercise 8.1.

EXERCISE 8.2. Let TS be a transition system and let 7 be the set of action pairs («, 3) such that
a and @ are independent of TS. Is T transitive? reflexive? symmetric?

EXERCISE 8.3. Consider the transition system TS(PGy ||| PGz) for the program graphs PGy (left)
and PGz (right) in Figure 8.24. Determine the pairs of independent actions.

EXERCISE 8.4. Consider the transition system T'Sg., for mutual exclusion with a semaphore (see
Figure 2.8 on page 45). We deal with the action set Act = {request;, rel;, enter; : i = 1,2} and
the proposition set AP = {crity, crits }.
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Figure 8.24: Program graphs PGy (left) and PGy (right) for Exercise 8.3.

(a) Consider the finite execution fragment o

{noncrity, noncrity, y = 1) _request, |
{(waity, noncrity, y = 1) _enter; |
{erity, noncrits, y = 0) _rel,
{noncrity , noncrity, y = 1) _request,
{(noncrity, waity, y = 1)

Verify the statement of Lemma 8.10 (page 604) by investigating the three action sequences

request; enter; request, rel;,
request; request, enter; rely,
request, request, enter; rel;,

and checking that they lead from s = (noncrity, noncrits, y = 1) to state t = (noncrity, waity, y =
1) and are stutter-equivalent to p.

(b) Consider the infinite execution p

{noncrity, noncrits,y = 1) _request,
{waity, noncrity,y = 1) _entery |
{erity, noncrity,y = 0) _rely |
{noncrity, noncrity,y = 1) _request,

where process P; continuously passes through its three phases, while P2 does nothing. Verify
Lemma 8.11 (page 605) by investigating the action sequence request, (request, enter rel; )*
and checking that it yields an infinite execution that is stuttering equivalent to p.

ExERCISE 8.5. Let TS = (S, Act,—, I, AP, L) be an action-deterministic transition system. and
let Z; be the set of all pairs («, 3) € Act x Act of independent actions o and 3 where o or 8 (or
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both) is a stutter action. Let stutter permutation equivalence =,.., be the coarsest equivalence
on Act® such that

FaBd Sperm ¥B6
if 7,9 € Act* and (a, ) € Ty,.

(a) Let o and ¢’ be two finite execution fragments in TS that start in the same state and that
rely on stutter permutation equivalent action sequences. Show that o £ o',

(b) Let p = 89 %551 225 ... -2k g be a finite execution fragment in TS and let 5y ...08; €
Act” such that a1 ... ap Spern P1 - - - Br. Show that there exists a a finite execution fragment
in TS which starts in sg and relies on the action sequence ;... (.

The extension of =,.., to an equivalence for infinite action sequences is defined as follows. If
& =oajagas...and = B B2 [3... are action sequences in Act” then & <., £ if for all finite

prefixes o ..., of & there exists a finite prefix 5y ... 3, of E with m > n and a finite word
7 € Act® such that
oq...oan = perm ﬁl ﬁm

We then define the binary relation =,...,“ on Act” by

a :pcmnw ﬁ iff a ﬁpc’r‘m ﬁ and ﬁ ﬁpc’r‘m a

(a) Show that =,..,“ is an equivalence.

(b) Let p and p’ be two infinite execution fragments in T'S starting in the same state s with the
action sequences & and 3, respectively. Show that if & =,..,* 3, then p= p'.

(c) Let p = 39 =83 225 ... be a infinite execution fragment in TS with the action sequence

O = opag... € Act” and let B = B1P2... € Act” such that & =0, % E Show that
there exists an infinite execution fragment in TS which starts in so and relies on the action
sequence [3.

(d) Let @ = g g 3. .. € Act” and let (&;);»1 be a sequence of infinite action sequences of the
form
&i:al...aiﬁi
N’
as in &

where EZ is an element of Act” such that

-~ W W =~ W
aq :’pc'r"m a2 :pcmn a3 :pcmn

Can we conclude that &; =,.., “ @ for all ¢ > 17 Provide a proof or a counterexample.
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EXERCISE 8.6.

Indicate for each of the following ample sets whether they satisfy the requirements (Al) through
(A3). Also check whether the requirement (A4) holds

e ample(sg) ={v,a}
B}

o}

o, (3,0}
e ample(sig) = {v,n}

e ample(s7)

{
{
{
{

(

(

e ample(sg)

e ample(sg)
(

If the conditions (A1) through (A4) do not hold, provide a minimal extension of the ample sets to
fix it. Clarify your adaptations.
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EXERCISE 8.7. Consider the transition system TSp.; for the Peterson mutual exclusion algorithm
(see page 45).

(a) Which actions are independent?
(b) Apply the partial order reduction approach to T'Sp.; with small ample sets according to
(i) Algorithm 38 (page 622) for checking the invariant O—-(erity A critz). Take AP =
{ CI‘jth ertg }

(ii) Algorithm 39 (page 625) for checking the liveness property OOcrit;. Take AP =
{ CI‘jtl }

EXERCISE 8.8. Consider the transition system TS = BCR| BP|| Printer for the booking system
considered in Example 2.29 on page 50.

(a) Which actions are independent?

y) App 1e partial order reduction approach to with minimal ample sets according to

b) Apply tl tial ord ducti h to TS with minimal le set ding t
Algorithm 38 (page 622) for checking the liveness property ¢ = OO “printer in location 1”
where the printer’s locations serve as atomic propositions.

!

Figure 8.25: Transition system TS (left) and TS (right) for Exercise 8.9.

EXERCISE 8.9. Figure 8.25 shows on its left a transition system TS and on its right a reduced
system TS that results from choosing ample(s) = { & }. Check whether T'S and TS are stutter
trace equivalent. If they are not, indicate which of the conditions (A1)-(A4) is (are) violated.

Answer the same question for the transition system in the reduction shown in Figures 8.26 and
8.27, where different colors indicate different state labels.

EXERCISE 8.10. Consider the transition system TS depicted below. Show that conditions (Al)-
(A4) do not allow for any state reduction, although there is a smaller subsystem TS that is stutter
trace equivalent to TS.
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Figure 8.26: Transition system TS (left) and TS (right) for Exercise 8.9.
N
V®\*
@y

OO

ExERcISE 8.11.  Let TS; = (S;, Act;, —4, I;, AP, L;), i = 1,...,n, be action-deterministic tran-
sition systems such that Act; N Act; N Acty, = @ i 1 <4 <j <k < n. We consider the parallel
composition with synchronization over common actions (see page 49), i.e., the transition systemn

TS = TS1||TSz|| - .- || TSh.
For each state s = (s1,...,s,) of TS, let Act;(s) = Act; N Act(s) be the set of actions of TS; that
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are enabled in s.

Show that the dependency condition (A2) holds if for each state s of TS the following conditions
(i) and (ii) hold:

(i) If ample(s) # Act(s), then ample(s) = Act;(s) for some ¢ € {1,...,n}.
(ii) If ample(s) = Act;(s) # Act(s), then ample(s) N ( |J Act;) = 2.

1<ign
J#
e N y<N<z z<N: z<N:

: z:=z—2 skip z:=N+2
x:=x+1 S—— e~ N e’
b.v—/ action o action 6> \ action o3

action o
x=N: ==t/
. N

ski ;

\,B action 8; ‘=bhA-c y<x b :=false
action B i
action y, \Slf/lB action y3

action P33

EAreen SN G )

actiony; action 8
1

Figure 8.28: Program graphs PGy, PGe, PGs for Exercise 8.12.

EXERCISE 8.12. Apply the static partial order reduction approach to generate the action set
Agtiaey Dy means of Algorithm 42 (page 648) and the modified program graphs PGy, PGz, and
PG; for the three program graphs shown in Figure 8.28.

EXERCISE 8.13. Explain which modifications of the presented static partial order reduction
approach are necessary to treat program graphs with channel-based message passing.

EXERCISE 8.14. Consider the transition system TS shown on the left of Figure 8.29 where the
three black states are labeled by {a}, while the white states are labeled by &. Let ample(-) be the
ample sets that yield the reduced system TS shown on the right of Figure 8.29.

(a) Show that (A1)-(A5) are fulfilled.
(b) Provide a normed bisimulation for (TS, TS).
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Figure 8.29: Transition system TS (left) and TS (right) for Exercise 8.14.

ExERCISE 8.15. Provide the proof for part (b) of Lemma 8.46 on page 656.

EXERCISE 8.16. Let TS = (S5, Act, —, 1, AP, L) be a finite, action-deterministic transition system
without terminal states and let Z be a binary relation on Act x Act such that (o, 8) ¢ 7 if a and
(3 are dependent actions. Let Vis be the set of visible actions, i.e., Vis is the set of all actions
a € Act that are not stutter actions. Furthermore, let ample sets ample(s) C Act(s) be given such
that the following conditions (A2z), (A6), (A7) and (A8) hold for all states s € S:

(A27) If s Bryg) Loy, Bay | Bmyg  Y.tig a finite execution fragment in TS such that
v ¢ ample(s) and (o, v) ¢ 7 for all o € ample(s). then there exists an index n € {1,...,m}
such that 5, € ample(s).

(A6) (Visx VissNT = o.

(A7) If s is not fully expanded, then ample(s) contains at least one visible action, i.e., ample(s) N
Vis # @ and ample(s) \ Vis# @.

(A8) If s is not fully expanded, then ample(s) contains at least one stutter action, i.e., ample(s)\
Vis #+ @.

Show that TS and TS are LTL\ o -equivalent.

EXERCISE 8.17. Let TS, Z, and conditions (A27), (A6), (A7) be as in Exercise 8.16 and let ample
sets be given such that (A27), (A6), (A7) hold. As before, let S be the state space of T'S and let

R = {(s,8) €Sx5S | there exists an execution fragment
sy 225 Gnyg
such that «aq,..., o, are stutter actions }

Show that R is a stutter simulation for (TS, TS), defined as in Exercise 7.29 on page 592.
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EXERCISE 8.18. Let TS, Z, and conditions (A2z), (A6), (A7) be as in Exercise 8.16. Show

that if conditions (A27), (A6), (A7), and the branching condition (A5) hold then TS and TS are
VYCTL - -equivalent.

(Hint: Show that the relation R as in Exercise 8.17 is a divergence-sensitive stutter simulation as

in Exercise 7.29 (page 592) and apply the statement (h) of Exercise 7.29 and Theorem 7.76 (page
517)).
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Chapter 9

Timed Automata

The logics we have encountered so far are interpreted over transition systems that describe
how a reactive system may evolve from one state to another. Timing aspects are, however,
not covered. That is, indications are given neither about the residence time of a state nor
about the possibility of taking a transition within a particular time interval. However,
reactive systems such as device drivers, coffee machines, communication protocols, and
automatic teller machines, to mention a few, must react in time—they are time-critical.
The behavior of time-critical systems is typically subject to rather stringent timing con-
straints. For a train crossing it is essential that on detecting the approach of a train, the
gate is closed within a certain time bound in order to halt car and pedestrian traffic before
the train reaches the crossing. For a radiation machine the time period during which a
cancer patient is subjected to a high dose of radiation is extremely important; a small
extension of this period is dangerous and can cause the patient’s death.

To put it in a nutshell:

Correciness in time-critical systems not only depends on the logical result
of the computation but also on the time at which the results are produced.

As timeliness is of vital importance to reactive systems, it is essential that the timing
constraints of the system are guaranteed to be met. Checking whether timing constraints
are met is the subject of this chapter. In order to express such timing constraints, the
strategy will be to extend logical formalisms that allow expression of the ordering of events,
with a notion of quantitative time. Such extensions allow expression of timing constraints
such as:

“The traffic light will turn green within the next 30 seconds.”

673
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674 Timed Automata

A first choice to be made is the time domain: is it discrete or continuous? A discrete
time domain is conceptually simple. Transition systems are used to model timed systems
where each action is assumed to last for a single time unit. More general delays can be
modeled by using a dedicated unobservable action, 7 (for tick), say. The fact that action
« lasts k£ > 1 time units may be modeled by k—1 tick actions followed (or preceded)
by «. This approach typically leads to very large transition systems. Note that in such
models the minimal time difference between any pair of actions is a multiple of an a
priori, fixed, time unit. For synchronous systems, for instance, in which the involved
processes proceed in a lockstep fashion, discrete time domains are appropriate: one time
unit corresponds to one clock pulse. In this setting, traditional temporal logics can be
used to express timing constraints. The next-step operator can be used to “measure” the
discrete elapse of time, i.e., () ® means that ® holds after exactly one time unit. By
defining O* 1 ® = O* (O ®) and O ® = ®, general timing constraints can be specified.
Using the shorthand 0S¥ = O%® v O @ v ... v O ®, the above informally stated
timing constraint on the traffic light may be expressed as

O(red = S green).

For synchronous systems, transition systems and logics such as LTL or CTL can be used
to express timing constraints, and traditional model checking algorithms suffice.

In this monograph we do not want to restrict ourselves to synchronous systems, and will
consider—as in Newtonian physics—time of a continuous nature. That is to say, the non-
negative real numbers (the set R>) will be used as time domain. A main advantage is
that there is no need to fix a minimal time unit in advance as a continuous time model
is invariant against changes of the time scale. This is more adequate for asynchronous
systems, such as distributed systems, in which components may proceed at distinct speeds,
and is more an intuitive than a discrete time model. Transition system representations of
asynchronous systems without additional timing information are indeed too abstract to
adequately model timing constraints, as illustrated by the following example.

Example 9.1. A Railroad Crossing

Consider a railroad crossing, as discussed in Example 2.30 (page 51), see the schematic
representation in Figure 9.1. For this railroad crossing a control system needs to be
developed that closes the gate on receipt of a signal indicating that a train is approaching
and only opens the gate once the train has signaled that it entirely crossed the road. The
safety property that should be established by the control system is that the gates are
always closed when the train is crossing the road. The complete system consists of the
three components: Train, Gate, and Controller:

Train | Gate || Controller.
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Figure 9.1: Railroad crossing (time abstract).

approach

raise lower lower

exit

Train Controller Gate

Figure 9.2: Transition systems for processes Train (left), Controller (middle), and Gate
(right).

Recall that actions common to a pair of processes need to be performed jointly, while
other actions are performed autonomously. The transition systems of these processes are
depicted in Figure 9.2. It follows that the composite system Train || Gate || Controller
does not guarantee that the gate is closed when the train is passing the crossing. This can
easily be seen by inspecting an initial fragment of the composite transition system; see
Figure 9.3—it cannot be deduced from the transition system whether, after sending the
“approach” signal, the train reaches the road before or after the gate has been closed.

Under the assumption, though, that the train does not exceed a certain maximum speed, a
lower bound for the duration between the signal “approach” and the time instant at which
the train has reached the crossing can be indicated, see Figure 9.4. Let us assume that the
train needs more than 2 minutes to reach the crossing after emission of the “approach”
signal. Accordingly, timing assumptions are made for the controller and the gate. On
receiving the “approach” signal, after exactly 1 minute the controller will signal the gate
to be lowered. The actual closing of the gate is assumed not to exceed a minute. The
branching in global state (near, 1, up) can now be labeled with timing information:
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{far,0, up)

approach

{near, 1, up)

{near, 2, down) {in, 1, up)

Figure 9.3: Initial fragment of the transition system Train || Controller || Gate.

approach

raise lower lower

exit
after delay of execution time
> 2 minutes 1 minute of < 1 minute

Figure 9.4: The Train (left), Controller (middle), and Gate (right) with timing assump-
tions.

Petitioner Exhibit 1002-1680



Timed Automata 677

near 2 down

approach

enter

The train can only execute the local state change near <4< in after more than 2 minutes.

On the other hand, the gate is closed at most 2 minutes after receiving the “approach”
signal. Therefore, the global state change

never occurs. Thus, the gate is always closed before the train reaches the crossing. The
fact that the gate remains closed as long as the train is on the crossing is ensured by the
fact that action raise can only happen after the train has indicated ezit. ]

As a modeling formalism for time-critical systems, the notion of timed automata has been
developed, an extension of transition systems (in fact, program graphs) with clock variables
that measure the elapse of time. This model includes means to impose constraints on the
residence times of states, and on the timing of actions.

9.1 Timed Automata

Timed automata model the behavior of time-critical systems. A timed automaton is in
fact a program graph that is equipped with a finite set of real-valued clock variables,
called clocks for short. In the sequel we assume that the set of clocks is denumerable,
and we will use x,y, and z as clocks. Clocks are different from the usual variables, as
their access is limited: clocks may only be inspected, and reset to zero. Clocks can be
reset to zero after which they start increasing their value implicitly as time progresses.
All clocks proceed at rate one, i.e., after the elapse of d time units, all clocks advance by
d. The value of a clock thus denotes the amount of time that has been elapsed since its
last reset. Clocks can intuitively be considered as stopwatches that can be started and
checked independently of one another. Conditions on the values of the clocks are used as
enabling conditions (i.e., guards) of actions: only if the condition is fulfilled is the action
enabled and capable of being taken; otherwise, the action is disabled. Conditions which
depend on clock values are called clock constraints. For the sake of simplicity, it is assumed
that enabling conditions only depend on clocks and not on other data variables. Clock
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constrains are also used to limit the amount of time that may be spent in a location. The
following definition prescribes how constraints over clocks are to be defined.

Definition 9.2. Clock Constraint

A clock constraint over set C of clocks is formed according to the grammar
gu= x<c ‘ r<c ‘ r>c ‘ zzc ‘ gAg

where ¢ € N and 2 € C. Let CC(C') denote the set of clock constraints over C'.

Clock constraints that do not contain any conjunctions are atomic. Let ACC(C') denote
the set of all atomic clock constraints over C'.

Clock constraints are often written in abbreviated form, e.g., (x > ¢1) A (z < ¢2) may be
abbreviated by & € [c1,¢2) or ¢1 < & < ¢o. Clock difference constraints such as x—y < ¢
can be added at the expense of a slightly more involved theory. For simplicity, they are
omitted here and we restrict the discussion to atomic clock constraints that compare a
clock with a constant ¢ € N. The decidability of the model-checking problem is not affected
if ¢ is allowed to be rational. In this case the rationals in each formula can be converted
into natural numbers by suitable scaling. In general, we can multiply each constant by the
least common multiple of denominators of all constants appearing in all clock constraints.

Intuitively, a timed automaton is a (slightly modified) program graph, whose variables are
clocks. The clocks are used to formulate the real-time assumptions on system behavior.
An edge in a timed automaton is labeled with a guard (when is it allowed to take an
edge?), an action (what is performed when taking the edge?), and a set of clocks (which
clocks are to be reset?). A location is equipped with an invariant that constrains the
amount of time that may be spent in that location. The formal definition is:

Definition 9.3. Timed Automaton
A timed automaton is a tuple TA = (Loc, Act,C,—, Locy, Inv, AP, L) where

e Loc is a finite set of locations, |,
e Locy C Loc is a set of initial locations,
e Act is a finite set of actions,

e (' is a finite set of clocks,
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e — C Locx CC(C) x Act x 2¢ x Loc is a transition relation,

Inv: Loc — CC(C') is an invariant-assignment function,

AP is a finite set of atomic propositions, and

e L : Loc — 247 is a labeling function for the locations.

ACC(TA) denotes the set of atomic clock constraints that occur in either a guard or a
location invariant of TA. [ |

A timed automaton is a program graph with a finite set ' of clocks. Edges are labeled
with tuples (g, a, D) where ¢ is a clock constraint on the clocks of the timed automaton,

« is an action, and D C C is a set of clocks. The intuitive interpretation of £ Q&D U is
that the timed automaton can move from location £ to location £ when clock constraint
¢ holds. Besides, when moving from location £ to £, any clock in D will be reset to zero
and action « is performed. Function Inv assigns to each location a location invariant that
specifies how long the timed automaton may stay there. For location [, Inv(f) constrains
the amount of time that may be spent in £. That is to say, the location £ should be
left before the invariant Inv(f) becomes invalid. If this is not possible—as there is no
outgoing transition enabled—no further progress is possible. In the formal semantics of
timed automata (see Definition 9.11) this situation causes time progress to halt. As time
progress is no longer possible, this situation is also known as a timelock. This phenomenon
will be discussed in more detail later. The function L has the same role as for transition
systems and associates to any location the set of atomic propositions that are valid in that
location.

Before considering the precise interpretation of timed automata, we give some simple
examples.

For depicting timed automata we adopt the drawing conventions for program graphs.
Invariants are indicated inside locations and are omitted when they equal true. Edges
are labeled with the guard, the action, and the set of clocks to be reset. Empty sets of
clocks are often omitted. The same applies to clock constraints that are constantly true.
The resetting of set D of clocks is sometimes indicated by reset(D). If the actions are
irrelevant, they are omitted.

Example 9.4.  Guards vs. Location Invariants

Figure 9.5(a) depicts a simple timed automaton with one clock  and one location /£
equipped with a self-loop. The self-loop can be taken if clock x has at least the value
2, and when being taken, clock x is reset. Initially, by default clock x has the value 0.
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T

value
of x
=27
E g ] reset(x)
(a)
value
of x
7 r=2:7
r<3 reset(x)
(c)
value
of x
r< 3T

o
reset

—

x)

(e)

Figure 9.5: Some timed automata with a single clock and one of their evolutions.

Figure 9.5(b) gives an example of an execution of this timed automaton, by depicting the
value of clock x vs. the elapsed time since the start of the automaton. Each time the clock
is reset to 0, the automaton traverses the self-loop at location £. As Inv(f) = true, time
can progress without any restriction while residing in £. In particular, a legal behavior of
this automaton is to stay in location £ ad infinitum. Formally,

t 22 {x
Loc=Locy={t},C={u} ¢ Lueweaie) £, and Inv({) = true.

Labelings and actions are omitted.
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coming down
<1

{up}

reset(x)

going up
%] Tl douwn
r <2 reset(x) { }

Figure 9.6: Timed automaton for the Gate.

Changing the timed automaton of Figure 9.5(a) slightly by incorporating a location invari-
ant x < 3 in location £ leads to the effect that x cannot progress unboundedly anymore.
Rather, if # > 2 (guard) and « < 3 (invariant) the outgoing transition must be taken.
Note that it is not specified at which time instant in the interval [2,3] the transition is
taken, i.e., this is determined nondeterministically. The timed automaton and an example
of its behavior are illustrated in Figure 9.5(c) and (d), respectively.

Observe that the same effect is not obtained when strengthening the guard in Figure 9.5(a)
into 2 < x < 3 while keeping Inu(f) = true. In that case, the outgoing transition can only
be taken when 2 < x < 3—as in the previous scenario—but is not forced to be taken,
i.e., it can simply be ignored by letting time pass while staying in £. This is illustrated in
Figure 9.5(e) and (f).

Put in a nutshell, invariants are the only means to force transitions to be taken. [ ]

Example 9.5.  Timed Automaton for the Gate

Consider the gate for the railroad crossing (see Example 9.1, page 674). Assuming that
lowering the gate takes at most a single time unit, and raising the gate takes at least one
and at most two time units, the timed automaton for process Gate is given as in Figure 9.6.
We have Act = { lower, raise } and

Loc = {up, comingdown, down, goingup }

with Locg = { up }. The transitions of the timed automaton are

truc: lower, {z } B B truc: 7, @
up =—————= comingdoun comingdown <——— douwn
truc: raise, {z } ) ) x>z 17, &
down =————> gowmagup gomgup <——= up

The location coming down with invariant < 1 has been added to model that the maximal
delay between the occurrence of action lower and the change to location down is at most
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time inst. time inst.
going up 3.7 T 5.0971

time inst. iraise |
douwn 217 ——— !
time inst. ! E

coming down 1.318\‘}—| i —

Elower i ilower
up H | —

Figure 9.7: Location diagram for the timed automaton Gate.

a single time unit. Clock x is set to zero on the occurrence of action lower and thus
“measures” the elapse of time since that occurrence. By restricting the residence time of
coming down to x < 1, the switch to down must be made within one time unit. Note that
this would not have been established by having a direct edge between locations up and
down with guard x < 1, as the value of x would not refer to the time of occurrence of lower.
In a similar way, the purpose of location goingup with invariant x < 2 is to model that
raising the gate takes at most two time units. In the initial location up, no constraints are
imposed on the residence time, i.e., Inv(up) = true. The same applies to location down.
Let AP = {up, down} with the labeling function L{up) = {up }, L{down) = { down }, and
L(comingdown) = L(goingup) = &. [

Remark 9.6.  Location Diagram

Every finite behavior of a timed automaton can be represented by a location diagram. This
depicts for every time instant up to some a priori fixed upper bound, the location of the
timed automaton during that behavior. For the timed automaton of the Gate a possible
real-time behavior is indicated by the location diagram in Figure 9.7. [ ]

Parallel Composition of Timed Automata For modeling complex systems it is con-
venient to allow parallel composition of timed automata. This allows for the modeling
of time-critical systems in a compositional manner. We consider a parallel composition
operator, denoted ||gy, that is parameterized with a set of handshaking actions H. This
operator is similar in spirit to the corresponding operator on transition systems; see Def-
inition 2.26, page 48: actions in H need to be performed jointly by both involved timed
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automata, whereas actions outside H are performed autonomously in an interleaved fash-
ion.

Definition 9.7. Handshaking for Timed Automata

Let TA; = (Loc;, Act;, Cy,—, Locy;, Inv;, AP;, L;), i = 1,2 be timed automata with
H C ActyNActe, C1 N Co = @ and AP; N APy = &. The timed automaton TA; ||y TAs
is defined as

(L001 x Locy, Acty U Acte, C1 U Cy, —, LOCOJ X LOC(LQ, Inv, AP, U APs, L)

where L(<£1,£2>) = Ll(ﬁl)ULg(ﬁg) and Inv(<£1,£2>) = Invl(ﬁl)/\fnvg(ﬁg). The transition
relation — is defined by the following rules:

e for v e H: 5 5

2 %91.04, E 1£I1 A Lo %92.047 : 2£l2

Aga:a,D1UD:
(b, b)) =22 (4 1)
o for « & H:
El g, D 1£I1 EQ g, D 2£/2
g:a,D and g, D
(01, Lg) ——— ({1, 02) (01, Lg) ——— (l1,03)

The location invariant of a composite location is simply the conjunction of the location
invariants of its constituents. For «« € H, the transition in the resulting timed automaton
is guarded by the conjunction of the guards of the individual timed automata. This entails
that an action in i can only be taken when it is enabled in both timed automata. Besides,
the clocks that are reset in the individual automata are all reset. As for transition systems,
the operator ||y is associative for a fixed set H. Let TAq ||g TA2 ||i - .. || TA,, denote the
parallel composition of timed automata TA; through TA, where H C Act; N...N Act,,
assuming that all timed automata are compatible, i.e., each pair of TA; and TA;, i # j
have disjoint sets of atomic propositions and disjoint clocks.

Example 9.8.  Railroad Crossing

Consider again the railroad crossing example. We extend the timed automaton for the
gate (see Example 9.5) with timed automata for the controller and the train. The complete
system is then given by

(Train||g, Controller)|| g, Gate
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approach 1

=

raise
lower

3 exit
2 < 1) reset(z)

Train Controller

Figure 9.8: Timed automata for the train and the controller .

where Hy = { approach, exit } and Hy = { lower, raise }.

Let us assume that the train signals its approaching of the gate at least two time units
before it enters the railroad crossing. Besides, it is assumed that the train has sufficient
speed such that it leaves the crossing five time units after approaching it, at the latest.
The timed automaton for the Train is depicted in Figure 9.8 (left). On approaching the
gate, clock y is set to zero, and only if y > 2 is the train allowed to enter the crossing.
The Controller is depicted in Figure 9.8 (right) and is forced to send the signal “lower”
(to the Gate) exactly after one time unit after the Train has signaled its approaching.

Figure 9.9 shows the composite timed automaton. The prefix of a possible behavior of the
complete system is sketched in the location diagram in Figure 9.10.

Note that this timed automaton contains the location (in,1,up). In this location, the
train is at the crossing while the gate it still open. However, this location turns out to be
unreachable. It can only be reached when y > 2, but as y and z are reset at the same
time (on entrance of the preceding location), y > 2 implies z > 2, which is impossible due
to the location invariant z < 1. [ |

9.1.1 Semantics

The previous examples suggest that the state of a timed automaton is determined by its
current location and the current values of all its clocks. In fact, any timed automaton can—
like program graphs—Dbe interpreted as a transition system. Due to the continuous time
domain, these underlying transition systems have infinitely many states (even uncountably
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approach |reset(z, y)

(near,1,up)

y<HANz<1

(near,2,down)
y<d

(in,2,down)
y<5

reset(z)

{far,3,down)
z< 1

raise| reset(z)

>
(far0,90ing up)) vl
xr < 2 J

approach | reset(y, z)

=1

(near,1,g0ing up) |
y<5/\x<2/\z<1J

enter| y > 2

=1 - -
(in,1,g0ing up)
y<OHNr<2AN2< 1

Figure 9.9: The timed automaton (Train| g, Controller)| m, Gate.
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going up
down - . —_-
coming down : ! :

up . T

S = N W

in J—

near

far I

Figure 9.10: Location diagram for a behavior of ( Train|| g, Controller)| g, Gate.

many), and are infinitely branching. Timed automata can thus be considered as finite
descriptions of infinite transition systems. The underlying transition system of a timed
automaton results from unfolding. Its states consist of a control component, i.e., a location
£ of the timed automaton, together with a valuation 7 of the clocks. States are thus pairs
of the form (¢,7n). Let us first consider clock valuations.

Definition 9.9. Clock Valuation

A clock valuation n for a set C of clocks is a function 7 : C' — Ry, assigning to each clock
x € C its current value 7(x). [

Let Eval(C') denote the set of all clock valuations over C'. In the following, we often use
notations like [z = v,y = v'] to denote the clock evaluation n € Eval({ x,y }) with n(x) = v
and 7(y) = v'.

We can now formally define what it means for a clock constraint to hold for a clock
valuation or not. This is done in a similar way as characterizing the semantics of a temporal
logic, namely by defining a satisfaction relation. In this case the satisfaction relation =
is a relation between clock valuations (over a set of clocks C') and clock constraints (over

).
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Definition 9.10. Satisfaction Relation for Clock Constraints

For set C of clocks, « € C', 5y € Eval(C), c € N, and g, 4" € CC(C), let |=C Eval(C)x CC(C')
be defined by

n = true

neEx<ec iffnlx)<c

nEx<e iff nlx) <c

nkE g ilfniEyg

nkEgng ifnkEg Ay

|

Let 11 be a clock valuation on C'. For positive real d, n+d denotes the clock valuation
where all clocks of n are increased by d. Formally, (n+d)(x) = n(x) + d for all clocks
x € C. reset x in 1 denotes the clock valuation which is equal to 7 except that clock x
reset. Formally:

ey [nly) iy £
(reset Zn f/)(y) = { 0 if y = .

For the clock valuation n = [x = 7,y = 4], valuation n+9 = [x = 7+9,y = 13], and
reset x in (n+9) = [x = 0,y = 13]. Nested occurrences of reset are typically abbreviated.
For instance, reset x in (reset y in 1) is denoted reset x,y in 7.

There are two possible ways in which a timed automaton can proceed: by taking a tran-
sition in the timed automaton, or by letting time progress while staying in a location. In
the underlying transition system, the former is represented by a discrete transition and
the latter by a delay transition. In the former case, the corresponding transition of the
underlying transition system is labeled with the action of the transition in the timed au-
tomaton, in the latter case, it is labeled with a positive real number indicating the amount
of time that has elapsed.

Definition 9.11. Transition System Semantics of a Timed Automaton

Let TA = (Loc, Act,C,—, Locy, Inv, AP, L) be a timed automaton. The transition system
TS(TA) = (S, Act’,—, I, AP, L) with:

S = Loc x Eval(C)

o Act' = Act UR>

I'={{o,n) |ty Locy N nlx)=0forallzeC}
« AP = AP U ACC(C)

Petitioner Exhibit 1002-1691



688 Timed Automata

o L'({t;m) =L() U{g e ACAC) |ng}
e the transition relation — is defined by the following two rules:
— discrete transition: (£,n) -~ (¢, n') if the following conditions hold:

g, D
(a) there is a transition £ — f in TA
(b) nl=g
(¢) i/ =reset Diny
(d) 7' | Inu(l')
— delay transition: (£,n) % (£, n+d) for d € Rsg
(e) if n+d = Inv(P)

For a transition that corresponds to (a) traversing a transition £ g&D ¢ in the timed
automaton TA it must hold that (b) 7 satisfies the clock constraint ¢ (ensuring the tran-
sition is enabled), and (c) the new clock valuation 7 is obtained by resetting all clocks
D in 7 should (d) satisfy the location invariant of £ (otherwise it is not allowed to be in
£). Idling in a location (second clause) for some non-negative amount of time is allowed
(e) if the location invariant remains true while time progresses. For state (¢,n) such that
1 = Inv(f), there are typically uncountably many outgoing delay transitions of the form
(,n) % as d can be selected from a continuous domain.

Example 9.12.  Light Switch

The timed automaton Switch in Figure 9.11 models a switch that controls a light. When
off, the switch may be turned on at any time instant. The user may switch off the light at
least one time unit after the most recent time the light was switched on. After two time
units the light automatically switches off. Clock « is used to keep track of the delay since
the last time the light has been switched on. (The timed automaton does not distinguish
between the switch_off action activated by the user and by the light. This could be made
explicit by adding an edge from location on to off, with guard x = 2 and action 7.) The
following location diagram indicates a possible behavior:

on

off | —_ _ —_—

0.3 1.39 2.2 3.783 4
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=1
switch_off

switch_on
reset(x)

Figure 9.11: A simple light switch.

The transition system TS(Switch) has the state space
S = {(off ;1) [t € R0} U {(on,t) |t € Rxo}

where t is a shorthand for the clock evaluation n with n(x) = ¢. Uncountably many
transitions emanate from the initial state (off,0). T'S(Switch) has the following transitions
for reals d and ¢:

(off , ) 4, (off,t+d) forallt>0andd >0

(off ,t) —=d=ny (o, 0) forallt >0

(on,t) 4, (on,t+d) forallt>0andd >0 witht+d
(on,t)y ——=wih=oll,  (off 1) forall 1 <t <2

The set of reachable states in T'S(Switch) from state (off,0) is
{(off . t) |t e Rxo} U {(on,1) |0<t <2}

as the location invariant x < 2 is violated in any state (on,t) with ¢ > 2. A prefix of an
example path of T'S(Switch) is

<0ﬁ O> 057 <0ﬁ7057> switch_on <OTL,O> V2 <OTL \/§> 0.2
(om, V/2+0.2) Switch=oll , (' /31.0.2) —switchon, (on 0y LT, (on, 1.7)..

Remark 9.13.  Parallel Composition

For timed automata we have
TS(TA1) ||HUIR>() TS(TAs) = TS(TA; ||g TA9)

up to isomorphism. This is due to the fact that TA; and TAs do not have any shared
variables. Synchronization over time passage actions reflects the natural fact that time
proceeds equally fast in both components. [ |
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The paths in TS(TA) are discrete representations of the continuous-time “behavior” of
TA. They indicate at least the states immediately before and after the execution of an
action « € Act. However, due to the fact that, e.g., interval delays may be realized in
uncountably many ways, different paths may describe the same behavior (i.e., location
diagram). Consider, e.g., the behavior of the light switch of Example 9.12 where the light
alternates between off and on while being off for exactly one time unit and on for two
time units, i.e., a return to off takes place after exactly three time units. The following
three example paths correspond to this continuous-time behavior:

m = {(off,0) {off ;1) {om,0) {on,2) (off,2)
m = {off,0) {off,0.5) (off,1) {om,0) {om, 1) {on,2) (off,2)
w3 = {off,0) (off,0.1) (off,1) {omn,0) {on,0.53) (on,1.3) (on,2) (off,2)

The only difference between these paths is the delay transitions. In path i, the one
time unit residence in the initial state (off,0) is realized by means of the delay transition
(off,0) = (off,1). In contrast, the paths 75 and 73 realize this single time unit by two
delay transitions:

(off ,0) 225 (off,0.5) 2% (off,1) and
(off ,O) 2 (off,0.1) 2% (off, 1).

But the effect of the transition (£,n) 49, (¢ n+d;+dy) corresponds to the effect of

the sequence of transitions:
<£7 77> L} <£7 77+d1> L <£7 77+d1+d2>
In both cases, di+dy time units pass without executing an action «« € Act. Thereby,

uncountably many states of the form (¢, n+t) with 0 < < dy+dy are passed through.

Remark 9.14.  Multiple Actions in Zero Time

The elapse of time in timed automata only takes place in locations. Actions « € Act take
place instantaneously, i.e., they have a duration of zero time units. As a result, at a single
time instant, several actions take place. [ |

9.1.2 Time Divergence, Timelock, and Zenoness

The semantics of a timed automaton is given by a transition system with uncountably
many states (and transitions). Paths through this transition system correspond to possible

Petitioner Exhibit 1002-1694



Timed Automata 691

behaviors of the timed automaton. However, not every such path represents a realistic
behavior. This subsection treats three essential phenomena for timed automata: time
divergence, timelock, and zenoness.

Time Divergence Consider a location £ such that for any { < d, for fixed constant
d € R, clock valuation n+t |= Inv(£). A possible execution fragment starting from this
location is

n) -4 (0on+d)) & (0 n+di+dy) —E (0, nt+dy+dy+ds) 2

where d; > 0 and the infinite sequence dy + do + ... converges toward d. Such infinite
path fragments are called time-convergent. A time-convergent path is counterintuitive as
time advances only up to a certain value whereas by nature time always progresses. For
example, the transition system of the timed automaton for the light switch (see Figure
9.11 on page 689) exhibits the time-convergent execution fragment

(off,0) =15 (off,1-271) 22 (off, 1-272) 22, (off, 1-273) ......

which visits infinitely many states in the interval [%, 1]. Time never proceeds beyond one.
The corresponding path is time-convergent. As time-convergent paths are not realistic,
they are not considered. That is to say, the analysis of timed automata is focused on
time-divergent paths, i.e., paths in which time always progresses.

In order to formally define time-divergent paths, let us first define the elapsed time of a
path. Intuitively, the elapsed time of a path is the total time that elapses along a path.
The duration of an action « € Act is zero; the duration of a delay action d is d.

Definition 9.15. Elapsed Time on a Path

Let TA be a timed automaton with the set Act of actions. The function EzecTime :
ActUIR~g — IRy is defined as

{O if 7€ Act

EzecTime(r) = d ifr=deRxg.

For infinite execution fragment p = sg - 51 2> s9... in TS(TA) with 7; € Act U R~q
let

O
EzecTime(p) = Z EzecTime(r;).
=0
The execution time of finite execution fragments is defined analogously. For the path
fragment 7 in TS(TA) induced by p, FrecTime(r) = FEzecTime(p). [
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Note that path fragment m may be induced by several execution fragments. However,
every pair of execution fragments with the same path fragment are only distinguished by
discrete transitions and not by delay transitions. Hence, EzecTime(n) is well-defined.

Definition 9.16. Time Divergence and Time Convergence

The infinite path fragment 7 is time-divergent if ExecTime(mw) = oo; otherwise, 7 is
time-convergent. [ |

Example 9.17.  Light Switch

For the light switch described in Example 9.12 (page 688), the path 7 in T'S(Switch) in
which on and off periods of 1 minute alternate:

™ = (off,0) (off , 1) {on, 0) (on, 1) off , 1) (off ; 2) (on, 0) {on, 1) (off ;1) . ..
is time-divergent as FzecTime(n) =1+ 1+ 14 ... = oo. The path

7' = (off,0) {off,1/2) (off,3/4) (off ,7/8) {off , 15/16) ...

o0 .

in TS(Switch) is time-convergent, as EzecTime(n’) = 3. (%)ZH =1<oo0. [
=0

Definition 9.18. Time-Divergent Set of Paths

For state s in TS(TA) let: Pathsg;,(s) = {7 € Paths(s) | 7 is time-divergent }. [

That is, Pathsg;,(s) denotes the set of time-divergent paths in T'S(TA) that start in s.
Although time-convergent paths are not realistic, their existence cannot be avoided. For
the analysis of timed automata, time-convergent paths are simply ignored, e.g., a timed
automaton satisfies an invariant when along all its time-divergent paths the invariant is
satisfied.

Timelock. State s in T'S(TA) contains a timelock if there is no time-divergent path
starting in s. Such states are unrealistic as time cannot progress for ever from these
states. Timelocks are considered as undesired and need to be avoided when modeling a
time-critical system by means of a timed automaton.

Definition 9.19. Timelock

Let TA be a timed automaton. State s in T'S(TA) contains a timelock if Pathsg,(s) = &.
TA is timelock-free if no state in Reach(TS(TA)) contains a timelock. [
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1< <2
switch_off

switch_on

reset(x)

Figure 9.12: Timed automaton Switch;.

1< <2
switch_off

switch_on

reset(x)

Figure 9.13: Timed automaton Switchs.

Example 9.20. Modified Light Switch

We modify the light switch such that the light is on for a period with duration ¢ € [1, 2),
i.e., the light is always switched off within 2 minutes; see the timed automaton Switch; in
Figure 9.12. The state (on,2) is reachable in transition system TS(Switch,), e.g., via the
execution fragment:

(off ,0) ==, (o, 0) 2> (on, 2).

As (on,2) is a terminal state, Pathsg;,((on,2)) = &, and the state contains a timelock.
Timed automaton Switch; is thus not timelock-free.

Any terminal state of a transition system that results from a timed automaton contains a
timelock. Terminal states should not be confused with terminal locations, i.e., locations
that have no outgoing edges. A terminal location £ with Inv(f) = true, e.g., does not
result in a terminal state in the underlying transition system, as time may progress in £
for ever. Terminal locations thus do not necessarily yield states with timelocks.

Not only terminal states may contain timelocks. Consider, e.g., another variant of the
light switch where Inv(on) = x < 3, see timed automaton Switchy in Figure 9.13. The
reachable state (on,2) is not terminal, , e.g., the time-convergent path in TS(Switchs):

(on,2) (on,2.9) (on,2.99) (on,2.999) (on,2.9999) ...

emanates from it. However, Pathsg;, ((on,2)) = & as the state (on,2) has no outgoing
discrete transitions (as the guard 1 < a < 2 is violated), and time cannot progress beyond
three (due to Inv(on) = x < 3). State (on,2) in T'S(Switchs) contains a timelock. Timed
automaton Switchy is thus not timelock-free. [ |
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Zenoness As opposed to the presence of time-convergent paths, timelocks are considered
as modeling flaws that should be avoided. The latter also applies to zenoness. Recall that
the execution of actions « € Act is instantaneous, i.e., actions take no time. Without
further restrictions, a timed automaton may perform infinitely many actions in a finite
time interval. This phenomenon is also called zeno and represents nonrealizable behavior,
since it would require infinitely fast processors.

Definition 9.21. Zeno Paths

Let TA be a timed automaton. The infinite path fragment 7 in TS(TA) is zeno (or: a
zeno path) if it is time-convergent and infinitely many actions o € Act are executed along
. |

Definition 9.22. Nonzenoness

A timed automaton TA is non-zeno if there does not exist an initial zeno path in TS(TA).
]

Timed automaton TA is thus non-zeno if and only if for every path 7 in TS(TA), either
7 is time-divergent or 7 is time-convergent with almost only (i.e., all except for finitely
many) delay transitions.

Note that non-zenoness, as well as timelock freedom, only refers to the reachable fragment
of the transition system TS(TA). A non-zeno timed automaton may possess zeno paths
starting in an unreachable state. Similarly, a timelock-free timed automaton may contain
unreachable timelock states.

Ezample 9.23.  Zeno Paths of a Light Switch

Consider yet another variant of the light switch, in which the user has the possibility
to push the on button while the light is on. While doing so, clock x is reset, and the
light stays on for at most two units, unless the user pushes the on button again; see
timed automaton Switchg in Figure 9.14. The paths induced by the following execution
fragments of TS(Switchs)

<0ﬁ' O> switch-on <0n O> switch—on <0n O> switch-on <0n O> switch—on
Y Y Y Y ce

switch-on

(off , 0) —=uwiteh=ony (o ) 955 (on, 0.5) —witdhen, (o ) 225, (op, 0.25) <witd=en,

are zeno paths during which the user presses the on button infinitely fast, or faster and
faster, respectively.

This unrealizable behavior can be avoided by imposing a minimal non-zero delay, ¢, say,
between successive button pushings by the user. This is established by imposing Inv(on) =
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x = 1: switch_off

switch_on
reset(x)

reset(x)

Figure 9.14: Timed automaton Switchs.

x = 100 : switch_off

> 1: switch_on
on

Figure 9.15: Timed automaton Switchy.

reset(x)

x = ¢ for ¢ > 0. Note that ¢ should be a natural number. In order to model a minimal
response 0 < ¢ < 1 where ¢ is rational, say ¢ = ﬁ, all time constraints in the timed
automaton Switchs need to be rescaled (see Figure 9.15). Essentially, the timed automaton
Switchy computes with a modified time unit: one time unit for x in Switchy corresponds
to ﬁ minutes.

To check whether or not a timed automaton is non-zeno is algorithmically difficult. In-
stead, sufficient conditions are considered that are simple to check, e.g., by a static analysis
of the timed automaton. The following criterion is based on the intuition that a timed
automaton is non-zeno if on any of its control cycles, time advances with at least some
constant amount (larger than zero). This yields:

Lemma 9.24. Sufficient Criterion for Nonzenoness

Let TA be a timed automaton with set C of clocks such that for every control cycle in TA

g1:a1,Cy g2:0e2,C5 gnion,Cn
< <

£y 2 cor ———= L, with by = £,

there exists a clock x € C such that

1. x € C; for some 0 < i< n, and
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2. for all clock evaluations n there exists ¢ € Ny such that

n(x) <c implies (n = g; or Inv(L;)), for some 0 < j < n.
Then: TA is non-zeno.

Proof: Let TA be a timed automaton over C' with « € C satisfying the two constraints
stated in the claim and 4,j the corresponding indices. Let 7 be a path in TS(TA) that
performs infinitely many actions «« € Act. As TA contains finitely many states, 7 traverses
some control cycle £y — £1 — ... — £, = £y. Assume that ¢ < j. (As locations on cycles
can be renumbered, this is not a restriction.) Consider the path fragment in TS(TA) that
starts and ends in location £y:

(Lo, m0) - (i1, mim1) (i mi) - (L1, m—1) Ly, m5) - - - (Lo, 1)

By the constraints satisfied by TA, clock z is reset on the transition £;_1 — £;, and
the transition £;_; — £¢; is only possible when n;_1(x) > ¢ (as for n;_1(x) < ¢, either the
guard or the location invariant of £; are violated). This implies that by traversing the cycle
by — ... — £y time advances with at least ¢ > 0 time units. Hence, 7 is time-divergent
and TA is non-zeno. [ |

The condition in Lemma 9.24 is compositional, i.e., if TA and TA’ both satisfy the con-
straints, then the parallel composed timed automaton TA || TA' also satisfies the con-
straints. This follows directly from the fact that a control cycle in TA || TA’ consists of a
control cycle in TA, or TA’, or both. If each control cycle in TA and in TA’ satisfies the
constraint that time should advance with at least some positive amount, then this thus
also applies to each control cycle in TA || TA’. This property significantly simplifies to
checking whether a composite timed automaton is non-zeno. In case a timed automaton is
in fact untimed (as no clocks are used or all guards and invariants are vacuously true), it
can be considered as non-zeno, and thus not affect the control cycles of other component
timed automata in a composite system.

Erample 9.25.  Sufficient Condition for Nonzenoness

The timed automaton in Figure 9.15 (page 695) satisfies the constraints in Lemma 9.24.
In the control cycle off — on — off, clock «x is reset on off — on, and the guard « > 100
ensures that when going from location off to on, time has advanced with at least 100 time
units. On the control cycle on — on, clock x is reset, and the guard x > 1 ensures that
at least one time unit elapses on traversing this control cycle.

The timed automata Train, Gate, and Controller of Example 9.8 (page 683) all satisfy
for any control cycle the constraints in Lemma 9.24. This can be seen as follows. Timed
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automaton Gate has one control cycle: up — ... — wup. In that cycle, clock « is reset
when moving from location down to going_up. Furthermore, for n(x) < 1, location up is
not reachable due to the guard « > 1 on going_up — up. This ensures that on traversing
the control cycle up — ... — up, time advances with at least one time unit. The timed
automaton Train contains the control cycle far — ... — far. However, clock y is reset on
that cycle before reaching location near, and the guard y > 2 on near — in guarantees
that on traversing the control cycle at least one (in fact, more than two) time unit has
elapsed. For Controller, the resetting of clock z and guard z=1 ensure that also this timed
automaton fulfills the constraints of Lemma 9.24. The timed automata Train, Gate and
Controller are thus non-zeno. As the control cycles in the composed timed automaton
(Train || g, Gate) || g, Controller are comprised of the constituting timed automata, this
composed timed automaton is non-zeno.

The previous considerations indicate that a timed automaton is adequately modeling a
time-critical system whenever it is non-zeno and does not contain any timelock. Timelock-
free, non-zeno timed automata induce transition systems without terminal states such that
along any path only finitely many actions are executed in finite time. In contrast to zeno
paths and timelocks, time-convergent paths will be treated akin to unfair paths (in fair
CTL) and are explicitly excluded for analysis purposes.

A delay of d > 0 time units can be realized in different ways, in general by n > 0 delay
transitions of size dy through d,, with d; > 0 such that d = d1+...+d,. As we are only
interested in the amount of time advancing, a sequence of delay transitions labeled with dy
through d,, and a sequence labeled with d} through d}, say, such that > ; d; = Zle d, =

d
d, are considered equivalent and denoted by == . This relation is used later for defining
the semantics of timed CTL.

Notation 9.26. Sets of Path Fragments

Let TA be a timed automaton. For path fragments in T'S(TA) along which infinitely many
actions are performed, let

dy dq dy .
S0 $1 S2 with dg,d1,de... >0

denote the equivalence class containing all infinite path fragments induced by execution
fragments in T'S(TA) of the form

1 ko 1 k1 1 ko
4y dy’ L) - a4y dy” g
$g —...— Sg+dyg — $1 —...=> s1+d — S92 = ... = So+dy —
N—— N——
time passage of time passage of time passage of
dgp time-units dy timec-units da time-units
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where k; € IN, d; € Ry and «; € Act such that Zf;l dj = d;. Note that in the =
notations, actions are abstracted away.

d d
For infinite path fragment & € $0=—= s1=—== ... that performs infinitely many actions,

d d
we have EzecTime(m) = 3,5, d;. Path fragments in sg —= 5, == ... are time-divergent
if and only if >, d; diverges.

Time-divergent path fragments that perform finitely many actions «« € Act (but contain
infinitely many delay transitions) are represented in a similar way, except that after the
execution of the last action a € Act the advance of time is represented by infinitely many

1
— transitions. That is, the set

do d1 dp_1 1 1 1
S0 S1 Sp=—=Sp+t1—s,+2— ...

contains all infinite path fragments induced by the execution fragment of the form

%) Qp—2 Qg1 1 1 1
Sg —...— — e, 1 L. — S > S+ 1 — s, +2 —
0 . , n—1 , n n n
time passage of time passage of infinitc time passage
dp time-units dp_—1 time-units
do dy . . . . . . .

Hence, sy—= s1=— ... is a uniform notation for all infinite time-divergent path frag-
ments. |

9.2 Timed Computation Tree Logic

Timed CTL (TCTL, for short) is a real-time variant of CTL aimed to express properties of
timed automata. In TCTL, the until modality is equipped with a time interval such that
® U’ U asserts that a U-state is reached within ¢ € J time units while only visiting ®-states
before reaching the W-state. The fact that a deadlock may be reached within thirty time
units via legal states only, say, can be expressed as legal U [0,30] deadlock, where the atomic
propositions legal and deadlock have their obvious meaning. Timed CTL is sufficiently
expressive to allow for the formulation of an important set of real-time system properties.

Definition 9.27. Syntax of Timed CTL

Formulae in TCTL are either state or path formulae. TCTL state formulae over the
set AP of atomic propositions and set C of clocks are formed according to the following
grammar:

@:::true‘a‘g‘@/\(b‘ —@‘Elgp‘Vgp
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where ¢ € AP, g € ACC(C) and ¢ is a path formula defined by:
pu=oU’®

where J C IR is an interval whose bounds are natural numbers. [ |

Timed CTL extends CTL with atomic clock constraints over the clocks in C, typically
the set of clocks in the timed automaton under consideration. The propositional logic
operators V, —, true, etc. are obtained in the usual way. The until operator is equipped
with an interval J of real numbers. Timed variants of the modal operators ¢ and L1 are
obtained as follows: ¢/ ® = trueU’ ® and

I7¢ = WO/ -® and VO'® = =307 .

The formula 30017 ® asserts that there exists a path for which during the interval J, ®
holds; VI & requires this to hold for all paths. As we will see later on when defining
the formal semantics of TCTL, the path quantifiers quantify over time-divergent paths
only. Accordingly, a state in TS(TA) satisfies VO ® whenever all time-divergent paths
starting in s satisfy ¢’/ ®. The next-step operator is absent in TCTL. As the time domain
is continuous there is no unique next time instant which makes it impossible to provide a
suitable meaning to the next-step operator. Note that J C IR has natural bounds, i.e.,
the interval J is either of the form [n,m], (n,m], [n,m) or (n,m) for n,m € N and n < m.
For right-open intervals, m = oo is allowed.

In the sequel, intervals are often denoted by shorthand, e.g., O=2 denotes (12 and [1>®
denotes (&), For the special case J = [0,00), the timing requirements are in fact
trivially fulfilled. That is:

dULD Y —dpUT and O =00 P and O =[O0 ¢,

The following examples illustrate the kind of timing properties that can be expressed in
TCTL.

Example 9.28.  Light Switch
Consider the light switch of Example 9.12 (page 688). The property

“the light cannot be continuously switched on for more than 2 minutes”
is expressed by the TCTL formula:
V(on — YO72% —on).
The property

“the light will stay on for at least 1 time unit and then switch off”
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is expressed by the TCTL formula:
v ((on Az =0) — (VOSon A V<>>10ﬁ)).

The clock x that occurs in the formula is used to specify the time instant at which the
light is switched on. [ ]

Example 9.29.  Railroad Crossing

Consider the railroad crossing example. The safety property
“the gate is always closed when the train is at the crossing”

does not contain any timing aspects, and can be described as in CTL by the formula
VO(in — down), where in and down are locations in the timed automata Train and
Gate, respectively. The (timed liveness) property

“once the train is far, within 1 minute the gate is up for at least 1 minute”
is expressed by the TCTL formula:
vO(far — YOS yOst up).

The fact that the train needs at least 2 minutes to reach the crossing after transmitting
the “approach” signal is expressed by

VD((near Ay =0) — vOS? —w’n)

where the atomic clock constraint y=0 indicates the time instant at which the train signals
its approach. Finally, the property that the train needs at most five minutes to pass the
crossing since its approach is expressed by:

VD((near Ay=0) — V<><5far).

The semantics of TCTL formulae is defined for states of the form (¢, n). The state formulae
Vi and Jp are interpreted over all time-divergent paths. That is to say, time-convergent
paths are not of any importance for the satisfaction of TCTL state formulae. This is
similar to the treatment of unfair paths in the semantics of fair CTL; see Definition 6.33
on page 360.
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Definition 9.30. Satisfaction Relation for TCTL

Let TA = (Loc, Act, C,—, Locy, Inv, AP, L) be a timed automaton, a € AP, g € ACC(C),
and J C IRyg. For state s = (¢,n) in TS(TA) and TCTL state formulaec ¢ and ¥, and
TCTL path formula ¢, the satisfaction relation |= is defined for state formulae by

s |= true
skEa iff ae L)
sy iff kg

sE - iff nots|=®

sEOAV iff (s ®)and (s |= V)

sEdp iff 7= for some 7 € Paths g, (s)
sE Ve iff 7= forall m € Paths g, (s).

d, d
For time-divergent path m € 50:“>51_—L> ..., the satisfaction relation |= for path for-
mulae is defined by

Tl=®U ¥ iff 39> 0.s4d |= ¥ for some d € [0,d;] with
i—1
Z dp+deJ and
k=0

Vj<i.s;+d |= VW for any d € [0,d;] with
j—1 i—1
dodp+d <Y di+d
k=0 k=0
where for s; = (¢;,1;) and d > 0 we have s;+d = (€;, n;+d). [

The interpretations for atomic propositions, negation, and conjunction are as usual. Clock
constraint g holds in (¢, n) whenever the values of the clocks in 7 satisfy g. State formula
Jp is true in state s if and only if there exists some time-divergent path starting in s
that satisfies ¢. Vi holds in s whenever all time-divergent paths starting in s satisfy
. As stated before, path quantification is over time-divergent paths. Truth of ¢ on
time-convergent paths of s is irrelevant. Let us now consider the semantics of the until
operator. Time-divergent path 7 € soéslé ... satisfies ® U7 ¥ whenever at some
time point in J, a state is reached satisfying ¥ and at all previous time instants ® v ¥
holds. The reader might wonder why it is not required—as in the temporal logics CTL
and LTL before—that just ® holds at all preceding time instants. This is justified by the
following example.
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x > 3:reset(x)

{a} {0}

Figure 9.16: An example of a timed automaton .

Example 9.31.  Semantics of Until

Consider the timed automaton TA in Figure 9.16 and let ® = V(a U ~'b). Intuitively, we
expect TA | @, since Inv(f) = x < 1, and location #' cannot be left before three time units
have elapsed. At time instant ¢ = 1.5, e.g., TA always resides in location £. Consider now
the path

7 = (£,0)(¢,0.5) (£, 0.5) (£, 3)£,0)... .

It follows that:

T e (6,0) == (¢,0.5) —= (£,0)
—— N—— ——
50 51 52

According to the TCTL semantics, 7 |= a U ~'b since
s1+d |= b for some d € [0,2.5] such that 0.5+d > 1
and
sog+d |= a for all d € [0,0.5] and s1+d |=aVbforall d €0,d].

A semantics along the lines of C'TL would require s1+d’ |= a for all d’ € [0,d] with d > 0.5.
The event —a A b, however, occurs at a time instant that is before the required time bound
]1, 00) is reached. As a result, the statement s1+d’ |= a for all d’' € [0, d] with d > 0.5 does
not hold.

Note that in CTL (and LTL) it holds that ® U W is equivalent to (¢ Vv W) U . [

d d
From the TCTLsemantics it follows for time-divergent path 7w € S0 —> $1=—=> ... that:
i—1
7= 07® iff 3i>0.s;+d = ® for some d € [0, d;] with de +delJ
k=0
As expected, a time-divergent path fragment satisfies (¥ ® whenever a ®-state is reached
at some time instant ¢ € J. For the [J/ operator we obtain that
i—1
7 079 iff Vi>0.s+d = ® for any d € [0,d;] with » dp +d € J.
k=0
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x = 1: switch_off

switch_on
reset(x)

reset(x)

Figure 9.17: Timed automaton Switchs (again).

Thus, 7 |= 07 ® iff all states visited by 7 in the time interval J satisfy ®.

Timed automaton TA satisfies TCTL state formula ® whenever all its initial states satisfy
o.

Definition 9.32. TCTL Semantics for Timed Automata

Let TA be a timed automaton with clocks C and locations Loc. For TCTL state formula
b, the satisfaction set Sat(®P) is defined by:

Sat(®) = {s € Locx Eval(C)|s|= o }.

The timed automaton TA satisfies TCTL state formula ¢ if and only if ¢ holds in all
initial states of TA:

TA |= ¢ if and only if Vel € Locy. (bo,m0) =

where rg(x) =0 for all w € C. [
Example 9.33. TCTL Semantics
Consider the timed automaton Switchg depicted in Figure 9.17.

For the sake of convenience we only consider the reachable states in T'S(Switchs). We then
have:

Sat(VO<toff) = {{off,t)|t=0} U {{on,t) |1 <t <2}
Sat(3O<toff) = {{(off,t) |t =0} U {{on,t)|]0<t <2}
Sat(VO(on A (x=1))) = {(on,t)|0<t<1}
Sat(VO(on A (x = 0))) {{on,0) }
Sat(VO(on AN (x 2 3))) = O

Since Switchs |= ® if and only if the initial state (off,0) of TS(Switchs) is in Sat(®), we

have

Switchs = YO<toff and Switchs = 30 off and Switchs = VO(on A (z € J))
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for any interval J C IR»o. Consider
o = VO ((on/\(w:O)) L YO(on A (z = 1)) )

It follows that Switchs = ®. It is, however, essential that universal path quantification
only consider time-divergent paths. For example, the time-convergent path

3 7 15

—) (on, §> (on, E> .

) (o, 1

(off ,0) {on, 0) {on, %

does not visit a state satisfying on A (x = 1).

Note that a (time-divergent) path does not have to explicitly visit a state satisfying on A
(x = 1) to satisfy @, e.g., the path (off,0) (on,0) (on,2) (off ,2) (on,0), ... satisfies Qon A
(x = 1) although a state with x=1 does not appear in its representation. The state (on, 1)
is passed during the delay transition (on,0) 2 (on, 2).

Finally, note that Switchs = V0Qon, as Inv(off) = true, i.e., the timed automaton has a
time-divergent path that resides in location off for ever. [ ]

Remark 9.34. TCTL vs. CTL

Any TCTL formula ® in which all intervals are of the form [0, 00) may be considered as a
CTL formula over the set of propositions AP and the atomic clock constraints in ®. Due
to time-divergent paths, though, there is a subtle difference between the interpretation
of TCTL and CTL formulae. As a result, TS(T'A) |=rcr, Vi and TS(TA) e Yo is
possible: whereas |E=ror, ranges over all time-divergent paths, =crp, considers all paths,
in particular also the time-convergent paths. Consider, e.g., the light switch described in
Example 9.33 and the TCTL formula:

® = VO(on — YOoff).

It follows that

TS(TA) |:TCTL @ and TS(TA) I#CTL @.

~
TCTL scmantics CTL scmantics

The fact that TS(TA) FcrL ® results from the existence of time-convergent paths in which
the location on is never left. [ |

The semantics for TCTL is well-defined for timed automata that contain a timelock. Recall
that timed automaton TA contains a timelock whenever there exists a state in TS(TA)
from which no time-divergent path emanates. A state is timelock-free if and only if it
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satisfies dlltrue. The formula Jlltrue holds in state s whenever some time-divergent path
satisfies [true, i.e., whenever there is at least one time-divergent path. Note that for fair
CTL, the states in which a fair path starts are also characterized by the formula 3 ltrue.
This yields the following characterization of timelock freeness:

Lemma 9.35. Characterizing Timelock

Timed automaton TA is timelock-free iff Vs € Reach(TS(TA)). $ |=rer, 0true.

TA |= VOO if and only if all reachable states on all time-divergent paths satisfy ®. In
general, from TA |= VOO it may not be concluded that all reachable states in TS(TA)
satisfy ®. This holds for timelock-free timed automata, but not for others. In particular,
the TCTL formula

Y3 true

is a tautology in TCTL (and not characteristic of timelock-free timed automata).

9.3 TCTL Model Checking

The TCTL model-checking problem is to check for a given timed automaton TA and
TCTL formula ® whether TA |= ®. It is assumed that TA is non-zeno. The possible
presence of timelocks is not relevant, as timelock freedom can be checked by a TCTL
formula, see Remark 9.35. The main difficulty of the TCTL model-checking problem is
that a transition system with uncountably many states has to be analyzed, since

TA|=® iff  TS(TA) =
S — [ —

timed automaton infinite transition system

A naive graph analysis in the state graph of TS(TA) is therefore not feasible. Instead,
the basic idea is to consider a finite quotient of this transition system, the so-called region
transition system, which is obtained from the timed automaton TA and the TCTL formula
®.! In essence, the region transition system RTS(TA, ®) is the quotient of TS(TA) with
respect to a bisimulation relation. The states in the region transition system are equiva-
lence classes of states in TS(TA) that all satisfy the same atomic clock constraints, and
from which “similar” time-divergent paths emanate, i.e., such states are TCTL equivalent.
As the number of equivalence classes is finite, this provides a basis for TCTL model check-
ing. In fact, rather than checking the TCTL formula &, it is checked whether a derived
CTL formula holds in RT'S(TA, ¥).

n fact, the region transition system depends on the maximal constants with which clocks are compared
in TA and the maximal timing constants in ®.
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To check whether a timed automaton satisfies a TCTL formula thus amounts to model-
check its region transition system against a corresponding CTL formula. For the latter,
traditional CTL model-checking algorithms can be exploited. Summarizing:

TA Fron, ® iff  RTS(TA,®) |mon,
N——

finite transition system

where ® is a CTL formula that is obtained from the TCTL formula ® using the translation
explained next. In summary, we obtain the scheme in Algorithm 43 where = denotes the
equivalence used to obtain the quotient RTS(TA, ®).

Algorithm 43 Basic recipe of TCTL model checking

Input: timed automaton TA and TCTL formula ® (both over AP and ()
Output: TA |= ®

® := eliminate the timing parameters from ®;

determine the equivalence classes under =

construct the region transition system T'S = RTS(TA);
apply the CTL model-checking algorithm to check TS | ED;

TA |= @ if and only if TS |= ®.

9.3.1 Eliminating Timing Parameters

We first explain how intervals J # [0,00) that may appear in TCTL formulae as time
bounds for path formulae are replaced by equivalent atomic clock constraints. Let TCTLg,
denote the set of TCTL formulae in which all intervals J are equal to [0, 00). That is, the
only timing aspects that occur in TCTL, formulae are atomic clock constraints. As such
constraints can be considered as atomic propositions, in fact, TCTLg is a subset of CTL.
The resulting formulae provide the basis for the CTL formulae that are checked on the
region transition system.

The basic idea of eliminating J # [0, 00) from TCTL formula & is to introduce a fresh
clock, z, say, that neither occurs in ® nor in the timed automaton under investigation,
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and to enrich the formula ¢ with atomic clock constraints that may refer to z. The clock
z is used to measure the elapse of time until a certain property, i.e., sub formula of ®,
holds. For instance, to check the TCTL formula 307 ® in state s, clock z is reset in state
s and ® is checked whenever the current value of clock z lies in the interval J. In order
to formalize this idea, the following auxiliary notations are helpful.

Notation 9.36. Clock Evaluation 7{...}

For clock evaluation 1 € Eval(C), z ¢ C and d € Ry, let n{z := d} denote the clock
valuation for C' U { z } that extends 7 by setting z to d while keeping the value of all other

clocks unchanged:
ifexel
if o=z

{z:=d}(x) = { Z(m)

Let TA be a timed automaton over C. For state s = (£,n) in TS(TA) let s{z := d} denote
the state (¢,n{z := d}). Note that s{z := d} is a state in T'S(TA & z) where TA @ z is the
timed automaton TA with the set of clocks C'U {z }. [

The following theorem provides a recipe to transform any TCTL formula into a timing
parameter-free TCTL formula.

Theorem 9.37. Elimination of Timing Parameters

Let TA be timed automaton (Loc, Act,C,—, Locy, Inv, AP, L), and ®U”’ ¥ a TCTL for-
mula over C' and AP. For clock z & C, let

TA ¢z = (Loc,Act,C U{z},—, Locy, Inv, AP, L).

For any state s of TS(TA) it holds that

1 s lrem I@UIY) iff  s{z:=0} |Erem 3((@ VI U((z € J) A \y)).

state in TS(TA @ z)

2. s Erom V@OUTW) iff  s{z:=0} Erem v((cp VYU ((z € J) A \y)).

state in TS(TA @ z)

Proof: Since TA @ z just extends TA with a fresh clock z (which is not used in TA), it
follows that any path m in T'S(TA) uniquely corresponds to a path 7’ in TS(TA & z) such

that
do dy do
T € So S1 So
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if and only if

d d d-
= S(){Z = O}:0>81{Z = do}:1>82{2 = d0+d1}:2> RN

It is easy to see that 7 is time-divergent if and only if 7’ is time-divergent. We now prove
that 7 |= U7 W iff 7/ |= (® v V) U ((z € J) A ¥). We only consider the direction =; the
proof for the other direction is similar. Assume 7 |= ® U ¥. From the TCTL semantics
this is equivalent to

3i > 0.s;+d = W for some d € [0, d;] with ZZ_IO drp +d € J and

Vj <i.sj+d |= ® VW for any d' € [0,d;] with 3015 dy, +d' < Sy dy + d.
As z is a fresh clock, this is equivalent to

3i > 0. s)+d |= ¥ for some d € [0,d;] with Yy dy +d € J and
Vj <i.sj+d |= & VU for any ' € [0,d;] with 35" gd +d < Y di +d.

where s, = s;{z 1= ZZ_:IO dr} and si = si{z = Zé;%) dr}. As clock z is never reset, the
value of z in state sj+d equals 34— dg + d. As this sum lies in J, in the first conjunct ¥
may be strengthened by the atomic clock constraint z € J. This yields

i1
i > 0.8,+d = (z € J) AV for some d € [0,d;] with de +d e J and

k=0
A —

= i—1
Vj <i.si+d |= ® VW for any & € [0,d,] with Y dp+d <Y d+d.
k=0
I
The constraint ZZ_:IO di.+d € J can now be omitted (as it is equivalent to z € J), whereas
in the second part, we may weaken &V W into (PV W)V (W A(z € J)) as for d' = d and i=j,

U A(z € J) holds. Applying the TCTL semantics yields that 7/ = (VW)U ((z € J) A W).
]

Ezample 9.538.  Eliminating Timing Parameters

Let ® be a TCTL formula. According to the above mapping, the TCTL formula 3S?

is replaced by 30((z < 2) A ®). In a similar way, we replace: I0S2d = VOS2 by
VO ((z <2)A-P) = FO(A(

z2<2)V o)
= dJ((z<2

) — D).
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Note that the resulting formulae are CTL formulae (or could be understood as such)
provided ® does not contain intervals different from [0, c0). [ |

In order to verify whether TA |= ® for TCTL formula ®, the above result suggests equip-
ping TA with a clock for each subformula of ® of the form WU 7¥’ while > replacing this
subformula as indicated in Theorem 9.37. This yields TCTL, formula ®. As ® does
not contain timing parameters, and any clock constraint can be considered as an atomic
proposition, in fact, ® is a CTL formula! Verifying a timed CTL formula on a timed
automaton TA thus reduces to checking a CTL formula on a TA extended with a clock
whose sole purpose is to measure the elapse of time that is referred to in the formula.

9.3.2 Region Transition Systems

Consider timed automaton TA and TCTL formula ®. It is assumed that TA is equipped
with an additional clock as explained in the previous section. The idea is impose an
appropriate equivalence, denoted =, on the clock valuations—and implicitly on the states

of TS(TA) by letting (¢/,n/) = (¢,7/) if £ = ¢ and n = '—such that:

(A) Equivalent clock valuations should satisfy the same clock constraints that occur in
TA and &:

/

n=y = (nkEg U o |=gforalge ACC(TA)UACC(D))

where ACC(TA) and ACC(®) denote the set of atomic clock constraints that occur
in TA and ®, respectively. These constraints are either of the form x < cor xz < c.

(B) Time-divergent paths emanating from equivalent states should be “equivalent”. This
property guarantees that equivalent states satisfy the same path formulae.

(C) The number of equivalence classes under 2 is finite.

In the sequel we adopt the following notation for clock values.

Notation 9.39. Integral and Fractional Part of Real Numbers
Let d € IR. The integral part of d is the largest integer that is at most d:

|d] = max{ceIN|e<d}.

The fractional part of d is defined by frac(d) = d — |d]. For example, |17.59267] = 17,
frac(17.59267) = 0.59267, |85] = 85, and frac(85) = 0. [

Petitioner Exhibit 1002-1713



710 Timed Automata

The definition of clock equivalence is based on three observations that successively lead to
a refined notion of equivalence. Let us discuss these observations in detail.

First observation. Consider atomic clock constraint g, and let 7 be a clock valuation (both
over the set C of clocks with x € (U'). As g is an atomic clock constraint, g is either of the
form 2 < cor & < c¢for ¢ € IN. We have that r = 2 < ¢ whenever 7j(x) < ¢, or equivalently,
|n(x)| < ¢. The fractional part of n(x) in this case is not relevant. Similarly, n E 2z < ¢
whenever either [1(z)] < ¢, or [n{x)]| = ¢ and frac(x) = 0. Therefore, 1 |= ¢ only depends
on the integral part |n(x)], and the fact whether frac(n(x)) = 0. This leads to the initial
suggestion that clock valuations 1 and 7/ are equivalent (denoted =) whenever

In(x)] = |7/ (x)] and frac(n(x)) = 0 iff frac(y'(x)) = 0. (9.1)

This constraint ensures that equivalent clock valuations satisfy the clock constraint g
provided g only contains atomic clock constraints of the form # < c or x < ¢. (In case one
would restrict all atomic clock constraints to be strict, i.e., of the form x < ¢, the fractional
parts would not be of importance and the second conjunct in the above equation may be
omitted.) Note that it is crucial for this observation that only natural number constants
are permitted in the clock constraints. This equivalence notion is rather simple, leads to
a denumerable (but still infinite) number of equivalence classes, but is too coarse.

Example 9.40. A First Partitioning for Two Clocks

To exemplify the kind of equivalence classes that one obtains, consider the set of clocks C' =
{2,y }. The quotient space for C' obtained by suggestion (9.1) is depicted in Figure 9.18)
where the equivalence classes are

e the corner points (¢, p)
o the line segments {(¢,y) |p <y <p+1}and {(z,p) | ¢ <x <g+1}, and

e the content of the squares { (x,y) |¢g<ax <qg+1 A p<y<p+l}

where p,g € IN and {(x,p) | ¢ < * < g+1} is a shorthand for the set of all clock
evaluations n with n(z) €]q,¢+1[ and n(y) = p. [

Second observation. We demonstrate the fact that =y is too coarse by means of a small
example. Consider location ¢ whose two outgoing transitions are guarded with « > 2
(action «r) and y > 1 (action [3), respectively; see also Figure 9.19. Let state s = (£, n)
with 1 < n(x) < 2 and 0 < n(y) < 1. Both transitions are disabled, so the only possibility
is to let time advance. The transition that is enabled next depends on the ordering of the
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countable index

Figure 9.19: Fragment of timed automaton and time passage of two clock valuations.

fractional parts of the clocks x and y: if frac(n(x)) < frac(n(y)), then 3 is enabled before
a; if frac(n(x)) = frac(n(y)), action « is enabled first. Time-divergent paths in s may
thus start with « if frac(n(z)) = frac(n(y)), and with 3 otherwise. This is represented by
the fact that delaying leads to distinct successor classes depending on the ordering of the
fractional parts of clock, see Figure 9.19 (right part).

Thus, besides |7(x)| and the fact whether frac(n(x)) = 0, apparently the order of the
fractional parts of n(x), x € C' is important as well, i.e., whether for z,y € C:

frac(n(x)) < frac(n(y)) or frac(n(x)) > frac(n(y)) or frac(n(x)) = frac(n(y)).
This suggests extending the initial proposal (9.1) for all 2,y € C' by

frac(n(x)) < frac(n(y)) if and only if  frac(n'(z)) < frac(n'(y)), (9.2)

ie., n o 1 iff iy 24 7o and (9.2) holds. This strengthening will ensure that equivalent
states (¢,n) and (£, ') have similar time-divergent paths.
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(3<a<4l<y<2,ax—y<2 |

[3<m<&1<ﬂ<lw—y>2j

Figure 9.20: Refining the initial partitioning for two clocks.

Example 9.41. A Second Partitioning for Two Clocks

This observation suggests to decompose the squares {(x,y) | ¢ < x < g+1 A p<y <
p+17} into a line segment, an upper and lower triangle, i.e., the following three parts:

{(my)lg<axz<g+l AN p<y<p+l AN z—y<gqg-p},
{{,y) |g<axr<g+l AN p<y<p+l A x—y>q—p},and
{(w,y) lg<xz<g+l AN p<y<p+l AN z—y=q-p}.

Figure 9.20 illustrates the resulting partitioning for two clocks. [ |

Final observation. The above constraints on clock equivalence yield a denumerable though
not finite quotient. To obtain an equivalence with a finite quotient, we exploit the fact
that in order to decide whether TA |= ® only the clock constraints occurring in TA and &
are relevant. As there are only finitely many clock constraints, we can determine for each
clock € C' the maximal clock constraint, ¢, € IN, say, with which 2 is compared in some
clock constraint in either TA (as guard or location invariant) or ®. Since ¢, is the largest
constant with which clock x is compared it follows that if n(x) > ¢, the actual value of
x is irrelevant. (Clock x that occurs neither in TA nor in ¢ is superfluous and can be
omitted; for these clocks we set ¢, = 0.) As a consequence, the constraints (9.1) are only
relevant if 7(x) < ¢ and 7/ () < ¢z, while for (9.2) in addition 7(y) < ¢, and 7/(y) < ¢y.

The above considerations suggest the following notion of clock equivalence.
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Cy:261.24

2. 06— & L
) / finite index
¥

Figure 9.21: Third (and final) partitioning for two clocks (for ¢, = 4 and ¢, = 2).

Definition 9.42. Clock Equivalence =

Let TA be a timed automaton, ¢ a TCTL¢ formula (both over set C of clocks), and ¢, the
largest constant with which & € C is compared with in either TA or ®. Clock valuations
n, 1/ € Eval(C) are clock-equivalent, denoted n = 1/ if and only if either

e for any = € C it holds that n(x) > ¢, and #/(x) > ¢, or

o forany x,y € C with n(z),n/(x) < ¢z and n(y), /' (y) < ¢y all the following conditions
hold:

— (@) = 7/ ()] and  frac(n(x)) = O iff frac(r/(x)) = O,
— frac(n(x)) < frac(n(y)) If frac(n/(x)) < frac(n (y)).

As the clock equivalence = depends on TA and ®, strictly speaking one should write =74 ¢
instead of 2. The dependency of = on TA and ® is limited to the largest constants ¢,;
that is to say, neither the structure of TA nor that of ® is of relevance to clock equivalence.
The equivalence 2 is lifted to states of the transition system T'S(TA) as follows. For states
S; = <£i777i>a 1= 1,2, in TS(TA):

$1 s iff £y =4y and 1 X op.

Equivalence classes under = are called clock regions.
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Definition 9.43. Clock and State Region

Let 2 be a clock equivalence on C'. The clock region of 1 € Eval(C'), denoted [n], is
defined by
[n] = {n € Eval(C) | n=4}.

The state region of s = (£,n) € TS(TA), denoted [s], is defined by

[s] = (&) = {&n) |0 €}

In the sequel, state and clock regions are often indicated as regions whenever it is clear
from the context what is meant. Clock regions will be denoted by r, 7/, and so forth.
We often use casual notations to denote clock regions or clock valuations. For a timed
automaton with two clocks, « and y say,

{(r,y) |l<zr<2,0<y<lz—y<l1}
denotes the clock region of all clock valuations n € Eval({ z,y }) with

l<nx)<2 and 0<n(y) <1 and frac(n(x)) < frac(n(y)).

Ezample 9.44.  Light Switch

Consider the timed automaton over C' = { « } for the light switch and the TCTL¢, formula
® = true. It follows that the largest constant with which x is compared is ¢, = 2; this is
due to the location invariant & < 2.

=1
switch_off

switch_on

reset(x)

We gradually construct the regions for this timed automaton by considering each of the
constraints in Definition 9.42 separately. Clock valuations 1,7’ are equivalent if n(x) and
i/'(x) belong to the same equivalence class along the real line. (In general, for n clocks
this amounts to considering an n-dimensional hyperspace on IRxq.)

1. The requirement that n(x) > 2 and #/(x) > 2 or n(x) < 2 and 17/ (x) < 2 yields the
partitioning into the intervals [0, 2] and (2, 00).
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region region lunbounded region)
0<z <1 l<z<2 z>2

<
—_
(V]

E‘e”"] E‘eg“’J E“’“’J

Figure 9.22: Clock regions for the light switch timed automaton.

2. The requirement that whenever n(x) < 2 and 7/(x
and 1/ (x) agree and frac(n(x)) = 0 iff frac(y/(x)) =

intervals

< 2, the integral parts of n(x)
1

)
0 yields the partitioning into the

[0,0],(0,1),[1,1],(1,2), 2], (2, 00).

3. As there is only a single clock, the third constraint of Definition 9.42 trivially holds.

We thus obtain six clock regions (see Figure 9.22), and as there are two locations, twelve
state regions. [

Example 9.45.  Two Clocks

Consider the set of clocks C' = {z,y } and assume ¢, = 2 and ¢, = 1. As in the previous
example, we gradually construct the clock regions. Clock valuations 1,1/ € Eval({x,y })

are equivalent if the real-valued pairs (n(x),n(y)) and (/(x), 7/ (y)) are elements of the
same clock region.

1. The requirement that n(x) > ¢, and 7/ (x) > ¢, or n(x) < ¢, and 1/ (x) < ¢, for any
clock x € ' yields four classes:

{(x,;y)[0<2 <2,

0<y<1l} {(@y|0<2<2,y>1},
{{x,y) | >2,0<y<1

2 and{(:v,y)lw>2yy>1}
2. The second requirement of Definition 9.42 yields a refinement of the first three classes

obtained in the previous step. For instance, the rectangle [(0 < < 2),(0 <y < 1)]
is decomposed into the six corner points:

(0,0),(0,1),(1,0),(1,1),(2,0) and, (2,1),
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the (open) line segments:

{Oylo<y<1} {Lylo<y<l}l {(2,9)|0<y<1},
{{(2,0) |0<ax<1}, {(2,0)|l<a<2},
{(x, ) |0<x<1l}, {(x,])|l<ax<2},

and the (open) squares:
{(z,y) |0<2r<1,0<y<1} and {(z,9)|1l<2<2,0<y<1}.

Similarly, [(0 < « < 2),(y > 1)] is decomposed into

{0y ly>1} {(
{(,y) [0<2z<ly>1} {(
<

In a similar way { (x,y) | > 2,0

Ly)ly>1} {2y ]y>1}
Yy ll<er<2y>1}

y < 1} is decomposed into three classes.

3. Finally, we apply the ordering constraint, see the third constraint of Definition 9.42
to {{x,y) | 1 <2 < 2,0 <y < 1}. Since the ordering of clocks now becomes
important, this class is split into

{{x,y) |1 <2 <2,0<y<]l,frac(x) < frac(y) },
{{x,y) |1 <2 <2,0<y<]l,frac(x) > frac(y) },
{{(r,y)|1<e<2,0<y<lz—y=1}.

A similar reasoning applies to { (z,y) |0 <2 < 1,0 <y < 1}. The other classes are
not further partitioned. For instance, { (z,y) | 1 <2 <2,y > 1} is not further split
as Yy > ¢y.

Summarizing, we obtain twenty-eight clock regions: six corner points, fourteen open line
segments, four open triangles, and four open clock regions. [ |

Even for apparently simple timed automata, a large number of regions can arise. For
this reason, we abstain from indicating the regions in more complex examples such as
the railroad crossing and real-time mutual exclusion examples. The number of clocks, as
well as the constants ¢,, are essential factors that determine the number of regions. The
number of clock regions and state regions is finite, i.e., consraint (C) holds. The following
theorem contains an estimate for the number of clock regions. The number of state regions
is a factor |Loc| larger.
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Theorem 9.46. Number of Regions

The number of clock regions is bounded from below and above as follows:

Cltx [Jee < | Bval(C)/= | < |CI1+297 05 T (262 +2)
zeC zeC

where for the upper bound it is assumed that c, > 1 for all x € C.

Proof: The lower and upper bounds are determined by considering a representation of
clock regions such that there is a one-to-one relationship between the representation of
a clock region and the clock region itself. This representation allows derivation of the
bounds.

Let C be a set of clocks and 1 € Eval(C'). Every clock region r can be represented by a
tuple (J, o, D) where J is a family of intervals, p is a permutation of a subset of clocks in
C', and D C C is a set of clocks such that
o J = (Jy)zec is a family of intervals with
o€ { 10,00, 1010 (L1 11,20 -yl leasca], Jewool
such that n(x) € J, for all clocks x € C and clock evaluations n € r.
e Let Cyper, be the set of clocks x € C' such that J, is an open interval, ie,
Copen = {w€C | Lo {10,1[ 11,2] ., Jeo—Lical, ey o0l } }o

o={xi,...,2; }is a permutation of Cope, = {21,..., 2% } such that for any n e r
the clocks are ordered according to their fractional parts, i.e.,

ip, <i; imples frac(n(x;,)) < frac(n(xi,)).

o D C Cyhpepn contains all clocks in Copep, such that for all clock evaluations 7/ € [7]
the fractional part for clock x;; corresponds to the fractional part for its predecessor
Xi; in the permutation g:

x;; € D implies frac(n(zs,_,)) = frac(n(zy,)).

There is a one-to-one relation between the clock regions and triples (J, p, D).

The indicated upper bound for the number of clock regions is obtained by the following
combinatorial observation that there are

Petitioner Exhibit 1002-1721



718 Timed Automata

e exactly [] (2¢; + 2) different interval families J,
reC

e maximally |Cppen|! < |C]! different permutations over C,pern, and
y D D

e maximally 2/Cerenl=1 < 2ICI=1 different choices for D € C'\ {1 }.

The indicated lower bound is obtained when all clocks have a value in an open interval
(though not the unbounded interval ]c,, ool), and all have different fractional parts. In
this case D = &, and

oo {1010 1120 s Je—Liea |
As there are exactly [] ¢, possibilities for J and maximally |C|! different permutations,
zeC
the lower bound follows. [ |

Example 9.47.  Number of Regions

Let us illustrate the number of regions for a reasonable small timed automaton. Assume
|C'| = n such that ¢, = 2 for all € C'. The lower bound for the number of clock regions
indicated in Theorem 9.46 is n! - 2. The minimal number of clock regions for n=2 equals
8; for n=3 and n=4 this rises to 48 and 384 respectively. For n=>5, there are at least 3840
clock regions. u

Lemma 9.48.

Let TA be a timed automaton and ® a TCTL¢ formula both over the set C of clocks and
2 the clock equivalence induced by TA and ®. Then:

1. For 1,1 € Eval(C) such that n = 1/ :
nkEg if and onlyif 7 =g for allg € ACC(TA)U ACC(®)
2. For s,s' € TS(TA) such that s = §':
slkEa if and only if § |=a for any a € AP

where AP' = APU ACC(TA) U ACC(®).

The first part of this lemma follows directly from the observations that justified the defi-
nition of clock equivalence. Using this result, the satisfaction relation of clock constraints
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(see Definition 9.10) may now be used for clock regions; [1)] = ¢ denotes that 7/ |= ¢ for
any ' € [n]. As equivalent states have the same location, the second part of the lemma
follows directly from the first part. All states of a state region thus satisfy the same clock
constraints that occur in TA and ®. This proves constraint (A) mentioned before.

It has been argued before that atomic clock constraints can in fact be considered as
atomic propositions. Under this view, clock equivalence between states of TS(TA) is in
fact a bisimulation. In the following, again let AP’ = APU ACC(TA) U ACC(®). We lift
the notion of clock reset to regions as follows.

Notation 9.49. Region Reset Operator
For r € Eval(C)/= and D C C let

reset Dinr = {reset Dinny|ny €r}.
Since for 17,1/ € Eval(C') we have
n=y AN DCC = reset Dinn=reset D in v,

it follows that reset D in r € Eval(C')/=. That is to say, resetting the clocks D in region
r can be considered as a transition between state regions. ]

Theorem 9.50. Clock Equivalence is a Bistmulation

Clock equivalence is a bisimulation equivalence over AP’ .

Proof: We prove that 2 is a bisimulation (over AP') by checking the conditions of a
bisimulation (see Definition 7.1, page 451). Let s1,$2 € TS(TA) such that s; 2 so, that
is, s1 = (¢,m) and so = (£, m2) such that n; = ns.

1. From the second part of Lemma 9.48 (page 718), it follows that $1 |= « if and only
if s = a for any a € AP

2. To show that any transition emanating from s; can be mimicked by ss, distinguish
between discrete and delay transitions.

(a) (Discrete transition). Assume (¢,71) = s1 -+ s} = (¢',n]). By the semantics of

oD
timed automata, this means that there is a transition £ TE7 0 in TA such that

mEg and n] =reset Din = Inv(l).
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~

Since 11 2 12 and 11 |= g, it follows from the first part of Lemma 9.48 that

~

N2 = g. Similarly, since 11 = 79, it follows that reset D in 1 = reset D in 1.
As reset D in 1y = Inv(£’) we have reset D in 1o = Inv(£'). Thus:

59 -%ssh, = (' reset D in ).

As the states s} and s}, are in the same state region, it follows that s} = ).

(b) (Delay transition). Assume s; %] = s,+d for some d € Rs. It is not

difficult to see that for any d there exists d’ such that n+d = no+d’. From
m E Inv(f) and m+d | Inv({), it follows by Lemma 9.48 (page 718) that
12 |= Inv(£) and 1p+d’ = Inv(f). But then sy~ sy+d = s} and s} = .

For transitions emanating from s, an analogous reasoning applies.

Note that in the delay transitions, the amount of delaying is ignored. Instead, only the
fact that some delay may take place is of importance. Such bisimulation is also called time
abstract.

Remark 9.51.  The Need for Ordering the Fractional Parts of Clocks
For m; = 1 it holds that whenever (), n2(2) < ¢, and 71 (y), n2(y) < ¢y then:

frac(mi(x)) < frac(m(y)) if and only if  frac(ny(2)) < frac(na(y)).

Let us explain by means of a timed automaton with C'= {x,y } and ¢, = 3, ¢, = 1 that
without this constraint, = would not be a bisimulation.

Assume for location £, Inv(£) =y < 1. Consider state s; = (£,71) with
L<m() <2, 0<m(y) <1, m@)—m(y) >1
and state so = (£, 72) with
1<) <2, 0<m(y) <1, m(x)—mnly) <1

The only difference between s; and ss is the ordering of the clocks. According to the first
two constraints of the definition of 2 (see Definition 9.42 on page 713), s1 and $9 would
be equivalent. But the successor state regions of s; and ss after delaying are distinct.

There exists a delay transition from s; to state s§ = (£,n]) with 7| (x) = 2 and n;(y) < 1,
i.e., the state region (/,[x = 2,y < 1]). As clocks proceed at the same rate, clocks x and
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y both advanced by an equal amount. Due to Inv(f) = y < 1, any delay transition from
state so yields a state in the state region:

CA(r,y) | I1<x<2,0<y<lz—y<1}).

The state region ({,[x = 2,y < 1]) cannot be reached. States s; and sy have no corre-
sponding delay transitions, and thus are not bisimilar.

Due to the constraint on the ordering of the fractional parts of the clocks (see the third
constraint in Definition 9.42), this is avoided and $7 % so. [ ]

Theorem 9.50 ensures that the partitioning given by the state regions represents a re-
finement of the bisimulation quotient and allows defining a quotient transition system in
which any edge (£, [n]) — (¢,[7]) is mimicked by (¢,n) — (£',7/). States in the quotient
transition system are state regions. Transitions between state regions are either delay or
discrete transitions. The following example illustrates this by means of a small example.

Ezample 9.52.  Region Transition System

Consider the simple timed automaton in Figure 9.23 (left) and let & = true. As the
largest constant with which x is compared is 2, ¢, = 2. The region transition system is
depicted in Figure 9.23 (lower part). Since there is only one location £, in each state region
the location is £. All t-labeled transitions are delay transitions. There are two discrete
transitions in the region automaton, both labeled with «, that lead to the initial state.
The only state region equipped with a 7-self-loop is called an unbounded region, as time
may progress without bound while remaining in the same state region.

Let us now consider & = {(z < 2), i.e., ¢, = 2. The region transition system for ® and the
timed automaton of Figure 9.23 (upper part) is depicted in Figure 9.24. Note that it is in
fact the region transition system before (see Figure 9.23 (lower part)) extended with two
“copies” of it. These “copies” are introduced for the constraints x—z = 2 and z—z > 2.
Note that the clock z is never reset. This is typical for clocks occurring in @ as there is
no means in a formula to reset clocks. [ ]

To define the quotient transition system with respect to =, some auxiliary notions will be
introduced. A clock region is unbounded whenever all the value of any clock exceeds its
maximum constant.

Definition 9.53. Unbounded Clock Region
The clock region 1o = { 1 € Eval(C) | Vo € C.n(x) > ¢, } is unbounded. [

Petitioner Exhibit 1002-1725



722 Timed Automata

reset

Figure 9.23: Region transition system for a simple timed automaton with ® = true.

reset

4
:::70 0<:c<1 1<:c<2 :::72 z>2 T
z—xr =0 z—z =0 —xr =0 z—x =0 Z—T = I
4 4 4
T T >2 :::72 1<:c<2 0<:c<1 = =0
Z— = z—xr =2 z—x =2 —xr = z—xr =2

Figure 9.24: Region transition system for a simple timed automaton with ® with ¢, = 2.
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The following definition defines the successor region of a region that is obtained by delay-
ing.

Definition 9.54. Successor Region

Let r,7" € Eval(C)/2. v’ is the successor (clock) region of r, denoted 1’ = suce(r), if
either

R o=
1. r=ry and r =7/, or
2. 7 # oo, ¥ # 1" and for all n € 1:

dd € IR~g. (7/+d crand VO < d <d.n+d €ru 'r") .
The successor state region is defined as succ((£,r)) = (£, succ(r)). [

Stated in words, the progress of time in the unbounded region yields the unbounded region.
The clock region 1’ is the delay successor of r # 7 if any clock valuation in 7 can delay
to a clock valuation in r’, without having the possibility of leaving the regions r and r’
at any earlier time instant. Observe that the delay successor of a region is unique; this
corresponds to the deterministic nature of progressing time. For any delay, the progress
of time in an unbounded region is possible. This is not applicable to the other regions:
after delaying sufficiently long, the region is left. Therefore, succ(r) # r for r # reo.

Note that suce((£,r)) just defines the possible successor regions of a state region, and does
not consider the location invariant of £.

Example 9.55.  Successor Clock Regions

For C' = {x } with ¢, = 2, the successor region are given by

suce({0}) = 10,1],
suee(]0,1]) = {1},
ay = e
e = {2
suce({2}) = ]2,00[ = reo, and

suce(]2,00]) = ]2,00].
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For C = {«,y} with ¢, = 2 and ¢, = 1, roo = {(2,y) | > 2,y > 1}. The following
regions are unbounded with respect to y, but bounded for x:

o= {l@ylo<e<ly>1} rn = {Lyly>1}

r3 = {(@y|l<e<2y>1} rn = {2y ]y>1}

It follows that succ(r;) = r;o1 for 0 < ¢ < 3 and succ(ry) = r«. For the bounded clock
regions, the successor regions are defined by

suce({(z,y) |0<x<,0<y<lx<y}) = {(z,1)]|0<x<1}
suce({(x,y) |0<x<,0<y<liz>y}) = {(Ly)|0<y<1},
suce({(z,y) |0<2e<1,0<y<lL,e=y}) = {(1,1)},
suce({(zyy) |1 <x<2,0<y<lyxz<y}) = {(x,1)]|1<x<2}
suce({(x,y) |l <ax<2,0<y<liz>y}) = {(2,y)]|0<y <1},
suce({(z,y) |1 <2 <2,0<y<lz=y}) = {(2,1)}.

Besides, succ({(0,0)}) = {(z,y) |0 <2z < 1,0 <y < 1,z = y}) and succ({(2,1)}) = re0.
|

Remark 9.56. Time Passage

The successor region succ(r) denotes the region that is obtained from r by delaying for
some amount. Not any delay in r, however, results in succ(r). A delay within a region
or to some (not necessarily direct) successor region of succ(r) is possible too. Delaying
within a region is only possible if there is no clock that has a fixed value. This applies to
regions like |0, 1[ (for |C|=1) or {(z,y) |0 <2 <1,0<y<l,a—y=0}for C = {z,y}.
Delaying within e.g., the regions {0} or {(z,1) | 0 < 2 < 1} is impossible—any delay in
these regions implies changing region.

The passage of time over several regions implies a change from r to succ™(r) for n > 1.
For example, the delay transition in a timed automaton

(off,0) 2% (off, 1.578)

can be decomposed into three transitions, in which any delay is made to a state of the
successor region

(off,0) 225 (off,0.5) 255 (off, 1) 2578, (off,1.578).
N’ N o’ N’ N o
region {0} region 0, 1] region {1} region |1, oof

These considerations show that any time passage can be described by successor regions.
|
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Recall that the interpretation of TCTL formulae was provided by considering time-divergent
paths. The following result provides a characterization of time-convergent paths in a non-

zeno timed automaton in terms of state regions. Given that the timed automaton is

non-zeno, any time-convergent path contains finitely many delay transitions. That is to

say, from some point on, a time-convergent path stays within a certain state region. Vice

versa, a path that from some point on does not change state region, is time-convergent

(except for paths that reside in the unbounded region r).

Lemma 9.57. Time Convergence

For non-zeno TA and m = s8¢ 81 82 ... an initial, infinite path fragment in TS(TA):

(a) if T is time-convergent, then there exists a state region (£,r) such that for some j

e {l,ry forallizj.

(b) if there exists a state region (£,r) with r # ro and an index j such that
e {l,ry forallizj,

then T is time-convergent.

Proof:

(a) Assume ™ = 081 S2... is a time-convergent path in TS(TA). Since 7 is time-
convergent, finitely many actions occur in 7, i.e., from some point, say from index k
on, only delays occur. Thus there exists a state (¢, n) and a sequence of non-negative
real numbers dy11,dp1o ... such that

S = <£, 77> and s; € <£, 77+dk+1+dk+2+ e —‘rdz> for all 1 > k.

Recall that the number of clock regions is finite, and observe that apart from the
self-loop at 7., cycles (of delay successors) of clocks, regions do not exist. Thus,
as m is infinite, and from some point only delays occur in 7, some region must be
visited continuously from some index on. That is, there exists a clock region r and
an index j > k such that

Si = <£, 77+dk+1+dk+2+ e —‘rdz> € <£, 7’> for all ¢ > j.

(b) Assume there exists a state region (£, r) with r # r. and some j such that s; € (¢, r)
for all ¢ = j. We show that m = sgps1... is time-convergent by contraposition.
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Assume 7 is time-divergent. That is, infinitely many delay transitions d; occur in 7
and ), d; is not converging. In particular, infinitely many delay transitions occur
in (¢,r). Thus, no evaluation 7 € r exists with n(x) = 0 for some x. Distinguish two
cases.

(i) Infinitely many actions «« € Act occur in m. We show that this is impossible.
Assume action « occurs infinitely often in 7. Then 7 traverses some loop

14 gy £ in TA infinitely often. As no evaluation 1 € r exists with n(z) = 0 for
some x, it follows that D = @. Asr |= g, the action « can be executed infinitely
often in every state (£,n) of (£,r), i.e., the transition system TS(TA) contains
a loop (£,n) 2> (£, n) for any state (£,n) of (¢,r). This, however, contradicts
the assumption that TA is non-zeno.

(ii) Finitely many actions o € Act are executed along 7. Then there is an index
J such that only delay transitions d;i1,dj42,... occur in the path fragment
$j$j+1 ... Let s; = (£,m). Since 7 is time-divergent, >>° .., d; does not
converge. That is, there exists an index k > j such that Zf:jﬂ di+1 € re.
This, however, contradicts the assumption that r # r. is not left.

Lemma 9.57 suggests that in order to indicate time-divergent paths it suffices to ignore
delay transitions within a region.

Definition 9.58. Region Transition System

Let TA = (Loc, Act,C,—, Locy, Inv, AP, L) be a non-zeno timed automaton and let ® be
a TCTL¢ formula. Then the region transition system of TA for ® is defined as follows.

RTS(TA,®) = (S", Act U {7}, =" I', AP, L'} where

if S is the set of all states in TS(TA), then the state space of RTS(TA, ®) is
S'=8/== {[s]|se S}

the set of all state regions,

I'={[s]|sel},

AP = ACC(TA) U ACC(®) U AP,
o L'({t,r)) = LI U {g e AP'\NAP|r g},
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e the transition relation —' is defined by:

gD, i ;
L"—= 0 AN rl=g A reset Dinr = Inv(f)
(0, r) 2" (' reset D in r)
r = Inv(f) N suce(r) | Inv(f)

,r)y =" (£, suce(r))

and

The dependence on formula & is implicit; its maximal constants are of relevance to the
clock equivalence only. In case the region transition system does not depend on (the
maximal constants occurring in) ®, we simply write RT'S(TA). This applies, e.g., when
® = true or the constants in ® for clock © do not exceed the maximal constants for = in
TA, for any .

Example 9.59.  Light Switch

Consider the timed automaton modeling a light switch:

@ = 2: switch_off

reset(x)

Let ® = true. Then ¢, = 2, and the region transition system RTS(Switch) = RTS(Switch, true)
is as follows, where the 7 action labels are omitted:

SW_on sw-off
Sw_on
on on on
l<z<?9 =2 z>2
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Although there exists a timelock in state (on,[x > 2]), the timed automaton Switch is
timelock-free, since (on, [x > 2]) is unreachable.

Any path in the (infinite) transition system of timed automaton Switch has a corresponding
path in RTS(Switch). The following path in TS(Switch):

(off ,0) (off , 2.5) (off ,2.7) (on,0) (on, 1.456) (on,1.7) (on,2) ...
corresponds to the path in RTS(TA):
(off , [ = O]) (off , [0 <& <1]) (off, [& = 1]) (off , [1 <2 < 2])
(off , [x = 2]) (off , [x > 2]) (on,[x = 0]) (on, [0 <z < 1])
(on,[x =1]) (on, [l <x < 2]){on,[x=2])...

(In fact, both paths are stutter trace equivalent with respect to the set of propositions
AP) Conversely, every path in RTS(Switch) represents a set of paths in T'S(Switch). For
example, the path fragment

(off ,[x = 0)) (off, [0 <z < 1]) (on, [x = 0]) (on, [0 <2 < 1])...

in RTS(Switch) is representative for all path fragments in TS(Switch) which reside in
location off for ¢ time units with 0 < ¢ < 1 and then change to location on; e.g.,

(off,0) (off,0.231) (off,0.5788) (off,0.98) (on,0)  ...and
(off ,0) ({off,0.001) (on,0) (on,0.789) (on,0.79)

Although these path fragments change from off to on at different time instants, they are
stutter trace equivalent with respect to the set AP of propositions.

The time-divergent path
m = (off,0) {off , 1) (off , 2) {olf ,3) ...,

in which the light is never switched on, finally reaches the unbounded state region (off, [ >
2]), in which time passage is represented by the self-loop:

(off ,[w > 2]) — (off,[x > 2]).
Thus, in the region transition system, 7 is represented by the path
(off ,[x = 0]) (off ;[0 <2 <1]) (off,[x=1])
(off ,[1 < <2]) (off,[x=2]) (off,[x >2]) (off,[x>2])...

Example 9.60.  Region Transition System with Two Clocks

Consider the timed automaton TA:

Petitioner Exhibit 1002-1732



TCTL Model Checking 729

P 14 £ 7 )

220 O<z<l O<z<1 =0

0 Ox<_y<l - 0<y<1 0<y<1

L =Y ) L <y ) -/
/(—/\

v / 7 e ) ( v 1 Y
O<z<l U<z<l z=1 z>1 z>1 z>1
y=0 O<y<l O<y<1 0<y<l { y=1 J [ y>1

>y \. / \ J

Figure 9.25: Region transition system for example of a example timed automaton.

y<1lAx>1
/
x< 1 .1’
reset(y)

where ¢; = ¢, = 1. The reachable part of RTS(TA) is indicated in Figure 9.25. It is not
difficult to see that the region transition system exhibits a path satisfying O(y < 1). The
following result asserts that this yields TA = J(y < 1). [

The following result establishes the correctness of the model-checking approach of timed
automata via region transition systems.

Theorem 9.61. Correcitness of TCTL Model Checking

For non-zeno timed automaton TA and TCTL¢ formula ®:

TA | & if and only if RTS(TA,®) = .
N e’

TCTL semantics CTL semantics

Proof: Let TA be a non-zeno timed automaton. By structural induction over the structure
of @, it is proven that any state subformula ¥ (of ®) and any state s of TS(TA):

s Erer, ¥ if and only if  [s] EerL P

The base cases are straightforward. For the induction step, it is assumed that the maximal
state subformulae of ¥ have been replaced by atomic propositions. (This assumption is
justified by the fact that CTL model checking is a recursive descent procedure over the
parse tree of ¥.) Consider the proof for ¥ = V(aUb) for a,b € AP’; the proof for the
existentially quantified until-operator goes along similar lines.
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e (=) Assume $ Frern Y(aUb) and s € TS(TA). Then 7 Erern aUb for any
time-divergent path 7 € Paths j;,(s). Let

7TI = <£0,7’0> <£1,7’1> <£2,7’2> N
[s]

be a path in RTS(TA,V{Qa) starting in the state region [s]. Then there exists a
corresponding path m = sg 182 ... in TS(TA) such that sg = s and $; = (3, 1)
where 1; € r; for all © 2 0. As none of the regions r; # r, is equipped with a self-
loop, 7’ either traverses a cycle (of length at least two) in RTS(TA), or the self-loop
at 7o, infinitely often. That is, there does not exist a state region (¢;, r;) such that
for some j:

s; € (b, r;) forall i > j.

By Lemma 9.57(a) (page 725), it follows that 7 is time-divergent.

Since s FErern Y(aUb), it follows that 7 |= aUb. In particular, there exists a state
s; with s; |= b such that s; = a Vb for all i < j. As in 7 each visited region in 7’ is
represented by a state, it follows that (¢;,7;) |= b and (¢;,r;) = a Vb for any i < j.
Hence, 7' l=crr, a U b.

e (<): Assume [s] Eer, V(aUb). Let m1 = s9s182 ... be a time-divergent path in
TS(TA) with s = s¢ and

S = <£i777i>7 i:O,l,Q,...

We show that 7 Erer, Oa. Assume w.l.o.g. that delay transitions in 7 are between
successor regions. (Any delay transition can be decomposed into delay transitions
between successor regions.) As 7 is time-convergent, it follows from Lemma 9.57(b)
(page 725), that delay transitions within a state region (£,r) with r # r do not
occur in . Then

7' = [so][s1][s2] ... = (Lo, [no]) (L1, [m]) (b2, [ma]) - ..

is a path in RTS(TA, ®) starting in the state region [sg] = [s]. As [s] Fern V(aUb)
it follows that 7’ |=¢r, aUb. Thus, there exists an index j such that [s;] = b and
[si] = a for i < j. Hence, s; |=band s; = a Vb for any i < 7, and 7 |=rem Qa. It
follows that s =rern V(e Ub).

The region transition system RTS(TA) provides a simple and effective criterion to check
whether non-zeno timed automaton TA is timelock-free.
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Theorem 9.62. Timelock Freedom

Non-zeno timed automaton TA is timelock-free iff RTS(TA) does not have any reachable
terminal states.

Proof: Essentially, the proposition follows from Lemma 9.57 (page 725). ]

Ezample 9.63.  Modified Light Switch (Timelock)

Consider the timed automaton Switch gmeiock:

1< <2

which has a timelock in state (on, ) with n(«) > 1. The transition system RT'S(Switch yimeiock )
is of the following form.

T SW_0n

SW_on SU_ sw_off

The state region (on, [xr=2]) is reachable and does not have any outgoing transitions. Thus,
Switchimelock: 18 DOt timelock-1ree.

The light switch described in Example 9.12 (page 688) is timelock-free, since the associated

region transition system does not contain a reachable terminal state, see Example 9.59
(page 727). [

Timelock freedom can thus be checked by reachability analysis of the region transition
system.
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Remark 9.64.  Bisimulation, Time Divergence, and Fairness

The region transition system RTS(TA) is not bisimilar to TS(TA), since neither delay
transitions within a state region nor delays over several regions are explicitly represented
in RTS(TA). RTS(TA) and TS(TA) are, however, stutter-equivalent for the set of atomic
propositions AP. This follows from the fact that delay transitions over several state
regions in TS(TA) can be simulated in RTS(TA) by a sequence of delay transitions between
successor regions, and that delay transitions in TS(TA) within a state region may be
considered as stutter steps. Equivalent states satisfy the same a € AP (see Lemma
9.48, page 718) and every path 7/ = rgryre... in RTS(TA,®) can be lifted to a path
T =8381S2... with s; € r; for all 1 > 0.

The reader may wonder whether region transition systems can be enriched with self-loops
(for bounded regions), and by incorporating delay transitions that jump over successor
regions. Let us discuss both enrichments. Self-loops could be added to region transition
systems to mimic the delay within a region. In order to only consider time-divergent paths,
fairness assumptions need to be imposed, however, to rule out infinite (time-convergent)
behaviors that take a self-loop of a bounded region infinitely often. Incorporating delay
transitions is more problematic, though. This is due to the fact that in order to determine
the truth of a TCTL path formula in a given path, states that are not explicitly on
that path may be relevant (and thus should not be skipped). For example, any path
corresponding to an execution fragment of the form

Ule=0) 2. .M wp=2) —

dclay of 2 time units

satisfies O(x = 1), since the interim state (¢, [x = 1]) (which does not explicitly occur in
the path representation) is passed and satisfies the clock constraint x=1. Delay transitions
that take over successor regions are therefore not represented in region transition systems.

|

9.3.3 The TCTL Model-Checking Algorithm

The previous sections have described a technique to reduce the model-checking problem
TA | @ for non-zeno timed automaton TA and TCTL formula ® to a CTL model-checking
problem on the region transition system for the clocks and their maximal constants in TA
and ®. TCTL formulae have been assumed to be of the form 3(® U’ W) with J # [0, 00)
and such that ® and ¥ do not contain any until formulae equipped with intervals different
from [0, 00). Such formulae are transformed into CTL formulae using a fresh clock z, say.
Before explaining on how this approach can be generalized toward nested formulae of the
form U’ with J # [0, 00), we summarize the approach so far by means of a small example.
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z>1
z>1

sSw-_on

Figure 9.26: Region transition system for example of a light switch timed automaton.

Ezample 9.65.  Formulae with a Single Time Bound
Consider the following timed automaton TA and the TCTL formula ® = 30<lon.

x = 1: switch_off

reset(x)

As a first step, ® is replaced by P = 30((z < 1) Aon) and TA is equipped with an
additional clock z. The maximal constants for thE clocks x and z are ¢, = 1 and ¢, = 1.
The region transition system TS = RTS(TA @ z, ®) is depicted in Figure 9.26.

E (2 < 1) Aon and is reachable from the initial state

The state region (on, [x=0, z=1])
2 < 1) A on), and thus TA |= 30 Ston. [

region. Therefore TS =y, 30 ((

It remains to clarify how formulae with nested time bounds, such as, e.g.,
o — VO3 E|<>]1’2] on

are treated. As before, we assume a non-zeno timed automaton TA = (Loc, Act, C', —,
Locy, Inv, AP, L). Without loss of generality, TA is assumed to be timelock-free. A simple
way of treating formulae with nested time bounds is to introduce a fresh clock for each
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subformula. This amounts to, e.g., transforming the example formula ® just above into:
o — v ((21 > 3) — 30 (2 6]1,2]/\0n)).

To check whether TA = & amounts to applying a CTL model checker to RTS(TA &
{z1,22}) and ®. Although this is a straightforward approach, the number of clocks grows
linearly with the number of time bounds. As the size of the region automaton is exponential
in the number of clocks, it is beneficial to keep the number of (additional) clocks minimal.
In the sequel it will be shown that a single additional clock suffices for TCTL formulae
with arbitrary many (nested) time bounds.

As before, the timed automaton TA is equipped with a single fresh clock z, say, that does
not occur in TA. The principle of the model-checking algorithm is similar in spirit to that
of CTL—a recursive descent procedure over the parse tree of TCTL formula ®. The clock
z is of interest only for subformulae ¥ of ¢ that contain a time bound. Once Sat(¥) is
determined, the clock z is available for checking another subformula of ® which contains
a time bound.

Let TS = TS(TA ¢ z), the transition system of TA equipped with the additional clock z
which will be used to evaluate the time-constrained formulae. The state space of TS is

Sis = Locx Eval(lCU{z}).

For state s = (¢,n) € Sy and d € R, let state s{z := d} € S which originates from s
by assigning value d to clock z and leaving all other clocks unaffected:

d ifz=u

s{z:=d} = {{,n{z:=d}) where n{z:=d}x) = { n(@)  otherwise

Let R = RTS(TA@z, ®) and let S, be the state space of R. For state region [s] = (£,r) €
Sris, let [s]{z := 0} denote the state region (¢, r{z := 0}) in S, where

r{z:=0} = {n{z:=0}|ner}.

Ezample 9.66.  Regions in RTS(TA & z, ®)

The states in the region transition systems R = RTS(TA & z,®) and RTS(TA,®) are
strongly related; in fact, their only difference is the clock evaluation for clock z. Let
C' = {x}. The state region (¢,[0 < x < 1]) in RTS(TA, ®) corresponds to the following
state regions in S,4:

e ({[[0<x<l,z=(])forc=0,1,...,c,,
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o ([,I0<x <], z>c)),

o (,I0<x <], c<z<ctl,frac(x) > frac(z)])
forc=0,1,...,¢c, and e {<,> =}

In the sequel, we present an algorithm to check whether TA = ® for TCTL formula &
that may contain several (possibly nested) time bounds. The basic idea is to exploit the
CTL model-checking algorithm on the region transition system of TA & z and the CTL
formula ®. This algorithm computes the satisfaction sets:

Satp(®) = {[s] € Srs | [s] E @ }.

Due to the bottom-up nature of the CTL model-checking algorithm, on computing Satr (V)
for subformula ¥ of 5, the satisfaction sets Satr(W¥;) for any subformula ¥; of ¥ have
been determined and are at our disposal. Any subformula ¥, can thus be replaced by
(fresh) atomic propositions ay,. Accordingly, states in the region transition system R are
either labeled with atomic propositions that occur in TA, atomic clock constraints in 5, or
propositions ay, for any subformula ¥; of ®. States in R may, in addition, be labeled with
propositions of the form z € J in case ¥; U’ V¥ is a subformula of ®. These propositions
are the atomic clock constraints of clock z. The following example illustrates this.

Ezample 9.67.  Propositions for the Region Transition System
Consider the TCTL formula:

o = vOS? (30oRSg A 3025v0>3 (b A (2= 9))),

= =y

—y

—y

—Wy

The set of propositions of R contains the propositions ¢ and b, the clock constraint x=9,
and the propositions ay, through ag., and ag. In addition, the clock constraints z < 3,
z €12,6], z €]2,5] and z > 3 are included; these clock constraints correspond to the time
bounds of the subformulae of . [ |

As stated above, verifying whether TA |= ® boils down to applying a CTL model checker
to the region transition system R and ®. For subformula ¥ of & we have

s € Sat(\V) iff ay € Lps([s]).
N Y
satisfaction rclation in TS(TA) label in RTS(TA, @)
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Algorithm 44 (page 737) summarizes the essential steps of the TCTL model-checking
algorithm. First, the region transition system for TA & z and ® is determined. By means
of a recursive descent procedure over the parse tree of ®, the satisfaction set Satp(W¥) =
{[s] € Sws | [s] E ¥} is determined for each subformula ¥ of ®. For propositional logical
formula W, the treatment is straightforward. The interesting cases are the path formulae.
Let us explain the treatment for W = 3(a U’ b); for universally quantified formulae, the
procedure is similar. A CTL model checker is applied on the region transition system and
the OTL formula ¥ = 3(aU ((z € J)Ab)). Note that W is a CTL formula over the set
of atomic propositions that occur in @, clock constraints in ®, and clock constraints on z
(like z € J). Theorems 9.37 (page 707) and 9.61 (page 729) yield

S |:TCTL \Ij iﬁ S{Z = O} |:TCTL (I\j iﬁ [S{Z = O}] |:TCTL (I\j

where [s{z := 0}] is a state in the region transition system R. Accordingly, all states [s]
in R for which

[s{z := 0}] FreTL U

are labeled with proposition ay once Satr(\V) has been determined. Once all subformulae
have been treated, TA |= ® if and only if all initial states in the region transition system
R are labeled with ag. In case TA refutes ®, the path fragment that is returned as
a counterexample by the CTL model checker for the region transition system can be
returned. The same applies to the generation of witnesses.

Given the fact that TA = ® can be decided by means of a CTL-like model-checking
algorithm on the region transition system, we obtain:

Theorem 9.68. Time Complexity of TCTL Model Checking

For timed automaton TA and TCTL formula ®, the TCTL model-checking problem TA |=
O can be determined in time O (N+K)-|®|), where N and K are the number of states
and transitions in the region transition system RTS(TA, ®), respectively.

The worst-case time complexity of TCTL model checking is thus linear in the size of &—
due to the recursive descent over the parse tree of ®—and in the size of the region transition
system. As the state-space size of the region transition system grows exponentially in
the number of clocks (and maximal constants ¢,) (see Theorem 9.46, page 717), the time
complexity of TCTL model checking is exponential in the number of clocks. Although this
does not affect the worst-case time complexity, it provides ample means to significantly
reduce the number of states in the transition system (like the region transition system)
that symbolically represent the behavior of the timed automaton.

We state here without proof that the verification problem for real-time systems is compu-
tationally hard, as even for TCTL there is a PSPACE lower bound.

Petitioner Exhibit 1002-1740



TCTL Model Checking 737

Algorithm 44 TCTL model checking (basic idea)

Input: non-zeno, timelock-free timed automaton TA and TCTL formula &
QOulput: “yes” if TA | &, “no” otherwise.

R:= RTS(TA® z,P); (* with state space S, and labeling L, *)

for all i < |®| do
for all ¥ € Sub(P) with |¥|=ido

switch(¥):
true i Satg(¥) = S
a o Satp(¥):={s € Sus|aec Lu(s)};
Yy A Wy o Satp(V) :=={s € S | {av,,aw,} C Lns(s) };
-y’ o Satp(V) :={s€ Sus | aw & Lps(s) 15
(T UTW,) o Satr(P) == Satern(3((aw, Vaw,)U((z € J) Aaw,)) );
V(T UTW,) ¢ Satg(W) := Satorn (V((aw, Vaw,)U((z € J)Aaw,)));

end switch
(* add ay to the labeling of all state regions where ¥ holds *)
forall s € Sy with s{z:= 0} € Satg(¥) do L (s) := Ls(s)U{ag | od;
od

od
if 1,45 C Satp(P) then return “yes” else return “no” fi
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Theorem 9.69. Complexity of TCTL Model Checking
The TCTL model-checking problem is PSPACE-complete.

The proof of the PSPACE-completeness is not provided here; it can be found in [9].

9.4 Summary

e Timed automata are program graphs in which clock variables are used to measure
the elapse of time. Guards on edges determine when an edge may be taken, whereas
(location) invariants describe how long the system may reside in a location.

e A timed automaton describes an infinite transition system, and thus is a model to
finitely model a continuous-time system.

e A path of a timed automaton is time-divergent if time may pass without bound. A
timed automaton is timelock-free whenever, from all states in its transition system,
at least one time-divergent path can start. That is, all its states satisfy dlltrue
(under the TCTL semantics).

e A path of a timed automaton is zeno if it is not time-divergent and infinitely many
actions are performed on it. A non-zeno timed automaton does not have initial zeno
paths. A sufficient criterion for non-zenoness is that in all control cycles at least a
single time unit elapses.

e Timed CTL is a real-time variant of CTL in which clock constraints may act as
atomic propositions and the until operator is equipped with a time interval. The
semantics of universal and existential path formulae is defined in terms of time-
divergent paths. This treatment is similar to fair C'T'LL where only fair paths are
considered.

e Model-checking whether timed automaton TA satisfies TCTL formula ® can be
reduced to checking a CTL formula derived from ® on a finite transition system
(determined by both TA and ®), the so-called region transition system. The key to
this concept is a clock equivalence relation, a bisimulation relation on propositions
and clock constraints.

e The size of the region transition system is exponential in the number of clocks and
the constants with which clocks are compared.

e A timed automaton is timelock-free whenever its region transition system does not
have reachable terminal states.
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9.5 Bibliographic Notes

Timed automata. The distinction between instantaneous activities (like changing a state)
and delays originates from real-time process algebras such as timed CSP [366], timed
CCS [427], and ATP [315]. The resulting two-phase behavior in which discrete phases — a
state change due to some activity — and continuous phases — passage of time — alternate
has been adopted in timed automata. Timed automata have been introduced by Alur and
Dill [10] (the journal version is published as [11]), Dill [131] and H. R. Lewis [271]. Hen-
zinger et al. [200] introduced the idea of invariants and called this safety timed automata.
Extensions of timed automata include, e.g., timed automata with deadlines (as opposed
to invariants) by Bornot and Sifakis [58], timed automata with drifting clocks — associ-
ating an interval to each clock that specifies the relative speed with respect to an exact
reference clock — by Olivero, Sifakis, and Yovine [316], and hybrid automata for describing
a mixture of discrete and continous behavior of a more general nature by Maler, Manna,
and Pnueli [281]. D’Argenio and Brinksma [111] defined a process algebra for describing
safety timed automata.

Model-checking timed automata. The decidability of model-checking timed CTL has been
shown by Alur, Courcoubetis, and Dill [9], using clock equivalence and region transition
systems. The symbolic manipulation of timed automata by means of sets of linear in-
equations over pairs of clocks has been brought up by Henzinger et. al. [200]. Bouyer
has shown that symbolic backward reachability in the setting where timed automata are
equipped with clock difference constraints (i.e., x —y < ¢) calls for a special treatment [61].
Survey papers on model-checking timed automata have been provided by Bengtsson and
Yi [43] and Yovine [430]. Time-abstract bisimulation originates from Larsen and Yi [265]
who studied this equivalence in the context of a real-time process algebra. Decidability
of time-abstract bisimulation has been shown by Cerans [78]. Tripakis and Yovine [394]
introduced the use of time-abstract bisimulation for timed automata verification. In the
journal paper [395], these authors describe linear-time (using timed Biichi automata) and
branching-time (timed CTL) verification algorithms based on time-abstract bisimulation.
They also present a quotienting algorithm with respect to time-abstract bisimulation. Dif-
ference bound matrices have been proposed for timed automata by Dill [131]. Berthomieu
and Menasche [48] have used these data structures for the analysis of time Petri nets and
Bellman [40] exploited these structures for constraint graphs. Larsen et al. [263] intro-
duced a symbolic data structure akin to binary decision diagrams for dealing with zones
in a compact manner. The edited volume [294] contains an overview of techniques and
tools for the verification of real-time systems.

Linear-time properties. Timed automata with final locations accept timed languages, i.e.,

sets of infinite sequences of pairs consisting of a symbol and a real value representing
its time of occurrence. Alur and Dill [11] proved that the class of languages accepted
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by timed automata is not closed under complementation, and hence no simple logical
characterization of this class exists. Alur and Dill [12] present an algorithm to check the
emptiness of the language accepted by a timed automaton. Alur, Fix, and Henzinger [13]
proposed event-recording automata which are closed under all Boolean operations, includ-
ing complementation. An event-recording automaton is a timed automaton that contains
for every event (i.e., action) a clock that records the time of the last occurrence of the
event. Asarin, Caspi, and Maler [20] defined timed regular expressions and proved that,
a la Kleene’s theorem for finite automata, its expressive power is equivalent to timed au-
tomata (without location invariants). Intersection and renaming are essential operators
for timed regular expressions to obtain this result. As in classical automata theory, the
construction of automata from expressions is rather straightforward, but the reverse di-
rection is much more involved. The authors extend their results also to timed w-regular
expressions.

Model checkers for timed automata. Behrmann, Larsen, Petterson, and Yi and colleagues
have developed the model checker UPPAAL [35] since the mid-nineties. It supports a safety
fragment of timed CTL, and allows bounded liveness properties to be checked using test
automata. Around the same time, Yovine et al. developed the model checker KRONOS
[429] which supports timed CTL. During recent years, UPPAAL has been extended with
branch-and-bound algorithms for dealing with priced timed automata where locations are
equipped with a cost rate [353]. Wang [417] has developed a timed automata model checker
using a symbolic data structure akin to binary decision diagrams.

9.6 Exercises

ExERCISE 9.1. Consider the timed automaton LightSwitch illustrated below.

y=3 : switch-off

reset(x)
z 2 2: sw_on, reset(x)

x =1 switch_on

reset(z,y)

Questions:

(a) Determine the transition system T'S(LightSwitch).

(b) Determine the region transition system RTS(LightSwitch,true).
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(¢) Check whether LightSwitch is timelock-free and non-zeno.

EXERCISE 9.2. Consider the following two timed automata:

y<4: y< 4
reset(y) reset(z)
z< 4 z <4
reset(zx) reset(y)

(a) (b)

As these timed automata have a single location only, the state of these timed automata
can be considered as just a point in the real plane. A point (d,e) (with d,e > 0) thus
represents that clock ¢ has value d and clock y has value e. Determine the reachable state
space of each of these timed automata. Justify your answers.

EXERCISE 9.3. (Modeling exercise). A control system must ensure the safe and correct
functioning of a set of traffic lights at a T-junction between a major and a minor road.
The lights will be set on green on the major road and red on the minor road unless a
vehicle is detected by a sensor in the road just before the lights on the minor road. In
this case the lights will be switchable in the standard manner and allow traffic to leave
the minor road. After a suitable interval the lights will revert to their default position to
allow traffic to flow on the major road again. Once a vehicle is detected the sensor will
be disabled until the minor-road lights are set to red again. A sketch of the T-junction is
provided below.

i Lights
i
i /
i
i
i
i
—
Minor road
1 “
t
.
t
t
t
t
t
Major road
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Questions:

1. First we ignore all timing issues involved and concentrate on the qualitative aspects
of the behavior of the traffic lights. Model the above system as a network of (timed)
automata. For convenience, you may assume that the two major-road lights are fully
synchronized and can be modeled as a single light. Complement your system model
by adding a process that regulates the arrival of cars in the minor road.

2. Adapt your model so as to incorporate the following timing constraints. Deal with
each timing constraint separately so as reduce the complexity. Indicate for each
timing constraint the necessary adaptations to your un-timed model:

(a) a minor-road light stays on green for 30 seconds,

(b) all interim lights stay on for 5 seconds,

(¢) there is a 1 second delay between switching one light off and another on (e.g.,
switching from red to yellow),

(d) the major-road lights must be on green for at least 30 seconds in each cycle,

(e) (more involved) but must respond to the sensor immediately after that.

3. We extend the T-junction in the following way. Suppose there is a pedestrian crossing
a short distance down the minor road but beyond the sensor. There is a button on
each side of the road for pedestrians to indicate they wish to cross. The crossing
should only allow people to cross when the “minor lights” are set to red in order to
minimize waiting times for traffic on the minor road. The new situation is sketched

below.
I ( i
: rossing Button
! O
| Q
|
18 .
T ! T
Sensor : """" :
‘ :  s— : Minor road
- i —
>< i S—
[ —
!
| — |
T
! 000 © 000
|
|
|
|
Major road

Extend your timed model of the previous question in order to cope with this new
situation.
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4. Does the crossing indeed only allow pedestrians to cross when the “minor lights” are

set to red?

(This exercise is inspired by [151].)

EXERCISE 9.4. Consider the following six timed automatas:

a r <2 a r <2 a

r<2: r<2: <2

reset(y) reset(y) reset(y)
b y <2 b b y <2

<2 y<2 y<2
¢ e ¢
) (v ©

a a x <2 a

rL2: <2

reset(y) reset(y)
b b y<3 b

Yy <2 y<3
e ¢ c

(d) (e) (f)

Give for each individual timed automaton a TCTL formula that distinguishes this timed
automaton from all other ones. It is allowed to use only the atomic propositions a, b, and
¢ and clock constraints in the TCTL formulae. Location identifiers are not allowed. (This
exercise is due to Pedro D’Argenio.)
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EXERCISE 9.5. Given the following timed automaton TA:
z>1

reset(x)

Questions:

(a) Determine the transition system T'S(TA).
(b) Determine the set of states Sat(30 <* a).

(c) Determine the region transition system RTS(TA,true).
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Chapter 10

Probabilistic Systems

Whereas model-checking techniques focus on the absolute guarantee of correctness —
“it is impossible that the system fails” — in practice such rigid notions are hard, or
even impossible, to guarantee. Instead, systems are subject to various phenomena of a
stochastic nature, such as message loss or garbling and the like, and correctness — “with
99% chance the system will not fail” — is becoming less absolute. This chapter considers
the automated verification of probabilistic systems, i.e., systems that exhibit probabilistic
aspects'. Probabilistic aspects are essential for, among others:

e Randomized algorithms. Typical examples are distributed algorithms like leader
election or consensus algorithms where coin-tossing experiments are used to break
the “symmetry” between the processes such that, e.g., consensus will eventually be
reached with probability 1.

e Modeling unreliable and unpredictable system behavior. Phenomena like message
loss, processor failure, and the like may be modeled by nondeterminism. This is
often appropriate in early system design phases where systems are considered at a
high level of abstraction and where information about the likelihood is (sometimes
deliberately) left unspecified. In later design stages, though, where the internal
system characteristics become more dominant, probabilities are a useful vehicle to
quantify and thus refine this information.

e Model-based performance evaluation. As performance evaluation is aimed at fore-
casting system performance and dependability, probabilistic information — what is

INote: verifying probabilistic systems should not be confused with probabilistic verification, a model-
checking technique that is based on a partial state-space exploration.

745
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the distribution of the message transmission delay or what is the failure rate of a
processor? — needs to be present in order to evaluate quantitative properties like
waiting time, queue length, time between failure, and so on.

In order to model random phenomena, transition systems are enriched with probabilities.
This can be done in different ways. In discrete-time Markov chains (MCs), all choices are
probabilistic. Markov chains are the most popular operational model for the evaluation
of performance and dependability of information-processing systems. Roughly speaking,
Markov chains are transition systems with probability distributions for the successors
of each state. That is, instead of a nondeterministic choice, the next state is chosen
probabilistically. Markov chains are not appropriate for modeling randomized distributed
systems, since they cannot model the interleaving behavior of the concurrent processes in
an adequate manner. For this purpose, Markov decision processes (MDPs) are used. In
MDPs, both nondeterministic and probabilistic choices coexist. Put in a nutshell, MDPs
are transition systems in which in any state a nondeterministic choice between probability
distributions exists. Once a probability distribution has been chosen nondeterministically,
the next state is selected in a probabilistic manner—as in MCs. Any MC is thus an MDP
in which in any state the probability distribution is uniquely determined. Randomized
distributed algorithms are typically appropriately modeled by MDPs, as probabilities af-
fect just a small part of the algorithm and nondeterminism is used to model concurrency
between processes by means of interleaving.

The verification of probabilistic systems can be focused on either quantitative properties or
qualitative properties (or both). Quantitative properties typically put constraints on the
probability or expectation of certain events. Instances of quantitative properties are, e.g.,
the requirement that the probability for delivering a message within the next { time units
is at least 0.98, or that the expected number of unsuccessful attempts to find a leader in
a concurrent system is at most seven. Qualitative properties, on the other hand, typically
assert that a certain (good) event will happen almost surely, i.e., with probability 1, or
dually, that a certain (bad) event almost never occurs, i.e., with zero probability. Typical
qualitative properties for Markov models are reachability, persistence (does eventually an
event always hold?), and repeated reachability (can certain states be repeatedly reached?).

The purpose of this chapter is to present the main verification principles for qualitative and
quantitative properties of MCs and MDPs. These range from techniques to analyze reach-
ability, persistence, and repeated reachability properties, to model-checking algorithms
for a probabilistic variant of C'TL, called Probabilistic Computation Tree Logic, PCTL for
short. This logic is appropriate for expressing a large class of properties in a rather elegant
manner. For instance, the property “eventually a leader will be elected with probability
at least %” for a randomized leader election protocol is expressed in PCTL by

P>.s(Oleader).
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Alternatively,
P<0.015 (—|C. empty U <60.1(‘1111)

asserts that the probability of a channel ¢ being fully occupied within the next six steps,
while in all intermediate configurations ¢ is nonempty, is bounded above by 0.015.

Apart from branching-time properties in PCTL, this chapter also covers linear-time prop-
erties. As opposed to PCTL where probabilities are expressed syntactically by means of
the P operator, in the linear-time setting probabilistic concepts only appear on the seman-
tic level. That is, in the probabilistic linear time setting, L'TL formulae serve to specify
the desired or bad behaviors and the aim is to establish the probability that a given LTL
formula holds. Thus, the satisfaction relation over states is no longer Boolean—a formula
holds for a state or not—but assigns probability values to states. This chapter deals with
the verification of linear-time properties such as regular safety properties and w-regular
safety properties.

In line with the rest of this monograph, we adopt a state-based view of probabilistic
models. This means that Markov chains and Markov decision processes are treated as
variants of directed graphs (read: transition systems) where the edges (i.e., transitions)
are augmented with randomness information. This is in contrast to many textbooks where
MCs are defined as sequences of random variables. The state-based approach with atomic
propositions for the states appears to be more natural, when viewing MCs and MDPs
as operational models for reactive systems and structures for temporal logics (as we do).
As compositional approaches for Markov models are outside the scope of this monograph,
actions are irrelevant in this chapter and are therefore omitted.

10.1 Markov Chains

Markov chains behave as transition systems with the only difference that nondeterministic
choices among successor states are replaced by probabilistic ones. That is to say, the
successor state of state s, say, is chosen according to a probability distribution. This
probability distribution only depends on the current state s, and not on, e.g., the path
fragment that led to state s from some initial state. Accordingly, the system evolution
does not depend on the history (i.e., the path fragment that has been executed so far),
but only on the current state s. This is known as the memoryless property.

Definition 10.1. (Discrete-Time) Markov Chain (MC)
A (discrete-time) Markov chain is a tuple M = (S, P, t;,;,, AP, L) where
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e S is a countable, nonempty set of states,

P:S xS —[0,1] is the transition probability function such that for all states s:

Z P(s,s') =1,

ses

linie = S — [0, 1] is the initial distribution, such that > t;..(s) = 1, and
s€S

2AP

AP is a set of atomic propositions and L : § — a labeling function.

M is called finite if S and AP are finite. For finite M, the size of M, denoted size(M),
is the number of states plus the number of pairs (s,s') € S x S with P(s,s’) > 0. [

The transition probability function P specifies for each state s the probability P(s, s’) of
moving from s to s’ in one step, i.e., by a single transition. The constraint imposed on P
ensures that P is a distribution. For the mathematical treatment of Markov chains, it is
irrelevant whether the nonzero transition probabilities are rational or not. However, for
algorithmic purposes the values P(s, s') are supposed to be rational for all states s, s’ € S.

The value ¢;,;,(s) specifies the probability that the system evolution starts in state s. The
states s with ¢;,;:($) > 0 are considered as the initial states. In a similar way, the states s’
for which P(s,s’) > 0 are viewed as the possible successors of s. For state s and 7' C S,
let P(s,T) denote the probability of moving from s to some state ¢ € T' in a single step.
That is,

P(s, T) = > P(s,t).
teT

In the sequel, we often identify the transition probability function P : S x S — [0,1]
with the matrix (P(s,t)), ;cs- The row P(s,-) for state s in this matrix contains the
probabilities of moving from s to its successors, while the column P(-, s) for state s specifies
the probabilities of entering state s from any other state. Similarly, the initial distribution
Linie is often viewed as a vector (4:,(8))eg-
The use of atomic propositions and the labeling function L is the same as for transition
systems. In the remainder of this chapter, we will often treat the state names as atomic
propositions, i.e., AP = S and L(s) = {s}.

A Markov chain induces an underlying digraph where states act as vertices and there is
an edge from s to s’ if and only if P(s,s’) > 0. Paths in Markov chains are maximal (i.e.,
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infinite) paths in the underlying digraph. They are defined as infinite state sequences
T = S08182 -+ € S¥ such that P(s;,s;,0.1) > 0 for all i > 0. For path 7 in M, inf(r)
denotes the set of states that are visited infinitely often in 7. For finite Markov chains,
inf(r) is nonempty for all paths 7.

Markov chains are depicted by their underlying digraph where edges are equipped with
the transition probabilities in ]0,1]. If a state s has a unique successor §', i.e., P(s,s') = 1,
the transition probability may be omitted.

Example 10.2. A Simple Communication Protocol

Consider a simple communication protocol operating with a channel. It is error-prone
in the sense that messages may be lost, see the Markov chain depicted in Figure 10.1.
Here, t;,(start) = 1 and ¢5,;.(s) = 0 for s # start, i.e., start is the unique initial state.
In the state start, a message is generated that is senf off along the channel in its unique
successor state try. The message is lost with probability %, in which case the message
will be sent off again, until it is eventually delivered. As soon as the message has been
delivered correctly, the system returns to its initial state.

Figure 10.1: Markov chain for a simple communication protocol.

Using the enumeration start, try, lost, delivered for the states, the transition probability
function P viewed as a 4x4 matrix and the initial distribution viewed as a column vector

are
( : \ ( : \
0 0
P = 0 binit = 0

\1 ) \o)

O~ O =
o og-o
o ogleo

An example of a path is
7 = (start try lost try lost try delivered)® .

Along this path each message has to be retransmitted two times before delivery. It follows
that inf(m) = S. For 1" = { lost, delivered }, we have P(try,T) = 1. [
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Ezample 10.3.  Simulating o Die by a Fair Coin

Consider simulating the behavior of a standard six-sided die by a fair coin, as originally
proposed by Knuth and Yao [242], see the Markov chain depicted in Figure 10.2.

Figure 10.2: Markov chain for simulating a die by a fair coin.

The computation starts in the initial state sy, i.e., we have i, (s0) = 1 and t3,;.(s) = 0 for
all states s # sg. The states 1, 2, 3, 4, 5, and 6 at the bottom stand for the possible die
outcomes. Fach inner node stands for tossing a fair coin. If the outcome is heads, the left
branch determines the next state; if the outcome is tails, the right branch determines the
next state.

If the coin-tossing experiment in state sqg yields heads, the system moves to state 51 23.
Tossing the coin again leads with equal probability to either state $o 3 (from which the
die-outcomes 2 or 3 are possible with equal probability) or to state 3’17273. From the latter
state, a coin flipping yields with probability % the outcome 1, or with probability % a
return to state s123. The behavior for outcome tails in the initial state is symmetric. We
will establish later that, in fact, this Markov chain indeed adequately models a die, i.e.,
the outcomes are equally likely. [ |

Example 10.4. The Craps Gambling Game

The game craps is based on betting on the outcome of the roll of two dice. The outcome
of the first roll—the “come-out” roll-—determines whether there is a need for any further
rolls. On outcome 7 or 11, the game is over and the player wins. The outcomes 2, 3, or 12,
however, are “craps”; the player loses. On any other outcome, the dice are rolled again,
but the outcome of the come-out roll is remembered (the “point”). If the next roll yields
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7 or the point, the game is over. On 7, the player loses, on point the player wins. In any
other case, the dice are rolled until eventually either 7 or the point is obtained. Figure 10.3
depicts the Markov chain that describes the behavior of the craps game. State start is
the unique initial state. We have P(start, won) = % as there are eight combinations of the
come-out roll that are successful: (1,6), (2,5), (3,4), (5,6) and all symmetric counterparts.
The other transition probabilities are determined in a similar way. The self-loops at the
states 4, 5, 6, 8, 9, and 10 model the rerolling of the dice. For T' = {4,5,6}, we have

P(so,T) = %. |

Figure 10.3: Markov chain for the behavior of the craps game.

Example 10.5.  Zeroconf Protocol

The IPv4 zeroconf protocol is designed for a home local network of appliances (microwave
oven, laptop, VCR, DVD player, etc.) each of which is supplied with a network interface
to enable mutual communication. Such adhoc networks must be hot-pluggable and self-
configuring. Among others, this means that when a new appliance (interface) is connected
to the network, it must be configured with a unique IP address automatically. The zeroconf
protocol solves this task in the following way. A host that needs to be configured randomly
selects an IP address, U say, out of the 65,024 available addresses and broadcasts a message
(called probe) saying “Who is using the address U?” If the probe is received by a host
that is already using the address U, it replies by a message indicating that U is in use.
After receiving this message the host to be configured will restart: it randomly selects a
new address, broadcasts a probe, etc.

Due to message loss or a busy host, a probe or a reply message may not arrive at some
(or all) other hosts. In order to increase the reliability of the protocol, a host is required

Petitioner Exhibit 1002-1755



752 Probabilistic Systems

ok errorf

58

Figure 10.4: Markov chain of the IPv4 zeroconf protocol (for n=4 probes).

to send n probes, each followed by a listening period of » time units. Therefore, the host
can start using the selected IP address only after n probes have been sent and no reply
has been received during r-r time units. Note that after running the protocol a host may
still end up using an TP address already in use by another host, e.g., because all probes
were lost. This situation, called address collision, is highly undesirable since it may force
a host to kill active TCP/IP connections.

The protocol behavior of a single host is modeled by a Markov chain consisting of 1+5
states (see Figure 10.4 for n = 4) where n is the maximal number of probes needed (as
above). The initial state is sg (labeled start). In state s,14 (labeled ok) the host finally
ends up with an unused IP address; in state s,,12 (labeled error) it ends up with an address
that is already in use, i.e., an address collision. State s; (0 < ¢ < n) is reached after issuing
the ith probe. In state sg the host randomly chooses an IP address. With probability
q¢ = m/65024, where m is the number of hosts in the network when connecting the host
to the network, this address is already in use. With probability 1—¢ the host chooses an
unused address and ends up in state s,13. Then it issues n—1 probes and waits n-r time
units before using this address. (The sending of these probes and the waiting time are
abstracted from in the MC.) If the chosen IP address is already in use, state s; is reached.
Now two situations are possible. With probability p, no reply is received during r time
units (as either the probe or its reply has been lost), and a next probe is sent, resulting
in state so. If, however, a reply has arrived in time, the host returns to the initial state
and restarts the protocol. The behavior in state s; (2 < i < n) is similar. If in state s,
however, no reply has received within » time units after sending the nth probe, an address
collision occurs. u

We adopt the notions of direct successor and direct predecessor from transition systems.
Let Paths(M) denote the set of paths in M, and Pathsg, (M) denote the set of finite
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path fragments sgs1...s, where n > 0 and P(s;,8,21) > 0 for 0 < i < n. Paths(s)
denotes the set of all paths in M that start in state s. Similarly, Pathsg,(s) denotes the
set of all path fragments sy $1 ..., such that s = s. The set of direct successors and
direct predecessors are defined as follows. Let Post(s) denote the set of successors of s,
i.e., Post(s) = {s € S| P(s,s') > 0}. Similarly, Pre(s) = {s' € S| P(s',s) > 0}.
Post*(s) denotes the set of all states that are reachable from s via a finite path fragment
and Pre*(s) = {s’ € S| s € Post*(s’) }. For B C S, let

Post*(B) = |J Post*(s) and Pre*(B) = |J Pre*(s).
seB seB

Notation 10.6. Absorbing State

State s of MC M is called absorbing if Post*(s) = { s }. Since P is a stochastic matrix, i.e.,
each row sum equals 1, s is an absorbing state if and only if P(s,s) = 1, and P(s,1) =0
for all states t # s. [ |

Remark 10.7. Discrete-Time Markov Chains

Markov chains as in Definition 10.1 are often called discrete-time Markov chains. This has
mainly historical reasons. In many cases, Markov chains are used as a time-abstract model,
like transition systems provide a time-abstract operational model for reactive systems. In
fact, as for transition systems, a timed interpretation of Markov chains is only adequate
when the underlying time domain is discrete and each transition is assumed to take a
single time unit. ]

The underlying graph of a Markov chain forms the basis for reasoning about quali-
tative properties, such as LTL or CTL formulae. To that end, define for MC M =
(S, P, i, AP, L) the transition system TS(M) = (S,{7},—,I,AP,L) where I = {s €
S| tinie(8) > 0} and s 1 iff P(s,t) > 0. LTL or CTL formulae abstract away from the
probabilities; e.g., the CTL formula 30« may hold even if it is very unlikely that a state
where o holds will eventually be visited. For instance, for the communication protocol
of Example 10.2 (page 749), the event to reach state delivered within the next 100 steps,
formalized in LTL by ¢ = v0<z<100 (O ‘delivered, does not hold for the starting state,
but gives no quantitative information about the fraction of paths for which ¢ is violated.
In fact, the chance that ¢ does not hold is extremely small (namely 107%Y), and hence,
might be classified as negligible. It even holds that

start = 30—delivered,

although it seems to be impossible that a message never will be delivered. In fact, the
event [l—delivered holds with zero probability, as we will see later.
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The goal is now to specify and check quantitative properties. Such properties may, e.g.,
assert that the probability of reaching a certain bad state is sufficiently small, or that
the probability of achieving a certain desired system behavior is above a given threshold.
Qualitative properties arise as a special case of quantitative properties where the probabil-
ity bounds are the trivial bounds zero or 1. That is, typical qualitative properties require
that the probability of reaching a bad state is zero, or dually, that a certain desired system
behavior appears with probability 1.

Although Markov chains yield a rather intuitive probabilistic model, reasoning about
quantitative or qualitative properties requires a formalization of the probabilities for sets
of paths. This formalization is based on measure theory; in particular probability spaces
and o-algebras. Readers familiar with the main concepts of this field may skip the following
short summary of the main concepts. Further details can be found, e.g., in [21, 150, 319].

Excursus on Probability Spaces A og-algebra is a pair (Oute, ) where Outc is a
nonempty set and ¢ C 20ute 5 get consisting of subsets of Outc that contains the empty
set and is closed under complementation and countable unions, i.e.,

o Jec ¢,
o if £ € & then I/ = Outc\ E € &,
o if B, Fs,... € €, then U FE, € €.

n>zl1

Note that the conditions of g-algebras yield that Outec € €, as Outc = &, and that € is
closed under countable intersections, as

NE = |JFE.

n20 n20

Occasionally, the set Outc is supposed to be fixed and € is called a g-algebra. The elements
of Outc are often called outcomes, while the elements of € are called events.

For any set Outc, the powerset ¢ = 20U¢ yields a g-algebra over Outc. In this o-algebra,

all subsets of Qutc are events. The other extreme is the g-algebra consisting of the empty
set and Outc, i.e., € = { &, Outc}. Here, no nonempty proper subset of Outc is an event.

A probability measure on (Outc, €) is a function Pr: & — [0, 1] such that Pr(Outc) = 1,
and if (£,),>1 is a family of pairwise disjoint events £, € &, then:

Pr(| ) En) =) Pr(Ey).

nzl n>zl1
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A probability space is a o-algebra equipped with a probability measure, i.e., it is a triple
(Outc, €, Pr) where (Outc, €) is a o-algebra and Pr a probability measure on (Outc, €).
The value Pr(FE) is called the probability measure of E, or simply the probability of E.
In the context of probability measures, the events (i.e., the elements of &) are often said
to be measurable. That is, measurability of a set £ C Qutc means that & € &, and hence,
it makes sense to speak about the probability measure of .

Example 10.8.  Tossing a Fair Coin

Consider the experiment in which a fair coin is tossed once. The possible outcomes are
heads and tails, i.e., Outc = { heads, tails }. For the events to be considered let us assume
the singleton events { heads} and { tails } suffice. The smallest o-algebra that contains
these events is the powerset of { heads, tails }. So, let & = 20U, Since the coin is assumed
to be fair, the probability measure Pr is given by

Pr(@) =0, Pr({heads}) = Pr({tails}) =3, Pr({heads, tails})= 1.

In general, whenever Outc is countable, then a probability measure on the powerset of
Outc can be obtained by fixing a function p : Outc — [0, 1] such that

> ule) = 1.
ecOute

Such functions p are called distributions on Oute. Any distribution p induces a probability
measure on the g-algebra € = 20U in the following way. For subset E of Outc, Pr,(E)
is defined by »_cpu(e). In fact, it is easy to check that p satisfies the conditions of a
probability measure. In the sequel, Pr,(F) is often abbreviated by p(F) and Distr(Outc)
is used to denote the set of distributions on Outc.

Let us summarize some fundamental properties of probability measures. Since KU E =
Outc and F and F are disjoint, the above conditions imply

Pr(E) = 1— Pr(E).

In particular, Pr(@) = Pr(Outc) = 1 — Pr(Outc) = 1 —1 = 0. Probability measures
are monotonic, i.e., for events E/ and F’ such that £ C E’ it holds that

Pr(E"Y = Pr(E)+Pr(E'\E) > Pr(E).

Furthermore, if (1, ),>1 is a family of events, possibly not pairwise disjoint, then: Un>1 E, =
Unsi Bl where E] = Fy and Ej, = E,\ (E1U...UE, 1) forn > 2. Since B, NE;,, =@
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if n # m we get

Pr(| J E.) = Pe(| E,) = D Pr(E)).

nzl nzl n>l

If B C F> C B3 C ... and FE/ is as above, then we have E/, = E,\ E,_1 for n > 2, which
yields

= Pr() = Pr(E)
PR O
Pr(| | E)) = Pr(E) + ; (Pr(E,) — Pr(E,_1))

nzl

N—oo n=2

N
—  lim (Pr(El) + Z(Pr(En)—Pr(En—l))>

= lim Pr(Ey).

N—oo
Note that this limit exists and agrees with the supremum of { Pr(Ey), Pr(Fs),...}, as

the monotonicity of Pr yields Pr(F;) < Pr(k2) < ... < 1. For countable intersections
analogous results apply. That is, if Fq4 2 Fo D ..., then

Pr((| E,) = lim Pr(E,) = inf Pr(E,).

n—oo nzl
nzl z

This follows from the fact that the sequence ( F, ) n>1 of the complements E, = Outc\ E,
is decreasing. Thus, the above yields

Pr( QlEn) = Pr( QIE_n)

— 1P T
n>zl1

= 1— lim Pr(E,)

n—oo

= 1— lim (1 —Pr(En))

n—oo

= lim Pr(E,).
n—oo
Any event F with Pr(F) = 1 is said to hold almost surely. Note that if £ holds almost
surely, then Pr(D) = Pr(E N D) for all events D as Pr(D\ F) = 0 since D\ F is a subset
of ¥ and Pr(E) = 1 — Pr(E) = 1 — 1 = 0. This yields

Pr(D) = Pr(END)+Pr(D\E) = Pr(END).
=0
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In particular, the event 1 N Es of events E; and Ko that hold almost surely, holds almost
surely. As can be shown by induction, this carries over to any event that can be written as
a finite intersection ﬂlgz‘gn FE; of events Fy, ..., F, that hold almost surely. By taking the
limit of such (finite) intersections, we obtain that (1,5, £; holds almost surely if Pr(F;) = 1
for all ¢ > 0.

To define an appropriate o-algebra for a given Markov chain M (see below), we will use
the fact that for each set Outc and each subset IT of 20U¢ there exists a smallest o-algebra
that contains II. This is due to the observations that

e the powerset 20U of Outc is a o-algebra, and

e the intersection of ¢-algebras is a o-algebra.

Thus, the intersection &g = [)gz€ where € ranges over all o-algebras on Outc that
contain II is a g-algebra and is contained in any g-algebra € such that II C €. &g is called
the g-algebra generated by 11, and Il the basis for €.

Probability Measure of a Markov Chain In order to be able to associate probabil-
ities to events in Markov chains, the intuitive notion of probabilities in the Markov chain
M is formalized by associating a probability space with M. The infinite paths of M play
the role of the outcomes. That is, Outc™ = Paths(M). Recall that Paths(M) denotes
the set of all infinite sequences sgs182... € S* such that P(s;,s,01) > 0 for all ¢ > 0.
(The requirement that t;,;($9) > 0 could be added, but is irrelevant here.) The o-algebra

associated with M is generated by the cylinder sets spanned by the finite path fragments
in M.

Definition 10.9. Cylinder Set
The cylinder set of T = sq...s, € Pathsg, (M) is defined as

Cyl(7) = {m € Paths(M) | 7 € pref(n) }.

The cylinder set spanned by the finite path 7 thus consists of all infinite paths that start
with 7. The cylinder sets serve as basis events of the o-algebra &M associated with M.
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Definition 10.10. o¢-Algebra of a Markov Chain

The o-algebra &M associated with MC M is the smallest g-algebra that contains all
cylinder sets Cyl(7) where 7 ranges over all finite path fragments in M. [ |

From classical concepts of probability theory (see e.g. [21, 150]), it follows that there exists
a unique probability measure prM (or, briefly, Pr) on the g-algebra ¢M associated with
M where the probabilities for the cylinder sets (i.e., the events) are given by

PIM(CyI(éoén)) = Linic(SO) P(éoén)

where

P(S()Sl...sn) = H P(3i73i+1)-
o<i<n

For path fragments of length zero, let P(s¢) = 1.

For paths starting in a certain (possibly noninitial) state s, the same construction is applied
to the MC M, that results from M by declaring s as the unique initial state. Formally,
for M = (S, P, tyr, AP, L) and s € S, the MC M, is defined by M, = (S,P,t}, AP, L)

where
1 ifs=t
1 _
(1) = { 0 otherwise.

We often write Pr for Pr™s. If M is clear from the context, then M is omitted and we
simply write Pr,.

Example 10.11.  Cylinder Sets

Consider the Markov chain for the craps game, see Figure 10.3. The state sequence
T = start666 € Pathss,(so). Its probability is given by

ts(start) - P(start,6) - P(6,6) - P(6,6) = %’ (%)2'

The cylinder set of 7 is given by

{start6" won” |n > 2} U {start6" lost” | n > 2} U {start6 }.

Notation 10.12. LTL-Style Notations for Events

In the remainder of this chapter, LTL-like notations are frequently used to describe events
in Markov chains. For example, for set B C S of states, 0B denotes the event to reach
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(some state in) B eventually, and OOB describes the event that B should be visited
infinitely often. For singleton sets, the set brackets are typically omitted; e.g., (10t means
that {t} is visited infinitely often. In line with the notations for LTL, we often write
7 | @ rather than 7 € ¢ if @ is an LTL-style notation for an event (i.e., an LTL formula
with sets of states as atomic propositions) and 7w a path in M. The probability for ¢ to
hold in state s is denoted by Pr™(s = ¢), i.e.,

PrM(s = ) = Pri'{n € Paths(s) | = ¢ }.

If M is clear from the context the superscript M is omitted. [ |

10.1.1 Reachability Probabilities

One of the elementary questions for the quantitative analysis of systems modeled by
Markov chains is to compute the probability of reaching a certain set B of states. The set
B may represent a set of certain bad states which should be visited only with some small
probability, or dually, a set of good states which should rather be visited frequently.

In the sequel, let M = (S, P, ti:, AP, L) be a Markov chain and B C S a set of states.
The event of interest is denoted ¢ B. In order to be able to reason about the probability
of this event, we need to characterize the event OB as a measurable set of paths. In
fact, this is not difficult because the event { B agrees with the union of all basic cylinders
Cyl(sg...s,) where sg...s, is an initial path fragment in M such that sg,...,s,-1 ¢ B
and s, € B. The set of all such paths is given by Pathsg,(M) N (S \ B)*B. As the
set of finite path fragments is countable, this set is measurable, i.e., it is an element of
the o-algebra &M on M. Moreover, since these cylinder sets are pairwise disjoint, the
probability of eventually reaching B is given by

PM(OB) = > PrM(Cyl(so ... sn)

$0...8n € Paths s, (M) N (S\B)* B

= Z Linit(SO) . P(boén)

50...sn €Pathsfn (M) N (S\B)*B

Example 10.13.  Computing Reachability Probabilities by Infinite Series

Consider the Markov chain in Figure 10.1 on page 749, and suppose our interest is to
compute the probability of reaching the state delivered. For this event, the finite initial
path fragments sg...s, with s; # delivered for 0 < i < n and s, = delivered are of

Petitioner Exhibit 1002-1763



760 Probabilistic Systems

interest. These path fragments are of the form
Tn = start try (lost try)"™ delivered

where 7 is an arbitrary natural number. The probability of the cylinder set spanned by
T 1S (L)n 9. Hence,

10/ '10°
=~ 1\" 9 3 3
Pr''(Qdelivered) = Z (E) ST v 1
n=0 10 10

The event (delivered thus holds almost surely. This is, in fact, rather intuitive since in
the absence of a bound on the number of (re)transmissions it is to be expected that any
message is delivered eventually. Let us now impose an upper bound, say three, for the
number of transmission of a message. In order to determine the probability of the event
to deliver the message within three trials, we sum the probabilities for the cylinder sets of
the path fragments 7y, 71, and 7o which yields

9 1 9 1 1 9 _
0 T 1010 T 19 10 10 — 0.999.

This example shows how the probability of reaching a certain set of states can be calculated
by means of infinite sums. In general, this technique is rather involved and cumbersome.
For instance, the computation of the event {won in the craps game (see Figure 10.3, page
751) is much more involved. Let us now explain how probabilities of reaching a certain
set B of states in a finite MC can be computed in a more efficient way, i.e., without
considering infinite sums.

Let variable x, denote the probability of reaching B from s, for arbitrary s € .S. The goal
is to compute z, = Pr(s |= OB) for all states s. Clearly, if B is not reachable from s in
the underlying directed graph of M, then x; = 0. Also the converse holds, i.e., if 4 > 0,
then B is reachable from s. Moreover, x5 = 1 if s € B. For the states s € S\ B for which
B is reachable, it holds that

Ty = Z P(s,t) - o + ZP(s,u).

teS\B u€EB

This equation states that either B is reached within one step, i.e., by a finite path fragment
su with 4 € B (second summand), or first a state t € S\ B is reached from which B is
reached—this corresponds to the path fragments st¢...u of length > 2 where all states
(except the last one) do not belong to B (first summand). Let S = Pre*(B)\ B denote
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the set of states s € S\ B such that there is a path fragment sgs;...s, (n > 0) with

so = s and s, € B. For the vector x = () we have

s€81
X = Ax + b,

where the matrix A contains the transition probabilities for the states in S , e, A =
(P(s,t)), 45 and the vector b = (b;), 5 contains the probabilities of reaching B from

S within one step, i.e., by = P(s,B) = > wen P(s,u). The above equation system can
be rewritten into a (heterogeneous) linear equation system

I-A)x = b

where I is the identity matrix of cardinality |S| x |S].

Example 10.14.  Simple Communication Protocol

Consider the simple communication protocol in Figure 10.1 on page 749 and the event OB
for B = {delivered }. Then x, > 0 for all states s, since delivered is reachable from all
states. In this case, S = {start, try, lost } and we obtain the equations

Tstart = Ltry
o - 1 . . 9
Ttry = 5 %Llost T Tg
Liost =~  Ltry-

These equations can be rewritten as

1 -1 0 0
1 _ 9
0 -1 1 0

which yields the (unique) solution Zg¢art = Ttry = Xjpst = 1. Thus, the event of eventually
reaching the state delivered is almost sure for any state. [ |

The above technique yields the following two-phase algorithm to compute reachability
probabilities in finite Markov chains: first, perform a graph analysis to compute the set
S of all states that can reach B (e.g., by a backward DFS- or BFS-based search from
B), then generate the matrix A and the vector b, and solve the linear equation system
(I - A)x = b. However, (I — A)x = b might have more than one solution. This is
the case if I — A is singular, i.e., does not have an inverse. This problem is addressed
below by characterizing the desired probability vector as the least solution in [0,1]°. This
characterization enables computing the probability vector by an iterative approximation
method. (To apply direct methods, like Gaussian elimination, several rows and columns
of the matrix I — A have to be removed such that the remaining linear equation system
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has a unique solution.) In fact, we present a characterization for a slightly more general
problem, viz. constrained reachability (i.e., until properties). The obtained characterization
also partly applies to infinite Markov chains.

Let M = (S, P, Ly, AP, L) be a (possibly infinite) MC and B, C' C S. Consider the event
of reaching B via a finite path fragment which ends in a state s € B, and visits only
states in (' prior to reaching s. Using LTL-like notations, this event is denoted by C'U B.
The event B considered above agrees with SU B. For n > 0, the event C'U <" B has the
same meaning as C'U B, except that it is required to reach B (via states in C') within n
steps. Formally, C'US"B is the union of the basic cylinders spanned by path fragments
8081 ...8 such that kK <mand s; € C forall 0 <i¢ < k and s, € B.

Let S—g, S—1, S7 a partition of S such that

e BC S, C{seS|Pr(sECUB)=1},
e S\(CUB)C S C{secS|Prsk=CUB) =0}, and
e So =5\ (51 US).

For all states in the set S—1, the event C'U B almost surely holds. All states in 57 belong
to C'\ B. Let the matrix A be a quadratic matrix with rows and columns for the states
in S57. This matrix is obtained from the transition probability matrix P by omitting the
rows and columns for the states s € S_g U S—1 from P. That is

A = (P(s,1),4es,

Similarly, let vector b be defined as (bs ) cg, Where by = P(s, S-1).

We now provide a least fixed point characterization for the probability vector ( Pr(s |
C'UB)),cs,- Note that the set [0,1]° consists of all vectors y = (ys)ses, with y, € [0,1]
for all s € S? To obtain the least fixed point characterization, the set [0, 1] is equipped
with the partial order < given by y < y’ if and only if y, < 3, for all s € S7, where
y= ('ys)seS? and yl = (y;)ses‘r

Theorem 10.15. Least Fixed Point Characterization

The vectorx = (Pr(s =CUB)) is the least fixed point of the operator Y :[0,1]% —
[0, 1] which is given by

$€Sy

Y(y) = Ay +b.

Furthermore, if x(% = 0 is the vector consisting of zeros only, and x("™1) — T(x(”)) for
n 2 0, then
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o x(n) = (wgn))sesf? where J,ﬁ”) = Pr(sECU <”5:1) for each state s € S-,
o x(0 <x(MW <x® ... <x, and

e x = lim x(,
n—oo

Before proving Theorem 10.15, let us first comment on the well-definedness of T as a
function from [0,1]% to [0,1]%. For y = (ys)ses,, the vector Y(y) = (y.)ses, has the
entries
Yy = ZP(S,t)~yt + P(s,521).
€S,
Since 0 <y < 1forallt € Sy, P(s,s') > 0and >, g P(s,s) =1, this implies 0 <y, < 1.
Therefore, Y(y) € [0, 1]°7.

Proof: Let xy = Pr(s | C'U B) for each state s € S. Then, it follows from the definitions
of S—g and S—; that x = (24)seg,, s =0 for s € S_g, and z, = 1 for s € S_;.

1. Let us first show that x agrees with the limit of the vectors x(™ = (:Egn))ses?. By

induction on n, one can show that 2 = Pr(s|=CUS"S_;). Since C'US_; is the
countable union of the events C'US"S_;, we obtain

lim 2{™ = Pr(s E CUS_)) = .

2. The fixed point property x = T(x) is a consequence of the fact that x5, = Pr(s |=
CUB)=0ifseS_gand s =Pr(s=CUB) =1if s€ S_;. For s € S7 we derive

that
Ty = ZP(S,t)~LIJt
tes
= Z P(s,t)~\xt/+ ZP(s,t)wt + Z P(s,t)~\xt/
teS—p =0 tesS, teS—1 -1
= > P(s,t)a + Y, P(s,t)
teSy teS—1
L —
=bg

is the component for state s in the vector T (x).

3. It remains to show that x <y for each fixed point y of T. This follows from the
fact that x(™ < y for all n, which can be shown by induction on n. But then

x = Jim <0 <y
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This completes the proof. [ ]

Remark 10.16.  Ezpansion Law

The statement of the above theorem with S_; = B and S_g = S\(CUB) can be considered
as the probabilistic counterpart to the characterization of the CTL formula 3(C'U B) as
the least solution of the expansion law:

JCUB) = BV (C A 3O IHCUB)).

To make this clear, let us rewrite this expansion law in the following way. The set X =
Sat(I(C U B)) is the least set such that

BU{seC\B | Post(s)NX #2} C X.

In Theorem 10.15, this set-based least fixed point characterization is phrased for the
quantitative setting where instead of truth values for “s € X7 we deal with values x,
in [0,1]. If s € B, then &y = 1. This corresponds to the statement that s € B implies
s€X. If se C\B, thenwy =3 ,ccnp P(s,1) 2+ > ,cp P(s,1). This corresponds to the
statement that s € C'\ B and Post(s) N X # @ implies s € X. Finally, if s € S\ (C U B),
then xy = 0. This corresponds to the statement that s ¢ X if s ¢ C U B. [

The last part of Theorem 10.15 in fact provides a recipe for computing an approximation
of the desired probability vector x. It suggests to use the following iterative approach:

x0 =0 and x™) = Ax™ £ b forn >0

This method, often called power method, provides a simple iterative algorithm which com-
putes the vectors x(@, x™M) x3 . by matrix-vector multiplication and vector addition.
It aborts as soon as max,cg, |x§”+1) — J,ﬁ”)| < ¢ for some small user-defined tolerance .
Although the convergence of the power method is guaranteed, it is often less efficient than
other iterative methods for solving linear equation systems of large dimensions, such as
the Jacobi or Gauss-Seidel method. Explanations of such numerical methods for linear
equation systems go beyond the scope of this monograph and can be found in textbooks

such as [196, 248, 344].

Remark 10.17.  Choosing S—g and S—1

The constraints on S_g and S_;
BCS.,C{seS|Pr(s=CUB)=1}

and
S\(CUB) C S_gC {seS|Pr(s=ECUB)=0},
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do not uniquely characterize S_g and S—_;. For instance, S_g = S\ (CUB) and S_; = B
would suffice. For efficiency reasons, it is advantageous to deal with the largest possible
sets. The larger the sets S—y and S—_1, the smaller is their complement S;, and the smaller
the linear equation system that needs to be solved—as there is a variable for each s € S5.
A reasonable choice is

S = {s€S|Pr(sECUB)=0} and
Sy = {seS|Pr(sECUB)=1}.

These sets can be computed by simple graph algorithms that have a linear-time complexity
in the size of the MC M, i.e., the number of states plus the number of nonzero entries in
the transition probability matrix. The computation of S_g is straightforward since

Pr(s ECUB) =0 if and only if s~ 3(CUB)

where 3(C'U B) is viewed as a CTL formula. Thus, S—¢ can be calculated by means of a
backward search starting from B in time O(size(M)). The computation of S_; can also
be realized by means of simple graph traversal techniques, as will be explained in the next
section; see page T75fT. [

The results we have established so far permit computing approximations of the probability
Pr(s = C'U B) by iterative methods. In order to apply direct methods for a linear equation
system, like Gaussian elimination, the uniqueness of the linear equation system to be solved
is required. Without any additional assumptions on the choice of S_g, the uniqueness can,
however, not be guaranteed. This even applies to finite Markov chains as shown by the
following example.

Remark 10.18.  Several Fized Points

Under the assumption that S_q is a proper subset of {s € S| Pr(s | CUB) =0}, the
operator T may have more than one fixed point. Consider, e.g., the Markov chain:

1 1
Consider the event ¢s. A possible choice is S_g = @ and S_; = {s}, i.e, S? = {t}.
Matrix A is the identity matrix of cardinality one and b is the vector with the single
entry 0 for state {. Thus, the equation system x = Ax + b represents the trivial equation
x¢ = x¢ and the operator T : [0, 1] — [0, 1] is given by T (y;) = y:. Clearly, T has infinitely

many fixed points, namely all values y; € [0,1]. However, the probabilities for the event
¢s are given by the least fixed point ; = 0 of T. [ |
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Unique fixed points are guaranteed if M is finite and if S_g covers all states s with
s £ I(C'UB). As mentioned before, these are exactly the states s for which Pr(s |=
C'U B) = 0. This fact is captured by the following theorem:

Theorem 10.19. Unique Solution
Let M be a finite Markov chain with state space S, and B, C' C S,

S_o = Sat(-I(CUB)) and BC S_1 C{se 8| Pr(s=CUB)=1)}

and Sy = S\(S—US=1). Then, the vector (Pr(s | C'U B)),cg, is the unique solution of

the equation system x = Ax+b where A = (P(s,1)), g, and b = (P(s,521) )¢5,

Proof: Suppose there are two solutions of the equation system, say x = Ax + b and
y=Ay+b. Thusx—y = A(x—y). Assume Ax = x implies x = 0, where 0 is a vector
just consisting of zeros. Then x —y = A(x —y) yields x —y = 0, and therefore x = y.

We now prove that indeed Ax = x implies x = 0. This is proven by contraposition.
Assume x = (z4)ses, I a vector such that Ax = x and x # 0. Since M is finite, the
maximum of the values |x,| is well-defined. Let x be this maximum, and 7T the set of
states for which x4, = x, i.e.:

x = max{|xs||s€ S} and T = {se S ||xs| =2}

As x # 0, it follows that # > 0. Furthermore, " # &. Since the values P(s,t) are
non-negative and >, s P(s,1) <1, we obtain for each s € T:

o= |ZL5| < ZP(Syt)

tesSy

x| < LI;~ZP(3,1€) < .
teSy

//\<
8

This yields
v o= | = Y Pls,t)|a| = > P(s,1).

teSy teS,

As o > 0, this implies >  P(s,t) = 1 and |2;| = « for all states in Post(s) N S;. But
teSy
then for any s € T

Post(s) = {te S| P(s,t) >0} C T.

We conclude that Post*(s) C T for all s € T'. In particular, Post*(s) C S? and Post*(s) N
B = @ (recall that B C S_; and therefore BN S; = @). Thus, none of the states s € T
can reach B. Therefore,

T C {seS|s¥E3ICUB)} C S_q.
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But, as T'C Sy and S_g N Sy = &, T must be empty. Contradiction. [ ]

Remark 10.20.  Nonsingularity of Matriz I — A

A short remark for readers familiar with matrix norms. By roughly the same arguments
as in the proof of Theorem 10.15 (page 762) it follows that the matrix A does not have
an Eigenvalue A with |A| > 1. Then, the spectral norm of A, defined as

max{ |\ | A is a (complex) Eigenvalue of A },
is strictly less than 1. Thus, the infinite series:
T+A+A+ A%+ = > A"
n20

converges and its limit is the inverse of I — A where I is the identity matrix (of the same
cardinality as A). Note that
I-A) T+A+A2+ A%+ )
= I+A+A2+A+..) — (A+AZ LA A YL )
= L

This yields another argument why x = (I — A)~!b is a unique solution of Ax+b =x. B

As a result, Theorem 10.15 yields an iterative method for computing step-bounded con-
strained reachability probabilities. The probabilities of the events C'U S"B can be com-
puted by the following iterative scheme: x(® = 0 and x(+1) = Ax® + b for 0 < i < n.
The matrix A and the vector b are defined based on S_g = S\ (CUB), S_; = B and
Sy = C'\ B. That is:

For s € C'\ B, entry x(")(s) equals Pr(s = CU<"B).

Ezample 10.21.  Constrained Reachability in the Craps Game

Consider the Markov chain modeling the craps game, see Figure 10.3 (page 751). The event
of interest is C' US" B where B = { won}, C' = { start,4,5,6 }. The bounded constrained
reachability probability Pr(start = C'US™ B) is the likelihood of winning the game by
either throwing 7 or 11 (the player wins directly), or one or more times only 4, 5, or 6. It
follows that

S_o=1{8,9,10,lost } S_1={won} Sy ={start,4,5,6}.
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Using the state order start < 4 < 5 < 6, the matrix A and the vector b are given by

0 3 4 5 8

1 {027 0 0 1] 3
A=3%10 0 26 o b =351 4
0 0 0 25 5

The least fixed point characterization suggests the following iterative scheme:
x0 =0 and x(D = Ax) +bfor0<i<n.

where x* records for any states in Sy the probability of the event C'US"B. Applying this
iterative scheme to the example yields x() = b and

0 3 4 5 8 8 338

@_1]o20 0 o0 1|3 1] 3 1\?| 189
X = — . — +_ = J—

36| 0 0 26 0 | 36| 4] 36| 4 36 248

0 0 0 25 5 5 305

For instance, we have Pr(start = C US?B) = %%. In a similar way, one obtains x(3), x4,
and so forth. [

Remark 10.22.  Transient State Probabilities

The nth power of A, i.e., the matrix A", contains the state probabilities after exactly n
steps (i.e., transitions) inside S7. More precisely, matrix entry A"(s,t) equals the sum of
the probabilities P(sg s1 ... $,) of all path fragments $g $1...s, with sg = s, s, =t and
s; € S7 for 0 < ¢ < n. That is:

A"(s,1) = Pr(s = Sy U= 1).

IfB=gand C =5 then S =5g=and S =9, ylelding A = P. The entry
P"(s,t) (of the nth power of P) thus equals the probability of being in state ¢ after n
steps given that the computation starts in state s, i.e., P"(s,t) = Pr(s = SUT"t). The
probability of M being in state ¢ after exactly n transitions

0, (1) = ZP”(S,]S) “linie(8),

s€S

is called the transient state probability for state {. The function @M is the transient state
distribution. When considering ©7! as the vector (©:2%(1)),c, the above equation can be
rewritten as

oM =P-P-...-P e = P" -l

n times
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where the initial distribution is viewed as a column vector. Due to the numerical instability
of computing the nth power of a matrix, using, e.g., iterative squaring, it is recommended
to compute @nM by successive matrix-vector multiplication:

0" =t and M, = P.OM forn > 0.

Transient state probabilities are thus special instances of constrained reachability proba-
bilities. In fact, constrained reachability probabilities in MC M coincide with transient
state probabilities in a slightly modified Markov chain. Let us first illustrate this by means
of simple, i.e., unconstrained, step-bounded reachability probabilities in M, say the event
OS"B. The MC M is modified such that all states s € B are made absorbing. That is, all
outgoing transitions of s € B are replaced by a self-loop. This yields the MC Mp. The
intuition of this transformation is that once a path reaches a state in B, its subsequent
states are of no importance to Pr'¥'(s |= OS"B). Formally, Mg = (S,Pp, L) with S and L
as for M, and Pp is defined by Pp(s,t) = P(s,t) if s ¢ B, Pp(s,s) =1, and Pg(s,t) =0
for s € B and s # t. It then follows for any s € S:

Pr'(s = 0S"B) = Pr''3(s = 07" B).
The probability of reaching a B-state within n steps in M is now given by:
PO B) = Y015 (1).

teB

The reachability probability PrM(0<"B) in the MC M thus agrees with the cumulative
transient state probability for the B-states in the MC Mp.

Using similar arguments, one can show that the computation of step-bounded constrained
reachability probabilities Pr™t (CU B ) can be reduced to the problem of computing tran-
sient state probabilities in a slightly modified Markov chain. As for the simple reachability
probabilities, all states in B are made absorbing. In addition, all states in S\ (C'U B)
are made absorbing. This is justified by the fact that paths that visit some state in
S\ (C'U B) contribute probability zero to Pr™(s = C'US"B). We thus consider the
MC M’ = Mpys\(cup)) that results from M by making all states in BU (S'\ (C'U B))
absorbing. It then follows that for any state s € S:

PM(s e CUS"B) = PP (s = 07" B).

The probability of reaching a B-state within n steps in M via C-states only is now given
by
PM(CUS B) = Y e ().

teB
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Erample 10.25.  Reachability by Transient Probabilities

Consider again the Markov chain modeling the craps game (see Figure 10.3, page 751).
Let C'US™ B be the event of interest where B = { won}, C' = {start,4,5,6 }. According
to the described procedure just above, all states in B and all states that are neither in B
nor in ' are made absorbing. This yields the MC depicted in Figure 10.5. The constrained

N

Figure 10.5: Markov chain for the craps game for C US" B,

reachability probabilities for C US” B are obtained as follows. As before, let Linic(Start) = 1
and (4,;($) = 0 for any other state. For n=0, we have

Pr(start = C USYB) = Og(won) = t4:(won) = 0.

For n=1, one obtains

2

Pr(start |= CUS!B) = 14,4 (start)-P(start, won) = 3
For n=2, one obtains Pr(start |= C US2B) = v, (start)-P?(start, won) which equals :Z)’%g.
For other n, the probabilities are obtained in a similar way. [ |

10.1.2 Qualitative Properties

In the previous section, we have shown different ways to compute reachability probabilities
in Markov chains. This section is focused on qualitative properties of Markov chains. Such
properties typically require certain events to happen with probability 1, or more generally,
to compute all states where a certain event holds almost surely. Dually, the problem
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to check whether an event occurs with zero probability is a qualitative property. This
section will show that qualitative properties for events such as reachability, constrained
reachability, repeated reachability—can a certain set of states be visited repeatedly?—and
persistence—can only a certain set of states be visited from some moment on?—can all
be verified using graph analysis, i.e., by just considering the underlying digraph of the
Markov chain and ignoring the transition probabilities. This is due to a fundamental
result for finite Markov chains stating that almost surely the computations will enter a
bottom strongly connected component (an SCC that once entered cannot be left anymore)
and visit each of its states infinitely often. This result will be proven in detail. Finally, it
will be shown that this result does not apply to infinite Markov chains.

The first thing to be settled is that the events to be considered, such as repeated reacha-
bility and persistence, are measurable.

Remark 10.24. Measurability of Repeated Reachability and Persistence

Let B C S be a set of states in a Markov chain M. The set of all paths that visit B
infinitely often is measurable. This holds in arbitrary (possibly infinite) Markov chains
and follows from the fact that the event (0O B can be written as the countable intersection
of countable unions of cylinder sets:

O0B = ﬂ U Cyl(“(m+1)st state is in B”)

n20 m>zn

where Cyl(“(rm-+1)st state is in B”) denotes the union of all cylinder sets Cyl(tg t1 ... ¢n)
spanned by a finite path fragment of length m that ends in a B-state. That is, {gt1 ...t €
Pathsg, (M) and t,,, € B. Let us prove the equality in the above equation.

1. C: Let m = s9 81 82... bea path in M such that 7 = O0B. Thus, for all indices n
there exists some 1 > n such that s, € B. But then sgs$1...... $m 1s a finite path
fragment which ends in some state in T" and whose cylinder set contains w. Thus,
for all nn > 0 there exists mm > n such that

€ Cyl(sg...8m) C Cyl(“(m + 1)-st state is in B”).
This shows that 7 belongs to the set on the right.

2. 2 Let m = sgs182... beapathin (), 55 U,,>, CyI(“(m+1)st state € B”). Thus,
for each n there exists some m > n and a finite path fragment 3ty ...%,, such
that t,, € B and 7 € Cyl(tgty...t,). But then tgti...1,, is a prefix of 7 and
Sm = tm € B. As this holds for any n, it follows that 7 = 00 B.

These arguments can be generalized to establish the measurability of events stating that
finite path fragments, like T, appear infinitely often. This can be seen as follows. Let

Petitioner Exhibit 1002-1775



772 Probabilistic Systems

T = 1o ...l be a finite path fragment in M and Cyl(“T is taken from the mth state”)
the union of all cylinder sets Cyl(sqg... $y—1 to...tx). Then, the set of paths satisfying
OO, i.e., the set of paths that contain infinitely many occurrences of 7 is measurable,
since it is given by:

ﬂ U Cyl(“7 is taken from the mth state”).

n20 m>2n

Now let IT be a set of finite path fragments. The above yields that the event A ;O0T,
stating that each finite path fragment 7 € Il is taken infinitely often, is measurable too.

Note that since the state space S of a Markov chain is countable (see Definition 10.1, page
747), Pathsg, (M) is countable.

Let us now consider persistence properties, i.e., events of the form QLIB. Such events

consist of all paths # = sps189... such that, for some n > 0, the suffix s, s,.1 ...
only contains states in B. The event QLB is measurable as it is the complement of the
measurable event OJO(S \ B). [

While the infinite repetition of a nondeterministic choice in a transition system does not
impose any restrictions on the sequence of selected alternatives, randomization (as in
Markov chains) somehow implies strong fairness for all transitions. This follows from the
following theorem which states that under the assumption that a certain state t, say, of
a Markov chain is visited infinitely often, then almost surely all finite path fragments
tot1...t, that start in ¢ (i.e., tg = t) will be taken infinitely often too. Here, the notion
“almost surely” refers to the conditional probabilities, under the condition that { is visited
infinitely often. Formally, an event FE is said to hold almost surely under the condition of
another event D if Pr(D) = Pr(EE N D).

Theorem 10.25. Probabilistic Choice as Strong Fairness
For (possibly infinite) Markov chain M and s, t states in M:

Prv(s | O0t) = Pzgw( A DO%)

T € Pathsg, (t)

where Nz o Pathsy, (t) JOT denotes the set of all paths 7 such that any path fragment T €
Pathsgn, (1) occurs infinitely often in .

In particular, for each state ¢ € S and u € Post(t) the event “transition ¢ — wu is taken
infinitely often” holds almost surely given that { is visited infinitely often. In this sense,
executions of Markov chains are strongly fair with respect to all probabilistic choices.

Proof: The proof is provided in three steps.
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1. We first prove that for any 7 € Pathsg,(t) it holds that:
Pr(s = 00t) = Pr(s = 07).

Let p = P(7). As T € Pathsg,(t), it follows that 0 < p < 1. Let E,(7) be the
event “visit ¢ at least n times, but never take the path fragment 7. Note that
Eq(7) 2 Ea(7) 2 .... Furthermore:

Pry(Ba (7)) < (1—p)™.

Let the event E(7) = (1,5 En(7). That is, E(7) is the event that ¢ is visited
infinitely often, but the path fragment 7 is never taken. As E1(7) D Eqo(T) D ...
and

Pr(E) = lim Pr(Bu7) < lm (1-p)" = 0

n—oo n—oo

we have that:
Pr(s = 00t A “path fragment 7 is never taken”) = 0
2. Now consider the event F,(7), for n > 0, that represents the fact that state t is

visited infinitely often, while the path fragment 7 will not be taken anymore from
the nth state on. The probability for the event F,(7) is given by

Pr(Fu(%)) = Y Pr( sEQ"s ) Pry(Ef)) = 0.
SIES A

the n-th state is s’ =0
Now consider the event
F(m) = 00t A “from some moment on, the path fragment 7 is never taken”.
It follows that I'(7) = 5, Fu(T). Since F1 C F> C ... it follows that
Pry(F(m)) = lim Pry(F,(7)) =0.
n—oo

Hence:

Pr(s =00t A OO “path fragment 7 is taken”)
Pr(s = 00t) — Pry(F(7))

= Pr(s = 0O01).

3. We now generalize this result to all finite path fragments starting in state {. Let the

event
F = U F&.
wePathsgn (1)

As the set of finite path fragments is countable we have

Pry(F) < ZPrs(F(ﬂ) =0

where 7 ranges over all finite path fragments starting in ¢. Hence, Pry(F') = 0.
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Thus, under the condition that state { is visited infinitely often, almost surely any finite
path fragment starting in ¢ will be taken infinitely often. ]

As a direct consequence of Theorem 10.25, it follows that any successor of ¢ is visited
infinitely often:
PM(s =00t = PrM(sl= [\ O0uw).
u € Post™(t)

Hence, for any state s it holds that

Pr(sl= /\ /\ (OOt - O0u) = 1.

teS uePost* (t)

Notation 10.26. Graph Notations for Markov Chains

Let M = (S, P, t;n5, AP, L) be a finite MC. In the sequel, we often use graph-theoretical
notations for MCs which refer to the underlying digraph of M. For example, a subset T’
of S is called strongly connected if for each pair (s,t) of states in T there exists a path
fragment sgS1...8, such that s; € T'for 0 < ¢ < n, s = sand s, = t. A strongly
connected component (SCC, for short) of M denotes a strongly connected set of states
such that no proper superset of 71" is strongly connected. A bottom SCC (BSCC, for short)
of M is an SCC T from which no state outside T is reachable, i.e., for each state t € T" it
holds that P(¢,T) = 1. (Recall that P(s,7) = > ,.r P(s,t).) Let BSCC(M) denote the
set of all BSCCs of the underlying digraph of M. [ |

Let us now apply Theorem 10.25 to finite MCs. They enjoy the property that at least
one state is visited infinitely often on each infinite path. The following result asserts that
the set of states that is visited infinitely often on a path almost surely forms a BSCC.
Before presenting this result, we have to ensure that the event “being in a given BSCC” is
measurable. This can be seen as follows. Recall that inf(7) denotes the set of states that
are visited infinitely often along 7. The event inf(7) = T for some BSCC T is measurable
as it can be written as a finite intersection of measurable sets (cf. Remark 10.24 on page
771):
/\ 00t A 00T

teT

The set of paths for which inf(7) is a BSCC agrees with the measurable event

\/  (nf(r) =1).

TeBSCC(M)
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Theorem 10.27. Limit Behavior of Markov Chains
For each state s of a finite Markov chain M:

Pr{x € Paths(s) | inf(r) € BSCC(M)} = 1.

Proof: For each path 7, the set inf(r) is strongly connected, and thus contained in some
SCC of M. Hence, for each state s:

ZT: Pry{m € Paths(s) | inf(m) =T} = 1 (%)

where T ranges over all nonempty SCCs of M. Assume that Pry{ 7 € Paths(s) | inf(7) =
T'} is positive. By Theorem 10.25, almost all paths 7 with inf(r) = 7" fulfill

Post*(T) = Post*(inf(r)) C inf(r) = T.

Hence, T' = Post*(T'), i.e., T is a BSCC. The claim now follows from (x). [

Stated in words, Theorem 10.27 states that almost surely any finite Markov chain even-
tually reaches a BSCC and visits all its states infinitely often.

Ezxzample 10.28.  Zeroconf Protocol (Revisited)

Consider the Markov chain for the zeroconf protocol; see Example 10.5 (page 751). This
MC has two BSCCs, namely {sg} and {sg}. According to the previous theorem, any
infinite path will almost surely lead to one of these BSCCs. This means in particular that
the probability of infinitely often attempting to acquire a new address (after receiving no
response on a probe) equals zero. [ |

The previous theorem is a central result for the analysis of many types of properties of finite
MCs. In the following, we consider three important almost sure properties: reachability,
repeated reachability, and persistence properties. The problem of almost sure reachability
amounts to determining the set of states that reach a certain given set of states B, say,
almost surely. The following result provides the foundations for such a computation.

Theorem 10.29. Almost Sure Reachability

Let M be a finite Markov chain with state space S, s € S and B C S a set of absorbing
states. Then, the following statements are equivalent:
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(a) Pr(s |= OB) =
(b) Post*(t) N B # @ for each state t € Post*(s).

(¢) s € S\ Pre*(S\ Pre*(B)).
In particular, {s € S| Pr(s|=0B) =1} = S\ Pre*( S\ Pre*(B)).
Proof:

1. (a) = (b): Let t € Post*(s) such that Post*(t) N B = @, i.e., t is a successor of s
from which B cannot be reached. Then: Pr(s = 0B) < 1 — Pr(s |= 0t) < 1. This
shows that if (b) is violated, (a) is so too.

2. (b) <= (c¢): By definition of Post and Pre it follows that for each v € S and C C S,
Post*(u) NC' # @ if and only if v € Pre*(C'). Thus:

Post*(t) N B # & for any state t € Post™(s)
iff Post*(s) C Pre*(B)
iff  Post*(s)N(S\ Pre*(B)) = @
iff s ¢ Pre*(S\ Pre*(B))
iff se€S\ Pre*(S\ Pre*(B)).

3. (b) = (a): Assume Post*(t) N B # @& for any successor t of s. By Theorem 10.27,
almost all paths m € Paths(s) reach a BSCC. Since each state in B is absorbing, each
BSCC T of M is either of the form 7" = {¢} with ¢t € B or it satisfies TN B = &.
Let us show that the latter case cannot occur. Consider T'N B = @ for BSCC T
As T is a BSCC, Post*(u) N B = & for each u € T. However, as B is reachable from
any successor of s, there is no BSCC T with T'"N B = & that is reachable from s.
Hence, from state s almost surely a state in B will be reached.

Thus, if all states in a finite Markov chain can reach a set B of absorbing states, then
B will be reached almost surely from each state. This, however, also implies that almost
surely B will be visited infinitely often, as stated by the following corollary:

Petitioner Exhibit 1002-1780



Markov Chains 77

Corollary 10.30. Global Almost Sure Reachability
Let M be a finite Markov chain with state space S, and B C S. Then:

s =30B for any s € S implies Pr(s EO0OB) = 1 foralls € S.

Theorem 10.29 suggests the following algorithm to determine the set of states that reach
a certain set B of states almost surely in a finite MC M:

1. Make all states in B absorbing. This yields MC Mp.

2. Determine the set S\ Pre*(S \ Pre*(B)) by a graph analysis in Mp. This can be
done by a backward search from B to compute Pre*(B) followed by a backward
search from S\ Pre*(B) to determine Pre*(S \ Pre*(B)). Both searches are carried
out on Mp.

Thus, the time complexity of determining the set of states s for which Pr(s = 0B) =1 is
linear in the size of M.

Now consider a constrained reachability condition C'U B where ' and B are subsets of
the state space of a finite MC M.

Corollary 10.31. Qualitative Constrained Reachability
For finite Markov chain M with state space S and B,C C S, the sels

So={seS|Pr(sECUB)=0} and S.1={seS|Pr(sECUB)=1}

can be computed in time O(size(M)).

Proof: Let M be a finite MC and B,C' C S.

1. Theset S.g = {s € S| Pr(s = CUB) = 0} agrees with the complement of the
satisfaction set of the CTL formula 3(C'U B). This set can be computed by means
of a backward analysis starting from the B-states in time linear in the size of M.

2. A linear-time algorithm for the computation of S_y = {s € S| Pr(s =CUB) =1}
is obtained as follows. In fact, the problem of calculating S—_; can be solved by a
reduction to the problem of computing the set of states that almost surely eventually
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reach B in a slightly modified Markov chain. The idea is to make all B-states
absorbing and do the same for all states in S\ (C'U B). To that end, M is changed
into the Markov chain M’ with state space S and transition probability function P’
given by

1 : ifse BUS\(CUB)

U _
Piis,t) = P(s,t) : otherwise.

The justification for the transformation of M into M’ is given by

e PPM(s = CUB) = Pr™ (s = OB) for all states s € C'\ B,

e PPM(s = CUB) = Pr™ (s |= OB) =1 for all states s € B,

e PPM(s = CUB) = Pr™ (s |= OB) = 0 for all states s € S\ (C'U B).
Thus, the probabilities for the constrained reachability property C'U B in M can be
determined by computing the reachability probabilities OB in M’. The latter can

be done in time linear in the size of M’ (see above), which is bounded from above
by that of M. (Recall that size(M) is the number of states and transitions in ./\/lg

Ezample 10.32.  Qualitative Constrained Reachability

Consider again the craps game, see Example 10.4 (page 750). As before, let B = { won }
and C' = {start,4,5,6 } and consider the event C'U B. We have

S_o =85\ Sat(3(CU B)) = {lost, 8,9,10 }.

To determine the set S_; all states in B and in S\ (B U (') are made absorbing. This
yields the MC in Figure 10.5 (page 770). The states that almost surely reach the state
won in this MC are {4, 5,6, won }. These are the states in S_;. [ |

Using the above result, the qualitative model-checking problem to determine whether
PrM(C'UB) = 1 can be solved by a graph analysis in time linear in the size of M. In
fact, the same holds for repeated reachability events:

Corollary 10.33. Qualitative Repeated Reachability

Let M be a finite Markov chain with state space S, B C S, and s € S. Then, the following
statements are equivalent:

(a) Pr(s =0O0B) = 1.

(b) TN B#& for each BSCC T that is reachable from s.
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(c) s =EVUIOB.

Proof: The equivalence of (a) and (b) follows immediately from the fact that from state s
almost surely a BSCC T will be reached and all states of T will be visited infinitely often
(see Theorem 10.27). The equivalence of (a)/(b) and (c) is left as an exercise to the reader
(see Exercise 10.5 on page 901). [ ]

As a consequence, to check whether Pr™(00B) = 1, it suffices to analyze the BSCCs
in M, which can be done in linear time. The following result asserts that repeated
reachability probabilities can be computed in time polynomial in the size of M. This
is achieved by a reduction to the problem of computing the probabilities for eventually
visiting certain BSCCs:

Corollary 10.34. Quantitative Repeated Reachability
Let M be a finite Markov chain with state space S, B C S, and s € S, and U be the union
of all BSCCs T (in M) with TN B # @. Then:

Pr(s E0O0B) = Pr(s = OU).

In a similar way, by an analysis of the BSCCs it can also be checked whether a strong or
weak fairness constraint (or other w-regular liveness property) holds almost surely. For
persistence property OL1B with B C S, for instance, we have

e Pr(s = O00OB) = 1iff T'C B for each BSCC T that is reachable from s.

e Pr(s = O0B) = Pr(s |= OV) where V is the union of all BSCCs 7" with 7" C B.

The conclusion of this section is that checking a qualitative property, such as reachability,
repeated reachability, and persistence on a finite Markov chain can be achieved by a graph
analysis. The transition probabilities thus are of no importance for this purpose! As the
following example indicates, this does not hold for infinite Markov chains.

Remark 10.35.  Qualitative Properties in Infinite Markov Chains

We state without proof that the above considerations on the limiting behavior of finite
Markov chains do not hold for infinite Markov chains. In fact, even for strongly connected
infinite Markov chains it is possible that the probability of visiting a certain state infinitely
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often is zero. Thus, it is possible that Pr(s = 07) > 0 for all states s, while Pr(s |
O0T) = 0. Typical examples are so-called one-dimensional random walks. A concrete
example is the infinite Markov chain M, where p is a rational number in ]0,1[. The
state space of M, is S = IN with L(0) = {0} and L(n) = @ for n > 0. The transition
probabilities in M, are given by (see Figure 10.6):

P(n,n+1)=p and Pn,n—1)=1—p foralln>0
P0,0)0=1—p and P(0,1)=p.

It can be shown that for p < %, the leftmost state is almost surely eventually reached, and
almost surely infinitely often visited, i.e.:

Pr(n |= 00) = Pr(n =000) =1 for all n > 0.

However, for p > %, it is more likely to move to the right (i.e., to move from state n to state
n+1) than to the left, and it can be shown that Pr(n | 00) < 1 and Pr(n = 000) =0
for all n > 0. (Further details on infinite Markov chains and random walks can be found
in most textbook on Markov chains; see e.g., [63, 238, 248].) [

P p P
MeGodbodoWioWlibin
{0} 1-p 1%} 1—p & 1—p 1%}

Figure 10.6: Infinite Markov chain for a one-dimensional random walk.

10.2 Probabilistic Computation Tree Logic

Probabilistic computation tree logic (PCTL, for short) is a branching-time temporal logic,
based on the logic CTL (see Chapter 6). A PCTL formula formulates conditions on a
state of a Markov chain. The interpretation is Boolean, i.e., a state either satisfies or
violates a PCTL formula. The logic PCTL is defined like CTL with one major difference.
Instead of universal and existential path quantification, PCTL incorporates, besides the
standard propositional logic operators, the probabilistic operator P () where ¢ is a path
formula and J is an interval of [0, 1]. The path formula ¢ imposes a condition on the set
of paths, whereas J indicates a lower bound and/or upper bound on the probability. The
intuitive meaning of the formula P;(y) in state s is: the probability for the set of paths
satisfying ¢ and starting in s meets the bounds given by J. The probabilistic operator can
be considered as the quantitative counterpart to the CTL path quantifiers 3 and V. The
CTL formulae Jp and Vi assert the existence of certain paths and the absence of paths
where a certain condition does not hold respectively. They, however, do not impose any
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constraints on the likelihood of the paths that satisfy the condition ¢. Later on in this
section, the relationship between the operator P;(¢) and universal and existential path
quantification is elaborated in detail.

The path formulae @ are defined as for CTL, except that a bounded until operator is
additionally incorporated. The intuitive meaning of the path formula ® US™W for a natural
number n is that a W state should be reached within n transitions, and that all states prior
to reaching the W-state satisfy .

Definition 10.36. Syntax of PCTL

PCTL state formulae over the set AP of atomic propositions are formed according to the
following grammar:

d = true ‘ a ‘ Dy A Do ‘ -P ‘ P ()

where ¢ € AP, ¢ is a path formula and J C [0,1] is an interval with rational bounds.
PCTL path formulae are formed according to the following grammar:

o= O ‘ O, U By ‘ O, US" @,

where ®, ®1, and ®9 are state formulae and n € IN. [ |

As in CTL, the linear temporal operators () and U (and its bounded variant) are required
to be immediately preceded by IP. Rather than writing the intervals explicitly, often
abbreviations are used; e.g., P<o.5(¢) denotes P .5 (p), P=1(p) stands for Py 1)(), and
Poa(p) denotes Py ().

The propositional logic fragment of PCTL, as well as the path formulae () ® and &1 U ®,
has the same meaning as in CTL. Path formula ®; U S"®, is the step-bounded variant of
&1 U Ds. It asserts that the event specified by ®5 will hold within at most n steps, while
®¢ holds in all states that are visited before a ®,-state has been reached. Other Boolean
connectives are derived in the usual way, e.g., ®; V ®5 is obtained by —(=®; A —=D3).
The eventually operator (¢) can be derived as usual: ¢ = trueU ®. Similarly, for
step-bounded eventually we have:

OS"® — trueU .

A path satisfies OS"® if it reaches a ®-state within n steps.

The always operator can be derived using the duality of eventually and always (as in CTL
and LTL) and the duality of lower and upper bounds. The latter means that an event F
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holds with probability at most p if and only if the dual event [/ = Paths(M) \ E holds
with probability at least 1—p. Thus, it is possible to define, e.g.,

Pp(0®) = P31_,(0-®) and Pp, o(O'0) = Py (05" =®).

Other temporal operators, like weak until W or release R (see Section 5.1.5, page 252)
can be derived in an analogous way. This is left as an exercise to the reader; see Exercise
10.9 (page 902).

Ezample 10.837.  Specifying Properties in PCTL

Consider the simulation of a six-sided die by a fair coin as described in Example 10.3 (page
750). The PCTL formula

N P_s(0)

1<6<6

expresses that each of the six possible outcomes of the die should occur with equal prob-
ability.

Consider a communication protocol that uses an imperfect channel that might lose mes-
sages. The PCTL formula

P_1(Qdelivered) N P_g ( O (try_to_send — Psq.99(O S delivered) ) )

asserts that almost surely some message will be delivered (first conjunct) and that almost
surely for any attempt to send a message, with probability at least 0.99, the message will
be delivered within three steps.

Consider the craps game, see Example 10.4. The property “the probability of winning
without ever rolling 8, 9, or 10 is at least 0.32” is expressed by the PCTL formula:

P>0.32(—|(8 vV 9V 10)U won).

Impatient players might be interested in this property but with a bounded number of rolls,
say, five. This is expressed by

Pso32(=(8 V 9 V 10) US® won).
Finally, the PCTL formula
Pso32(=(8 V 9 V 10) USS P_; (Twon))

expresses in addition that almost surely the player will always win. ]

PCTL formulae are interpreted over the states and paths of a Markov chain M. For the
state formulae, the satisfaction relation |= is a relation between states in M and state
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formulae. As usual, we write s = ® rather than (s, ®) €|=. The interpretation is as usual,
e.g., s = @ if and only if ® holds in s. For the path formulae, |= is a relation between
infinite path fragments in M and path formulae.

Definition 10.38. Satisfaction Relation for PCTL
Let a € AP be an atomic proposition, M = (S, P, ti,;, AP, L) be a Markov chain, state
s €8, &, ¥ be PCTL state formulae, and ¢ be a PCTL path formula. The satisfaction
relation |= is defined for state formulae by

skEa iff e L(s),

sk=-9 iff s~ o,

sEPAY iff s ®and s =,

sEP;(p) iff Pr(skEy) el

Here, Pr(s |= @) = Pr.{m € Paths(s) | 7 |= ¢ }.

Given a path 7 in M, the satisfaction relation is defined (as for CTL):
TE=QO® iff 7w[l] = @,
T oUW iff 3520 (7jlEY A (VO Kk <j7k] =D)),
T OUSTT  iff 30<j<n (Tl EY A (VO Kk <j.m[k] = ®))

VA%

where for path m = sgs182... and integer i > 0, 7[i] denotes the (i+1)-st state of 7, i.e.,
m[i] = s;. [ |

Let Sata(®), or briefly Sat(®P), denote {s € S |s |- }.

The semantics of the probability operator P refers to the probability for the sets of paths
for which a path formula holds. To ensure that this is well-defined, we need to establish
that the events specified by PCTL path formulae are measurable, i.e., elements of the o-
algebra ¢M (see Definition 10.10, page 758). As the set {7 € Paths(s) | 7 |= ¢ } for PCTL
path formula ¢ can be considered as a countable union of cylinder sets, its measurability
is ensured. This follows from the following lemma.

Lemma 10.39. Measurability of PCTL Events
For each PCTL path formula ¢ and state s of a Markov chain M, the set {m € Paths(s) |

T =} is measurable.

Proof: For any PCTL path formula ¢, it will be proven that the set Paths(s,y) = {7 €
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Paths(s) | @ |= ¢} is measurable, i.e., belongs to the o-algebra ¢*. This is done by
showing that this set can be considered as the countable union of cylinder sets in &M,

There are three possibilities for . If ¢ = O ®, then Paths(s, @) agrees with the union of
the cylinder sets Cyl(st) where t |= ®. For ¢ = ® U SV, the set Paths(s, ) is obtained
by the union of all cylinder sets Cyl(sg sy ...$;) where k <n, sp =V, s9 = s, and s; = ®
for 0 < i < k. For unbounded until, i.e., ¢ = ® U W, we have:
Paths(s,) = | J{r € Paths(s) |7 = ®U <"},
n 20

The equivalence of PCTL formulae is defined as for the other logics encountered so far:
two state formulae are equivalent whenever their semantics are equal. Formally, for PCTL
state formulae ¢ and W:

& = ¥ iff for all Markov chains M and states s of M it holds that:
sEP <= sV

iff Satp(P) = Satp (W) for all Markov chains M.

In addition to the equivalence rules for propositional logic, we have, e.g.,

Pep(p) = ~Pp(p)

where p €]0, 1] is a rational number and ¢ an arbitrary PCTL path formula. This equiv-
alence follows directly from the PCTL semantics. Thus, the expressiveness of PCTL does
not change when only permitting the upper bounds on the path probabilities (< p and
< p) and one of the (qualitative) bounds = 0 or = 1. Note that, e.g.,

Pio.3,07(¢) = “P<os(p) A Pgor(p).

Another example is the following duality law:

P=o(O P5o(0P)) = Po(OP5o(OP)).

This is proven as follows. First, consider =. Let s be a state of Markov chain M with
s = Pog( O Pso(OP) ). Then, for some direct successor t of s, it holds that t = Pso(0P) ).
This implies that there exists a finite path fragment £gt; ... ¢, which starts in {y = { and
ends in state t, € Sat(®). So, t,—1 = Pso(O P). Since stgty...t,—1 is a path fragment
starting in s, it follows that s = Pso(OPso(O ®)).

Consider <. Let s |= Psg(OP<o(O ®) ). From the PCTL semantics it follows that
Pr(s = 0Sat(P~o(O P))) > 0.
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Thus, there exists a path fragment sgs1...s, starting in s9 = s and ending in a state
sn € Sat(P<o(O P)). Hence, s, has a successor ¢ with ¢t = ®. But then s;...s,% is a
witness for s1 = P-o(O®). Since s; € Post(s), it follows that s = Pso( O Pso(0P) ).

10.2.1 PCTL Model Checking

The PCTL model-checking problem is the following decision problem. Given a finite
Markov chain M, state s in M, and PCTL state formula ¢, determine whether s |= ®.
As for CTL model checking, the basic procedure is to compute the satisfaction set Sat(P).
This is done recursively using a bottom-up traversal of the parse tree of ®; see Algorithm
13 (page 342). The nodes of the parse tree represent the subformulae of ®. For each node
of the parse tree, i.e., for each subformula ¥ of ®, the set Sat(W¥) is determined. For the
propositional logic fragment of PCTL this is performed in exactly the same way as for
CTL. The most interesting part is the treatment of subformulae of the form ¥ = P;(¢p). In
order to determine whether s € Sat(¥), the probability Pr(s = ¢) for the event specified
by ¢ needs to be established. Then

Sat(P;(p)) = {s €S| Pr(s|=yp) e J}.

For several path formulae ¢, the computation of the probability Pr(s |= ¢) has, in fact,
already been treated in previous sections.

Let us first consider the next-step operator. For ¢ = (O W, the following equality holds:

Pris QW) = Y P(s,s)

s’eSat(w)

where P is the transition probability function of M. In matrix-vector notation we thus
have that the vector ( Pr(s = (O ¥) )ses can be computed by multiplying P with the char-
acteristic vector for Sat(¥), i.e., bit vector (by)scs where by = 1 if and only if s € Sat(W).
Checking the next-step operator thus reduces to a single matrix-vector multiplication.

The probability Pr(s |= ) for until formulae ¢ = ® U <" or ¢ = ® U can be obtained
using the techniques explained in Section 10.1.1 (see page 759fF). The events C'U S"B or
C'U B, respectively, should be taken with C' = Sat(®) and B = Sat(V¥). For the bounded
until operator U S", the vector (Pr(s |= ¢) )ses can be obtained by O(n) vector-matrix
multiplications. For the until operator, a linear equation system needs to be solved. In
both cases, the dimension of the involved matrix is bounded by N x N where N = |S] is
the number of states in M. This yields
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Theorem 10.40. Time Complerity of PCTL Model Checking for MCs

For finite Markov chain M and PCTL formula ®, the PCTL model-checking problem
M E @ can be solved in time

O( poly(size(M)) - Timax - |P|)

where Timax 18 the mazximal step bound that appears in a subpath formula WU <”\112 of
(and Nymax = 1 if © does not contain a step-bounded until operator).

For efficiency reasons, in order to check the qualitative PCTL properties, such as P_; (a U b)
or P-o(aUb), graph-based techniques are employed as described in the next subsection.
This avoids solving a system of linear equations.

For CTL, counterexamples and witnesses can be provided as an additional diagnostic feed-
back when checking a transition system against a CTL formula 3y or Vip. Alternatively, a
CTL model checker may provide an output file containing the information on which states
fulfill the subformulae. Recall that the satisfaction sets of all subformulae are computed
by the CTL model checker anyway. The probabilistic analogue is to provide the infor-
mation on the probabilities Pr(s |= ) for all subformulae P;(¢). Note that these values
Pr(s |= ¢) have been computed by the PCTL model checker. Although this information
can be very helpful, for large state spaces it might be hard to extract any relevant informa-
tion. To provide more comprehensive diagnostic information, the PCTL model-checking
procedure can be extended to return sets of finite path fragments that constitute a witness
for the satisfaction or refutation of subformulae P;(y). Let us explain this by means of
(unconstrained) reachability properties. If s = P, (OW), then Pr(s = OW¥) > p. A proof
for the latter is given by a finite set II of finite path fragments sq s1 ... s, such that sqg = s,
si £ Wfor 0<i<nands, |=W¥and ) - .y P(T) > p. A witness of s [£ P, (OW) thus is
a finite set of paths, all satisfying ¢W, such that their total probability mass exceeds p.

Ezample 10.41.  Counterexample

Consider the (abstract) Markov chain depicted in Figure 10.7 and assume the PCTL
formula of interest is Pgé(Ob). The fact that sg & P<%(<>b) can be witnessed by, e.g., the
set of finite paths:
{ sosity , sosis2ty ,  sosaly )
—— —— ——

probability 0.2 probability 0.2 probability 0.15

whose total probability exceeds the probability bound % Note that counterexamples are
not unique; e.g., replacing the finite path sg st by sgs1s2t1 in the above set of paths
also yields a counterexample. ]

An evidence of s = P>,(OW)—note that the only difference with the previous case is that
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{0}

wl—

1 1

Figure 10.7: An example of a Markov chain.

0.2

p is an upper bound rather than a lower bound—is obtained by considering the set of finite
paths that refute QW and showing that these paths occur with a probability that exceeds
1—p. More precisely, consider the finite set Il of finite paths sg s1 ... s, such that sqg = s,
si [ W for 0 < ¢ < n and s, belongs to some BSCC C' of M such that C'N Sat(¥) = &.
Moreover, it is required that ) - .; P(7) > 1—p. Note that all paths that start with a
prefix sgs1 ... s, € Il never visit a state for which ¥ holds. The cylinder sets Cyl(7) of all
path fragments 7 € 11 are contained in {7 € Paths(s) | 7 = -V }. Hence:

Pr(s = 0W) = 1-Pr(s E0-0) < 1= PF) < 1—(1-p) = p.
well

Vice versa, Pr(s = LJ-W¥) equals the probability of reaching a BSCC T via a path fragment
through —W-states such that 7'N Sat(V) = &. Hence, Pr(s = QW¥) < p if and only if there
exists such a finite set 11. Such a set 1l can be obtained by successively increasing n and
collecting all finite path fragments sgs1...s; up to length k < n that fulfill the above
conditions (i.e., Sg,...,sx_1 £ ¥ and s; € T for some BSCC T with T'N Sat(V) = @),
until the probabilities P(sg s1 ... k) sum up to a value > 1 — p.

10.2.2 The Qualitative Fragment of PCTL

The logic PCTL has been introduced as a variant of CTL where the path quantifiers 3
and V are replaced by the probabilistic operator P;. It is the purpose of this section to
compare the expressiveness of CTL and PCTL in more detail. As PCTL provides the
possibility to specify lower (or upper) bounds in the likelihood that they differ from zero
and 1, as in IP’>% (), it is evident that there exist properties that can be defined in PCTL
but not in CTL. It remains to investigate how the qualitative fragment of PCTL—only
allowing bounds with p=0 or p=1—relates to CTL. As we will see, these logics are not
equally expressive, but are incomparable (though their common fragment is large).
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Definition 10.42. Qualitative Fragment of PCTL

State formulae in the qualitative fragment of PCTL (over AP) are formed according to
the following grammar:

® = true ‘ a ‘ Oy A Dy ‘ - ‘ P o(y) ‘ P_(y)
where a € AP,  is a path formula formed according to the following grammar:
w=0P

where ®©, @1, and ®» are state formulae. ]

$1 U Py

The formulae of the qualitative fragment of PCTL are referred to as qualitative PCTL
formulae. Although the only allowed probability bounds are > 0 and =1, the bounds =0
and < 1 can be derived, as

P_o(p) = “Psolp) and Po(p) = -Poy(p).

Thus, e.g., P_1(OP<o(Oa)) and P.1(Pso(Oa) Ub) are qualitative PCTL formulae, while
P.o.5(0a) and P_;(a U S°b) are not. Note that the bounded until operator is not part of
the qualitative fragment of PCTL.

In the sequel, let M be a Markov chain. PCTL formulae will be interpreted over M. CTL
formulae are interpreted over the induced transition system of M, i.e., TS(M) (see page
753). Recall that s ">’ in this transition system if and only if P(s,s’) > 0; the exact
transition probabilities are thus abstracted away in T'S(M).

Definition 10.43. Equivalence of PCTL and CTL Formulae

The PCTL formula ® is equivalent to the CTL formula ¥, denoted ® = W, if Saty(P) =
Satygaq)(¥) for each Markov chain M. [

Consider first the PCTL formula P_;(¢) and the CTL formula V. The former asserts ¢
to hold almost surely. This allows for certain exceptional executions where @ is violated.
The formula V¢, however, requires ¢ to hold for all paths. No exceptions are allowed. In
fact, we have:

s = V0u implies s |=P_1(0a).
The reverse direction, however, does not hold. For example, consider the following Markov
chain:

o {a}

nol—
Nl
—_
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Formula P_; (Qa) holds in state s as the probability of visiting state ¢ infinitely often is
zero. On the other hand, the path s* is possible and clearly violates ¢a. Thus:

s EP_1(0a) but s} Voa.

However, for certain path formulae @, the probability bounds > 0 and = 1 correspond to
existential and universal path quantification in CTL. The simplest such cases are path
formulae involving the next-step operator:

sEP1(Oa) iff sEVOa

sEP.0(Oa) it sE30a
where s is a state in an arbitrary (possibly infinite) Markov chain. The same applies to
reachability conditions ¢a that hold with positive probability if and only if ¢a holds for

some path, and to invariants [lg that hold on all paths if and only if they hold almost

surely:
s EPso(Oa) iff sE3I0a

sEP_ (Ua) iff s Vla.

Let us illustrate how to conduct the formal proof of these statements. Consider the first
statement. Assume s = P~o(Qu). By the PCTL semantics, it follows that Pr(s |= ¢a) > 0.
Thus, {7 € Paths(s) | 7 |= Oa} # @, and hence, s = 3Qa. Vice versa, assume s = 30a,
i.e., there exists a finite path fragment sgs1...s, with sg = s and s, = a. It follows that
all paths in the cylinder set Cyl(sgsy . ..s,) fulfill ¢a. Thus:

Pr(s = Ou) = Pry(Cyl(sps1...$n)) = P(sgs1...$,) > 0.

Therefore, s |= Po(0a).

The second statement follows by duality. First, observe that
s EP-1(Ha) = Poo(0ma) = —P5o(0-a).
We can now apply the equivalence of P~y(¢a) and 30 a as follows:

= P —a) iff P —q) iff A0—a iff s | —F0—a.
s | >0(0ma) iff s £ Pso(O—a) iff s £ 30-a iff s | O—a
=Vla
Thus, the equivalence of Po((OPso(0P)) and P (O Po(O ®)) (stated on page 784) is
the probabilistic analogue of the CTL duality law 3030 ¢ = 30 30O .

The arguments for the equivalence of Ps¢(0a) and I0a can be generalized toward con-
strained reachability:
sEPso(aUb) iff s 3J(aUdb).
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A generalization that, however, does not work is swapping the probability bound > 0 and
=1 in the above two equivalences, as P_1(0a) #Z VOa and P-¢({a) # J0a. In fact, the
PCTL formula P_;(0a) cannot be expressed in CTL.

Lemma 10.44.

1. There is no CTL formula that is equivalent to P_1(0a).

2. There is no CTL formula that is equivalent to P~o(Ua).

Proof: We provide the proof of the first statement; the second statement follows by duality,
ie., P_1(0a) = =P<o(0-a). The proof is by contraposition. Assume there exists a CTL
formula ® such that ® = P_;(Qa). Consider the infinite Markov chain M, modeling the
random walk; see Figure 10.6 (page 780). The state space of M, is S = IN and there
are transitions from state n to state n—1 with probability 1—p and to state n+1 with
probability p for n > 1, while P(0,0) = 1—p and P(0,1) = p. Let the labeling function
L be such that a only holds in state 0. That is, 0 |= @ and n [# a for all n > 0. Recall
that for p < %, it holds that for any state n almost surely state 0 will be visited, while
for p > %, the Markov chain M, drifts to the right and the probability of reaching state
0 from any other state n > 0 is strictly smaller than 1. Thus, e.g., in M. the formula

4
P_1(Qa) holds for all states, while in ./\/l%, the formula P_;(0a) does not hold in, e.g.,
state n = 1. Hence:

L€ Sataq, (P-1(0a)) but 1 Sataqy (Pi(0a)).

Since TS(M1) = TS(M%), it follows that

1
1

Satpa, (P) = SatM3((I>).
I 1
Hence, state 1 either fulfills the CTL formula ® in both structures or in none of them.
This, however, contradicts the assumption that P_;(Qa) and ® are equivalent. [ |

The proof relies on the fact that the satisfaction of P_;(Qa) for infinite Markov chains
may depend on the precise value of the transition probabilities, while CTL just refers to
the underlying graph of a Markov chain. In case one is restricted to finite Markov chains,
the statement in Lemma 10.44 no longer holds. For each finite Markov chain M and state
s of M it holds that

sEP_1(Oa) iff sEVY((I0a)Wa)
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where W is the weak until operator (see Remark 6.9 on page 327) defined by DWWV =
dU W v Od. The proof of (a slight generalization of) this statement is the subject of
Exercise 10.11 (page 903). For finite Markov chains, the qualitative fragment of PCTL
can be embedded into CTL.

Whereas the previous lemma stated that some qualitative PCTL cannot be expressed in
CTL, the following result states that for some CTL formulae no equivalent qualitative
PCTL exists. As a result, CTL and the qualitative fragment of PCTL are incomparable.

Lemma 10.45.

1. There is no qualitative PCTL formula that is equivalent to YOa.

2. There is no qualitative PCTL formula that is equivalent to 30a.

Proof: We provide the proof of the first claim; the second claim follows by duality, since
VOa = —30-a. For n > 1, let the MCs M,, and M/ be defined as follows. The state
spaces of M,, and M/ are S, = {tg,t1,...,tn_1 U {8, } and S/, = {to,t1, ..., t, },
respectively. M,, and M/ agree on the fragment consisting of their common states, i.e.,
state tg through t,_1. State s, in M,, has a self-loop and a transition to ¢,,_1, both with
probab1hty =. In contrast, state t, in M/, only has a transition ¢, — t,,_1 with probability
1. Both Markov chains are depicted in Figure 10.8. The transition probabilities in M/,
are given by:
Pl (ti,ti1)=1for 1 <i<n and P (lg,to) =1

and P/ (-) = 0 otherwise. The transition probabilities in M,, are given by

n(sny n— 1) P (Snysn) = %7

P

P,(ti,ti—1) =1 for 1 <i<mn,
P (to,to) =1

and P, (-) = 0 in the remaining cases. Let AP = {a} and labeling functions L,, for M,,

and L], for M), given by Ly(sn) = Ln(t;) = L},(t;) = @ for 1 <i<nand 1< j<nand
Ln(to) = L, (to) = {a}.

It can now be shown that for any qualitative PCTL formula ® of nesting depth smaller

than 7
spl=® iff t, @
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Figure 10.8: The Markov chains M,, and M.

This can be proven by induction on the nesting depth of ®. (The proof is omitted here
and left as an exercise.) The nesting depth of qualitative PCTL formulae is defined by

nd(true) = 0
(a) =0
(PAT) = max{nd(®),nd(¥)}
nd(—®) = nd(d)
(Ps(p)) = nd(p)+1
(O©®) = nd(®)
(PUW¥) = max{nd(®),nd(¥)}

Suppose now that there exists a qualitative PCTL formula ® such that & = V0a. Let
n = nd(®) + 1. Since s, | ¢ iff £, = ®, states s, and t,, either both fulfill ® or none
of them. On the other hand, s, = V0u (because s, 8, 8, ... = Oa), while ¢, = VOa.
Contradiction. [

These results indicate that extending the syntax of PCTL by adding universal and exis-
tential path quantification increases its expressiveness. An essential aspect in the proof
of Lemma 10.45 is the existence of a state s, say, that has a self-loop and (at least) one
outgoing transition to another state. (In the proof, the state of interest is s,.) As the
probability of taking this loop infinitely often is zero, the validity of a qualitative PCTL
formula in s in unaffected by the self-loop. However, the (zero probable) path $* may be
decisive for the validity of CTL formulae. The path s, however, can be considered as
unfair, as there are infinitely many opportunities to take the other outgoing transition.
The existence of such unfair computations turns out to be vital for the validity of Lemma
10.45. In fact, under appropriate fairness constraints, the equivalence of P_;(Qa) and V0a
can be established. This can be seen as follows. Assume M is a finite Markov chain and
that any state s in M is uniquely characterized by an atomic proposition, say s. We
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regard the strong fairness constraint sfair defined by

sfair = N\ /\ (30s — 001).

s€S t € Post(s)

It asserts that when a state s is visited infinitely often, then any of its direct successors is
visited infinitely often too. Using Theorem 10.25 (page 772), we obtain (see Exercise 10.8
on page 902)

sEP_1(aUb) iff s Y(@Ub) and

s = Pso(Ua) iff s FEgper d0a.

As sfair is a realizable fairness constraint—from every reachable state at least one fair
path starts—we obtain

5 Esfeir A(@Ub) iff sE3IaUb) iff sEPso(aUb)

5 Esfair VO a iff sEVOa iff sEP1(Oa)

5 Esfair 30 a if sE3JOa iff sEPso(Oa).
Thus, for finite Markov chains the qualitative fragment of PCTL can be viewed as a variant
of CTL with some kind of strong fairness. A similar result holds for infinite Markov chains,

but then the outermost conjunction in sfair has an infinite range. The same applies to
the innermost conjunction in case infinite branching occurs.

Repeated Reachability and Persistence Properties. We now show that two prop-
erties that cannot be expressed in CTL (but which can be in CTL*) can be expressed in
the qualitative fragment of PCTL.

For CTL, universal repeated reachability properties can be formalized by the combination
of the modalities VL1 and VO:

s EVOVQa iff 7 = O0a for all © € Paths(s).

More details can be found in Remark 6.8 on page 326. For finite Markov chains, a similar
result holds for (the qualitative fragment of) PCTL.

Lemma 10.46. Almost Sure Repeated Reachability is PCTL-definable
Let M be a finite Markov chain and s a state of M. Then:

sEP(OP_1(0a)) iff Pro{mePaths(s) | n=00a} = 1
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Proof: “=": Assume s = P_;(LUP_;(0a)). As P_;(Ua) is equivalent to Vlla, we have
s |= VOSat(P_1(0a)). Hence, all states t that are reachable from s satisfy P_;(0a)).
Consider a BSCC T" C S of M such that Pr(s = 07) > 0. Then, each state ¢ in T is
reachable from s and ¢ = P_;(Qa). As Post*(t) =T, T'N Sat(a) # &. Hence, almost all
paths 7 € Paths(s) that fulfill {7 satisfy O0Oa. Theorem 10.27 (page 775) then yields the
claim.

“<=": Assume Pri{m € Paths(s) | 7 = 00a } = 1. Theorem 10.27 (page 775) yields

> Pry{m € Paths(s) | 7 |= 0T} = 1.
T € BSCC(M)
TN Sat(a) # @

On the other hand, Pr(t |= Qa) = 1 for each state ¢t of a BSCC T in M with T'NSat(a) # @.
Therefore, the union of all BSCCs 7" with 7'N Sat(a) # @ is a subset of Sat(P_;(0a)).
This yields

Pr(s = OSat(P-1(0a))) = 1

and s |=P_1(OP_1(0a)). [

According to this result, the PCTL formula P_;(JP_1(0a) ) denotes that almost surely
a state for which @ holds is repeatedly reachable. In the sequel, let P_;(0a) abbreviate
this formula.

There is no CTL formula that is equivalent to the CTL* formula 300a. This is different
for PCTL, as the requirement that the probability for the event [10a is positive can be
described in PCTL. For finite Markov chains, even arbitrary rational lower or upper
bounds for the likelihood of [1a are PCTIL-definable. In fact, the argument given in the
proof of Lemma 10.46 can be generalized for arbitrary probability bounds. The crucial
point is that almost surely a BSCC T € M will be reached and each of its states will
be visited infinitely often. Thus, the probabilities for [10a agree with the probability of
reaching a BSCC T where @ holds for some state in I". Hence, for finite Markov chain M
and probability interval J, the PCTL formula P;(00«) defined by

P;(O00a) = Ps;(O P—y(00a) )
N— —
=Py (OP=1(0a))

characterizes all states s in M for which Pr(s = OOa) € J. This is expressed by the
following theorem:
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Theorem 10.47. Repeated Reachability Probabilities Are PCTL-definable
Let M be a finite Markov chain, s a state of M and J C [0,1] an interval. Then:
s =P (OP_1(LP_1(0a)) iff Pr(s|=00a) e J.
=P ;(00a)

Proof: As M is finite, Theorem 10.27 (page 775) permits computing the probability for
visiting an a-state infinitely often, as follows:

Pr(s = 00a)
= Pr{r € Paths(s) | 7 = 00a}
= Pr,{r € Paths(s) | inf(r) € BSCC(M) A inf(r) N Sat(a) # & }
= Pr,{r € Paths(s) | 7 |= OT for some T € BSCC(M) with T N Sat(a) # & }
= Pr(s = 0Sat(P_1(00a))).
Hence, Pr(s |= 00a) € J if and only if Pr(s = OSat(P_1(00a))) € J if and only if

S |: IF’J(OIF’Zl(DOa)) = PJ(DO&) |

Recall that universal persistence properties cannot be expressed in CTL; see Lemma 6.19
(page 335). For finite Markov chains, PCTL allows specifying almost sure persistence and,
moreover, persistence properties with arbitrary lower or upper bounds on the probability.
This is stated by the following theorem.

Theorem 10.48. Persistence Probabilities are PCTL-Definable
For finite Markov chain M, state s of M and interval J C [0, 1]:

s EP;(OP_1(0a)) iff Pr(sE OQa) e J.

Proof: This result follows by Theorem 10.27 (page 775) and the observation that for each
BSCC T of M: (i) if ' C Sat(a), then Pr(t |= Ua) = 1 for all states ¢ € 7', and (ii) if
T\ Sat(a) # @, then Pr(t |= OOa) = 0 for all states t € 7. [

In particular, the requirement that a persistence property holds almost surely for a cer-
tain state s (i.e., Pr(s = OOa) = 1) is given by the PCTL formula P_;(OP_;(Oa)).
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Let P;(0O®) denote the PCTL formula to express a probability bound on persistence
properties.

10.3 Linear-Time Properties

The previous section has introduced the branching-time temporal logic PCTL, and has
presented a model-checking algorithm for this logic for finite Markov chains. This section
deals with linear-time properties; see Chapter 3. Recall that an LT property is a set of
infinite traces. The quantitative model-checking problem that we are confronted with is:
given a finite Markov chain M and an w-regular property P, compute the probability for
the set of paths in M for which P holds. Some special cases, like properties of the form
CUB or OB, where B and C are sets of states in M, have been discussed before. The
purpose of this section is to generalize these results toward arbitrary w-regular properties.

Definition 10.49. Probability of LT Properties

Let M be a Markov chain and P an w-regular property (both over AP). The probability
for M to exhibit a trace in P, denoted Pr™(P), is defined by

pPrM(P) = Pr"'{r e Paths(M) | trace(r) € P}.
|
This definition, of course, requires the measurability of the set of paths 7 with trace(r) €

P; see Remark 10.57 on page 804. For state s in M let Pr''(s |= P), or briefly, Pr(s = P),
for Pr''s(P), i.e.,

Pr(s = P) = Pry{m € Paths(s) | trace(n) € P }.

Similarly, for the LTL formula ¢ we write Pr'™M(yp) for Pr™(Words(p)) = Pr™Min e
Paths(M) | m |= ¢}, where |= is the standard LTL satisfaction relation, i.e., 7 = ¢ iff
trace(nr) € Words(ip). For state s of M, Pr™(s |= ) denotes Pr'™s(y), i.e.,

Pr(s =) = Pro{m € Paths(s) |7 = ¢ }.

Given an w-regular property P over AP and finite Markov chain M = (S, P, t;.;., AP, L),
the goal is to compute PI'M(P). As for verifying w-regular properties, we adopt an
automata-based approach. The main steps of this approach are as follows. The (com-
plement of the) LT property P is represented by means of an automaton .A, say. For
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regular safety properties this is an automaton for the bad prefixes, whereas for w-regular
properties this is a Biichi automaton for the complement of P. It then suffices to check a
reachability and persistence property, respectively, on the product M @ A.

In order to guarantee that M @ A is a Markov chain, however, the automaton A needs
to be deterministic. This is a main difference with the traditional setting of transition
systems where nondeterministic (finite-state or Biichi) automata do suffice. For regular
safety properties we therefore assume A to be a DFA for the bad prefixes. For the w-regular
properties, A is assumed to be a deterministic Rabin automaton (DRA, for short). DRAs
are equally expressive as w-regular languages. (Recall that deterministic Biichi automata
are strictly less expressive than NBAs and therefore do not suffice for our purpose).

Rather than checking a reachability or persistence property, determining PI'M(P) is re-
duced to computing the probability of accepting runs in the product Markov chain M@ A.
This is first discussed in detail for regular safety properties, and subsequently for w-regular
properties.

Regular Safety Properties We first consider regular safety properties. Recall that
a safety property is regular whenever all bad prefixes constitute a regular language. Let
A= (Q,247 5, qo, F) be a deterministic finite automaton (DFA) for the bad prefixes of a
regular safety property Pgup.. That is,

Pae = {AgA1Ag...€ (280) |V 2 0. A0 A1 ... A, € L(A) ).

Without loss of generality, the transition function ¢ is assumed to be total, i.e., §(q, A) is
defined for each A C AP and each state ¢ € Q. Furthermore, let M = (S, P, t;.;., AP, L)
be a finite Markov chain. Our interest is to compute the probability

Pr(Pop) = 1= > tuls) - Pr(s £ A)

s€S

for M to generate a trace in Py, i.e., a trace such that none of its prefixes is accepted
by A. The probability Pr(s |= .A) is given by

Pr(s = A) = PrM{x € Paths(s) | pref{trace(m)) N L(A) # @}
= Pri'{ 7 € Paths(s) | trace(r) ¢ Psope }

where pref{Ag A; ...) denotes the set of all finite prefixes of the infinite word Ag Ay ... €
(24P The value Pr(s |= A) can be written as the (possibly infinite) sum:

Pr(s= A) = > P(7)
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where 7 ranges over all finite path fragments $g $1 ... s, starting in sg = s such that (1)
trace(so s1...8,) = L{(so) L(s1)...L(s,) € L(A), and (2) the length n of 7 is minimal
according to (1), i.e., trace(sg sy ...s;) ¢ L(A) for all 0 < i < n. Condition (2) is equivalent
to the requirement that trace(7) is a minimal bad prefix of Psage.

Computing the values Pr(s |= A) by using these sums may be difficult. Instead, we
adapt the techniques for checking regular safety properties of transition systems to the
probabilistic case. This involves the product of M and A which is defined as follows.

Definition 10.50. Product Markov Chain

Let M = (S, P, 1,0, AP, L) be a Markov chain and A = (Q, 24,5, gy, F) be a DFA. The
product M @ A is the Markov chain:

MaoA = (S X @, PI: L;nit? { accept }7 LI)
where L'({(s,q)) = {accept } if ¢ € F and L'({s,q)) = & otherwise, and

Linit(s) if ¢ = 5((]07 L(S))

0 otherwise.

%J@Q)Z{

The transition probabilities in M @ A are given by

P(s,s if ¢ = §(q, L(s'
P/(<57q>,<slyql>) = {O( ) OtfleI'WiS((j- o

Since A is deterministic, M ® .4 can be viewed as the unfolding of M where the automaton
component ¢ of the states (s, ¢) in M @ A records the current state in A for the path frag-
ment taken so far. More precisely, for each (finite or infinite) path fragment 7 = sg 81 82 ..
in M there exists a unique run ¢gq1 gz ... in A for trace(r) = L(sg) L(s1) L(s2) ... and

7T+ = <307 q1> <317 q2> <327 (J3> s
is a path fragment in M®A. Vice versa, every path fragment in M®.A which starts in state
(s,0(qo, L(s))) arises from the combination of a path fragment in M and a corresponding
run in 4. Note that the DFA A does not affect the probabilities. That is, for each
measurable set 11 of paths in M and state s,
_ ®.A +
Prit(Ml) = Prifie oy {7 I rell}
I+
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where the superscripts M and M @ A are used to indicate the underlying Markov chain.
In particular, if II is the set of paths that start in s and refute Py, i.e.,

I = {x & Paths™(s) | pref(trace(n)) N L(A) # @},

the set 11T is the set of paths in M @ A that start in (s, §(qo, L(s))) and eventually reach
an accept state of A:

I+ = {77 € Paths"®A((s,8(qo, L(s)))) | ®* |= Qaccept }.

Recall that the atomic proposition accept characterizes the set of states (s, q) where ¢ is
an accept state of A. Thus, the paths satisfying Qaccept agree with the event ¢ B where
B =S x F. This shows that Pr™(s |= Psys.) can be derived from the probability for the
event Qaccept in M ® A. This is formally stated in the following theorem.

Theorem 10.51. Quantitative Analysis for Safety Properties

Let Py be a regular safely property, A a DFA for the set of bad prefizes of Pyype, M a
Markov chain, and s a state in M. Then:

PIM(‘S F Psafe) = PFM®A(<57QS> = Qaccept)
= 1 — PrMOA((s,q,) = Oaccept)

where gs = 6(qo, L(s)).

Thus, the computation of the probability for a regular safety property in a Markov chain is
reducible to computing the reachability probability in a product Markov chain. For finite
Markov chains, the latter problem can be solved by means of the techniques discussed in
Section 10.1.1 (see page 759fF).

For the special case of qualitative regular safety properties, i.e., whether P, almost
surely holds in (finite) M, a graph analysis suffices. By means of a DFS- or BFS-based
search algorithm we can check whether a state (s,¢) with ¢ € F' is reachable in M @ A.
That is, the CTL formula d0accept is checked. For the dual qualitative constraint, i.e.,
whether Py, holds for M with probability zero, the graph-based techniques suggested in
Corollary 10.29 (page 775) can be exploited to check whether Qaccept holds almost surely
in M® A.

w-Regular Properties Let us now consider the wider class of LT properties, i.e., w-
regular properties. Recall that P is w-regular whenever P defines an w-regular language.

Let P be an w-regular property. In case the (complement of) P can be described by
a deterministic Biichi automaton A, say, the technique for regular safety properties can
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be roughly adopted. Consider the product Markov chain M @ A (see Definition 10.50 on
page 798). It can now be shown, using similar arguments as for regular safety properties,
that the probability of the event [J{accept in the product MC M ® A coincides with the
probability of refuting P by M, i.e.,

PrM(s = A) = Pr"'{r e Paths(s) | trace(r) € L,(A)}.

The probability of JOaccept can be obtained in polynomial time in the following way.
First, determine the BSCCs of M @ A (by a standard graph analysis). For each BSCC B
that contains a state (s,¢) with ¢ € F', determine the probability of eventually reaching
B. This goes as indicated in Corollary 10.34 on page 779. Thus:

Theorem 10.52. Quantitative Analysis for DBA-Definable Properties
Let A be a DBA and M a Markov chain. Then, for all states s in M:

PM(s | A) = PrM9A((s,q,) | DOaccept)

where g, = 8(q0, L(s)).

Proof: The argument is similar as for regular safety properties. The connection between a
path 7 in M and the corresponding path 77 in M ©® A (which arises by augmenting the
states s; in ™ = $g s1 s2... with the automaton states of the unique run for trace(rw) in A)

is as follows:
trace(r) € L,(A) iff 7T = OOaccept.

Since A is deterministic, A does not affect the probabilities in M®.A. Thus, the probability
for path m in M with trace(n) € L,(A) agrees with the probability of generating a path
7 in M ® A which arises by the lifting of path 7 in M where trace(r) € L,(A). The
latter agrees with the probability for the paths 77 in M ® A with 77 |= O0accept. ®

Since DBAs do not have the full power of w-regular languages (see Section 4.3.3 on page
188ff), this approach is not capable of handling arbitrary w-regular properties. To over-
come this deficiency, Biichi automata will be replaced by an alternative automaton model
for which their deterministic counterparts are as expressive as w-regular languages. Such
automata have the same components as NBAs (finite set of states, and so on) except for
the acceptance condition. We consider Rabin automata. The acceptance condition of a
Rabin automaton is given by a set of pairs of states:

{(Li, K;)|0<i<k} with L;K; CQ.

A run of a Rabin automaton is accepting if for some pair (L;, K;) the states in L; are
visited finitely often and the states in K infinitely often. That is, an accepted run should
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satisfy the following LTL formula:

\/ (00-L; ADOK;).

1<i<k

A deterministic Rabin automaton is deterministic in the usual sense: it has a single initial
state, and for each state and each input symbol, there is at most one successor state.

Definition 10.53. Deterministic Rabin Automaton (DRA)

A deterministic Rabin automaton (DRA) is a tuple A = (Q,>, 0, qo, Acc) where @ is a
finite set of states, . an alphabet, § : ) x ¥ — @ the transition function, ¢g € @ the
starting state, and

Ace C 29 x 2¢.
A run for ¢ = AgA1As... € ¥ denotes an infinite sequence ¢g g1 g2 ... of states in A

such that g; @qﬂ_l for ¢ = 0. The run ¢g g1 g2 ... is accepting if there exists a pair
(L, K) € Acc such that

(Fn=0.Ym=n.qgn ¢ L) A (ann>o.qneK).

The accepted language of A is

L,(A) = {oe€>¥ ] the run for ¢ in A is accepting }.

Any DBA can be considered as an DRA in the following way. Assume a DBA is given
with accept set I, i.e., an accepting run should visit some state in F' infinitely often. The
DRA with the same states and transitions and with the singleton acceptance condition
Acc = { (@, F)} is evidently equivalent to this DBA. DRAs are thus at least as expressive
as DBAs.

Example 10.54. DRA for O0a

Consider the DBA for the LTL formula [0a; see Figure 10.9. The alphabet of this DBA
is 2{e} = {{a},}. Bach accepting run has to visit ¢; infinitely often. The DRA with
Acc = {(@,{q1})} is equivalent to this DBA: a run is accepting if and only if state
¢1 is visited infinitely often. As the first component of the accept condition is &, the
requirement that the first set is only visited finitely many times is vacuously true. [ ]

Recall that some w-regular properties cannot be expressed by a DBA. This applies, e.g.,
to persistence properties such as the LTL formula O[da. DRAs are more expressive than
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a
oililiis
) T U
= a

Figure 10.9: A DBA for U¢a.

a
oo
:

Figure 10.10: A deterministic Rabin automaton for ¢Ula.

DBAs. For instance, consider the DRA in Figure 10.10 with the acceptance condition
Acc = {({qo },{¢1})}- The accepted language of this DRA is the set of infinite words
whose runs end with a suffix that never visits qg, and, thus stays forever in state ¢;. These
are exactly the words Ag Ay ... in Words(QUa). As OUOa cannot be described by a DBA,
the class of languages accepted by a DRA is strictly larger than the class of languages that
are recognizable by a DBA. In fact, the following fundamental result asserts that DRAs
are as expressive as w-regular properties.

Theorem 10.55. DRAs and w-Regular Languages

The class of languages accepted by DRAs agrees with the class of w-regular languages.

Proof: The proof of this result is outside the scope of this monograph. The interested
reader is referred to [174] for more details. [

Recall that NBAs are also as expressive as w-regular properties, cf. Theorem 4.32, and
thus DRAs and NBAs are equally expressive. In fact, there exists an algorithm that takes
as input an NBA A and generates an equivalent DRA of size 20("1°87) where n is the size

of A.

Let us now return to our original problem: the verification of quantitative w-regular
properties over Markov chains. Let M = (S, P, t;,:, AP, L) be a finite Markov chain and
let A= (Q, 24P 5 4o, Acc) be a DRA which accepts the complement of the w-regular LT
property P. The probability of M to generate traces in £,,(.A) can be computed—as for
regular safety properties—on the basis of a product construction. The product of M and
A is defined as the product of a Markov chain and a DFA; see Definition 10.50 (page 798).
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If the acceptance condition of A is
Acc = { (Ll, Kl), ey (Lk, Kk) },

then the sets L;, K; serve as atomic propositions in M ® A. The labeling function is the
obvious one, i.e., if H € {L1,..., Lg, K1,..., K}, then H holds in state (s,q) of M ® A
iftge .

According to the following result, the computation of probabilities for satisfying w-regular
properties boils down to computing the reachability probabilities for certain bottom strongly
connected components (BSCCs) in M @ A. These BSCCs are called accepting. A BSCC
T in M ® A is accepting if it fulfills the acceptance condition Ace. More precisely, T is
accepting if and only if there exists some index ¢ € {1,...,k } such that

TN xL)=2 and TN (S xK,;) # 2.

Stated in words, there is no state (s,q) € T such that ¢ € L; and for some state (t,¢') € T
it holds that ¢ € K;. Thus, once such an accepting BSCC T is reached in M ® A, the
acceptance criterion for the DRA A is fulfilled almost surely.

Theorem 10.56. DRA-Based Analysis of Markov Chains
Let M be a finite Markov chain, s a state in M, A a DRA, and let U be the union of all
accepling BSCCs in M @ A. Then:

Pri(s = A) = PrM®4((s,q,) = OU)

where gs = 6(qo, L(s)).

Proof: Let 11 be the set of paths 7 € Paths(s) in the Markov chain M such that trace(r) €
L,(A), and ITI™ be the set of paths in M ® A that are obtained by augmenting the paths
7 € Il with their corresponding runs in A. Note that the automaton A is deterministic.
Hence, for any path 7 in M there is a unique run in A for trace(m). As the transition
probabilities in M ® A are not affected by the DRA A, it follows that

PEM(IT) = PRUEATTY)

5,ds

with g5 = d(qo, L(s)).

Since the traces of the paths m € Il belong to L, (.A), their runs are accepting, i.e., for
some acceptance pair (L;, K;) of A, K; is visited infinitely often, and from some moment
on, L; is not visited anymore. Vice versa, trace(n) € L, (A) for any path 7 in M where
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the extended path 77 in M @ A fulfills 000—L; A K; for some acceptance pair (L;, K;)
of A. Hence:

PM(s|= A) = PV (s,q.) | \/ (OO-L; A TOK;) }.

1<i<k

Whether a run (sg, ¢1) ($1,¢2) . . . satisfies the acceptance condition of a DRA only depends
on the states that are visited infinitely often. By Theorem 10.27 (page 775), such states
almost surely form a BSCC in M ©.A. Hence, the probability for \/, ¢; <, (00-L; A OOK;)
in M ® A coincides with the probability of reaching an accepting BSCCin M@ A. =

This theorem yields that the probability of M to generate a trace in £, (.A) is given by
PrY(A) = " tls) - PPYOA((s, 8(q0, L(s))) | OU)

s€S

This result suggests determining the BSCCs in the product Markov chain M ® A to check
which BSCC is accepting (i.e., determine U), and then to compute for each of the accepting
BSCCs the reachability probability. The first stage of this algorithm can be performed by
a standard graph analysis. To check whether a BSCC is accepting amounts to checking
all pairs (L;, K;) € Acc. Finally, reachability probabilities can be determined by solving
a set of linear equations, as indicated earlier in this chapter (see Section 10.1.1). The size
of this linear equation system is linear in the size of the Markov chain M and the DRA
A. The overall time complexity of this procedure is

O(poly(size(M), size(A))).

To check whether almost all traces of M are accepted by the DRA A, it suffices to check
whether all BSCCs of M @ A that are reachable from some initial state (s, 5(qo, L(s))) in
M @ A for which t3,,,(s) > 0 are accepting.

Remark 10.57.  Measurability of w-Regular Properties

So far, we have implicitly assumed the measurability of w-regular properties. The fact
that w-regular properties are indeed measurable follows by the following argument.

Let M = (S,P,tini, AP, L) be a Markov chain and P an w-regular property which is
represented by the DRA A = (Q,2AP, J,qo, Acc) with Ace = { (L1, K1),..., (L, Ki) }.
We need to prove that:

I = {7 € Paths(M) | trace(r) € L,(A) }

N——
=P

is measurable. Each path m = sgs1 ... € Il is lifted to a path 7™ in the product Markov
chain M ® A such that 77 = (sg,q1) (s1,¢2) .... The path 7T results from 7 by “adding”
the states in A of the (unique) run ¢p¢1 q2 ... in A for trace(n). Then:
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7w €1l ie., trace(r) € L,(A)
iff  the (unique) run gg ¢ qo ... for trace(n) in A is accepting
ifft  the path 7™ = (sg,q1) (s1,¢2) ... in M @ A satisfies

V (OO=L; A OOK;).
1<i<k

Let ¢; = OU=L; A OK;, for 0 < i < k, and II; the set of all paths 7 in M such that
7T | ;. Clearly, I = TI;U...UTIl;. To show the measurability of IT it thus suffices
to prove the measurability of II;. Let us consider I1; in somewhat more detail. It follows
that 1I;, = H?D N HiD<> where H?D is the set of paths 7 in M such that 77 = 00~ L;, and
HiD<> is the set of paths 7 in M such that 77 = OJOK;. It remains to show that H?D and
HZD<> are measurable. The set H?D can be written as

U ﬂ U Cyl(sg...8n .- Sm)

n20m>=n 80...8n...5m

where sg...8,...8, ranges over all finite path fragments in M such that ¢; ¢ L; for n <
j < m+1 for the induced run ¢o¢1 ... ¢nr1 - - - gma1 in DRA A. Thus, H?D is measurable.

Similarly, the set H¢D<> can be written as

ﬂ U U Cyl(sg...8n .- S$m)

n20 m>=2n 80...85n...5m

where sg... 8, ... 8m ranges over all finite path fragments in M such that ¢,,4+1 € K; for
the induced run ¢gq1 ... ¢na1 ---gme1 in A. Hence, both sets H?D and HZD<> arise through
countable unions and intersections of cylinder sets and are therefore measurable. [ |

Although the approach with DRA is conceptually simple, it has the drawback of a double
exponential blowup when starting with an LTL formula for the LT property. We mention
without proof that there exist LTL formulae , of size O(poly(n)) for which the small-
est DRA representation for ¢, has 22" states. Using alternative techniques, the double
exponential blowup can be reduced to a single exponential blowup. The details of these
advanced techniques fall outside the scope of this monograph. Algorithms with a better
asymptotic worst-case complexity cannot be expected, as the qualitative model-checking
problem for finite Markov chains “given a finite Markov chain M and an LTL formula ¢,
does Pr(M = ¢) = 1 hold?” is PSPACE-complete. This result is due to Vardi [407] and
stated here without proof.

Theorem 10.58.
The qualitative model-checking problem for finite Markov chains is PSPACE-complete.
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10.4 PCTL" and Probabilistic Bisimulation

This section introduces probabilistic bisimulation for Markov chains, and shows that this
notion of bisimulation coincides with PCTL equivalence. That is to say, PCTL equivalence
serves as a logical characterization of probabilistic bisimulation. Vice versa, probabilistic
bisimulation serves as an operational characterization of PCTL equivalence. It is shown
that the same applies to PCTL*, a logic that results from the state formulae in PCTL
and allowing LTL formulae as path formulae. These results may thus be considered as the
quantitative analogue to the result that bisimulation on transition systems coincides with
CTL and CTL* equivalence; see Theorem 7.20 (page 469).

10.4.1 PCTL*

The logic PCTL* extends PCTL by dropping the requirement that any temporal operator
must be proceeded by a state formula. In addition, it allows for boolean combinations
of path formulae. Thus, the logic PCTL* permits Boolean combinations of formulae of
the form P;(yp) where the interval J specifies a probability bound, whereas ¢ is an LTL
formula whose substate formulae are PCTL* state formulae. The logic PCTL* is strictly
more expressive than LTL (with probability bounds) and PCTL.

Definition 10.59. Syntax of PCTL"

PCTL* state formulae over the set AP of atomic propositions are formed according to the
following grammar:

® = true ‘ a ‘ Dy A Do ‘ -P ‘ P(p)

where a € AP, @ is a path formula and J C [0,1] is an interval with rational bounds.
PCTL* path formulae are formed according to the following grammar:

pu=>a ‘ 01 A2 ‘ —p ‘ Oe ‘ w1 U

where ® is a PCTL* state formula. [ ]

Other Boolean operators and the temporal modalities ¢, L1, W, and R can be derived as
in CTL*. The step-bounded until operator has been omitted from the syntax of PCTL*
path formulae for the sake of simplicity. It can be defined in terms of the other operators
in the following way:

o1 UStpy = \/ W;  where ¥ = g and ;11 = 01 A, for i > 0.
0ign

Petitioner Exhibit 1002-1810



PCTL* and Probabilistic Bisimulation 807

The logic PCTL can thus be regarded as a sublogic of PCTL*.

For a given Markov chain M = (S, P, i, AP, L), the satisfaction relation for PCTL*
state- and path formulae is defined as for PCTL and CTL*, respectively. For example,

s EPs(p) iff Pr(sl=¢)eJ

where Pr(s = @) = Pr.{m € Paths(s) | 7 = ¢}. The satisfaction relation for the
path formulae is exactly as in CTL*. Let Saty(®), or briefly Sat(®), denote the set
{seS|skE ®}. APCTL* state formula ® is said to hold for M, denoted M | ®, if
s = @ for all states s € S with ¢5,;,(s) > 0.

The equivalence of PCTL* state formulae is defined as for PCTL, i.e.,
&=V iff Saty(P) = Satpr (V) for all Markov chains M.

(It is assumed that the set AP of atomic propositions is fixed.) In case we are restricted
to finite Markov chains, we write =y, i.e.,

=,V iff Satp(P) = Sata (W) for all finite Markov chains M.

The results established for repeated reachability and persistence properties (see Theorem
10.47, page 795 and Theorem 10.48, page 795, respectively, can now be rephrased by

Py ([O0®) =5 Ps(OP_1(OP-1(0D))),

Let us now consider the model-checking problem for PCTL*, i.e., for a given finite Markov
chain M and PCTL formula ®, does M |= ® hold? This problem can be tackled by
combining the procedure for PCTL model checking and the techniques discussed before
for the quantitative analysis of LTL formulae. The main procedure goes along the lines of
the model-checking algorithm for CTL* and relies on a bottom-up treatment of the parse
tree of ®. For each inner node (corresponding to state subformula ¥ of ®), the satisfac-
tion set Sat(V) = {s € S| s |= ¥} is computed. For the propositional logic fragment
this computation is obvious and is as for C'TL. The interesting case is a state formula of
the form U = P;(yp). In order to treat such formulae, first all maximal state subformu-
lae of ¢ are replaced by new atomic propositions. Intuitively, these atomic propositions
represent the satisfaction sets for these subformulae. Due to the bottom-up nature of
the model-checking algorithm, these satisfaction sets have been determined already, and
this replacement amounts to labeling the states in these sets. Applying this replacement
procedure to ¢ yields an LTL formula ¢’. Using the techniques explained in Section 10.3,
one computes for each state s the probability Pr(s = ¢') of satisfying ¢’ (and thus ¢).
The returned result is then:

Sat(¥) = {se S| Pr(sl=p)e J}
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Due to the double-exponential transformation of an LTL formula ¢ into a deterministic
Rabin automaton, the time complexity of model-checking PCTL* is double exponential
in || and polynomial in the size of the Markov chain M. Using alternative techniques
may yield a single exponential time complexity in |p|. A further improvement cannot be
expected due to the PSPACE-completeness of the qualitative model-checking problem for
LTL; see Theorem 10.58, page 805.

10.4.2 Probabilistic Bisimulation

To compare the behavior of transition systems, bisimulation and simulation relations have
been extensively treated in Chapter 7. Bisimulation relations are equivalences requiring
two bisimilar states to be equally labeled and exhibit identical stepwise behavior. It can
be lifted to transition systems by comparing their initial states. Bisimilar states thus need
to be able to mimic each individual step of each other. This section considers a notion of
bisimulation on Markov chains that takes the transition probabilities into account. They
can be viewed as a quantitative variant of bisimulation for transition systems. The crucial
idea is to require bisimulation-equivalent states to have the same transition probability
for each equivalence class (under bisimulation). As for transition systems, bisimulation-
equivalent states must be equally labeled.

Definition 10.60. Bisimulation for Markov Chains

Let M = (S, P, tinie, AP, L) be a Markov chain. A probabilistic bisimulation on M is an
equivalence relation R on S such that for all states (s1,s2) € R:

1. L(él) = L(ég)

2. P(s1,T) = P(sqe,T) for each equivalence class T € S/R.

States s1 and so are bisimulation-equivalent (or bisimilar), denoted s; ~aq so, if there
exists a bisimulation R on M such that (s1,$2) € R. [

A probabilistic bisimulation is often referred to as bisimulation in the sequel. The first
condition states that the states are equally labeled. The last condition requires that
for bisimilar states the probability of moving by a single transition to some equivalence

class is equal. Recall that P(s,T) = > P(s,t) denotes the probability of moving from
teT
state s directly to some state in 7. As opposed to bisimulation on states in transition

systems (see Definition 7.7 on page 456), any probabilistic bisimulation is required to be
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an equivalence—otherwise it would be senseless to refer to equivalence classes in the last
constraint. This is in contrast to the nonprobabilistic case where bisimulation relations for
a single transition system T'S need not be symmetric (although the coarsest bisimulation
~7g is, in fact, an equivalence).

As for transition systems, the above notion of (probabilistic) bisimulation equivalence for
the states of a single Markov chain can be extended to compare two Markov chains My,
M. Let My, My be Markov chains over the same set of atomic propositions with initial
distributions ¢}, and (2, respectively. Consider the Markov chain M = M; & My that

results from the disjoint union of M; and My. Then M; and My are bisimilar if

W (T) = 2,.(T)

init init

for each bisimulation equivalence class T of M = M W Ms. Here, 1;,;,(T") denotes

37 linie(t).

teT

Example 10.61.  Bisimulation for Markov Chains

Consider the Markov chain in Figure 10.11. (Note that it consists of two mutually un-
reachable parts.) The reflexive, symmetric, and transitive closure of the relation

R = { (517 52)7 (Uh U3)7 (U27 U3)7 ('Uly 'U3)7 ('U27 'U3) }

is a probabilistic bisimulation. This can be seen as follows. The equivalence classes are
T1 = [Sl]N = {81782 }, T2 = [Ul]N = {Ul,UQ,Ug} and T3 = [’Ul]N = {’Ul,’Ug,’Ug } It follows
that

2 1
P(s1,T1) = P(s2,T1) = 0, P(s1,T2) = P(s2,12) = §7P(517T3) = P(s2,13) = 3

In a similar way, it can be established that for all states in 75 and 75 the probabilities of
transition to each of the equivalence classes are the same. ]

Definition 10.62. Bisimulation Quotient

Let M = (S, P, tini, AP, L) be a Markov chain. The quotient Markov chain M/~ is
defined by
M/N/Vl: (S/ ~ M PI? L:niﬁ AP, LI)

where P([s], [t]~) = P(s, [t]~), tiulls]~) = Pyeps) tune(s) and L'([s]) = L(s). u

init

The state space of the quotient Markov chain M/~ is the set of equivalence classes
under ~ . The transition probability from equivalence class [s].. to [t]. equals P(s, [t].).
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Figure 10.11: Two examples of Markov chains for which 1 ~ g $9.

Note that this is well-defined as P(s,T) = P(s/,T) for all s ~ s’ and all bisimulation
equivalence classes T'.

Example 10.63. The Craps Game

Consider the Markov chain modeling the craps game; see Figure 10.3 (page 751). Assume
all states are labeled with the empty set, except for L(won) = {won }. The equivalence
relation that induces the following partitioning of the state space

{start}, {won },{lost},{4,10},{5,9},{6,8}

is a probabilistic bisimulation. This can be seen as follows. The fact that state won is not
bisimilar to any other state is clear as it is labeled differently. State lost is not bisimilar to
any other state, as it is the only absorbing state labeled with @. As state start is the only
state that can move to {won } with probability %, it is not bisimilar to any other state.
Consider now, e.g., states 5 and 9. Both states can move to won with the same probability.
The same applies to any equivalence class 1. States 5 and 9 are thus bisimilar. A similar
reasoning applies to the other states. The quotient Markov chain is depicted in Figure
10.12. [ |

The remainder of this section is focused on establishing that bisimulation-equivalent states
satisfy the same PCTL* formulae. This means in particular that s and any state in [s].
satisfy the same PCTL* formulae. Checking whether M |= & for PCTL* formula ¢
may thus be established by checking M/ ~= ®. In fact, it will be shown that PCTL
equivalence, PCTL" equivalence, and probabilistic bisimulation coincide. This means
that in order to show that two states are not bisimilar it suffices to indicate a PCTL (or
PCTL") formula that distinguishes them.

The key to establishing that bisimulation-equivalent states satisfy the same PCTL* for-
mula is the following observation. Let s ~x4 s’ where s and s’ are states in the Markov
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Figure 10.12: Bisimulation quotient for the craps game.

chain M. Then, the probability measures PI'QA and Pr, agree for all measurable sets
of paths that are closed under statewise bisimulation equivalence. In order to formally
prove this property, we need some additional notations and some standard concepts from
measure theory. Let us first lift the notion of bisimulation to paths.

Definition 10.64. Bisimulation-Equivalent Paths
The infinite paths 71 = 50,1 51,1 82,1... and T2 = 892 81,2 82,2 ... in a Markov chain M are

bisimulation equivalent, denoted 71 ~ g 7o, if they are statewise bisimilar:

w1 ~pm 72 if and only if ;1 ~aq s2 forall i >0

Definition 10.65. Bisimulation-Closed o-Algebra

Let M be a Markov chain with state space S and Ty, T1,...,T, € S/ ~a be equiv-
alence classes of ~jq. The bisimulation-closed o-algebra Qfﬁ/lM denotes the c-algebra
generated by the sets Cyl(Ty Ty ...T,) where Cyl(TyTy...T,) is the set of all paths
tot1.. . tntpiitneo... with{; € T; for 0 <i < n. |

All sets in the bisimulation-closed o-algebra &M are measurable with respect to the stan-
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dard o-algebra &M associated with M (see Definition 10.10). That is to say:
et eM

This inclusion is due to the fact that the basic events Cyl(Ty T . .. T},) of the o-algebra ¢M
are countable unions of basic elements—cylinder sets spanned by the finite path fragments
in M—of the g-algebra ¢M. Formally:

Cy Ty Ty...T,) = U Cyl(toty ... tn)
tot1...tn € Pathsmn(M)
4 E€T;,0<i<n
where Ty, 11, ..., T,, € S/~ are bisimulation-equivalence classes. Thus, the bisimulation-
closed o-algebra ¢M is a so-called sub-o-algebra of the o-algebra M. We refer to the
elements of &M as bisimulation-closed events.

In fact, the events in the bisimulation-closed c-algebra &M are bisimulation-closed mea-
surable sets of paths in M. Let II € ¢M be a measurable set of paths. Note that
measurability is understood with respect to the standard o-algebra &M on the paths of
M. The set 11 is bisimulation-closed if for any 71 € I and 7o such that 71 ~aq 79 it holds
that 7o € I1. That is:

eM = {II € ¢M |11 is bisimulation-closed }.

The following result asserts that the probability measure Pr for bisimulation-closed sets
of paths agree for bisimilar states.

Lemma 10.66. Preservation of Probabilities of Bisimulation-Closed Events

Let M be a Markov chain. For all states s1, s in M:

$1~pm 82 implies Priyt(T) = Pryf(I0)

52

for all bisimulation-closed events 11 C Paths(M).

Proof: Since the bisimulation-closed o-algebra €M is closed under intersection, by stan-
dard results of measure theory it holds that: for fixed function f : (S/ ~ap)T — [0, 1],
there exists at most one probability measure p on the bisimulation-closed o-algebra &M
such that

,U(CYI(TOTITn)) = (T()TlTn)

/
for all bisimulation equivalence classes T;, 0 < i < n.
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This result yields that it suffices to show that s; ~aq so implies that Prb/,‘l/l and Prgl agree
on the basic events Cyl(Ty Ty ...T,) of M. For bisimulation equivalence classes T,U of
M, let P(T,U) denote the value P(¢,U) for all (some) ¢t € T'. Then we have

= P(T()yTl) P(T17T2) ’P(Tn_th)

provided that s1, o € Ty. Otherwise, i.e., if s1, so ¢ Tj, then:

PrY(Cy(TyTy... T,)) = 0 = Py (CylIpTy ... Ty)).

For finitely-branching transition systems, CTL-equivalence, CTL*-equivalence, and bisim-
ulation equivalence all coincide. An analogous result holds for PCTL, PCTL*, and prob-
abilistic bisimulation equivalence. In fact, the restriction to finitely-branching systems is
not necessary. That is, PCTL, PCTL*, and probabilistic bisimulation equivalence coincide
for any arbitrary, possibly infinite, Markov chain. In the probabilistic setting, nonbisimilar
states can even be distinguished by a formula of a (small) fragment of PCTL that just
consists of atomic propositions, conjunction, and the operator P<,(()-). As in the non-
probabilistic setting, the until operator is thus not necessary for logically characterizing
bisimulation. As opposed to the nonprobabilistic case where full propositional logic (con-
taining conjunction and negation) is necessary, negation is not needed in the probabilistic
setting.

Let PCTL™ denote the following fragment of PCTL. State formulae in PCTL™ are formed
according to
¢ = a | P NPy | ng(o (I))

where @ € AP and p is a rational number in [0,1]. Negation is present neither as an
operator in PCTL™ nor can it be expressed. The results indicated above are summarized
in the following theorem:

Theorem 10.67. PCTL/PCTL"* and Bisimulation Equivalence

Let M be a Markov chain and s1, so states in M. Then, the following statements are
equivalent:

(a) $1 ~r S2-

(b) s1 and s2 are PCTL*-equivalent, i.e., fulfill the same PCTL" formulae.
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(c) s1 and s are PCTL-equivalent, i.e., fulfill the same PCTL formulae.

(d) s1 and sy are PCTL™ -equivalent, i.e., fulfill the same PCTL™ formulae.

Proof: (a) = (b): Using Lemma 10.66 on page 812 it can be shown by structural induction
on the syntax of PCTL* state formula ® and PCTL* path formula ¢:

(1) For states s1, so in M, if s1 ~pq s2, then:

(1.1) s; |= ¢ if and only if so |= ®.
(1.2) Pr(sy = ¢) = Pr(ss = ).

(2) For paths 71, 2 in M, if w1 ~pq T, then 71 = @ if and only if 72 = .

The proof of the first part is fairly similar to the nonprobabilistic case (see Theorem 7.20
on page 469). We only consider statement (1.2) and assume as an induction hypothesis
that (2) holds for ¢. Let s; ~aq s2 and II be the set of paths in M satisfying ¢, i.e.,
Il = {7m € Paths(M) | 7 |= ¢ }. The induction hypothesis applied to ¢ (see item (2))
yields that II is bisimulation-closed. Hence, by Lemma 10.66 it follows that

Pr(si = ¢) = Pri(l) = Prlf(I) = Pr(sz = ).

(b) = (c¢) and (¢) = (d): Obvious, since PCTL is a sublogic of PCTL* and PCTL™ is
a sublogic of PCTL.

(¢) = (a): Prior to proving that (a) is a consequence of (d), we first treat a simpler
case and prove that PCTL-equivalent states in a finite Markov chain are probabilistically
bisimilar. The aim of this step is to show that roughly the same arguments as in the
nonprobabilistic case can be applied. We have to show that the relation

R = {(51,52)€SXS| $1 EPCTLSQ}

is a probabilistic bisimulation. (Here, =pc7y, denotes PCTL equivalence of states.) Let
(s1,82) € R. As s1 and so fulfill the same atomic propositions, it follows that L(s1) =
L(s2). It remains to prove that P(s;,7) = P(se,T) for each equivalence class 1" under
R. Let T,U be R-equivalence classes with 1" # U, and PCTL formula ®7 s be such that
Sat(®r ) €T and Sat(Pr ) NU = @. Define:

or = N\ O
UES/NM
UAT
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It is evident that Sat(®r) = 7. That is to say, 7 is a PCTL master formula for the
equivalence class 7. Without loss of generality, assume P(s1,7) < P(s9,T). Let 51
P<,(®r) where p = P(s1,1). As s1 =pcorr S2. it follows that so = Pg,p(®r). But then
P(s1,T) = p = P(se,T). This yields condition (2) for R.

(d) = (a): Assume M is an arbitrary (possibly infinite) Markov chain. The goal is to
show that
R = {(s1,52) € Sx S| s1=pcrr- 52}

is a probabilistic bisimulation. Let (s1,s2) € R. The fact that s; and se are equally
labeled is established as in the previous part of the proof (i.e., (c) implies (a)). However,
the above argument to prove that P(s1,7") = P(sq,T’) for any R-equivalence class 7" is not
applicable in case there are infinitely many bisimulation equivalence classes. (Note that
then &7 would be defined by an infinite conjunction.) Let the satisfaction sets Sat(P)
for PCTL™ state formula ® be basic events on the state space S of M and €g be the
smallest g-algebra on S that contains the sets Sat(®). Since the set of all PCTL™ formulae
is countable, any PCTL™ -equivalence class T € S/R can be written as the countable
intersection of the satisfaction sets Sat(®) where ® is a PCTL™ formula and 7" C Sat(®).
Thus, all PCTL™ -equivalence classes T' € S/R belong to €g.

As PCTL™ permits conjunction, the set of all satisfaction sets Sat(®) is closed under finite
intersections. By a standard result of measure theory, we have that for every probability
measure fp, fo on Eg:

w1 (Sat(®)) = pe(Sat(P)) for any PCTL™ formula & implies p1 = po.
In the remainder of the proof, this result is exploited to show that Pr(si,T") = Pr(se,T)
for all states s1, s2 with (s1,s2) € R and all T' € S/R.

For state s in M, let the probability measure i, on €g be defined by

us(T) = P(s,T) = ZP(S,t) for T € €g.
teT

Clearly, ps(Sat(®)) = P(s,Sat(®)) for any PCTL™ formula ®. The goal is now to show
that ps, = ps, for PCTL™ -equivalent states s; and sp. This is established as follows.
Let (s1,82) € R and ® be a PCTL™ formula such that P(s1, Sat(®)) equals p, say, and
P(s9, Sat(®)) equals ¢. Without loss of generality, assume p < ¢. Then:

51 F P<p(O ).

As P, (O @) is a PCTL™ formula and (s1,s2) € R, it follows that s2 |= P,(O ®). But
then g = P(sq, Sat(P)) < p < ¢, and hence:

ts (Sat(®)) = p = q = s, (Sat(P)).
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The probability measures p, and pg, on €g thus coincide for all basic events Sat(®) of
¢s. As the set of basic events Sat(®) is closed under intersection, any measure on €g
is uniquely determined by its values on the basic events. Thus, ps, (1) = ps, (1) for all
T € 5. All PCTL™ -equivalence classes T € S/R belong to &g, so:

P(ShT) = .US1(T) = ,US2(T) = P(327T)'

Thus, R is a probabilistic bisimulation. [ |

The importance of Theorem 10.67 is manifold. First, it states that bisimulation equiv-
alence preserves all quantitative PCTL*-definable properties. This justifies considering
bisimulation-equivalent states to be “equal”. Second, Theorem 10.67 asserts that bisimu-
lation equivalence is the coarsest equivalence enjoying this property. That is to say, any
strictly coarser equivalence identifies states with different probabilistic behavior in the
sense of PCTL*-definable properties, and even some relatively simple properties that can
be stated in PCTL™. Moreover, Theorem 10.67 can be used to prove that two states are
not bisimulation equivalent. In order to do so, it suffices to provide a PCTL* formula
(or PCTL™ or PCTL formula) that distinguishes the given states. Finally, observe that
probabilistic bisimulation equivalence of states s; and so in a Markov chain M implies
bisimulation equivalence of s1 and so (as considered in Chapter 7) in the transition system
associated with M.

Example 10.68. Craps Game

Consider the probabilistic bisimulation quotient for the craps game, see Figure 10.12. It

follows that s410 7A1 S68, since there exists a PCTL formula, e.g., P_1(( won), which
6

holds in 84,10 but not in 36.,8- |

10.5 Markov Chains with Costs

In addition to the probability of certain events, it is natural to analyze the average be-
havior of executions in a Markov chain. For instance, for a communication system where
a sender and a receiver can transfer messages via an unreliable channel, an interesting
measure of interest is the expected number of attempts to send a message until correct
delivery. Another example is a multiprocessor system where one might be interested in
the average number of steps between two successive failures—the mean “time” between
failures. For a battery-powered embedded system, a measure of interest is the expected
power consumption during operation.
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The aim of this section is to consider an extension of Markov chains, called Markov reward
chains, and to consider expected measures. A Markov reward chain is a Markov chain
in which states (or transitions) are augmented with rewards, natural numbers that can
be interpreted as bonuses, or dually as costs. We consider equipping states with rewards.
The idea is that whenever a state s is left, the reward associated with s is earned.

Definition 10.69. Markov Reward Model (MRM)

A Markov reward model (MRM) is a tuple (M, rew) with M a Markov chain with state
space S and rew : S — IN a reward function that assigns to each state s € S a non-negative
integer reward rew(s). [

Intuitively, the value rew(s) stands for the reward earned on leaving state s. Formally,
the cumulative reward for a finite path T = sg9s1... 8, is defined by
rew(T) = rew(sg) + rew(si) + ...+ rew(sp_1).

Note that the reward of the last state s, in the path 7 is not considered.

Example 10.70.  Zeroconf Protocol

Consider the Markov chain modeling the behavior of a single station in the zeroconf
protocol 10.5 (page 751). For convenience, the Markov chain is depicted in Figure 10.13.
We consider three reward functions for this model:

Figure 10.13: Markov chain of the IPv4 zeroconf protocol (for n=4 probes).

e The first reward assignment (denoted rewy) represents waiting time—recall that on
transmitting a probe, an acknowledgment is awaited for exactly r time units. Tt is
defined by rewy (s;) = r for 0 < i < n, rewy(sg) = 0 assuming that the host randomly
selects an address promptly, rewy(s,+3) = n-r, rewy($p+2) = rewy(sp+q) = 0, and
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rewy(sp+1) = F, where E denotes some large number that represents the highly
undesirable situation of an address collision.

e The second reward assignment (denoted rews) is used to keep track of the number
of probes that are sent in total. It is defined by rews(s;) = 1 for 0 < i < n,
rews(s,+3) = n and 0 otherwise.

e Finally, the third reward assignment (denoted rews) is used to keep track of the
number of failed attempts to acquire an unused address. It is defined by rews(s;) = 1
and 0 otherwise.

Consider the finite path T = sg 51 80 81 52 S0 57 sg. It follows that rewy (7) = Tr, rews(7) = 7
and rews(T) = 2. [

10.5.1 Cost-Bounded Reachability

Several quantitative properties of Markov reward models can be defined on the basis of
cumulative rewards for finite paths. This section considers cost-bounded reachability, i.e.,
the expected reward before reaching a given set of states, and the probability of reaching
these states within a given bound on the cumulative reward. Let us first consider expected
rewards. Let (M, rew) be an MRM with state space S and B C S the set of target states.
For an infinite path m = 5581 82... in M let

rew(m, O0B) =

rew(sg $1 ... 8n) ifg, ¢ Bfor0<i<nands, €B
00 if = OB.

Stated in words, rew(w, ¢ B) denotes the cumulative reward earned along an infinite path
7 until reaching a B-state for the first time. The expected reward until reaching B is now
defined as the expectation of the function rew(r, O B):

Definition 10.71. Expected Reward for Reachability Properties

For state s and B C S, the expected reward until reaching B from s is defined as follows.
If Pr(s = O0B) < 1, then ExpRew(s = 0B) = co. Otherwise, i.e., if Pr(s = 0B) = 1,
then:

ExpRew(s = 0B) = Zr - Pry{m € Paths(s) | 7 |= OB A rew(m, 0B) =r}.
r=0
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The infinite series for Pr(s |= ¢ B) = 1 converges for any reward function rew. The intuitive
argument for this is that the rewards along paths are added, while the probabilities of the
transitions are multiplicated. The formal proof is left as an exercise to the reader; see
Exercise 10.18 (page 904).

If Pr(s = OB) = 1, then an equivalent characterization of the expected reward earned
until B is reached can be provided by means of a weighted sum of the rewards earned
along minimal path fragments from s to B:

ExpRew(s = 0B) = Y P(7) - rew(7)
T
where T ranges over all finite paths sg ..., s, with s, € B, 9 = s and sg,...,s,-1 ¢ B.

Ezample 10.72.  Simulating a Die by a Coin (Revisited)

Consider again the Markov chain in Example 10.3 (page 750) which describes how a six-
sided die can be simulated by a fair coin. For convenience, the Markov chain is illustrated
again in Figure 10.14. In order to reason about the number of coin flips that are required

Figure 10.14: Markov chain for simulating a die by a fair coin.

to obtain a certain die outcome, the Markov chain is extended to an MRM. The set B
of target states is thus B = {1,2,3,4,5,6 }. The reward function assigns reward 1 to all
states except the states in B, and reward zero to the states in B. The cumulative reward
of the infinite path m = sps123 5'17273 1% is rew(w, 0B) = 3. The cumulative reward of
7TI = S0 (817273 837273)“} is o0.

In order to determine the number of rounds that are performed until a die outcome is
obtained, an alternative reward function is used. A round is a visit to either state s1 23 or
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s4.56. 1o reason about the number of rounds, reward 1 is associated with the states s123
and s456. All other states are equipped with reward zero. Using this reward function, we
obtain for the expected number of rounds before reaching a target state in B:

i 3 /1\"" 4
ExpRew(so = 0B) = S r.2. <_> _ 4
2"\ 3

Note that in every round a target state is reached (in this round) with probability %, while
the probability for yet another round is %. Thus, the probability for exactly r rounds agrees
with the probability of reaching B from the initial state so while entering {123,345 }
exactly r times, i.e., % . (%)7'_1. The average number of rounds that is performed until an
outcome is thus %.

Just a brief comment on the computation of Y02 7 -3 - (%)7'_1. One possible way to
compute the value of this infinite series is the observation that Y .o - (%)7'_1 can be
viewed as the value of the first derivative of the function f: ] —1,1[— IR:
o 1
— mpl —
fl@) = 7§O~L = 1T—%
o0
for v = 1. Then, f'(x) = > r- a1 = ﬁz— Hence,
r=1
ST = ) = 2 = L
= ! (1-%) (1)
o .3 (1yr-l 3. gl 3. _1 4
Therefore: > r-2- (%) =373 =3 5= = 5 [ |

=1 (%)

Let us now discuss in detail how to compute the expected rewards ExpRew(s = O B), for
finite MRMs. Using the graph-based techniques explained in Section 10.1.2 (page 770ff),
we first determine the set S_; of states s that reach B almost surely, i.e.:

S ={seS|PskOB)=1}.

The task is to compute z; = ExpRew(s = ¢0B) for each state s € S_;. For all states
s € S_1\ B, ie,s €S\ B for which Pr(s = ¢B) = 1, we have Pr(u = ¢0B) = 1 for all
direct successors u of s. Hence, if s € S_1, then either s € B or Post(s) € S_;. Moreover,
the values x; = ExpRew(s |= O B) provide a solution of the following equation system:

0 ifseB

Ts = § rew(s)+ > P(s,u)-x, ifseS\B.
u € Post(s)
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In fact, the vector (x4)scs_, is the unique solution of the above linear equation system.
This follows from the results established in the proof of Theorem 10.19 on page 766 for the
subchain consisting of the states in S_;. Notice that the proof of Theorem 10.19 yields
that

Ax =x implies x=0

where A = (P(s,u) ), ,ec5_,\p- Since A is a quadratic matrix, this implication is equiv-
alent to the nonsingularity of I — A. That is, for any vector b, the linear equation

system x = Ax + b, which can be rewritten as (I — A)x = b, has a unique solution,
namely x = (I — A)~!b. In fact, the above equation system for the expected rewards
can be rewritten in the form x = Ax + b where x stands for the vector (x, )seszl\B and

b = (bs),cs_,\p is the vector with the entries b, = rew(s).

Summarizing, computing the expected reward earned until a certain set of states will be
reached in a finite MRM has a polynomial time complexity of the size of M. The necessary
techniques are a graph analysis to determine S_1, and solving a linear equation system.

Ezxzample 10.75.  Simulating a Die by a Coin (Revisited)

Consider again Knuth and Yao’s example of simulating a die by a fair coin. As in Example
10.72, consider the MRM where rewards serve as counters for the number of rounds. That
is, rew(s1.2,3) = rew(ss56) = 1, and rew(s) = 0 for all other states. Let us compute the
average number of rounds performed until an outcome is obtained, i.e., until a state in
B = {1,2,3,4,5,6} is reached, by the above linear equation system. Clearly, Pr(s |=
OB) = 1 for each state s. Hence, all states are contained in S—;. Let 2123 denote s, , ,
and ) 5 5 denote x g The values x, = ExpRew(s |= O B) are a solution of the following
equation system:

, _ 1.
Zo = 5°%123 T 5 %456

oy _ 1 ! 1

w123 = 1 4+ 5293 + 5 423

, _ 1., 1.,

T23 = goW2 + 53

ol _ 1 . 1

Tio3 = 3 U123 T 541

. _ 1, "

as56 = 1+ 5 Wy56 T 55045

, _ 1., 1.,

Tas = 5oy T 503

ol _ 1 . 1

Tys6 — 735 Ta56 T 3 T
LL’1:LIJ2:£IJ3:LIJ4:£IJ5:£IJ(5:O

Using the values x; = 0 for 0 < ¢ < 6, we obtain 293 = 245 = 0. The equations for the
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other states simplify to

1 1
o = 52123 T 3 %456
1
Ti23 = 1+ 5793
' 1
Ti23 = 3 °T123
1
Zas6 = 1 + 5 -Tyse
' 1
Tyse = 3 Ta56
This yields the linear equation system:
Lk 0 -k 0\ [ 0
0 1 —% 0 0 21,2,3 1
1 ol _
0 =3 1 0 0 |- @iy | = [0
0 0 0 1 -3 X456 1
o 0 0 -4 1) \aly 0

The unique solution of this linear equation system is g = 123 = 2456 = % and 7 55 =
Tyse = % Thus, we obtain—as before—ExpRew(xo | OB) = 29 = % for the average
number of rounds. [ |

Remark 10.7/.  Alternative Definitions of the Ezxpected Reward

According to Definition 10.71 (page 818), ExpRew(s |= O B) = oo if B is not almost surely
reached from s. This choice is consistent with the fact that rew(w, ) B) = oo whenever
7 & OB for some path 7. Let us discuss two variants of this definition.

For certain applications, it might be more reasonable to define the cumulative reward for
an infinite path fragment which never visits B as zero (rather than oo). In this case, the
expected reward ExpRew(s |= O B) is defined as

o0

Zr - Pry{m € Paths(s) | 7 = 0B A rew(m,0B) =r}

r=0
for all cases. (That is, no exceptional case for Pr(s = 0B) < 1.) The proposed algorithm
for computing ExpRew(s |= O B) can easily be adapted to deal with this adapted definition
by adding the constraint xy = 0 for Pr(s |= 0B) = 0 to the linear equation system. The
equation x; = 0 for ¢t € B remains unchanged. For all other states s, i.e., all states s where
s ¢ B and Pr(s |= 0B) > 0, we deal with the equation:

xs = rew(s) + Z P(s,u) - x,.
u € Post(s)

Another way of treating the paths that never reach a B-state is to consider conditional
expectations. That is, we consider the expected reward to reach B under the condition
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that B is eventually reached. The corresponding definition of this conditional expectation,
denoted CExpRew(s = OB), is as follows. If Pr(s = 0B) > 0, then

o9}

CExpRew(s = 0B) = Z 7
r=0

If Pr(s = OB) =0, i.e., B is not reachable from s, then CExpRew(s |= ¢ B) can be defined
as undefined or some fixed value. The computation of the conditional expected rewards
goes as follows. By means of a backward graph analysis starting from the B-states, the

~ Pry{7 € Paths(s) | 7 |= OB A rew(n,0B) =r}
’ Pr(s = 0B) '

set,
Pre"(B) = {s € S| Pr(s = 0B) >0}.

is determined. This is a standard backward reachability analysis. Let M’ be a new Markov
chain with state space Pre*(B). The transition probabilities of M’ are defined by

P(s,s)
P(s, Pre*(B))

For t € B let P'(t,t) = 1 and P'(t,s’) = 0 for all states s’ € Pre*(B) \ {t}. Then
PrM (s = OB) =1 for all s in M’ and

CExpRew™(s = 0B) = ExpRew™ (s = OB).

P'(s,s") = if s € Pre*(B) \ B and s’ € Pre*(B).

The conditional expected reward in M is thus equal to the expected reward in M’. Thus,
the problem of computing the conditional expected rewards CExpRew(s = OB) is re-
ducible to the problem of computing (unconditional) expected rewards. [ ]

Other important quantitative measures for MRMs are cost-bounded reachability probabil-
ities, i.e., the probability of reaching a certain given set of states within a certain bound
on the cumulative reward. Paths that reach one of the target states whose cumulative
reward exceeds the bound are considered too costly. Let B C S, r € IN and O, B denote
the event of reaching the set B with cumulative reward at most r. Then:

Pr(s = 0« B) = Pry{m e Paths(s)|n = 0B A rew(n,0B) <r}

denotes the probability of reaching B from s while the cumulative reward earned until B is
reached is at most r. For example, when B stands for the set of good states, Pr(s = O <. B)
denotes the probability of reaching a good state with cost at most r. We have

Pr(s = 0B) = Y _P(7)

where 7 ranges over all finite paths sg ... s, with s, € B, sg = s and sq,...,8,-1 ¢ B
such that rew(w) < r.

For finite MRMs, the values x5, = Pr(s = O B) can be computed via the following
equation system:
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o if s € B, then z,, = 1;
o if s ¢ Pre*(B) or s € Pre*(B)\ B A (rew(s) > r); then x;, =0

e in all other cases, i.e., if s € Pre*(B)\ B and rew(s) < r:

Tspr = Z P(s,u) - Ly, r — rew(s)

u€eS

The above equation system can be regarded as a linear equation system with variables x; ,
where (s,p) € S x {0,1,...,r}. If all rewards are positive, i.e., rew(s) > 0 for any state
s, then x,, is completely determined by the values x,, for u € S and p < r. Hence, in
this case the above equation system can be solved by successively computing the vectors
(ws,p)ses for p=0,1,...,r. In the presence of zero-reward states, the above equation for
Zs, may contain some variables x,, for the same reward bound r. However, x,, only
depends on the values z,, , for p < r. Thus, the vectors xg, X1, X2, ...,X, can be determined
in this order, where the vector x, = (2 ,)ses is obtained from x; for 0 <14 < p as follows.
If s € Bors ¢ Pre*(B), the value of x,, is 1 or 0 (see the first two items above). For
s € Pre*(B)\ B and rew(s) > 0, the value of x, , is obtained from the previously computed
values Loy, p — rew(s) (see the sum in the third item). For the remaining states, i.e., states in
So = {s € Pre*(B)\ B | rew(s) = 0}, the values x, , are obtained as the unique solution
of the following linear equation system:

x = Agx + b.

Vector x stands for (5, ),cg,- The matrix Ay contains the transition probabilities be-
tween the states in Sp, i.e., Ag = (P(s,u) ), ,eg,- Theentries of the vector b = (bs, ) e,
are given by

=1 =0
ot
bsy = > P(s,u)  Tap + > P(s,u) T,
ueB u € S\ Pre*(B)
=0
LD VRS CAVR RS VI (CROR
u € Pre*(B)\ B u € Pre*(B)\ B
rew(u) > p p = rew(u) >0
= P(s,B) + > P(s,u) - 2u,
u € Pre*(B)\ B ~
p = rew(u) >0 already
computed

The above equation system is linear and has a unique solution. Recall that P(s, B) stands
for the probability of moving from state s within one transition to a state t € B, i.e.,

P(s,B) = Y P(s,t).
teB
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Summarizing, the probabilities Pr(s |= («,B) can be computed with a time complexity
which is polynomial in the size of M and linear in the reward bound r. To compute
Pr(sy = Q< B) for some designated state sg, in fact not all variables x, , might be relevant.
The relevant variables are obtained by starting with the equation for z, , and then adding
only those equations w , that appeared in an already generated equation. This observation
has no influence on the worst-case time complexity, but may yield drastic speedups.

Ezxzample 10.75.  Simulation of a Die by a Coin (Revisited)

Consider again the MRM for the simulation of a die by a fair coin where the reward
function serves to count the number of rounds; see Examples 10.72 (page 819) and 10.73
(page 821). Consider the probability of obtaining a die outcome within the first two
rounds. This amounts to computing the values x5, = Pr(s |= 0,B) for p =0,1,2 and
all states s, where B = {1,2,3,4,5,6 }. We have

Zs,0 = L1930 = Tsys60 = 0,

i = Ty
5’1,2,370 5’4,5,670

Lspa0 = Lsyp0 =X =1, 1=1,...,6.

The probability of reaching a B-state from the initial state in the first round is given by
Zgy,1 Where

1 1
.CES(),I = 3 msl’g’g,l + 5" $s4’5’6,1
1 1 _ 3
Tsq1,3,1 5 T30 T 3 Ty, 3,0 - 1
=1 1
1 1 o2 3
Lsa56,1 3 Weup0 T3 X0 = 1
=1 1
=3
This yields x4,1 = %. For the other states, we have Zspgl = Lsyp1 = T = 1 for
1<i<6and
- — 1., 1. . - 1. 3.1 1 -1
Lot ypdl = 3 Tsingl T3 Tspg1 = 537731 =3,

and similarly 2y, 1 = %. The probability z, 2 of reaching B from the initial state within
two rounds is given by

1 1
Tsop2 = 3 Tsipa2 T 3 Tsase2
_ 1 1 _ 15
Ts1232 = 5 Lsyyl T 35° wb"lg,g,l - 16
——
=1 7
1 1 F 15
Lsa56,1 3 Lsup,l T g Ll 5601 - 16
S——— N’
=1 7
-8
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Thus, 24,2 = %. In fact, we have w,,, = 1— 4% for all integers r > 0; see Exercise 10.19
(page 904). [

The techniques discussed so far for cost-bounded reachability probabilities can be adapted
to cost-bounded constrained reachability probabilities in a fairly straightforward manner.
For C', B C S, let

Pr(s = CUg,B) = Prg{m € Paths(s) |1 =CU, B}

where s9s182... = CU B if and only if there exists a finite prefix sg...s, such that
s; € Cfor0<i<mn,s, € Bandrew(sgs;...s,) <r. Infact, the values Pr(s = C'U ¢, B)
are obtained by an analogous linear equation system as for Pr(s = O, B). The equations
are

o if s € B, then z,, = 1;
o if s - HCUDB)ors¢ B A rew(s) > r, then xy, = 0;

e in all other cases, i.e., if s € 3(C'U B) and rew(s) < r:

Lsp = Z P(s,u) - Ly, r — rew(s).

u€sS

The techniques discussed so far are key ingredients for the model-checking of a variant of
PCTL that incorporates rewards. This logic is called PRCTL, which is short for Proba-
bilistic Reward CTL. It is defined as follows.

Definition 10.76. Syntax of PRCTL

PRCTL state formulae over the set AP of atomic propositions are formed according to
the following grammar:

® = true ‘ a ‘ Oy A Dy ‘ - ‘ P () ‘ Ep(®)

where a € AP, @ is a path formula, J C [0, 1] and R are intervals with rational bounds.
PCTL path formulae are formed according to the following grammar:

0= O ‘ O, U Dy ‘ O, U <, ‘ By U < By
step-bounded reward-bounded
until until
where ®, ¢, and $9 are state formulae and n,r € IN. [ ]
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The semantics of the propositional logic fragment and probability operator is defined as
for PCTL. For the expectation operator Eg(-), the semantics is defined by:

s=Egr(®) iff ExpRew(s = ¢Sat(®)) € R.

Ezample 10.77.

The logic PRCTL may be used to specify the simulation of a die by a coin by the require-
ments
Egg(outcome) A /\ P:%(Oi) A P>%(O<2 outcome )
1<i<6
where outcome is an atomic proposition that labels the six outcome states 1,2,3,4,5, and
6. The above PRCTL formula asserts that (1) the average number of rounds to obtain an
outcome is bounded by 2, (2) the correctness of the outcomes in the sense that each of the
six possible outcomes has probability %, and (3) with probability at least % the outcome

is obtained within at most two rounds. [ |

Example 10.78.  Zeroconf Protocol

Consider again the zeroconf protocol as introduced in Example 10.5 (page 751). Consider
the reward function that represents waiting times. The property “the probability of ending
up with an unused address within n steps exceeds p'” can be expressed as PRCTL formula

P (O<n 0k)

where ok uniquely indicates the state in which an unused address has been selected.

Consider now the reward function that keeps track of the number of probes sent. The
property “the probability of ending up with an unused address after at most 71 probes
exceeds p'” is expressed by the PRCTL formula

Py (O <n 0F).

Although the formula is identical to the previous one, its interpretation is somewhat
different due to the different reward function. [ |

10.5.2 Long-Run Properties

This section is concerned with a different class of properties, viz. long-run averages. As
opposed to the measures considered in the previous section, long-run averages are based
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on the limiting behavior of Markov chains. Before considering long-run averages, let us
first consider the long-run distribution of a Markov chain.

The long-run distribution is a limit defined on the basis of transient distributions. Recall
that the transient state distribution ©,, = @nM is a function that assigns to each state
t € S5 the probability of being in state t after exactly n steps given the initial distribution
Linic; See Remark 10.22 (page 768). The limiting behavior of M is obtained when n tends
to go to infinity.

For a given Markov chain M and states s, ¢ in M, let 8:"!(s,1) (briefly 6,(s,t)) denote
the probability of being in state ¢ after exactly n steps when starting in state s, i.e.:

On(s,t) = Pro{ sos152... € Paths(s) |sop =5 A s, =1}.
The transient state distribution ©,, arises by the values 6,(s,t) by taking the initial dis-
tribution into account:
On(t) = ) tinie(s) - On(s, ).
s€S
For fixed state s, the function t — 0,(s,1) agrees with the transient state distribution

©M: in the Markov chain M, that is obtained from M by declaring s to be the unique
starting state.

Definition 10.79. Long-Run Distributions

Let M = (S, P, tini, AP, L) be a finite Markov chain and s, ¢ € S. The long-run average
probability M (s, t) (briefly 0(s,t)) is given by

0s,1) = lim =3 0i(s,1).

The function ¢ — 0(s,t) is the long-run distribution for starting state s. The long-run
distribution for M is given by

@M(t) = Zbinic(s) -0(s,1).

s€S

The limit in the above definition exists in every finite Markov chain. We will not provide
a formal proof of this fact and refer to textbooks on Markov chains, e.g., [248]. Intuitively,
the long-run probability #(s,t) is the fraction of (discrete) time to be in state ¢t when
starting in state s. For example, in the following two-state Markov chain:
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>

1

When starting in s, then after any even number of steps the current state is s, while after
any odd number of steps the current state is £. Hence:

Oor(s,8) = Oopr1(s,t) = 1 forall k>0

while O (s,1) = Oop+1(s, s) = 0. Therefore:

2k k 2k+1 k+1
L , = 1 » =

Hence, lim 6,(s,t) does not exist, but
n—co

L 1
0(s,1) = lim — D bis,t) = 5
i=1
This example illustrates that the sequence of the transient probabilities 6,,(s,t) may not
converge. Hence, the definition of long-run probabilities cannot be simplified by just taking
the limit of the transient probabilities 6,,(s, t).

However, if lim,_, 0,,(s,t) exists, then it agrees with #(s,t). This is illustrated by the
Markov chain:

N[
[Ne] =

1

Whenever the current state is s, then both successors s and ¢ are equally likely. If, however,
the current state is ¢, then almost surely the next state is s. This provides an intuitive
explanation that the fraction of the time being in state s is %, and for state ¢ is % For
this example, we have

1 1
Ont1(s,8) = 5%(5,5) + 0,(s,t) and O,.1(s,t) = §9n(676)

The following table shows the values for 0 < n < 4:
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|| 0,(s, $) | 0, (s,1)

-~
~

0 1 0
1 o
2 | s
3 | 1
4 | m
limit 2 z

In fact, lim 0,(s,s) = 2 = 0(s,s) and lim O,(s,t) = + = 0(s,1).

n—oo n—oo
Long-run probabilities provide the basis for several interesting measures. The following
definition considers the expected long-run reward that is earned between two successive
visits to a state in the set B.

Definition 10.80. Expected Long-run Reward between B-States

Let M be a finite MRM with state space S, B C S and s € S such that Pr(s = 0O0B) = 1.
The ezpected long-run reward between two B-states for s is given by

LongRunER,(B) = Y _0(s,t)- ExpRew(t = O 0B)
teB
where ExpRew(t |= (O 0B) is defined as ExpRew(t |= OB), except that only paths of
length > 1 are considered, i.e.,

ExpRew(t = (O 0B) = rew(t) + E P(t,u) - ExpRew(u |= 0B).
u€S
|

The value ExpRew(t = () O B) can be interpreted as the average reward earned by moving
from ¢ to B within one or more steps. The intuitive meaning of LongRunER,(B) is the
average reward earned between two successive visits to a B-state, when considering the
Markov chain M on the long run. For example, if B characterizes certain failure states,
and the reward function is defined to be one for all states outside B, then LongRunER,(B)
yields the average number of steps that are performed between two failures.

The computation of the expected long-run rewards LongRunER,(B) relies on techniques

for computing the long-run probabilities. We will discuss now how the values 6(s,t) can
be obtained—once again—by solving linear equation systems.
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In the sequel, let M be a finite Markov chain with state space S and s € S. Let us first
establish that the function ¢ — 6(s,t) is, in fact, a distribution over S. Indeed, we have
0 < 0(s,t) < 1, since 0 < 0;(s,t) < 1 for all i and therefore >, ;. 0i(s,t) < n. Moreover,

for each ¢ > 1:
D i(s,t) = 1
tes

Therefore:

n

me)zézfyw@:%QDsz):%n:1

teS teS i=1 i=1teS
N—_——
=1

Furthermore, we have the following balance equation:
) = > 0(s,t) - P(t,u).
tesS

This follows from

> 0(s,t) - P(t,u)

teS

:hm%iZ@@ﬂ P(t,u)

= lim = Z Oiv1(s,u)

n—)OO 1
1
. n+1 s 01(s,u)
- = (L - SET ) - e
N——
tends to 1 tends to O

tends to O(s,u)

As almost surely a BSCC will be reached, 0(s,t) = 0 if ¢ does not belong to a BSCC that is
reachable from s. Note that then 6;(s,t) tends to zero if i tends to infinity. In particular,
if s €T and T' € BSCC(M), then:

> 0(s,t) = 1.

This and the balance equation (applied to the sub-Markov chain consisting of the states
in B) yields that the values xs; = 6(s,t) for s, t € T and T" € BSCC(M) yield a solution
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of the equation system:
Zw&t =1 and x4, = ZJ,” -P(t,u)
ter teT

where s and u range over all states of T'. In fact, the above equation system has a unique
solution. In particular:
0(s,t) = w5y = woyr = 0(5,1)

for all states s, s',t of a BSCC. Thus, the long-run distributions ¢ — 6(s, t) for the states s
that are contained in some BSCC T" can be solved by means of the linear equation system
with variables x; for t € T and the equations

This equation system has a unique solution (2;)ier and a; = 0(s,t) for all states s, t € T'.
Furthermore, 0(s,u) = 0 for all states s € 7" and u ¢ T. For all states s which do not
belong to a BSCC, the long-run probabilities (s, -) are obtained as follows:

e O(s,t) =0 if t is not contained in BSCC, and

o 0(s,t) = Pr(s |= 0T) -, if t € T and T' € BSCC(M), where x; = 0(s, ) for all/some
sel.

A corresponding operator to specify lower or upper bounds for the expected long-run
rewards, say Lr(®) where R is a reward interval, may be added to the logic PRCTL with
the semantics:

s = Lg(®) if and only if LongRunER,(Sat(®)) € R.

The above-sketched technique can then be used to compute the satisfaction set of Lr(®).

10.6 Markov Decision Processes

Nondeterminism is absent in Markov chains. Markov decision processes (MDPs, for short)
can be viewed as a variant of Markov chains that permits both probabilistic and nonde-
terministic choices. As in Markov chains, the probabilistic choices may serve to model and
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quantify the possible outcomes of randomized actions such as tossing a coin or sending a
message over a lossy communication channel. Probabilistic choices may also be adequate
for modeling the interface of a system with its environment. For example, for a vending
machine it might be reasonable to assign probability % for the option chocolate bar, and
probability 11—0 for the option apple. This, however, requires statistical experiments to ob-
tain adequate distributions that model the average behavior of the environment, i.e., the
user of the vending machine. In cases where this information is not available, or where it
is needed to guarantee system properties which should hold for all potential environments,
a natural choice is to model the interface with the environment by nondeterminism.

Another important motivation for the incorporation of nondeterminism in probabilistic
models such as Markov chains is provided by the field of randomized distributed algo-
rithms. Such algorithms are concurrent and hence nondeterministic in nature. This is due
to the interleaving of the behavior of the distributed processes involved, i.e., the nondeter-
ministic choice to determine which of the concurrent processes performs the next step (see
Chapter 2). Besides, they are probabilistic in the sense that typically a rather restricted
set of actions (like tossing a coin or selecting a number {from a certain range) has a random
nature. A simple example is a two-process mutual exclusion protocol where access to the
critical section is governed by an arbiter that on the basis of tossing a coin decides which
process acquires access.

Finally, nondeterminism is crucial for abstraction techniques of Markov chains. Abstrac-
tion is typically based on the grouping of states. If this abstraction is based on probabilis-
tic bisimulation, then there is no need for nondeterminism, as the transition probabilities
between groups (i.e., equivalence classes) of states is uniquely determined. If, however,
a coarser abstraction is considered where e.g., states are grouped on the basis of their
atomic propositions, one obtains a range of probabilities for the transition probabilities—
nondeterminism, so to speak. In the case of data abstraction, e.g., one might replace
probabilistic branching by a nondeterministic choice.

Several operational models have been studied in the literature that all can be viewed as
variants of Markov chains with both nondeterministic choices and discrete probabilities
for the transition relation. We adopt the traditional notion of Markov decision processes
(see e.g., the textbook [346]), extended by atomic propositions:

Definition 10.81. Markov Decision Process (MDP)
A Markov decision process is a tuple M = (S, Act, P, t3,:, AP, L) where

e S is a countable set of states,

e Act is a set of actions,
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e P:SxActxS —[0,1] is the transition probability function such that for all states
s € § and actions o € Act:

Z P(s,a,8)€{0,1},

ses

® Ly 0 S — [0,1] is the initial distribution such that }° ¢ tii(8) = 1,

2AP

e AP is a set of atomic propositions and L : § — a labeling function.

An action « is enabled in state s if and only if >, ¢ P(s,a, ') = 1. Let Act(s) denote
the set of enabled actions in s. For any state s € S, it is required that Act(s) # @. Each
state s’ for which P(s, a, s') > 0 is called an a-successor of s. [

The transition probabilities P(s, t, ) can be arbitrary real numbers in [0, 1] (that sum up
to either zero or 1 for fixed s and «). For algorithmic purposes, the transition probabilities
are supposed to be rational. Furthermore, the verification algorithms are restricted to finite
MDPs. An MDP is finite whenever the state space S, the set Act of actions, and the set
AP of atomic propositions are finite.

An MDP has a unique initial distribution ¢;,;. In fact, this could be generalized by allowing
a set of initial distributions. A computation then starts by choosing one of these initial
distributions nondeterministically. For the sake of simplicity, we just consider a single
initial distribution.

The intuitive operational behavior of an MDP M is as follows. A stochastic experiment
according to the initial distribution ¢, yields a starting state sg such that ¢;,;(sg) > 0.
On entering state s, say, first a nondeterministic choice between the enabled actions needs
to be resolved. That is to say, it needs to be determined which action in Act(s) is to be
performed next. In the absence of any information about the frequency of actions—given
actions o and 3 in Act(s) it is unknown how often & needs to be selected—this choice is
purely nondeterministic. Suppose action « € Act(s) has been selected. On performing «
in state s, one of the a-successors of s is selected randomly according to the distribution
P(s,,-). That is, with probability P(s,a,t) the next state is t. If ¢ is the unique a-
successor of s, then almost surely ¢ is the successor after selecting «, i.e., P(s,a,t) = 1.
In this case, P(s,a,u) = 0 for all states u # t.

Any Markov chain is an MDP in which for any state s, Act(s) is just a singleton set.

Vice versa, any MDP with this property is a Markov chain. The action names are then
irrelevant and can be omitted. Markov chains are thus a proper subset of MDPs.
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The direct successors and predecessors of a state are defined as follows. For s € S, o € Act
and T'C S, let P(s,«,T) denote the probability of moving to a state in T" via «, i.e.,

P(s,0,T) = Y P(s,a,1)

teT

Post(s, o) denotes the set of a-successors of s, i.e.,
Post(s,a) = {t € S| P(s,a,t) >0}.

Note that Post(s,a) = @ if and only if a ¢ Act(s). Pre(t) denotes the set of pairs (s, )
with ¢ € S and « € Act(s) such that t € Post(s, ), i.e.,

Pre(t) = {(s,a) € S x Act | P(s,a,t) > 0}.

Example 10.82. An Example of an MDP
Consider the MDP M depicted below:

State s is the only initial state, i.e., tinie(s) = 1 and 4 (f) = tine(u) = 0. The sets of
enabled actions are

o Act(s) = {a,(} with P(s,a,t) = 1, P(s,8,u) =P(s,3,s) = %, and
e Act(t) = Act(u) = {v} with P(t,v,s) = P(u,7,s) = 1.

In state s, a nondeterministic choice between actions a and 3 exists. On selecting action
«, the next state is ¢; on selecting action 3, the successor states s and u are equally
probable. Some successor and predecessor sets are Post(s,«) = {t}, Post(s,3) = {s,u},

and Pre(s) = {(376)7 (t7’7)7 (U/Y) } u

Example 10.85. A Randomized Mutual Fxclusion Protocol

Consider a simple randomized mutual exclusion protocol for two concurrent processes P;
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and P,. The coordination of accessing their critical sections is provided by a randomized
arbiter which permits process F; to enter its critical section if the other process is in its
noncritical section. If both processes acquire access to the critical section, the arbiter
tosses a fair coin to decide which of the two processes has to wait and which process may
enter the critical section.

reqy reqy

req, req;

Figure 10.15: MDP for a randomized mutual exclusion protocol.

The composite behavior of the two concurrent processes and the arbiter can be modeled
by the MDP depicted in Figure 10.15. All states of the MDP where at least one of
the processes is in its noncritical location exhibit a nondeterministic choice between the
enabled actions of P, and F,. The corresponding req, enter or rel action does not have a
proper probabilistic effect, since it yields a unique successor. The transition probabilities
that equal 1 are omitted from the figure. Ounly in state (waity, waite) is there a proper
probabilistic choice performed by the arbiter to select the next process to enter the critical
section. -

Remark 10.84. Actions in an MDP

The action names « € Act are needed here only for technical reason, viz. to group all
edges belonging to the same probabilistic choice. When using MDPs in a compositional
framework, where the MDP for a complex system arises through the parallel composition
of several other MDPs, then it is more appropriate to allow for sets of distributions per
action and state rather than just a single distribution. Note that, e.g., the interleaving of
two equally named actions performed by different processes yields a global state that has
two outgoing transitions with the same action label. This more general approach can be
formalized by replacing P with a transition relation of the form

— C S x Act x Distr(S)
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where Distr(S) denotes the set of distributions over S, i.e., functions p : S — [0, 1] such
that > . cqu(s) = 1. Labeled transition systems appear as special case of this type of
transition relation. This follows from the fact that any transition s -2+ in a transition
system can be identified with the transition s -2y} where puf € Distr(S) denotes the
distribution with p;(t) = 1 and p}(u) = 0 for any u # t. The notion of MDP in this
monograph (see Definition 10.81) is obtained by considering transitions s —*= s o for the
actions o € Act(s), where i, o denotes the distribution ¢ — P(s, v, t). Since compositional
approaches for MDPs fall outside the scope of this monograph, the action names are
irrelevant. The actions may be assumed to be renamed such that per state and action
there is at most one distribution. ]

Remark 10.85. Probmela

In a similar way as transition systems for nonprobabilistic (concurrent) programs can be
described by higher-level modeling languages such as (nano)Promela, (see Section 2.2.5
on page 63), probabilistic systems can be specified by various higher-level description
techniques. We consider the main features of a probabilistic variant of nanoPromela, called
Probmela. As in nanoPromela, a Probmela model consists of finitely many concurrent
processes that may communicate via either shared variables or channels (or both). The
processes are described by statements of a probabilistic guarded command language.
The core of this language is as in nanoPromela and consists of assignments, conditional
commands (i.e., statements built by the keywords if-fi), loops (i.e., statements built by
do—od), communication actions ¢?z (for input) and clexpr (for output), and atomic regions.
The language features three probabilistic features: randomized assignments, probabilistic
choice, and lossy channels. Let us discuss these features in somewhat more detail.

e A random assignment has the form x := random(V) where x is a variable and V is
a finite nonempty subset of dom(zx). On executing this assignment, a value v € V' is
chosen probabilistically according to a uniform distribution over V' and assigned to
x. The probability that value v € V is assigned to x is thus |—‘1/|

e The probabilistic choice operator is a probabilistic variant of if-fi-statements where
the resolution of the choices is by probabilities rather than by guards. The syntax is

pif [p1] = stmty ... [p,] = stmt,, fip

where p; is a non-negative real number such that >, p; = 1. The above statement
models the probabilistic choice between the statements stmt; through stmt,,, where
stmt; is selected with probability p;.

e Communication channels may either be perfect (as in nanoPromela) or lossy. This
is indicated upon declaring a channel. A perfect channel never loses a message,
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C 1= 50;

do =c=s) = pif [}]= ci=s123 [1]= ci=si156 fip
ne=s123 = pif [%] = Cci1=8]93 [%] = c:i=s33 fip
ne=sy3 = pif [f]= c:=2 [2]= c¢:=3 fip
ne= 3’17273 = pif [%] = C:=8123 [%] = c¢ci=1 fip
C= 8456 = plf [%] = C:= 821,5,6 [%] = C:= S4.5 ﬁp
ne=s45 = pif [3]= c:=4 [3]= c¢:=5 fip
ne= 3217576 = pif [%] = 1= 8456 [%] = ¢:=6 fip

od

Figure 10.16: Probmela specification of Knuth and Yao’s simulation of a die by a fair coin.

whereas via a lossy channel a message is lost with probability p, a fixed probability
that is defined on declaring the channel. The effect of the communication action clv
along lossy channel ¢ is that v is written into the buffer for ¢ with probability 1—p,
and it fails (i.e., the content of the buffer for ¢ remains unchanged while performing
the action clv) with probability p.

The stepwise behavior of a Probmela program can be formalized by means of an MDP.
The states are tuples (£1,...,£,,n,&) where £; is the location of process i, 1 is a variable
evaluation, and ¢ is a channel evaluation. This is the same as for nanoPromela. The
transitions in the MDP specify a probability distribution over the successor states (i.e.,
an enabled action of a state and its probabilistic effect). As Probmela is only used for the
examples, we refrain from presenting these inference rules here.

To illustrate the language Probmela, consider the simulation of a die by a coin; see Figure
10.2 on page 750. The Probmela code is shown in Figure 10.16. Here, c is a variable
whose domain is the state space of the MC in Figure 10.2. The statements

pif[{] = c:=...[§] = c:=... fip
represent the coin-tossing experiments that are performed in the inner nodes. The final
value of ¢ stands for the die outcome. Note that the Probmela model just consists of a

single process which does not behave nondeterministically. The semantics is thus a Markov
chain. ]

Example 10.86.  Alternating Bit Protocol with Lossy Channel
The alternating bit protocol (see Example 2.32 on page 57) can be modeled by an MDP,
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assuming that the probability p for a channel to lose a message is known. An MDP of
the alternating bit protocol can be obtained by specifying the behavior of the sender, the
receiver, and the timer by Probmela statements. As in Example 2.32, the asynchronous
channels ¢ and d are used for connecting the sender and the receiver. The synchronous
channel e is used for activating the timer and the timeout signal. Channel ¢ is declared to
be lossy with failure probability p, while channel d is supposed to be perfect. The sender
is described by the following Probmela fragment:

x:=0
do :: true = cla; elon;
if = dly = .= —x; eltimeroff
ety = clu; elon
fi
od

The behavior of the receiver and the timer can be specified by analogous Probmela state-
ments. As ¢ is a lossy channel with probability p, the statement ¢lo will not result in
inserting message x into c. [ ]

Erxample 10.87.  Randomized Dining Philosophers

Example 3.2 (page 90) treats the dining philosophers problem. We have seen that a
naive symmetric protocol fails to ensure deadlock freedom as all philosophers might, e.g.,
pick up their left chopsticks simultaneously (or in any order). A deadlock-free solution is
obtained when using variables that control the sticks and make them available to a single
philosopher only. In order to break the symmetry, the initial values of these variables have
to be chosen in such a way that initially at least one philosopher can pick up both sticks.

In the probabilistic setting, there are simpler solutions which are fully symmetric and that
need neither global control nor additional shared variables. Consider, e.g., the proposal
by Lehmann and Rabin [268]. The idea of their algorithm is that the philosophers toss a
fair coin to decide which of the sticks they pick up first. If they fail to take the chosen
stick, they then repeat the random choice. Otherwise they try to get the other stick. If
the missing stick is not available, they return the taken stick and repeat the coin-tossing
experiment. The Probmela code of philosopher ¢, shown in Figure 10.17 on page 840,
uses Boolean variables stick; for the sticks that indicate whether stick 7 is available, where
initially stick; = true for all sticks.

This randomized algorithm is deadlock-free as whenever a philosopher attempts to access
an occupied stick, then he does not wait but repeats the coin-tossing experiment. Star-
vation freedom is guaranteed in the sense that almost surely any hungry philosopher who
tries infinitely often to get the sticks will eventually eat.

Petitioner Exhibit 1002-1843



840

Probabilistic Systems

mode; := think;

do :: true =
mode; 1= try;
pif [3] =
if
fi
51 =
if
fi
fip
od

:: stick;

:: stick;

o Stl'CkZ‘_;,_l

o —|St1'CkZ‘+1

=

stick; := false;
if ::sticki =

i —stick; 1 =
fi
skip

stick; 1 := false;
if :: stick; =

:: mstick; =
fi
skip

stick; 11 := false;
mode; := eat;
stick; := true;
stick; 11 = true;
mode; := think;
stick; := true;

stick; := false;
mode; := eat;
stick; := true;
stick; 11 = true;
mode; := think;
stick; 11 = true;

Figure 10.17: Probmela code for philosopher 1.

The semantics of the Probmela specification for n philosophers is an MDP. In each state,
each of the philosophers has an enabled action. Most of the actions are nonprobabilistic

in the sense that they yield a unique successor state.

Only when the current location

of some philosopher is the pif-fip-statement does its enabled action stand for the coin-
tossing experiment to decide which stick to pick up first. This yields two equally likely

SUCCEeSS0rs.

Notation 10.88.

Finiteness, Size, and Graph of an MDP

Let M be an MDP as in Definition 10.81 (page 833). M is called finite if the state space

S, the action set Act, and the set AP of atomic propositions are finite.
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defined as the number of edges in the underlying graph of M, i.e., the number of triples
(s,a,t) such that P(s,«,t) > 0. Here, the underlying graph of M denotes the directed
graph (S, /) where the states of M act as vertices and (s,t) € F if and only if there exists
an action « such that P(s, «,t) > 0. [

Notation 10.89. LTL/CTL-like Notations

As earlier in this chapter, we will often use LTL- or CTL-like notations with states or sets
of states as atomic propositions. The satisfaction relation then refers to the underlying
graph of the MDP, e.g., for s € S and B C S, the statement s |= 30 B means that some
state in B is reachable from s in the underlying graph of the MDP M. ]

The paths in an MDP M describe the potential computations that arise by resolving both
the nondeterministic and probabilistic choices in M. They are obtained by traversing the
underlying graph via consecutive edges. Paths and path fragments in an MDP are defined
as alternating sequences of states and actions.? More precisely,

Definition 10.90. Path in an MDP

An infinite path fragment in an MDP M = (S, Act, P, ;,,, AP, L) is an infinite sequence
Soa1 812 8203 ... € (S x Act)¥, written as

a1 [82] o3

S92 RN

T = S0 S1
such that P(s;, a;11,$,01) > 0 for all ¢ > 0. Any finite prefix of 7 that ends in a state is a
finite path fragment. Paths(s) denotes the set of infinite path fragments that start in state
s; Pathsg,(s) denotes the set of finite path fragments that start in s. Let Paths(M) =

’LEJS Paths(s) and Pathsg,(M) = ’LeJS Pathsg,(s). [

For Markov chains, the set of paths is equipped with a o-algebra and a probability mea-
sure that reflects the intuitive notion of probabilities for (measurable sets of) paths. For
MDPs, this is slightly different since no constraints are imposed on the resolution of the
nondeterministic choices. Let us explain this phenomenon by means of a simple example.
Suppose that M is an MDP with a single initial state sy with two enabled actions o and 3
both representing a coin-tossing experiment. The coin used for action « is supposed to be
fair and yields heads and tails with equal probability, while action ( represents flipping an
unfair coin that provides the outcome heads with probability % and tails with probability
%. What is the probability for obtaining the outcome tails for the initial state $37 This
question cannot be answered; in fact, it is senseless, as this probability depends on whether

2 As opposed to transition systems, no distinction is made between an execution and a path. The action
names in the paths are used to keep track of the stepwise probabilities.

Petitioner Exhibit 1002-1845



842 Probabilistic Systems

action « or action 3 will be chosen. This, however, is not specified! It is guaranteed that
heads will appear with probability at least % and at most %

Also under the assumption that after performing « and  we return to state sy and repeat
the selection of one of the actions « or 4 ad infinitum, the nondeterminism in sg can be
resolved arbitrarily. Any sequence of the actions « and § constitutes a legal behavior of
the MDP. Thus, it might even be the case that action 3 is never taken, in which case the
probability of obtaining heads within the first n coin tosses is 1 — (%)n For the other
extreme, if 3 is chosen the first 1 times, then the probability of obtaining the outcome
heads at least once in the first n rounds is 1 — (%)” However, several other values are
possible for the probability of the event “at least once outcome heads in the first 2 rounds”.
For instance, the value 1 — gﬂg%k- is obtained if during the first k < n steps, action {3 is

chosen and from the (k+1)st Sfep on action « is selected.

This example illustrates that MDPs are not augmented with a unique probability measure.
Instead, reasoning about probabilities of sets of paths of an MDP relies on the resolution
of nondeterminism. This resolution is performed by a scheduler. A scheduler chooses in
any state s one of the enabled actions «v € Act(s). (Recall that Act(s) is nonempty for
any state s.) It does not impose any constraint on the probabilistic choice that is resolved
once « has been chosen.

Definition 10.91. Scheduler

Let M = (S, Act, P, 14, AP, L) be an MDP. A scheduler for M is a function & : ST — Act
such that &(sg s1...5s,) € Act(s,) for all sgs1...8, € ST.

The path (fragment)

(421 (&%) oy

™ = 8 S1 S

is called a &-path (fragment) if o; = &(sg...s;-1) for all i > 0. [

In the literature, a scheduler is sometimes referred to as adversary, policy, or strategy.
Note that for any scheduler, the actions are dropped from the history sg $1...$,. This is
not a restriction as for any sequence Sg 81 . .. S, the relevant actions q; are given by a;11 =
S(sg 81--.5;). Hence, the scheduled action sequence can be constructed from prefixes of
the path at hand. Any path fragment sg -+ 57 %2+ ... -%25 5, where o; # S(s0 51 - .. 8;)
for some i does not describe a path fragment that can be obtained from &.

As a scheduler resolves all nondeterministic choices in an MDP, it induces a Markov
chain. That is to say, the behavior of an MDP M under the decisions of scheduler & can
be formalized by a Markov chain Mg. Intuitively, this Markov chain arises by unfolding
M into a tree, or forest if there are two or more states s with t;,;(s) > 0. The paths in the
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Markov chain represent the G-paths; the states in the Markov chain are state sequences
of the Markov decision process M. Formally:

Definition 10.92. Markov Chain of an MDP Induced by a Scheduler

Let M = (S, Act, P, Ly, AP, L) be an MDP and & a scheduler on M. The Markov chain
Mg is given by
MG = (S+7 PG: Linits AP7 LI)

where for o = s0981 ... 8y:
PG( a, 03n+1) = P(3n7 6(0)7 3n+1)

and L'(c) = L(s,). [ |

Note that Mg is infinite, even if the MDP M is finite. Intuitively, state sgs1...$, of Mg
represents the configuration where the MDP M is in state s,, and s¢ 81 ...5,_1 stands for
the history, i.e., the path fragment that leads from the starting state sg to the current
state s,. Since & might select different actions for path fragments that end in the same
state s, a scheduler as in Definition 10.91 is also referred to as history-dependent.

Example 10.93. Markov Chain Induced by a Scheduler
Consider the MDP of Example 10.82 (page 835), illustrated again below:

Let us consider some examples of schedulers for this MDP. Scheduler &, always selects
action « in state s. It is defined by &, (0) = « if last(c) = s, otherwise &,(0) = 7. In
a similar way, &g is defined by &g(o) =  if last(o) = s, otherwise Sg(o) = . The
only Go-path in M is s 2 ¢ 2552 ... Thepath s 25525 s L5y s By, . isa

G&g-path. Likewise s LouLs Loy,

Finally, let & be a scheduler that selects o in s when just returning from u, and 5 otherwise.
Thus: S(sg...sns) =« if s, = u and S(sqg...s,s) = 3 otherwise. Let &(s) = a. Note
that this scheduler decides on the basis of the one-but-last visited state. In the states
and ¢, the only enabled action ~y is chosen.
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The Markov chain Mg, is the infinite chain:

NG AN
@ {a} g {a}

Figure 10.18: Initial fragment of the Markov chain Mg,.

There is a one-to-one correspondence between the &-paths of the MDP M and the paths
in the Markov chain Mg. For a G-path

aq s ag

S92 RN

T = S0 S1
the corresponding path in the Markov chain Mg is given by
™ S = ?T\() ?T\l ?T\Q PN

where T,, = 8g9$1...8,. Vice versa, for a path o7 T2 ... in the Markov chain Mg,
To = so for some state sy such that ¢, (s9) > 0 and, for each n > 0, 7, = 7,_1 s, for
some state s, in the MDP M such that P(s,_1,5(T,-1), s,) > 0. Hence:

S(), , _S(),  _S(F)

50

is a &-path in M. In the sequel, we often identify the paths in Mg with the corresponding
S-paths in M.
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When we consider an ordinary transition system as an MDP (where any action taken in a
state yields a unique successor), the concept of a scheduler is just another formalization of
a path. In the general setting, i.e., for MDPs with proper probabilistic actions, however,
any scheduler induces a set of paths.

As Mg is a Markov chain, one can now reason about the probabilities for measurable sets
of &-paths. Let Prgl, or simply Pr®, denote the probability measure Pr'™e associated
with the Markov chain Mg. This measure is the basis for associating probabilities with
events in the MDP M. Let, e.g., P C (2AP)W be an w-regular property. Then Pro(P) is
defined (see Notation 10.49, page 796) as the probability measure of the set of G-paths 7
in the Markov chain Mg such that trace(r) € P:

Pro(P) = PMe(P) = Pryg {7 € Paths(Mg) | trace(r) € P}.
Similarly, for fixed state s of M, which is considered as the unique starting state,
Pr(s = P) = PrMe{rx e Paths(s) | trace(r) € P}

where we identify the paths in Mg with the corresponding &-paths in M. This explains
the notation above where the paths m € Paths(s) in M are identified with the associated
paths 7 in the Markov chain M.

The quantitative analysis of an MDP M against w-regular specifications amounts to es-
tablishing the best lower and/or upper probability bounds that can be guaranteed, when
ranging over all schedulers. This corresponds to computing

iréf PrS(s = P) and sup Pro(s = P)
&

where the infimum and the supremum are taken over all schedulers & for M. Later in
this section, we will establish that the infimum and supremum may be replaced by mini-
mum and maximum, respectively. Ranging over all schedulers and considering minimal or
maximal probabilities corresponds to a worst-case analysis. This is due to the fact that
the full class of schedulers covers all possible resolutions of the nondeterminism that is
present.

Ezxzample 10.94. A Randomized Mutual Exclusion Protocol (Revisited)

Consider again the MDP modeling the mutual exclusion with a randomized arbiter; see
Example 10.83 (page 835). Consider the w-regular property stating that the first process
infinitely often enters its critical section, i.e., (I{crity. Let scheduler &1 be such that in
any state it only selects one of the enabled actions of the first process, and never an action
of the second process. There is a single &1-path where the first process successively passes
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its three phases (noncritical, waiting, and critical), while the second process does nothing.
Hence,
Prg, (O0crit;) = 1.

On the other extreme, for the scheduler & which always selects one of the actions of the
second process, but ignores the first process, we have

Prg,(00crit;) = 0.

Let us now consider the probability for the event that the first process enters its critical
section within at most three waiting rounds from state (waity, noncrite). A waiting round is
interpreted as any path fragment of length three where the first process does nothing, while
the second process passes through all three phases. For scheduler &, this event almost
surely holds. The maximal probability is thus 1. The minimal probability is 1 — (%)3 and
is obtained by the scheduler &5 which selects the action of the second process whenever
entering state (waity, noncrite). For the states (wait;, waite) and (waity, crite), there is
no proper choice and &3 selects the uniquely enabled action. For the other states, the
decisions of &3 are irrelevant. [ ]

Ezample 10.95.  Randomized Leader Election

Many communication protocols rely on the presence of a certain node (process) that acts
as a leader. In order to select such a leader, a distributed algorithm is employed. We
consider here the symmetric leader election protocol proposed by Itai and Rodeh [223]. Tt
considers n processes in a unidirectional ring topology. Each node can act in either of two
modes: active or passive. Process i is connected to its neighbors by FIFO channels ¢; and
civ1, each of capacity 1. Addition should be considered modulo the ring size n.

In the active mode, process i randomly chooses a bit and sends it via channel ¢;11 to its
unique successor on the ring. Process i receives the randomly chosen bit by process i—1
along channel ¢;. If the bit of process ¢ is 1, while the obtained bit is zero, then process i
switches to the passive mode. Otherwise, process i takes part in the next round.

In the passive mode, process i just acts as a relay node: it passes each bit obtained from
its predecessor i—1 to its successor i+1. The leader has been elected as soon as there is
only one active process left. The Probmela-specification for process ¢ is shown in Figure
10.19 on page 847.

The semantics of the composite Probmela program obtained by the specifications for the
1 processes is an MDP. The correctness of the algorithm can formally be established by
showing that under each scheduler almost surely eventually the number of active processes
(as indicated by the variable #active) equals one. [ |
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mode; := active;

do :: mode; = active =
x; := random(0, 1);
civ1la ety
if my=1Ax;=0 = mode; := passive;

F#active := #active — 1
DYy, =0Ve, =1 = skip
fi
:: mode; = passive = c,»?yz»; ci+1!y,»
od

Figure 10.19: Probmela code for the randomized leader election protocol.

Definition 10.91 provides a rather general notion of scheduler and does not impose any
restrictions on the decisions of a scheduler. The function from histories (i.e., finite path
fragments) to actions does not require any consistency in the decisions and even allows
for schedulers for which the decisions are not computable. For the verification of a large
class of qualitative and quantitative properties of finite MDPs, however, a simple subclass
of schedulers suffices. This means, e.g., that the maximal and minimal reachability prob-
abilities (when ranging over the full class of schedulers) are obtained by schedulers of this
subclass. The full generality of schedulers, as in Definition 10.91, is thus not needed.

Definition 10.96. Memoryless Scheduler
Let M be an MDP with state space S. Scheduler & on M is memoryless (or: simple) iff
for each sequence sg 51 ...5, and toty...t, € ST with s, = t,,:

S(sgs1 ..-8n) = S(tgty...tm)-

In this case, & can be viewed as a function & : § — Act. [ |

Stated in words, scheduler & is memoryless if it always selects the same action in a given
state. This choice is independent of what has happened in the history, i.e., which path led
to the current state.

For instance, the schedulers &1, G2 and &3 described informally in Example 10.94 (page
845) are all memoryless. The schedulers &, and &z in Example 10.93 (page 843) are also
memoryless. The scheduler & in Example 10.93 is not memoryless as it bases its decisions
on the one-but-last state.

Memoryless schedulers are somehow extreme as they simply select one alternative (i.e.,
action) per state while ignoring all others. For instance, for the mutual exclusion example,
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memoryless schedulers always select the same process to proceed in the states where both
processes are enabled to perform an action. A variant of memoryless schedulers are so-
called finite-memory schedulers, briefly fm-schedulers. The behavior of a fm-scheduler is
described by a deterministic finite automaton (DFA). The selection of the action to be
performed in the MDP M depends on the current state of M (as before) and the current
state (called mode) of the scheduler, i.e., the DFA.

Definition 10.97. Finite-Memory Scheduler

Let M be an MDP with state space S and action set Act. A finite-memory scheduler &
for M is a tuple & = (Q, act, A, start) where

() is a finite set of modes,

A:Q xS — @ is the transition function,

e act : Q X S — Act is a function that selects an action act(q,s) € Act(s) for any
mode ¢ € () and state s of M,

e start : S — () is a function that selects a starting mode for state s of M.

The behavior of an MDP M under a finite-memory scheduler & = (Q, act, A, start) is
as follows. Initially, a starting state sg is randomly determined according to the initial
distribution tiy;, 1., time(So) > 0. The fm-scheduler & initializes its DFA to the mode
go = start(sg) € (). Assume that M is in state s and the current mode of & is ¢. The
decision of &, i.e., the selected action, is now given by a = act(q,s) € Act(s). The
scheduler subsequently changes to mode A(q, $), while M performs the selected action «
and randomly moves to the next state according to the distribution P(s, v, -).

Let us briefly explain how finite-memory schedulers are related to the (general) no-
tion of a scheduler, see Definition 10.91 (page 842). A finite-memory scheduler & =
(@, act, A, start) is identified with the function, i.e., scheduler, &' : Pathsg, — Act which
is defined as follows. For the starting state sg, let &(sg) = act(start(sg), $o). For path
fragment T = $g81...8, let

&'(7) = act(qn, sn)

where qg = start(sg) and ¢;+1 = A(g;, 8;) for 0 < i < n.

Finite-memory schedulers enjoy the property that the Markov chain Mg can be identified
with a Markov chain where the states are just pairs (s, ¢) where s is a state in the MDP
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M and ¢ a mode of &. Formally, M is the Markov chain with state space S x @, labeling
L'({(s,q)) = L{s), the starting distribution ¢;,;;, and the transition probabilities:

Ps({s,a), (t,p)) = P(s,act(g, 5),1).

It can be shown that the infinite Markov chain Mg is probabilistic bisimulation-equivalent
to Ms. This justifies to identifying Mg with M/s. Hence, if M is a finite MDP, then we
consider Mg as a finite MC.

Memoryless schedulers can be considered as finite-memory schedulers with just a single
mode. That is, the Markov chain Mg induced by the memoryless scheduler & can be
viewed as a Markov chain with state space S. In particular, for finite M, Mg can be
viewed as a finite Markov chain which results by selecting a single enabled action per state
(and discarding the other enabled actions). For finite MDP M the number of memoryless
schedulers is finite, albeit sometimes very large. Assuming, e.g., there are exactly two
enabled actions per state, then the total number of memoryless schedulers is 2 where
n=1S]|.

Example 10.98. Memoryless vs. Finite-Memory Schedulers
Consider the MDP M depicted below:

Wy s Ty

o gt

We have

* ACt(SO) = {047/6}7 P(S(),O[,t) = P(S(),/B,'U/) =1, and
o Act(t) = Act(u) = {v} with P(t, 7, s0) = P(u,7, s0) = 1.

The MDP is deterministic apart from state sg where a nondeterministic choice between
actions o and ( exists. There are only two memoryless schedulers for M: scheduler &,
which always chooses «v in s, and scheduler &gz, which always chooses 3 for sg.

The S-successor u of sg is not reachable from sg in the Markov chain Mg, while by
symmetry the a-successor ¢ of sy is not accessible from s under scheduler &3. For both
memoryless schedulers, the probability of satisfying the w-regular property ¢a A ¢b is thus
Zero:

Prg,(so F Oa A Ob) = Pre,(so = Oa A Ob) = 0.
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However, for the—mnonmemoryless—scheduler &,3, which alternates between selecting «
and [ (starting with «, say) on visiting sg, the event $a A Ob holds almost surely. In
fact, since M does not contain a proper probabilistic choice there is exactly one &,3-path
starting in sq:

B Y B

T = 85051t -Lrsg T u—s80 150 ...,

and 7 |= Qa A Ob. Thus: although the event $a A Ob holds with probability zero under
all memoryless schedulers, there is a nonmemoryless scheduler for which this event almost
surely holds. This shows that the class of memoryless schedulers is insufficiently powerful
to characterize the minimal (or, dually, maximal) probability for w-regular events.

The precise definition of the finite-memory scheduler G,5 = (Q, act, A, start) is as follows.
It has two modes: one in which it is only able to select «, while in the other mode only
G can be selected. The scheduler switches mode whenever visiting sg. Formally, the state
space is @ = {¢a,qs }. The action function is given by

act(qg, so) = and act(qa, So) = @,

and act(q,t) = act(q,u) = v for ¢ € Q. Swapping modes is formalized by A(¢s, s0) = ¢a
and A(¢a,S0) = ¢3. If M is in state ¢ or u, then & stays in its current mode. This is
formalized by A(gg,t) = Agg,u) = ¢z and A(¢a,t) = A(¢a, ) = go. As we assume that
on the first visit of sy, the action « is selected, the starting mode is defined by start(s) = gq
for all s € S. [ |

Remark 10.99.  Randomized Schedulers

Schedulers, as in Definition 10.91 (page 842), are deterministic since they select a unique
action for the current state. This can be generalized by allowing schedulers to select
enabled actions probabilistically. That is, given a history a randomized scheduler returns a
probability for each action. (The reader should not confuse this aspect of randomness with
the random selection of the successor state within an MDP.) Mathematically, this means
that randomized schedulers are functions & : ST — Distr(Act), where Distr(Act) is a
distribution over the set Act. It is required that any action « for which &(sg ... s,)(«) >0
is enabled in the state s,. We do not consider randomized schedulers any further and
just mention that they can be approximated by deterministic schedulers and yield the
same extreme probabilities for w-regular properties as deterministic schedulers. Thus,
although they are more general, randomized schedulers do not yield any extra power for
our purposes. This justifies not treating them any further here. ]
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10.6.1 Reachability Probabilities

This section treats the computation of (constrained) reachability probabilities in MDPs.
That is, we are concerned with the following problem. Let M = (S, Act, P, Ly, AP, L) be
a finite MDP and B C S a set of target states. The measure of interest is the maximal,
or dually, the minimal probability of reaching a state in B when starting in state s € S.
For maximal probabilities this amounts to determining

PraX(s = OB) = sup Pros = 0B).
&

Note that the supremum ranges over all, potentially infinitely many, schedulers for M.
This section will show that these maximal probabilities can be computed by solving a linear
program. (Recall that reachability probabilities in MCs can be determined by solving
a linear equation system.) Furthermore, it will be shown that rather than considering
all schedulers—including history-dependent, finite-memory schedulers, and so forth—it
suffices to only consider the subclass of memoryless schedulers. That is, there exists a
memoryless scheduler that maximizes the probabilities to reach B. This holds for any
state s. The supremum can thus be replaced by a maximum.

Reasoning about the maximal probabilities for (B is needed, e.g., for showing that
Pro(s |= OB) < ¢ for all schedulers & and some small upper bound 0 < £ < 1. Then:

Pro(s=0-B) > 1—¢ for all schedulers &.

The task to compute Pr"®*(s = O0B) can thus be understood as showing that a safety
property (namely [1-B) holds with sufficiently large probability, viz. 1 — &, regardless of
the resolution of nondeterminism.

Theorem 10.100. Equation System for Max Reachability Probabilities
Let M be a finite MDP with state space S, s € S and B C S. The vector (xs)scs with

xs = Pr"® (s |= OB) yields the unique solution of the following equation system:
e Ifse B, then x, = 1.
e Ifs = 3IOB, then xs = 0.

e Ifs¢ B and s = 3OB, then

Ty = max{ ZP(S,a,t)wt | a e Act(s) }

tesS
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The CTL-like notations in the last two items refer to the underlying digraph of the MDP
M. That is, s |= 30 B asserts that B is reachable from s. Obviously, x, = Pr'**(s = 0 B)
is a solution of the above equation system. The proof of its uniqueness is rather technical
and omitted here. It uses similar arguments as for Markov chains, see Theorem 10.19 on
page 766. As for Markov chains, the second item could be omitted and replaced by the
requirement that the equations for x4 in the third item hold for all states s € S\ B. The
uniqueness of x, = Pr**(s |= O B) is then, however, no longer guaranteed. As for Markov
chains, one can prove that (2)es is the least solution in [0, 1]%.

Example 10.101.  Equation System for Max Reachability Probabilities

Consider the MDP M depicted in Figure 10.20 on page 852. Assume we are interested in
Pr*¥(s = OB) with B = {59 }. The vector (x4)secs with xy = Pr™®*(s |= O B) yields the
unique solution of the following equation system: x5 = 0, x9 = 1 and

o — 3. 1. 1. 1, o — Lo 1. — 1,
wrg = max{ Jwy + 723,502 + 521} and @1 = Swg + 323 = 5%

where x; denotes z,,. The unique solution of this set of linear equations is: (24)scs =
(3,2,1,0). m

Figure 10.20: Example MDP for max reachability.

The following result asserts that there exists a memoryless scheduler that maximizes the
probabilities of reaching B eventually. This holds for any state s in MDP M.

Lemma 10.102. Existence of Optimal Memoryless Schedulers

Let M be a finite MDP with state space S, and B C 5. There exists a memoryless
scheduler & such that for any s € S

Pr(s = 0B) = Pr®(s = OB).
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Proof: Let x5 = Pr™®(s = 0B). The proof is by constructing a memoryless scheduler &
such that Pro(s |= 0B) = Pr"®(s = 0B). This goes as follows. For any state s, let
Act™®(s) be the set of actions o € Act(s) such that

r, = Z P(s,a,t) - ay

teS

We first observe that it does not suffice to select arbitrary actions from the set Act™**(s).
For example, consider a state with Act™*(s) = {«, 3} where P(s,3,t) = 1 for some
t € B, while via « the set B cannot be reached, e.g., since P(s,«, $) = 1. A selection of

actions is thus needed that ensures reachability of B in the induced Markov chain under
G.

Consider the MDP M™* that results from M by removing the actions 5 € Act(s) \
Act™(s) from Act(s) for any state s for which B N Post*(s) # @. This simplification of
M does not change the maximal probabilities to reach B. For s |= 30 B, let ||s|| be the
length of a shortest path fragment from s to B in the MDP M™#*_ Tt follows that ||s|| =0
if and only if s € B. By induction on n > 1 we define actions &(s) for the states s with
s |=30B and ||s|]| = n. If ||s|| = n > 1, then choose an action &(s) € Act™**(s) such that
P(s,6(s),t) > 0 for some state ¢ with ¢ = 0B and ||t|| = n—1. For the states s that
cannot reach B, we select an arbitrary action &(s) € Act(s). This yields a memoryless
scheduler &. The induced Markov chain Mg is finite with state space S. Moreover, the
probabilities for OB provide the unique solution of the linear equation system:

o If s € B, then y, = 1.
o If s £ OB, then y, = 0.

o If s¢ Band s =308, theny, = > P(s,6(s),t) -y
tesS

Since the vector (x4)ses also solves the above equation system we obtain:

Pi(s |= OB) =y, = w, = Pr™™(s |= 0B).

An optimal memoryless scheduler for the MDP in Figure 10.20 and the event ¢ B is the
scheduler that selects « in any state.
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Theorem 10.100 suggests an iterative approximation technique, called value iteration, to
calculate the values z, = Pr"®*(s = 0 B). By means of a backward reachability analysis,
the set of states s is determined such that s = 30 B. These are precisely the states for
which x4 > 0. For the states s € Pre*(B) \ B we have

2y = lim 2™
n—oo

where

9 =0 and 20D = max{ Z P(s,a,t) J;E”) | « € Act(s) }
tesS

In the above equation also states in B U (S \ Pre*(B)) might appear. For these states we
have
2™ =1ifseB and 2" =0ifs¢ Pre*(B).

Note that 2 <2 <2 <. Thus, the values Pr®*(s |= O B) can be approximated
by successively computing the vectors

(), (), (o),

(n+1)

until max,eg |y — xﬁ”)| is below a certain (typically very small) threshold.

Ezample 10.105.  Value Iteration

To illustrate the value iteration, we consider the MDP depicted in Figure 10.21 on page
855. As the atomic propositions are irrelevant, they have been omitted. Let B = { s3 }.
It follows that J,:(;) 1 and J,g) 0 for any i¢. The latter follows from the fact that
so = 3O B. For the remaining states we obtain

(@ .0 (i+1) @ (@)

m(()iH) = max{} 554 1} X5 = max{ 32", g’ }
ZL’gH_l) _ 1(ng) + 9 fL'g+1) _ :glLéz) + %ZLQ)
wi@’—&—l) _ (z) + 3, (z) ZIJ»(72+1) _ %

The successive computation of the vectors (x)ses yields

(@) = (0,0,0,1,0,0,0,0) and (2(V) =(0,4,0,1,0,0,0, %)

and

—~~
8
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r
p——
Il
—~~
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o=
=
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o
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Figure 10.21: Example of an MDP.

Remark 10.104.  Value Iteration for Step-Bounded Reachability Properties

The value iteration approach also yields a method to compute the maximal probabilities
for the event OS"B. In fact, we have

2™ = sup Pr(s = 0S"B)
S

where & ranges over all schedulers. Furthermore, there exists a finite-memory scheduler

& that maximizes the probabilities for <" B. (Thus, the supremum can be replaced by

maximum.) Such an optimal fm-scheduler can be composed by using modes 0,1,...,n.

The starting mode is 0 for each state in M. The next-mode function changes from mode

i—1toifor 1 < i< n. Assoon as mode n has been reached, & stays forever in mode n.

For mode i € {0,1,...,n—1} and current state s in M, & selects an action « € Act(s)
that maximizes the value } ", o P (s, 0, ) ~x£l_1). The actions &(n, s) are arbitrary. Then,
Pro(s = OS"B) = a. [

An alternative method to compute Pr"®*(s |= ¢ B) is obtained by rewriting the equation
system in Theorem 10.100 into a linear program.
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Theorem 10.105. Linear Program for Max Reachability Probabilities

Let M be a finite MDP with state space S, and B C S. The vector (xs)ses with xs =
Pr"®*(s |= OB) yields the unique solution of the following linear program:

e Ifse B, then x, = 1.
e Ifs = 3IOB, then xs = 0.

e Ifs¢ B and s = 3OB, then 0 < s < 1 and for all actions o € Act(s):

Ts = ZP(S,O[,t)‘fEt
tesS

where Y x, is minimal.
seS

Proof: 1t is not difficult to see that the vector (xg)ses with xy = Pri'®™(s = OB) is a
solution to the equations in the first two items, and satisfies the inequalities in the last
item. Hence, there exists a solution (y,)ses of the above linear program. Since the sum of
the elements of y, is minimal under all vectors that satisfy the linear program, it follows

that > xs = >, Ys.

It remains to show the uniqueness of the solution. In fact, any solution (ys)ses of the linear
program is also a solution of the equation system in Theorem 10.100. Due to the minimality
of 37 .cq Vs, the value y, in the third item agrees with max{} ", P(s,a,t)-y; | o € Act(s) }.

This can be seen as follows. If this would not hold, then we could apply the value iteration

process starting with :Ego) = gy, for all s. This yields a decreasing sequence of vectors

(xﬁ”))@(). The limit (y.)ses solves both the first three items of the linear program and

the equations in Theorem 10.100. As ¢, = lim,_, xﬁ”) < ¥, the minimality of > ¢y

as a solution of the inequalities in Theorem 10.105 yields v, = ys,.

Thus, Theorem 10.100 yields that ys = x5 = Pr*®(s = O B) for all states s. [

Ezample 10.106.  Linear Program
Consider again the MDP in Figure 10.21 and let B = { 3 }. The equations of the linear
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program for Pr"®*(s = O B) are:

xo > Say xo 2 X1 v 2 fui+ g
ry = 0 r3 = 1 xy > tws + 3w
xs > By x5 > X xg = Bwe+ Eas
v = 3

Note that the third item in Theorem 10.105 can be rewritten into

Z P(S,Oé,t)’$t + (1—P(S,O[,S))’$S P P(S,OZ,B)
€8\ (s}

where P(s, o, B) = > ,cgP(s,,t). The set S7 contains all states such that the value
s = Pr™®*(s |= OB) is not fixed to 0 or 1 by the first two items, i.e., Sy = {s € S\ B |
s = 30B }. Hence:

s €Sy ifandonlyif s¢ B and Pr'**(s = 0B) > 0.

Thus, the third item in the above theorem can be read as a linear inequality A-x > b
where x is the vector (24)scg, and A is a matrix with a row for each pair (s,«) with
s € 57 and o € Act(s), and two extra rows for each state s € S» and a column for each
state t € S7. The entry of A in the row for (s, «) and column for state ¢t equals P(s, o, t)
provided s # t. For s = t the entry of A equals 1 — P(s,«,s). The two extra rows
represent the inequality 0 < x, < 1, which can be split into the two constraints x, > 0
and —xs > —1. Similarly, b is a vector with a component for each pair (s, «) where s € S7
and a € Act(s) and two extra components per state s € S». The value of b for (s, @) is
the probability of moving from s via action « to a state in B (i.e., the value P(s, a, B)).

In this sense, Theorem 10.105 yields a characterization of the values Pr(s = ¢ B) as the
linear optimization problem which asks for the unique solution of A-x > b under the side
condition that Zse g2, is minimal under all solutions of Ax > b. The precise values for
Pr®(s |= OB) can thus be computed by standard algorithms to solve linear programs,
e.g., the simplex algorithm or polytime methods [367].

Corollary 10.107. Complexity of Computing Max Reachability Probabilities
For finite MDP M with state space S, B C S and s € S, the values Pr™®*(s = OB) can

be computed in time polynomial in the size of M.

As a consequence, the question whether Pro(s = O B) < p for some upper bound p € [0,1]
is decidable in polynomial time. This result, however, is more of theoretical interest
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than of practical relevance. In practice, the simplex method often outperforms polytime
algorithms for linear programs, although its worst-case time complexity is exponential.
Experiments with randomized distributed algorithms (modeled as MDPs) indicates that
the value iteration method is often faster than the simplex method.

The value iteration or linear program approach can be improved by first computing the
set of states s with Pr"®*(s = O B) = 1. This can be efficiently done by standard graph
algorithms. For these states, the corresponding equation and inequalities, respectively,
for x, in the third item of Theorem 10.100 and 10.105 respectively can be omitted. This
simplifies the value iteration procedure and decreases the size of the linear program.

Let us now consider the qualitative reachability analysis of a finite MDP M. The goal
is to compute the set of states s for which Pr''**(s = ¢B) = 1. Similar to the case
with Markov chains, the states in B are first made absorbing. This means that any state
s € B is equipped with a single enabled action a, with P(s, s, s) = 1. Since there exists
a memoryless scheduler that maximizes the probabilities for the event (B, it suffices to
compute the set of states s such that Pr(s = O.B) = 1 for some memoryless scheduler &,
say. The latter is equivalent to the requirement that no state ¢ [~ 30 B is reachable from
s in the Markov chain M® via a path fragment in S\ B. As the number of memoryless
schedulers may be exponential (in the size of M), considering all such schedulers is not
an adequate solution.

However, the analysis of the underlying graph of M suffices to determine all states s where
Pr**(s = OB) = 1. This approach is iterative and successively removes all vertices u
with Pr*®*(u = OB) < 1. Initially, each vertex u € Uy with Uy = S\ Sat(30OB) is
removed. The set Uy can simply be determined by a graph analysis. Then, for all states
t, all actions « are deleted from Act(t) that satisfy Post(t,«) N Uy # @. If after deleting
these actions, Act(t) = &, then t will be removed. This procedure is repeated as long as
possible, and yields the MDP Mj. Then, we restart the whole procedure with My rather
than M, etec., until all states in the obtained MDP M; can reach B.

This approach is outlined in Algorithm 45. This algorithm treats the MDP as a directed
graph where the successors of any vertex t € S are the pairs (£, ) with « € Act(t). The
outgoing edges of the auxiliary vertices (¢, «) lead to the vertices u € Post(t,a) = {u €
S| P(t,a,u) >0}. Foru € S, Pre(u) denotes the set of state action pairs (t,a) € S x Act
such that P(f,a,u) > 0. Removing a from Act(t) means removing the auxiliary vertex
(t, ), the edge from vertex t to vertex (¢, «), and the outgoing edges from (¢, ).
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Algorithm 45 Computing the set of states s with Pr™®*(s |= 0B) =1

Input: MDP M with finite state space S, B C S for s € B : Act(s) = {as } and P(s,a,,8) =1
(i.e., B is absorbing)
Output: {s € S| Pr"™ (s =0B) =1}

U:={seS|sEI0OB};
repeat
R = U,
while R 4 @ do
let v € R;
R:=R\{u};
for all (¢, a) € Pre(u) such that ¢t ¢ U do
remove « from Act(t);
if Act(t) = @ then
R:=RU{t}
U:=UuU{t}
fi
od
(* all incoming edges of v have been removed *)
remove u and its outgoing edges from M
od
(* determine the states s that cannot reach B in the modified MDP *)
U:={seS\U|sE3I0OBY};
until U = @
(* all states can reach B in the generated sub-MDP of M *)
return all states in the remaining MDP
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Lemma 10.108. Correctness of Algorithm 45

For finite MDP M and B, a set of states in M, Algorithm 45 returns the set of all states
s in M such that Pr"®(s = 0B) = 1.

Proof: The correctness of Algorithm 45 relies on the following two facts: (i) for any state
t which is removed, Pr™®*(t = 0 B) < 1, and (ii) for any action « removed from Act(t)
there is no memoryless scheduler & with &(t) = « and Pro(t |= OB) = 1.

Now let Mg = M, My, Mo, ..., M; be the sequence of MDPs that are generated by
Algorithm 45. More precisely, M; is the MDP obtained by the first j iterations of the
repeat loop. The final MDP M, still contains all states s where Pr'**(s = ¢ B) =1 and
all actions o € Act(s) that can be used by an optimal (memoryless) scheduler for ¢ B.

Let & be a finite-memory scheduler for M, that treats all enabled actions in a fair way
(i.e., if ¢ is visited infinitely often, then any action that is enabled in ¢ is taken infinitely
often). Then the (finite) Markov chain M$ induced by & enjoys the property that all
states can reach B. Corollary 10.30 on page 777 then yields that Pro(s = OB) = 1 for
all states s in M;. Thus, the set of states in M; agrees with the set of states where
Pr®*(s = OB) = 1. [ |

The worst-case complexity of Algorithm 45 is quadratic in the size of M. This can be
seen as follows. The maximal number of iterations of the outermost loop is N = |S|, as in
each iteration at least one state is eliminated. In each iteration, the set of states that can
reach B needs to be computed. This takes O(size(M)) time. The other operations cause
the overall cost O(size(M)), since any state ¢ and state action pair (f,«) can be removed
at most once.

So far, this section has addressed the problem of computing the maximal probabilities for
reaching a certain set B of states in an MDP. Typically, B represents a set of bad states
and the aim is to show that, regardless of the scheduling policy, the probability of entering
a B-state is sufficiently small. We will now show that similar techniques are applicable
to compute the minimal probabilities for reaching a certain set of states. When, e.g., B
stands for a set of good states then

PI'min(S |: <>B) = 1I61f PI‘G(S |: <>B)

yields the best lower bound that can be guaranteed for the probability of eventually
reaching B. In analogy to Theorem 10.100, the minimal probabilities can be characterized
by an equation system. To ensure the uniqueness of the solution of this equation system
it is required that all states s such that Pr®(s = ¢.B) = 0 have the value x5 = 0.
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Theorem 10.109. Equation System for Min Reachability Probabilities

Let M be a finite MDP with state space S and B C S. The vector (xs)ses with xy =
Pr™™(s |= OB) yields the unique solution of the following equation system:

e Ifse B, then x, = 1.
o If Pr%s |= OB) =0, then x, = 0.
o If Prs |= OB) >0 and s ¢ B, then:

Ty = min{ ZP(S,a,t)wt | € Act(s) }

tesS

Theorem 10.109 suggests that we first compute the set containing all states s satisfying
Pri(s = OB) = 0, followed by a value iteration method to obtain an approximation of
the values x, = Pr'"(s |= OB) for the states with z; > 0 and s ¢ B. For this, we put
2 =0 Pri(s = OB) = 0, and 2) = 1if s € B, for all 4. For the remaining states,
the iteration is started with wgo) = 0. For successive iterations, let
2P = min{ Z P(s,a,t) - 2™ | € Act(s) }
teS

Then: :Ego) < mgl) < :Ef,?) < ...and

lim 2{™ = P (s |= OB).

n—oo

Moreover, Jé”) agrees with the minimal probability of reaching B within at most 1 steps,

where the minimum is taken over all schedulers. That is:
M = méi)n Pro(s = 0S"B).

In fact, this minimum always exists and can be established by a finite-memory scheduler.
This scheduler has n modes, 0 through n—1. The starting mode is 0, the next-mode
function switches from mode i—1 to mode ¢ for 0 < i < n and stays forever in mode n
after the nth step. &(4, s) is an action o € Act(s) that minimizes the value >, ¢ P(s, a, t)-

wgi_l). The actions &(n, s) € Act(s) are irrelevant.

The preprocessing required to compute the set

St = {se S|P (s = 0B)} =0
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can be performed by graph algorithms. The set S™ is given by S\ T where
T=|]JT.
n 20

and Ty = B and, for n > 0:
The1 = T, U {seS|Vae Act(s)It e T, P(s,a,t) >0}.

As Ty €1y €Ty € ... C S and S is finite, the sequence (1),)n>0 eventually stabilizes,
i.e.,there exists some n > 0 such that T, =T,,,1 = ... =1T.

Lemma 10.110. Characterization of SS&“

Let M and T be as above. Then, S™n = S\ T, i.e., for all states s € S

Pr(s = OB) >0 iff seT.

Proof: We show by induction on 7 that Pr™"(s = ¢B) > 0 for all s € T},. Base case:
For n=0 the claim trivially holds as Ty = B and Pr®(s = ¢ B) = 1 for each scheduler &
and state s € B. Induction step: Assume the claim holds for 0 through n—1. Let n > 1.
Consider s € T),\T;,_1 and let & be a scheduler. Let o = &(s) be the action selected by &
when M starts in s. By definition of T},, T,,_1 N Post(s, ) # &. Let t € T,,_1 N Post(s, «).
By induction hypothesis, it holds that Pr®(t = ¢B) > 0. For s € T},, it then holds that

Pr(s = 0B) > P(s,at) - Pri(t = OB) > 0.

Therefore, Pr"(s = OB) > 0.

Vice versa, if s € S\ T, then Post(s,a) NT = @ for some action o € Act(s). Hence, we
may consider a memoryless scheduler & which selects for each state s € S\ T" such action
a € Act(s). Then, in the Markov chain Mg the states in S\ T cannot reach any state
in 7. Therefore, Pro(s |= OB) = 0 for all s € S\ T. This yields Pr™"(s |= 0 B) = 0 for
seS\T. [

The computation of S\ Sgl(i)“ =T = Un>0 T, can be performed in time linear in the size
of M. The main steps of such a linear-time algorithm are summarized in Algorithm 46.

To speed up the convergence of the value iteration process, one might also compute
smin = fse S | Pr*(s = OB) = 1} using graph analysis techniques. Note that the
computation of SE}“ also solves the qualitative verification problem which asks whether
OB almost surely holds under all schedulers.
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Algorithm 46 Computing the set of states s with Pr™®(s = 0B) = 0

Input: finite MDP M with state space S and B C 5
QOulput: {se S|P (s E0B)=0}

T := B,
R:=B;
while R 4 @ do
let t € R;
R:=R\{t}
for all (s,«) € Pre(t) with s ¢ T do
remove « from Act(s)
if Act(s) = @ then
add s to Rand 1’
fi
od
od
return /'’

Lemma 10.111. Characterization of Sgllm

Let M be a finite MDP with state space S, B C S and s € S. The following statements
are equivalent:

(a) Pri(s = OB) < 1.
(b) There exists a memoryless scheduler & such that Pro(s |= O0-B) > 0.

(¢c) s = 3((—B)Ut) for some state t such that Pro(t = O-B) = 1 for some memoryless
scheduler &.

Proof: (a) = (b): If Pr"(s |= OB) < 1 then, by Lemma 10.113 (page 865), Pro(s |=
OB) < 1 for some memoryless scheduler &. But then

PrS(s =0-B) = 1 - Pr®s = 0B) > 0.

(b) = (¢): Let & be a memoryless scheduler such that Pré(s |= - B) > 0. Consider the
Markov chain Mg. As & is memoryless, Mg is finite. By Theorem 10.27 on page 775,
almost all paths in Mg eventually enter a BSCC and visit all its states infinitely often.
Hence, there is a BSCC C of Mg such that C N B = @ and

Pro(s = 3((-B)UC)) > 0.

Furthermore, Pro(t |= O-B) = 1 for all states ¢ € C.
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(¢) = (a): Assume s = I((=B)Ut) for some state ¢ such that Pro(¢t = 0-B) = 1 for
some memoryless scheduler &. Let

(421 a2 Xn

T = S S1 Sn,

such that s9 = s, s; ¢ B for 0 < i <mn and s, = t. Let scheduler & generate this path
fragment with positive probability, i.e., & (sgs1...$;) = ;21 for 0 < i < n. Moreover, &'
behaves as & for all state sequences that extend sgsy ... s,. Then:

PrGI(S |: D_'B)> H P(Si—lyaiysi) > 0
1<isn

and therefore Pr¥(s |= 0B) < 1. [

Lemma 10.111 suggests computing the set S™" as the complement of the set of states
1
that can reach T" with

T = {seS | Pr=(t0-B)=1}

via a path fragment through S\ B. The set T can be obtained as follows. Initially, let
A(s) = Act(s) for any s € S\ B and A(t) = @ for t € B. Any state { € B is removed
from 7. This entails that for all state action pairs (s, «) € Pre(t) such that « € A(s) and
« is removed from A(s). If in this way A(s) becomes empty for some state s € T, then s
is removed from 7T by the same procedure. That is, all state action pairs (u, 3) € Pre(s)
with § € A(u) are considered and [ is removed from Act(u). This elimination process is
repeated as long as there are states s with A(s) = @. This results in a sub-MDP with
state space T" C S\ B and nonempty action sets A(t) C Act(t) such that Post(t,a) C T
for all t € T and o € A(1).

Clearly, Pro(t |= 0-B) = 1 for any state t € T and any scheduler & which only selects
actions from A(t) for state sequences toty ...t, with ¢, = {. Vice versa, by induction on
the number of iterations, it can be shown that Pr*®*(s = LJ-B) < 1 for all states s that
have been removed during the elimination process. Hence, indeed:

T = {3 c S | Prlnax(t |: |:|—|B) = 1}
We conclude that
smin — fgeS | sEI-B)UT} = S\ Sat(I((-B)UT))

and obtain the following theorem:
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Theorem 10.112. Qualitative Analysis for Min Reachability Problems

The sets ST and S™ can be computed using graph-based algorithms in time O(size(M)).

Using similar techniques as in Lemma 10.102 (page 852), the above equation system can be
used to show the existence of a memoryless scheduler & that minimizes the probabilities
of reaching B for all states.

Lemma 10.113. Existence of Optimal Memoryless Schedulers

Let M be a finite MDP, B C S, and s € 5. There exists a memoryless scheduler & that
minimizes the probabilities of eventually reaching B, i.e., for all states s:

Pro(s = 0B) = Pr%(s = 0B).

Furthermore, similar to the case for maximal reachability probabilities, the above equation
system can be rewritten into a linear program. This linear program is defined by

o If PP (s |= OB) = 1, then 2, = 1.
o If PP (s |= OB) = 0, then 2, = 0.
o If 0 < Pr(s = 0B) <1, then 0 < z; <1 and for all actions a € Act(s):

Ty < Z P(S,Oé,t) © &t
tes

where > x4 is maximal.
s€S

Remark 10.114.  Constrained Reachability

The techniques for the events OB or OS™B are also applicable to treat the constrained
reachability properties C'U B or C'U S"B. This works as follows. As a first step, all states
in s € S\ (C'U B) are made absorbing. That is, their enabled actions are replaced by a
single action, «y, say, with P(s,as,s) = 1. In the thus obtained MDP, Pr*(s = ¢B) or
Pr*(s = OS"B), respectively, are determined in the described manner. (Here, * is either
max or min.)

By Lemmas 10.102 and 10.113, there exists a memoryless scheduler that optimizes (i.e.,
maximizes or minimizes) the unbounded constrained reachability probabilities C'U B. For
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the step-bounded event C'U S*B, finite-memory schedulers exist that yield the extreme
probabilities. u

In fact, the techniques sketched in this section provide the key ingredients for PCTL model
checking of finite MDPs.

10.6.2 PCTL Model Checking

In Section 10.2, the probabilistic computation tree logic (PCTL) has been introduced
as a CTL-like branching time logic for Markov chains. Without changing the syntax,
PCTL can also serve as a temporal logic to specify important properties of finite MDPs.
The main (and only) difference with the setting for Markov chains is that the probabilistic
operator P;(-) ranges over all schedulers. Thus, P;(y) asserts that the probability bounds
given by J for the event specified by ¢ are satisfied, regardless of the resolution of the
nondeterminism.

The syntax of PCTL as a logic for MDPs is the same as for Markov chains, see Definition
10.36 on page 781. For an MDP M = (S, Act, P, L, AP, L), the satisfaction relation for
PCTL state- and path formulae is defined as follows:

s |= true
skEa iff ae L(s)
s k=P iff sl£@

sE® APy iff s ®pand s | $o
sk=Ps(p) iff for all schedulers & for M : Pro(s = ) € J.

Here, Pro(s |= ) is a shorthand for Pr&{r € Paths(s) | 7 |= ¢ }. We write Saty(®), or
briefly Sat(®), for the satisfaction set of ® in M, i.e.,

Satp(P) = {seS|sEd}.

The semantics of path formulae is exactly the same as for PCTL interpreted over Markov
chains. Thus, the probabilistic operator P;(-) imposes probability bounds for all sched-
ulers. In particular, we have

o s|=Pg,(p) if and only if Pr™®(s |= ¢) < p, and
Z P

e s =P>,(¢) if and only if Prn(s = ¢)
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where Pr®(s |= ) = supg Pro(s = @) with & ranging over all possible schedulers for
M. Similarly, Pr™"(s |= ) denotes the infimum of the probability for the event specified
by  under all schedulers. For finite MDPs, the same holds for strict lower and upper
probability bounds (i.e., < p and > p), since for any PCTL path formula ¢ there exists a
finite-memory scheduler that maximizes or minimizes the probabilities for ¢ (see Remark
10.114 on page 865). Thus for finite MDPs:

Proax(g k= o) = mGaX PrG(S E ) and P Ilin(s Ey) = mél)n PrG(s E ).

The always operator can be derived as in the setting of Markov chains. For instance,
P, (J®) can be defined as P>;_,(0—®). Then:

s =P, (O®) iff Pro(s = OSat(®)) < p for all schedulers &.

For example, for the mutual exclusion protocol with a randomized arbiter, the PCTL
specification

P_y(O(=crity V =erity)) A N\ Poy(O( wait; — Py
i=1,2

(Oggcriti) ))

z
5

asserts the mutual exclusion property (first conjunct) and that every waiting process will
enter its critical section within the next nine steps with at least probability % (regardless
of the scheduling policy).

Equivalence of PCTL Formulae To distinguish the equivalence relations on PCTL
state formulae that result from the Markov chain semantics and the MDP semantics, we
use the notations =ypp and =y, respectively. The relation =ypp denotes the equivalence
of PCTL formulae when interpreted over Markov decision processes. That is, ® =ypp ¥
if and only if for all MDPs M, it holds that Sata(®) = Satpy(V). Similarly, & =y ¥ if
and only if for all Markov chains M, Sata(P) = Satp(W¥). Since any Markov chain can
be viewed as an MDP where each state has a single enabled action, =ypp is finer than
=uc. That is:
¢ =ypp ¥ implies ¢ =y V.

The converse, however, does not hold. This can be shown as follows. Consider a formula
of the form P¢,(y) with 0 < p < 1 and assume g is a satisfiable, but not valid, path
formula such as (O a or aUb. Then:

ng(go) =mc _‘P>p(90)-

This equivalence is trivial since the probability for an event /' in a Markov chain is < p if
and only if the probability for F is not > p. An analogous argument is not applicable to
Markov decision processes, as universal quantification is inherent in the semantics of the
probabilistic operator P;(-):
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sEPg(p) iff Pro(s = @) < p for all schedulers &

s = Psp(e) iff not ( Pro(s |= @) > p for all schedulers & )
iff Pro(s = ¢) < p for some scheduler &

Hence, P<,(¢) Zupr —Psp(p). Nonetheless, several equivalences established for MCs also
hold for MDPs, such as, e.g.,

Poa(®) =wvoe Pup(p) A Pgylp).

Let us briefly consider the relationship between the qualitative fragment of PCTL and
CTL. The qualitative fragment for MDPs contains four qualitative properties built by the
probabilistic operators:

P_1(p) and P~o(yp) and P (p) and P_g(yp).

As opposed to the setting for Markov chains, these operators cannot be derived from each
other. Thus, the syntax of the qualitative fragment of PCTL has to be extended with
P_1(p) and P_y(p). As for Markov chains, the formulae P_;(Ua) and Va are equivalent.
The same applies to Psg(aUb) and F(aUb). The qualitative PCTL formulae P~o(la)
and P_;(0a) are not definable in CTL and, vice versa, the CTL formulae 30a and V0a
cannot be specified by a qualitative PCTL formula.

PCTL Model Checking Given a finite MDP M and a PCTL state formula ®, to check
whether all initial states s satisfy ®, an adapted version of the PCTL model-checking
algorithm for Markov chains can be employed. That is, as for other CTL-like branching
time logics, one successively computes the satisfaction sets Sat(W) for the state subformulae
of ®. The only difference from PCTL model checking for MCs is the treatment of the
probabilistic operator. Consider, e.g., ¥ = P, (O ¥’). The model checker determines the
values

xs = P (s =Q0QW) = max{ >  P(s,a,t)|acAct(s)}
t € Sat(¥)

and returns Sat(¥) = {s € S| xs < p}. For until formulae ¥ = P,(V; UW¥;,) and ¥ =
P, (¥ ysn Ws), we apply the techniques explained in the previous section to compute
xy = P (s |= CUB) or &, = Pr"®(s = CUS"B). This can be done by either
solving a linear program or by means of value iteration. The model checker returns
Sat(V) = {s € S| xs < p}. The treatment of strict upper probability bounds < p or
lower probability bounds (> p or > p) is similar. Formulae P;(-) with probability intervals
J C [0,1] different from [0, p[, [0,p], |p,1], [p, 1] can be treated by splitting P;(-) into a
conjunction of a formula with an upper bound and a formula with a lower probability
bound.

Petitioner Exhibit 1002-1872



Markov Decision Processes 869

The overall time complexity of this approach is linear in the length of the formula ® and
the maximal step-bound ny,ax of a subformula P;(¥; U <”\112) of ® and polynomial in the
size of M, provided that a linear program solver with polynomial worst-case running time
is used.

Theorem 10.115. Time Complexity of PCTL Model Checking for MDPs

For finite MDP M and PCTL formula ®, the PCTL model-checking problem M = ® can
be determined in time
O( poly(size(M)) - Timax - |P|)

where Nmax 18 the mazximal step bound that appears in a sub-path formula W1 U <”\112 of ®
(and Nymax = 1 if © does not contain a step-bounded until operator).

For CTL we explained the concept of witnesses and counterexamples for state formulae Jip
and Vy; see Section 6.6 (page 373). Witnesses and counterexamples have been defined as
“sufficiently long” initial finite path fragments 7 that can be extended to a path 7 where
7 = @ (witness) and 7 & ¢ (counterexample). In the probabilistic case, the situation is
analogous, but now memoryless (or finite-memory) schedulers play the role of the finite
path fragments. If, e.g., s = P, (V7 U Wy), then Pr®*(s |= W; U W) > p and there exists
a memoryless scheduler & such that Pr®(s |= U1 U ¥y) > p. Note that such a memoryless
scheduler is computed implicitely by the algorithms presented for the computation of
Pr*¥(s |= W1 UWs) > p. This scheduler & can be viewed as a counterexample for
s = Pep(W UWy). Of course, it suffices to represent only some information on &, e.g.,
&’s decisions on states where W3 A =Wy holds. Counterexamples for other probability
bounds (= p, > p or < p) and other path formulae can be obtained in an analogous
way. Memoryless schedulers are sufficient as long as the step-bounded until operator is
not used. For s £ P;(¥; U S"Wy) a counterexample can be obtained by a finite-memory
scheduler & where Pro(s = W1 US"Wy) ¢ J. The concept of witnesses can be realized
for formulae of the form —P (), since they require the existence of a scheduler where the
probability for ¢ is not in J. In fact, any memoryless (or finite-memory) scheduler & with
Pro(s |= ) ¢ J constitutes a proof for s = =P (). Again, memoryless schedulers are
sufficient for PCTL without the step-bounded until operator.

10.6.3 Limiting Properties

Recall that for analyzing finite MCs against liveness properties, the key observation is
that almost surely a BSCC will be reached whose states are visited infinitely often; see
Theorem 10.27 (page 775). An analogous result can be established for finite MDPs by
means of so-called end components. An end component is a sub-MDP that is closed under
probabilistic choices and that is strongly connected.
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Definition 10.116. Sub-MDP

Let M = (S, Act, P, t;n;,, AP, L) be a Markov decision process. A sub-MDP of M is a pair
(T, A) where @ # T C S and A: T — 24 is a function such that:

o O # A(s) C Act(s) for all states s € T,

e s €T and o € A(s) implies Post(s,a) = {t € S | P(s,,t) >0} CT.

A sub-MDP (77, A’) is said to be contained in a sub-MDP (T, A) if 77 C T'and A’(t) C A(t)
for all states t € 1.

The digraph G(r 4) induced by a sub-MDP (T, A) is the directed graph with the vertex
set
T U {(s,a) eT x Act | € A(s) }

and the edges s — (s,«) for s € S and « € A(s) and (s,«) — ¢t for all t € Post(s,«x). N

Definition 10.117. End Component

An end component of MDP M is a sub-MDP (7, A) such that the digraph G 7 4) induced
by (T, A) is strongly connected.

Let EC(M) denote the set of end components of M. [

Example 10.118.  End Component

Consider the MDP M of Figure 10.21. The sub-MDP (7', A) with 7" = {s5,$6 } and
A(sg) = A(ss) = {a} is an end component of M. The digraph G (7 4y = (V, F) where
V = {s5,(s5, ), s¢, (s¢, ) } where s5 — (s5, ), (s5, ) — s¢, s — (36, ) and (sg, ) —
s¢ and (sg, ) — Ss. [ |

For each end component (7', A) there is a scheduler, even a finite-memory one, that almost
surely enforces staying forever in 1" while visiting all states in 7" infinitely often.

Lemma 10.119. Recurrence Property of End Components

For end component (T, A) of finite MDP M, there exists a finite-memory scheduler &
such that for any s € S:

Pré(s|= 0T A \OOL) = 1.
teT
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Proof: The goal is to define an fm-scheduler & that schedules all actions o € A(s) infinitely
often, but never an action 3 ¢ A(s). For s € T let

A(s) = {ag,..., 00, 1}

The modes of & are the functions ¢ : 7" — IN such that 0 < ¢(s) < ks. The scheduler &
selects the action in the current state s according to a round-robin policy. That is, if «;
is the last selected action in state s, the next action to be selected is a;11 (modulo k).
Formally:

act(q,s) = a; where i = ¢(s)mod k.

The next mode function is given by A(g,s) = p where p(t) = ¢(t) for t € T'\ {s} and
p(s) = (q(s)+1)mod k,. The starting modes are given by start(-) = gg where go(s) = 0
for all s € T. The decisions of & for states outside 1" are irrelevant. For instance,
act(q, s) = as, A(g, s) = g for all modes ¢ and states s ¢ T

Since & only selects actions in A(s) for s € T, all &-paths that start in a state s € T
never visit a state outside 7'. As the digraph induced by (7, A) is strongly connected, the
(finite) MC induced by & consists of a single BSCC. By Theorem 10.27 (page 775), almost
surely any state in Mg will be visited infinitely often. ]

For an infinite path

(421 (&%) oy

™ = 8

in a finite MDP M, the limit of 7, denoted Limit(r), is defined as the pair (T, A) where
T is the set of states that are visited infinitely often in 7:

S1 592

T = inf(sgs182...) = {s €S |O§|on>(),5n:5}

and A : T — Act, the function that assigns to each state s € T" the set of actions that are
taken infinitely often in s, i.e., for s € T

A(s) = {a € Act(s) |OE|on >0.85, =58 A Qpe1 = }.
The following theorem is the MDP analogue to Theorem 10.27 (page 775). It states that

under each scheduler the limit of almost all paths constitutes an end component.

Theorem 10.120. Limiting Behavior of MDPs
For each state s of a finite MDP M and scheduler & for M:

Pro{ € Paths(s) | Limit(r) € EC(M)} = 1.
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Proof: Let M be a finite MDP and 7 an infinite path starting in s. Given that M is
finite, there is a state ¢, say, and an action «, say, such that 7 visits ¢ and leaves it via
« infinitely often. That is, the event JO(¢, a) holds. Consider an a-successor u of £, i.e.,
p="P(t, a,u) > 0. Given OO(t, ), the probability of entering u finitely often is zero. This
follows from the fact that the probability of not taking the transition ¢ —*u from some
moment on is bounded by lim,,_,o.(1 —p)™® = 0. Thus, almost surely,  is entered infinitely
often via the edge t -2+ u. Thus, for each scheduler & and almost all G-paths 7 it holds
that: if Limit(r) = (T, A), t € T', o« € A(t) and P(¢,,u) > 0, then u € T". The claim now
follows from the fact that the underlying graph of Limit(r) is strongly connected. ]

Let M be a finite MDP and P C (24F)* an LT property which only depends on the
labelings that are repeated infinitely often. For example, P could stand for a repeated
reachability property [0«, or Boolean combinations of repeated reachability properties,
such as a persistence property ¢[1b, a strong fairness condition /\lgigk(DOai — O0b;), or
a Rabin condition \/, <i <k((}Dai AOOb;) where a, a;, b, and b; are atomic propositions. LT
properties P for which the satisfaction only depends on the labelings that appear infinitely
often, but not on their order, are called limit LT properties. Let inf(AgA1A2...) = {AC
AP |VYi>0.3j >i. A; = A} denote the set of labelings that appear infinitely often in the
word AgA1Aq... € (QAP)W.

Notation 10.121. Limit LT Property
LT property P over AP is a limit LT property if for all words o, ¢’ € (2AP)W:
o € P and inf(c) = inf(¢’) implies o' € P.

For limit L'T properties, the satisfaction relation for the paths in a finite MDP M can be
expressed by conditions on sets of states. Let S be the state space of M and T C 5. Let

T = P iff Voe (24P) inf(o) = L(T) implies 0 € P
where L(T) = {L(t) € 247 | t € T}. If P is given by an LTL formula ¢, ie., P =
Words(y), then we write T |= ¢ instead of T |= P. [

Note that
T |= P implies for all paths 7: inf(7) = 7" implies trace(r) € P.
By Theorem 10.120, only the sets inf(7) = 7" where 7" is the state set of an end component

of M are relevant when analyzing the probabilities for a limit LT property P. An end
components (7', A) is said to be accepting (for P) iff T |= P.
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This permits establishing a reduction from the probabilistic reachability problem to the
problem of computing extreme probabilities for limit LT properties. Let Up denote the
union of the sets 7" of all end components (7', A) of M such that 7" = P. The set Up is
also called the success set of P in M. Similarly, let Vp be the union of the sets T of all
end components (7, A) of M such that =(T" = P).

Theorem 10.122. Verifying Limit LT Properties
Let M be a finite MDP and P o limit LT property. For any state s of M:

(a) Pr"®(s = P) = Pr®(s = OUp), and
(b) Pr(s |= P) = 1 — Pr%(s = OVp).

Furthermore, there exist finite-memory schedulers Sy and Sy such that for any state

s of M:

(C) PI‘maX(S |: P) — PI.Gmax(S |: P) and (Cl) PI,min(S |: P) _ PI‘Gmir‘(S |: P)

Proof: First consider the statement for maximal probabilities. For each scheduler & we
have Pro(s |= P) < Pr®(s |= OUp). By Theorem 10.120 it holds that

Pro(s = P) = Pr{x € Paths(s) | Limit(r) € EC(M) A inf(1) = P}.

By definition of Up, 7 |= QUp for each path w with Limit(7) is an end component and
inf(m) = P.

Vice versa, there exists a finite-memory scheduler such that Pro(s = P) = Pr®(s |=
QUp). To see this, consider a memoryless scheduler Gy that maximizes the probabilities
of reaching Up for all states s in M. In addition, for each end component (7, A) let the
fm-scheduler &t 4) be such that it ensures staying forever in 7" while visiting all states
t € T infinitely often, once started in some state in 7. By Lemma 10.119 (page 870), such
an fm-scheduler does exist. Furthermore, for each state u € Up, select an end component
ECu) = (T,A) withueT and T | P.

Let & be the scheduler which first mimics &y until a state u in Up has been reached.
From this moment on, & behaves as Sgy,). For this scheduler &, almost all paths that
eventually enter Up will visit all states of an end component (7', A) with 7' |= P infinitely

Petitioner Exhibit 1002-1877



874 Probabilistic Systems

often. In particular, the condition inf(7) |= P holds for almost all &-paths, provided they
eventually reach Up. This yields
PrS(s=P) = Y PrO(skE (~Up)Uu) - Pro(u = P)
——

u€lUp
=1

= Prx(s = OUp).

Since Pr™®*(s = QUp) is an upper bound for the probabilities for P and starting state s
under all schedulers, this yields the claim.

Statement (b) for minimal probabilities can be derived from (a) using the fact that the
class of limit LT properties is closed under negation (i.e., with P also P = (247)*\ P is
a limit property) and that Pro(s |= P) = 1 — Pr®(s |= P) for all schedulers &. Hence:

P (s = P) = 1—Pr™(s|= P)

and any fm-scheduler & that maximizes the probabilities for P minimizes the probabilities
for P. For T C S we have T = P iff =(T |= P). Hence, the set Vp of all states t that
are contained in some end component (7, A) with ~(T" |= P) agrees with the set Uz that
arises by the union of all end components (1, A) where T' = P. But then, (a) applied to
P yields

PI'maX( 5 |: ?) — I,max( 5 |: <>Uﬁ) — I,max( g |: <>VP)

Hence, for finite MDPs the PCTL formula P_; (IP_; (Qu)) asserts that under all schedulers
the event [Oa holds almost surely. This follows from the fact that

s |E Py (LP-1(0a))

iff for all end components (7, A) reachable from s, it holds that 7N Sat(a) # @

iff s IOVe with P =00«

iff Proin(s = O0a) = 1.
Hence, almost sure repeated reachability is PCTL-definable for finite MDPs.
For certain limit LT properties, memoryless schedulers suffice to provide extreme prob-
abilities. This holds, e.g., for repeated reachability properties LIOB; see Exercise 10.23
(page 905).
As for reachability properties, graph-based methods suffice to check qualitative limit LT

properties. The simplest case is the question whether a limit LT property can be fulfilled
with positive probability under some scheduler.
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Corollary 10.123. Qualitative Limit LT Properties (Positive Probability)

Let P be a limit LT property and M a finite MDP and s a state in M. Then, the following
statements are equivalent:

(a) Pr(s |= P) > 0 for some scheduler &,
(b) Pr™®(s = P) >0, and

(¢c) s = IOUP.

Checking whether Pr®(s |= P) = 1 for some scheduler & (i.e., Pr™**(s = P) = 1) amounts
to verifying whether Pr™®*(s |= QUp) = 1. This can be done using the techniques in
Section 10.6.1 (see Algorithm 45 on page 859), provided Up is given. The same holds for
qualitative limit LT properties that refer to Pr™®(s = P). They can be treated either by
algorithms to compute Vp in combination with the algorithms for minimal reachability
probabilities, or—as shown in the proof of Theorem 10.122 (page 873)—by using the
duality of maximal and minimal probabilities for limit L'T' properties.

The remainder of this section is focused on the computation of the success set Up for limit
LT property P in a finite MDP M. Recall that Up is the union of the sets T of all end
components (7, A) such that 7" = P. Clearly, Up results from an analysis of the set of
all end components of M. However, the number of end components can be exponential in
the size of M. This is due to the fact that end components may overlap, i.e., it is possible
to have two end components (77, A1) and (1%, A2), say, such that (71, A1) # (12, A2) and
TiNT, # &. However, for certain limit LT properties P, the set Up can be characterized by
means of mazimal end components, i.e., end components that are not properly contained
in any other end component:

Notation 10.124. Maximal end components

An end component (7, A) of a finite MDP M is called maxzimal if there is no end component
(T", A") such that (T, A) # (1", A’) and T C T" and A(s) C A'(s) for all s € T.

Let MEC(M) denote the set of all maximal end components in M. [

Any end component is contained in exactly one maximal end component. This follows from
the fact that the union of end components (11, A1) and (75, A2) with (11, A1) # (13, A2)
and 11 N1y # @ is an end component. Here, the union of sub-MDPs (77, A1) and (1%, As)
is the sub-MDP (77 U T3, A1 U Asg) where A; U Ay denotes the function 77 U Ty — 24<
such that t — Aj(t) U Ao(t) if t € I NTy and t — Ay(t) if t € T3\ T2 and t — As(t)
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if t € T\ T1. Furthermore, maximal end components are pairwise disjoint. Hence, the
number of maximal end components is bounded above by the number of states in M.

The set Up for the limit LT property P results from the end components (7', A) where
T |= P. In case P is a repeated reachability property, say OB for some B C S, then
T E P is equivalent to the requirement that 7' contains a B-state. If (77, A’) is an end
component with 77 |= OOB, then T = OO0B, where (T, A) is the unique maximal end
component that contains (77, A’). Therefore, the success set Up for the event P = OB
arises by the union of all maximal end components (7, A) that contain at least one B-state.
Formally:
Uoop = U T.
(T, A) € MEC(M)
TNB+40o

Note that an analogous result does not hold for persistence properties ¢LIB, since a
non-maximal end component (77, A") with 7" C B may be contained in a maximal end
component which also contains some states not in B. However, Usgp agrees with the
union of all maximal end components (T, A) where T" C B in a slightly modified MDP
Mpgp. The MDP Mppg results from M by removing all states s ¢ B. More precisely,
Mg has the state space B U {no}. The fresh state no is added as a trap state. The
transition probabilities are defined by

Pog(s,a,t) = P(s,a,t) if « € Act,s € B and Post(s,a) C B.

Let Pogp(s,a, ) = 0 for @ € Act(s) such that Post(s,a) \ B # @. If state s in M
only has transitions to S\ B, it has no enabled actions left over. For such states s, let
Pog(s,7,n0) = 1. Furthermore, Pog(no, 7,no) = 1. Here, 7 is a pseudo action that has
no further importance. The maximal end components of Mg which do not contain no
are end components (T, A) of M with 7" C B. And vice versa, any end component (T, A)
of M with T C B is contained in a maximal end component of Mnpg.

In fact, a similar technique is applicable for Rabin acceptance conditions:

Lemma 10.125. Success Set for Rabin Conditions

Let M be a finite MDP with state space S, B;,C; € S. For a limit LT property P
which—when interpreted on M—is given by

\/ (OB A T0CY),

1<i<k

it holds that M
OB,
Up = U UDQCi
1<i<k
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Maop,
where UDQ%?Z is the success set of the event LJOC; in the MDP Mqpp,, i.e., the set of all
states t € S that are contained in some mazimal end component (T', A) of Mnpg, such that
no¢ T and TNC; # @.

The computation of the maximal end components of a finite MDP M can be performed
by means of iterative computations of SCCs. The idea is to successively remove all states
and actions that are not contained in some end component. In the first iteration, the
nontrivial SCCs T1,..., T} are determined in the underlying graph of M. (A nontrivial
SCC is an SCC which contains at least one edge, i.e., a cycle.) Then, for each state
s € T;, any action « € Act(s) for which Post(s, ) \ T; # @, is removed from Act(s). If
Act(s) becomes empty, state s is removed together with the actions 3 from Act(t) with
(t,3) € Pre(s). This yields a sub-MDP M, say, of M where the action set Act(s) of each
state s solely consists of actions « such that all a-successors of s belong to the SCC T; of
M with s € T;.

Due to the removal of actions, however, the strong connectivity of T; as a vertex set of the
underlying graph of M; might be lost. We therefore have to repeat the whole procedure.
That is, we compute the nontrivial SCCs T7, .. .,Tkl1 of M1 and repeat the procedure
described above for these SCCs. This yields a sub-MDP M, say of M. This procedure
is repeated until a sub-MDP M; = M’ of M is obtained for which nontrivial SCCs agree
with the maximal end components of M.

These steps are summarized in Algorithm 47. Here, if T C S and A : § — 24¢ ig a
function, then A|p denotes the restriction of A to T, ie., Alp : T — 28t i given by
Alr(t) =A() forallt € T.

Lemma 10.126. Correctness of Algorithm 47

For finite MDP M with state space S, Algorithm 47 returns MEC(M) and requires at
most |S| (outermost) iterations.

Proof: The termination of Algorithm 47 follows from the fact that in each iteration (except
the last) of the repeat-loop, the partition induced by MEC is refined and covers at most
the elements of the previous iteration. More precisely, let MECy = { S } and let MEC; be
the set MEC immediately after the ith iteration of the repeat loop. For fixed i, the sets
in MEC,; are nonempty and pairwise disjoint. They constitute a partition of some subset
S; of S. The sets S; are decreasing, i.e., Sgp 2 S1 2 Sy 2 ..., as for each ¢ > 1 and
T € MEC; there exists U € MEC;_; such that T C U. Furthermore, if 7= U, then in the
ith iteration no action o € A(t) has been removed from the action-sets of any state t € 7T'.
This follows from the fact that the pairs (T, A|7) for T € MEC; are sub-MDPs of M, i.e.,
Post(t,a) C T for all & € A(t) and t € T. Since the repeat loop terminates as soon as
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Algorithm 47 Computing the maximal end components of a finite MDP

Input: finite MDP M with state space S
Output: the set MEC(M)

for all s€ S do A(s) = Act(s); od
MEC := @; MECpew :={S};

repeat
MEC = MECneW; MECneW = @;
for all T € MEC do
R:= g; (* set of states to be removed *)
compute the nontrivial SCCs I, ..., T} of the digraph G 4,);
fori=1,...,k do
for all states s € T; do
A(s) :=={a € A(s) | Post(s, ) C T} };
if A(s) = @ then
R:=RU{s}
fi
od
od
while R 4 @ do
let se R
remove s from R and from 1
for all (¢, 8) € Pre(s) witht € T' do
A(l) = AW\ {BY;
if A(t) = @ then
R=RuU{t}
fi
od
od
fori=1,...,k do
ifTNT; #+ @ then
MECneW = MECneW U {/1‘ n /l‘z}
(* (I'N1y, AlreT,) is a sub-MDP of M *)
fi
od
od
until (MEC = MECyew)

return { (1, A|r)

T e MEC}
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MEC = MECqew, for all iterations (except the last) there is at least one set U € MEC;_4
such that some u € U is removed in the ¢th iteration.

After | S| iterations, MEC|g would consist of singleton sets only and no further refinements
would be possible. Hence, the maximal number of iterations of the repeat loop equals |S|.

For the (partial) correctness of Algorithm 47, let us first observe that Algorithm 47 never
removes states or actions that belong to some end component. That is, whenever (177, A’) is
an end component of M then in each iteration of Algorithm 47, there exists 7" € MEC such
that (77, A’) is contained in (T, A|r). This is a consequence of the following observation.

Whenever (T, A) is a sub-MDP such that each end component (77, A”) of M with TNT" #
@ is contained in (7, A), then:

e For SCC C' in Gy 4 it holds that for any state s € T and o € A(s) such that
Post(s, ) \ C' # &, there is no end component (77, A’) of M such that s € T' and
a € A'(s). In particular, any end component (17, A’) of M with T"'NT # & is
contained in the sub-MDP that results from (7', A) by removing « from A(s).

e If s € T and A(s) becomes empty by removing all actions, then there is no end
component of M containing s. In particular, any end component (77, A’) of M with
T'NT # & is contained in the sub-MDP that results from (7, A) by removing state
s and all actions 3 from A(t) where t € T and P(¢, 3, s) > 0.

Hence, the output of Algorithm 47 is the set of sub-MDPs (71, A1), ..., (T, Ax) of M
where each end component (77, A’) is contained in some (7}, A;).

On the other hand, since any (73, A;) remains unchanged in the last iteration of the repeat
loop, the graph G g, 4, is strongly connected. Thus, (7}, 4;) is an end component of M,
and therefore a maximal end component of M. Hence, Algorithm 47 returns MEC(M).

|

Let us now consider the worst-case time complexity of Algorithm 47. The SCCs of a
digraph with N vertices and M edges can be computed in time O(N+M). The cost
of each iteration of the outermost loop is thus linear in the size of M. The number of
iterations is bounded by |S| as shown above. Hence, the worst-case time complexity of
Algorithm 47 is quadratic in the size of the MDP. More precisely, it is bounded above by

O(IS[- (IS5 + M)

where M is the number of triples (s, q,t) such that P(s,«,t) > 0. This shows that the
success set Up of a limit LT property P which is given by a Rabin acceptance condi-
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tion V¢, (O0B; ADOC;) (as in Lemma 10.125 on page 876) can be computed in time
O( size(M)? - k). Thus:

Theorem 10.127. Time Complexity of Verifying Limit Rabin Properties
Let M be a finite MDP and P o limit LT property specified by a Rabin condition:

\/ (00B; A O0C).

0<igk

Then: the values Pr"®*(s = P) can be computed in time O( poly( size(M)) - k).

By duality, the same holds for limit LT properties P which are given by a strong fairness
condition
N (D0C; — 0O0D;) = ~ \/ (00-D; A OOC)
1<i<k 1<i<k
and the values Pr™®(s |= P). Recall that by part (b) of Theorem 10.122 (page 873), we

have: :
PI‘mm(S |: P) =1 — PI‘InaX(S |: <>VP)

where Vp is the union of the sets 1" of all end components (7, A) such that =(T" = P).
For a strong fairness condition as above we have =(T" = P) if and only if there exists i
such that TNC; # @ and T'N B; = &. Hence, Vp arises as the union of the maximal end
components (1, A) of M- p, where T'NC; # @. Here, Mo_p, is the MDP obtained from
M by removing the states s € S\ B; (see page 876 for the precise definition).

10.6.4 Linear-Time Properties and PCTL"

This section treats the quantitative verification of w-regular property P against an MDP
M. This entails the computation of the values Pr™®(s |= P) or, dually, Pr"®*(s = P)
for state s in M. For example, let P describe the “good” behaviors and assume it is
required to establish whether P holds in M under all schedulers with some sufficiently
large probability 1 — <, say. More precisely, the requirement is to show that

S l(s) Pr(s = P) > 1-e
sES

Similarly, if P describes the bad behaviors, then a reasonable requirement is to verify
whether P holds with some sufficiently small probability at most £ under all schedulers.
That is:

Zbinic(S) : PI‘maX(S |= P) < e

$€S

Petitioner Exhibit 1002-1884



Markov Decision Processes 881

The previous sections covered special cases of this setting such as reachability properties.
For limit LT property P given by a Rabin condition, the values Pr®*(s = P) can be
obtained by computing the values Pr"**(s = QUp). The set Up is determined using
graph algorithms, and the reachability probabilities Pr™®*(s = QUp) are obtained by
(again) graph analysis followed by solving linear programs. This technique for limit LT
properties can be generalized toward arbitrary w-regular properties in the following way.

Let P be an arbitrary w-regular property. As a first step, a deterministic Rabin automaton
A for P is constructed. Likewise as for Markov chains, the idea is to reduce the problem
of computing Pr™®(s = P) (or its dual) to determining reachability probabilities in a
product MDP. To that end, the product MDP M @ A is considered (defined just below)
and the maximal probabilities of reaching the success set U4 in M ® A are computed.
The success set U4 depends on the Rabin acceptance condition in A.

Notation 10.128. Product MDP
For finite MDP M = (S, Act, P, L, AP, L) and DRA A = (Q, 24P 5 40, Acc) with Ace =
{(L1,K1),...,(Lg, Ki) }, the product M @ A is an MDP

M = (S xQ,Act,P' i QL")

with

e P'({s,9), 0, (s",q")) =

P(s,a,8) it ¢ = d(q, L(s'))
0 otherwise.

® [ .
Lll’)lt

Linit{ S if ¢ = 8(qo, L{s
,(<57q>):{ () itq = da L)

0 otherwise.

e I'({s,q)) = {q}.

As for the product construction of a Markov chain and a DRA, there is a one-to-one
correspondence between the path

7T280a181a282a3
in the MDP M and the path
7T+ = <307Q1>L<317q2>&><327q3>&>---
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in M ® A that starts in state (sq, ¢1) where ¢g1 = 6(qo, L(so)). Given a path 77 in M@ A
the corresponding path in M is simply obtained by omitting all automata states ¢;. Vice
versa, given a path 7 as above, the corresponding path 77 is obtained by adding the
automata states ¢;+1 = 8(q;, L(s;)) to m. Thus, 7T arises by combining 7 with the unique
run for trace(rn) in the DRA A. In particular:

trace(w) € P = L,(A)
iff  the run ¢gg¢1 g2 43 . .. for trace(r) in A is accepting

iff #* |: v (<>|:|_‘Lz /\|:|<>KZ)
0<i<k

In fact, this one-to-one correspondence on the path level induces a one-to-one correspon-
dence for schedulers on M and M ®.A. That is, any scheduler & for M induces a scheduler
&' for M @ A such that for any S-path 7 in M the corresponding path 77 in M ©® A is
a &'-path, and vice versa. The scheduler &’ is obtained by simply ignoring the automata
states, i.e.:

&' ((s0,q1) {81, q2) - - (Snyqna1)) = S(s981...8n).

We then have

PrS(s = P) = PrG’(<s,5(q0,L(s))> =\ (00-Li A D<>KZ»)).
0<igk

Vice versa, for a given scheduler & for M @ A, the corresponding scheduler & for M is
obtained as follows. For history sgs7...8, in M, scheduler & chooses the same action
as &' selects for the history (so9,q1) ... (Sn,¢n+1) iIn M @ A (where ¢;+1 = 6(q;, L(s;)) for
0<i<n).

Thus, there is a one-to-one-correspondence between the schedulers for M and M @ A.
This correspondence preserves the finite-memory property—if & is finite memory, then &’
is also. In addition, the probabilities for P (in M) under & agree with the probabilities
for A’s acceptance condition V; ;o (OU=L; A TOK; ) under &'. But then, for all states
s in M:

PrivX(s = P) = P2 ((s,0(q0, L(5))) 1<\/<k(<>DﬂLz* A DOOK:))

= PrigEa((s,0(qo, L(s))) = OUa)

where U 4 denotes the success set of A’s acceptance condition V, ;;, (OO=L; A DOK;).
Hence, the techniques presented in the previous section can be applied to compute Pr™*®*(s =
P). For the special case where the aim is to check whether Pr™®(s |= P) > 0, a graph
analysis in M @ A suffices that checks whether (s, 0(qo, L(s))) can reach the success set
Ugin M A.
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The same techniques can be used to determine Pr™(s = P) by constructing a DRA for
the complement P of P, i.e., P = (2AP)‘“\P. As the class of w-regular properties is closed
under complementation, P is an w-regular property. Then:

P (s |= P) = 1 — P (s |= P).

In case the w-regular property P is given as LTL formula ¢, the worst-case time complexity
of this technique to compute Pr™®*(s |= ) or Pr"(s |= ¢) is polynomial in the size of
M, but double exponential in the length of p. (The double-exponential blowup is caused
by the transformation from LTL to DRA.) From the complexity-theoretic point of view
this algorithm is optimal, since the qualitative model-checking problem for MDPs—given
a finite MDP M and an LTL formula ¢ is Pr"®(s = ¢) = 1—is in 2EXPTIME. This
result is due to Courcoubetis and Yannakakis and stated here without proof [104].

Theorem 10.129.
The qualitative model-checking problem for finite MDPs is in 2EXPTIME.

Recall that in the setting of Markov chains, this problem is PSPACE-complete.

As for Markov chains, the PCTL model-checking algorithm can be extended to treat the
logic PCTL* by using the above techniques for computing extreme probabilities for LTL
formulae. For PCTL* state formulae P<,(y), one first recursively computes the satisfaction
sets of the maximal state subformulae of . These maximal state subformulae are replaced
by new atomic propositions. This yields an LTL formula ¢, say. Subsequently, construct a
DRA for ¢/ and apply a quantitative analysis to compute Pr™®*(s |= ) for all states s in
the MDP M. Then, Sat(P¢,(p) ) is the set of all states s in M where Pr'®*(s |= ¢') < p.
The treatment of strict upper bounds < p is similar. For lower bounds > p or > p, we
have to compute Pri(s |= /) for all states s in M. This yields a PCTL* model checking
procedure that runs in time polynomial in the size of the MDP and double exponential in
the length of the input PCTL* state formula.

10.6.5 Fairness

This chapter is completed by discussing fairness assumptions in MDPs. Let us first remark
that for each scheduler &, almost all paths that visit state s infinitely often and take action
a in s infinitely often will visit each a-successor of s infinitely often. This is similar to the
setting of Markov chains, cf. Theorem 10.25 (page 772). (This fact has been already used
in the proof of Theorem 10.120.) Thus, probabilistic choices are almost surely strongly
fair. However, this does not address the resolution of the nondeterministic choices. As for
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transition systems, fairness assumptions for the resolution of the nondeterministic choices
are often necessary to establish liveness properties. This typically applies to distributed
systems modeled by an MDP that relies on an interleaving semantics, and where (process)
fairness simply serves to rule out unrealistic behaviors where certain processes eventually
stop their execution without having reached a terminal state.

Consider, e.g., the simple mutual exclusion protocol with a randomized arbiter (cf. Ex-
ample 10.83, page 835). In the absence of any fairness assumption, this protocol cannot
guarantee that each process eventually enters its critical section almost surely. For in-
stance, a scheduler which only selects the actions of the second process while completely
ignoring the first one, is not excluded. Similarly, for the randomized dining philosophers
algorithm (Example 10.87 on page 839), one cannot guarantee that each philosopher eats
infinitely often almost surely, as there exist schedulers which only select the actions of one
of the philosophers and never an action from one of the other philosophers.

For MDPs, fairness assumptions on the resolution of the nondeterministic choices are
constraints on the schedulers. Instead of ranging over all schedulers, only the schedulers
that generate fair paths are considered and are taken into account for the analysis. The
underlying notion of fairness for paths is as for transition systems. In the sequel, it is
assumed that fairness constraints are given as L'1'L fairness assumptions, i.e., conjunctions
of unconditional fairness assumptions [1OW, strong fairness assumptions JO6® — CIOW,
and weak fairness assumptions ¢L1¢ — [JOW. Here, ® and ¥ are propositional logic
formulae. A scheduler is fair if it almost surely generates fair paths.

Definition 10.130. Fair Scheduler
Let M be a Markov decision process and fair an LTL fairness assumption. A scheduler §
for M is fair (with respect to fair) if for each state s of M

Pr¥{ 7 € Paths(s) | 7 |= fair} = 1.

The fairness assumption fair is realizable in M if there exists some fair scheduler for M.
|

Without any additional assumptions, fair schedulers need not exist. This is evident when
there are no paths satisfying fair. But even if each finite path fragment can be extended
to a path satisfying fair, the existence of fair schedulers is not guaranteed. For example,
consider the following Markov chain:
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N[

{a}

N

Let the strong fairness assumption fair be defined as LQa — Ob. Each path fragment
can be extended to a fair path, since there is always the possibility of eventually entering
state ¢t and staying there forever (and violating (00a). On the other hand, when M
is considered as an MDP (labeling each transition with «, say), then M has just one
(memoryless) scheduler &, viz. one that in each state always selects «. But & is not fair
since almost surely both states s and ¢ will be visited infinitely often. Hence, (0o A [—b
holds almost surely.

In the sequel, we require the realizability of fair in the MDP M under consideration. As
LTL fairness assumptions constitute limit LT properties, for finite MDPs realizability is
equivalent to the existence of a finite-memory fair scheduler (see Exercise 10.28, page 907).

The first observation is that realizable fairness assumptions are irrelevant for maximal
reachability probabilities:

Lemma 10.131. Fairness and Max Reachability Probabilities
Let M be a finite MDP with state space S, B,C' C S and fair o realizable fairness
assumption for M. For each state s of M:
sup  Pr¥(s|=CUB) = Pr®X(s = CUB).
schcdﬁlé?iior M

Furthermore, there exists a finite-memory fair scheduler that mazimizes the probabilities
for CUB.

Proof: Let M be a finite MDP with state space S, B,C C S and fair a realizable fairness
assumption for M. For s € S, it holds that

sup Pri(s=CUB) < sup ProsECUB) = Pr®(s |= CUB)
schcdl?llé?ig’or M sc}idalfll;irt?ziy/\/l

since fair schedulers are more restrictive than arbitrary ones.
The basic idea is now to construct a fair finite-memory scheduler & that maximizes the

probabilities for the event C'U B on the basis of a memoryless (possibly unfair) scheduler
S that maximizes the probabilities for that event (cf. Lemma 10.102 on page 852).
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Let IT be the set of all finite path fragments sg 1 ... s, in the Markov chain Mg such that
sp € Band s; € C'\ B for 0 < i <n. Furthermore, since fair is realizable and M is finite,
there exists a fair finite-memory scheduler § for M.

The fair scheduler & that maximizes the probabilities for C'U B is now defined as follows
on the basis of & and §. & behaves as the memoryless scheduler & for all histories
S0 S1...8, that are proper prefixes of some 7 € Il. As soon as & has generated the path
fragment sg 81 ...$, € Il then & continues in a fair way by mimicking the finite-memory
scheduler § for M. Similarly, once a path fragment sq...s, is generated that is not a
prefix of some 7 € 11, & behaves as §.

Since the &-path fragments in Il are path fragments that are also generated by &, we

have
Pr®(s = CUB) = PrS(s = CUB) = Pr#X(s = CUB).

Furthermore,
Pro{r e Paths(s) | pref{r) C pref{Il)} = 0

where pref(m) denotes the set of all finite prefixes of m and pref(I) the set of all finite
prefixes of the path fragments in II. The event “pref{n) C pref(II)” means that & never
stops to mimic &, and thus might behave unfairly along those paths.

The latter statement follows from the following reasoning. Since the Markov chain Mg
is finite (as & is memoryless), almost surely one of its BSCCs is reached and all its states
visited infinitely often. But there is no &-path 7 that reaches a BSCC T of Mg and
visits all states of 1" infinitely often while fulfilling prefir) C pref(Il). This can be seen as
follows. Let m1 = s 81 82... be a S-path such that inf(r) = T and pref(r) C pref{(I1l). We
show that BNT = &. This goes by contraposition. Assume BN T # &. Select a finite
prefix T = s981...8, of 7 that ends in a state s,, € BN T. Then, by definition of IT and
since T € pref{r) C pref(1l), it follows that sg s1...s, € II. But then none of the prefixes
Tm = 8081---8n8n41---Sm of ™ of length m > n can be extended to a path fragment in
II. That is, 7, € pref{m) \ pref(Il) for all m > n. This contradicts the assumption that
pref{ir) C pref(11).

This ensures that almost surely the scheduler & will stop to mimic the memoryless sched-

uler & and will behave in a fairly manner from some moment on by simulating §. This
yields that the finite-memory scheduler & is fair. ]

As Lemma 10.131 asserts the existence of a fair scheduler that maximizes the probabilities
for C'U B, the supremum in Lemma 10.131 can be replaced with a maximum.

The above result can be understood as the probabilistic counterpart to the fact that
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realizable fairness assumptions are irrelevant for verifying safety properties; see Theorem
3.55 (page 140). Recall that a typical usage of Pr'**(s = C'U B) is to show that a safety
property a; W ao holds with some sufficiently large probability 1 — & under all schedulers.
(Then C' characterizes the states where a; A —ag holds, while B represents the states
satisfying —aq A —ag.) In this sense, computing Pr™**(s = C'U B) can be understood as
quantitative reasoning about safety properties.

Due to the previous result, maximal probabilities can be computed without taking fairness
assumptions into account. This, however, does not apply to minimal probabilities. Fair-
ness assumptions may be essential when considering the minimal probabilities of reaching
a certain set of states B. This is a typical task to show that the liveness property ¢b holds
with probability = 1 — ¢ under all schedulers, for some small . For instance, consider the
following MDP:

fay 1 My

Consider the strong fairness assumption:
fair = OOa — O,

which can be read as fair = OQu — Ot All fair schedulers have to take action « in
state s infinitely often, and thus, ¢t almost surely holds for all fair schedulers. On the
other hand, the memoryless scheduler & that selects action ( for state s never visits .
Hence:
Pr(sl=0b) = 0 < 1 = inf  Pri(s = Ob).
scheduler for M

We now show that the problem of computing the minimal probabilities of reaching B under
fair schedulers is reducible to the problem of computing maximal reachability probabilities.
Let M = (S, Act, P, 1y, AP, L) be a finite MDP, B C S and fair a fairness assumption
that is realizable in M, i.e., M is fair with respect to fair. Let Fﬁgn be the set of all
states £ € S such that B will never be reached from ¢ for some fair scheduler §:

Fuin — L4 e S| Pri(t = OB) = 0 for some fair scheduler § }.
By the following result, the set Fﬁgn can be characterized by the end components (7, A)
of M such that T |= fair. Notice that the fairness assumption fair is a limit LT property
(see Notation 10.121 on page 872). Recall that T |= fair means that all paths 7 with
inf(m) =T fulfill fair.
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Lemma 10.132. Characterization of the Set F™i"
Let M be a finite MDP, B C S, fair and

Fogr = {te S| Pri(t = OB) =0 for some fair scheduler §}.

For any state s € S, the following statements are equivalent:

(a) s € Fo de., Pri(s |= OB) = 0 for some fair scheduler §.
(b) Pri(s |= OB) = 0 for some fair, finite-memory scheduler §.

(¢) Pr™®(s |= (=B)UV) = 1 where V is the union of the state sets T of all end
components (T, A) of M such that TN B =@ and T |= fair.

Proof: (a) = (c): Suppose s € " and consider a fair scheduler § with Pr(s = O0B) =
0. The limit of almost all §-paths is an end component. Let (7', A) be an end component
of M such that Prf(H(TA)) > 0 where Il 4y = {7 € Paths(s) | Limit(r) = (T, A) }.
Then, TN B = @ and T' |= fair, and therefore T C V. Moreover, all paths 7 € (7 4)
fulfill =B, and hence also (—=B)U V. Hence:

Pr¥(s = (-B)UV) = 1.
In particular, Pr™®*(s = (-B)UV) = 1.

(¢) = (b): Let Pr'™®(s = (-B)UV) = 1. Consider a finite-memory scheduler &
with Pr®(s = (-B)UV) = 1. By definition of V, there exists a fair finite-memoryless
scheduler $), say, such that Pr?(t |= OB) = 0 for any state ¢t € V. (The scheduler $ can
be constructed using the same technique as used in the proof of Theorem 10.122, page
873.) We now compose & and $) to obtain a fair finite-memory scheduler § which ensures
that B will not be reached from s. For starting state s, scheduler § first acts as &. As
soon as V has been reached (which happens almost surely), § behaves as . It is now
clear that § is fair (almost surely, eventually § simulates the fair scheduler $) and has the
finite-memory property (the union of the modes of & and $ suffices). Moreover:

Pr¥(s = 0B) = 1—Pr®s = (=B)UV) = 0.

(b) = (a): obvious. [

The characterization of the set FI:“Oin enables characterizing the minimal probabilities for

the event ¢ B under fair schedulers by means of maximal probabilities for a constrained
reachability property:
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Theorem 10.133. Fair Min Reachability Probabilities

Let M be a finite MDP with state space S, B C S, fair a strong fairness constraint, and
F25" as above. Then, for any state s € S':

inf  Pri(s | 0B) = 1-Pi™(s | (-B) U FZ").
schcdlzlcjgl}';r M

Furthermore, there exists a fair finite-memory scheduler § with

Prg(s |: <>B) = 1 _ PI.IIlaX(S |: (_|B) UF;IBH)

Proof: We first prove the second statement. The proof is by constructing a finite-memory
fair scheduler & such that for any state s

Pr®(3 = OB) < 1—Pr™(s |k (~B)U F;Ibin),

Let S be a memoryless scheduler maximizing the probabilities for (—=B) U FI:“Om; see Lemma
10.102 (page 852). From the proof of Lemma 10.132, it follows that there exists a fair
finite-memory scheduler § such that Pro(t |z OB) = 0 for each state t € F™". We now
combine & and §) to obtain a finite-memory scheduler & with the desired properties. In
its starting mode, & simulates & until a path fragment sqg s1 ... S, has been generated such
that s; € S\ (BUF™) for 0 < i < n and either s, € F%" or s, € B. In the former case,
® switches mode and simulates $ from now on. In the latter case, & behaves from now
on as an arbitrary finite-memory fair scheduler. Obviously, & is fair and is finite memory,
and
Pro(s = (-B)U FHn) = ProaX(g = (-B) U Foi,

All &-paths 7 with 7 |= (=B) U 2 fulfill 7 |= U(—B). Hence:
Pro(s = OB) = 1—Pr%s|=0(-B))

1—Pr(s = (=B)U F2g™)

= 1—Pr(s|= (=B)UFZ").

N

This shows the second claim. It remains to show that for each state s of M:

inf  Pri(s|= 0B) > 1—Pr™(s|= (-B)U FZ").

§ fair
scheduler for M

As for each fair scheduler § we have Pri(s = OB) = 1 — Pri(s |= O(—B)), it suffices to
show that .
Pr¥(s = 0(=B)) < Pr¥(s |= (~B) U F2i),
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By Theorem 10.120 on page 871, we have

Pri(s = O(-B))
= S°  Pr¥{nx € Paths(s) | Limit(r) = (T, A) A 7 |= O(=B) }

(T, A) end comp.
TNB=g

< S Pr¥{r € Paths(s) | Limit(r) = (T, A) A 7 = (=B)UT}.
(T, A) end comp.
TNB=g
Furthermore, since § is fair, for each end component (7', A) such that Pr3{r € Paths(s) |
Limit(n) = (T, A) } > 0, we have T" |= fair. Lemma 10.132 asserts that the end compo-
nents (T, A) with T' |= fair and TN B = @ belong to F™". Hence:

Pr¥(s = 0(-B))
< S°  Pr¥{n € Paths(s) | Limit(r) = (T,A) A 7= (-B)UT}

(T, A) cnd comp.
TNB=g,T |= fair

N

S Pr¥{r € Paths(s) | Limit(z) = (T, A) A 7 | (-B)U F=i}
(T, A) cnd comp.
TNB=g,T |= fair

< ST PrS{7 € Paths(s) | Limit(n) = (T, A) A 7 = (-B)U F=in}
(T, A) cnd comp.

= Pr¥(s = (~B)U Fin).

Since Pri(s |= (-B) U F2i") is bounded above by Pr®*(s |= (=B) U F™i"), this yields the
first claim. |

Theorem 10.133 suggests the following recipe to determine the minimal probabilities for
reachability properties ¢ B (for all fair schedulers) of a finite MDP: (1) determine the set
F™ and (2) solve the linear program for the maximal probabilities for (=B) U FZ§". The
computation of FI:“(}“ relies on a graph analysis of the end components of the MDP.

In case fair consists of weak fairness constraints ¢LI®; — OOW;, j = 1,...,k, the
maximal end component may be exploited. In this case, V' is the union of the sets T of
all maximal end components (1, A) such that, for each 1 < j < k, T'N Sat(¥;) # & or
T\ ®; # @. For strong fairness constraints, the analysis of maximal end components
might not be sufficient. However, the algorithm for computing maximal end components
(Algorithm 47) can be reformulated to compute all end components (7', A) such that
T = fair and (T, A) is not contained in another end component (77, A’) where T" = fair.
See Exercise 10.29 (page 907).
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Constrained reachability properties C'U B can be treated as simple reachability properties
by making all states s € S\ (C'U B) in the MDP absorbing. Let M’ be the thus obtained
MDP. The paths in M satisfying C'U B agree with the paths in M’ satisfying ¢ B. Thus:

inf  Pri(sECUB) = inf  Pri(sE OB).
scheduler for M schcdilciafl’ér M

The ingredients to treat (constrained) reachability properties under fairness assumptions
can be combined with the standard approach to compute satisfaction sets of CTL-like
logics to obtain a model-checking algorithm for PCTL under fairness assumptions and
finite MDPs. Let M be a finite MDP and fair an LTL fairness assumption that is realizable
in M. The satisfaction relation |=y,;, for PCTL state- and path formulae is defined as the
standard satisfaction relation |=, except that the probabilistic operator ranges over all fair
schedulers (instead of all schedulers). That is:

s Efair Pi(p) T Pri(s = @) € J for all fair schedulers g.

The satisfaction set

Satguir (Ps(2)) = {5 € 5 | 5 Epuir Bs(9) }

is obtained as follows. For path formulae with the next-step operator, the fairness con-
straints are irrelevant due to the realizability of fair. Thus,

Satfer(Pr(Oa)) = Sat(P;(Oa))

for a € AP. For path formulae with the until operator we apply the techniques explained
above.

As a next verification problem, we consider the quantitative analysis of finite MDPs against
an w-regular property P in the presence of fairness assumptions. As for the case without
fairness assumptions, we adopt the automata-based approach and first construct a deter-
ministic Rabin automaton A for P. Subsequently, the product-MDP M ® A is considered;
see Notation 10.128 on page 881. Let us first assume that we are interested in the maximal
probabilities for P, when ranging over all fair schedulers. By a graph analysis (similar to
the technique sketched above), we determine the union V' of all end components (7, A)
in M ® A that satisfy the fairness assumption of M and the acceptance condition of .A.
Then:
swp  Pri(s | P) = Priiu((s,as) = OV)
schcd{fll(f?i?or M

where ¢ = 0(qo, L(s)). In fact, there is a finite-memory fair scheduler for M that max-
imizes the probabilities for P. Hence, the supremum can be replaced by a maximum.
Such a finite-memory fair scheduler can be derived from (i) a memoryless scheduler & for
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M ® A that maximizes the probabilities of reaching V', and (ii) a finite-memory scheduler
§ for M @ A which ensures that whenever an end component (T, A) of M @ A is reached
such that T' = fair and T satisfies the acceptance condition of A, then T' will never be
left and all actions in T are visited infinitely often. These two finite-memory schedulers &
and § for M ® A can be combined to obtain a finite-memory fair scheduler & for M ®@ A
that maximizes the probabilities for P. A corresponding finite-memory scheduler & is
obtained by encoding the states in .4 in the modes of &.

To compute minimal probabilities for P under all fair schedulers, we consider the comple-
ment property P and compute the maximal probabilities for P under all fair schedulers.
This is sufficient, since

min  Pri(s=P) = 1 — max Pri(s = P).

§ fai

§ Tair § fair
scheduler for M scheduler for M

Combining the techniques for model checking PCTL and those for checking w-regular
properties yields a model-checking procedure for PCTL* and finite MDPs under fairness
assumptions. The worst-case time complexity is roughly the same for PCTL* model
checking of MDPs without fairness. The main difference is that the graph analysis for
determining the end components is more advanced and can cause an additional factor
|fair| in the cost function.

In LTL and CTL*, fairness assumptions can be encoded syntactically into the formula to
be checked. This allows one to reduce the fair satisfaction relation |= fair to the standard
satisfaction relation |=. In CTL*, e.g., it holds that

8 Ffair Jp  if and only if s = I(fair A p)

and
8 Ffair Voo if and only if s = fair — .

To conclude this section, we show that an analogous result can also be established for the
logic PCTL*. Clearly,

s = Pyp(fair — ) implies s 1o Pxp(p)
and

s = Pgp(fair Ay) implies s Fror Pp(y).

The question is whether the reverse implications also hold. At first glance this does not
seem to be the case since, e.g., s |=fir P>p() only concerns the fair schedulers, while
s = Pyp(fair — ) considers all schedulers, including the unfair ones. While schedulers &
with 0 < PrS(s |= fair) < 1 are ignored by the fair satisfaction relation =y, satisfaction
s = Pyp(fair — ¢) under the standard relation |= without fairness requires

Pro(s W fair) + Pro(s |= fair A p) > p
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for all schedulers. In fact, when dropping the realizability assumption, then s =4 P>, (¢0)
and s = Ps,(fair — ) is possible. A simple example is a Markov chain M (viewed as
an MDP) with Pr(s |= fair) = % and Pr(s |= @) = 0. Since there is no fair scheduler,
5 Efair P=1(p), but s = P_i(fair — ). However, the realizability assumption permits an
encoding of the fair satisfaction relation by means of the standard satisfaction relation for
finite MDPs. This is stated by the following theorem:

Theorem 10.134. Reduction of |=pr to =

Let M be a finite MDP and fair an LTL fairness assumption that is realizable for M.
Then, for each LTL formula ¢ and state s of M:

min Pif(s = g) = Prin(s | fair — )
schcdﬁlé??or M
max Pri(s|=¢) = Pr®(s|= fair A )

§ fair
scheduler for M

In particular, s =fair Pxp(@) iff s = Pep(fair — @) and s Epr P<p(p) iff s |E Pgp(fair A
). The same holds for strict probability bounds < p and > p.

Proof: We first prove the statement about minimal probabilities. For any fair scheduler
3, it holds that Pri(s |= ¢) = PrS(s = fair — ). Hence, the minimal probability
for p under all fair schedulers is at least the minimal probability for fair — ¢ under all
schedulers.

We now show that there exists a fair (finite-memory) scheduler such that the probability
for p equals the minimum for fair — ¢ under all schedulers. For the sake of simplicity,
assume that ¢ describes a limit LT property. (This is not a restriction, as ¢ can be replaced
by the acceptance condition of the DRA for ¢.) Let & be a finite-memory (possibly
unfair) scheduler that minimizes the probabilities for fair — . Thus, & maximizes the
probabilities for fair A -y and:

Pr(s = fair N —yp) = PrO(s = fair A —yp)
= 3 Pr&{x € Paths(s) | Limit(n) = (T, A) }
(T,A)

where (7', A) ranges over all end components of M such that 7" |= fair A ~(T = ).
Since & has the finite-memory property, the induced Markov chain Mg is finite, and the
above sum can be rewritten as

ZPrSG{W € Paths(s) | inf(r) =T}
T
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where 7" ranges over all BSCCs of Mg such that 7' = fair A =(T' = ¢). We now
consider the finite-memory scheduler § that first mimics & until & reaches a BSCC T'. If
T | fair A =(T | ), then § behaves forever as &. If =(T" |= fair) or T |= ¢, then §
behaves from now on in an arbitrary but fair way (by acting like some fair finite-memory
scheduler). § is, in fact, a fair scheduler (because & reaches almost surely some BSCC).
Furthermore:

Pri(s|=—p) > S PrS{m e Paths(s) | inf(x) =T}
T
= Pr™(s | fair A —p)
where T ranges over all BSCCs with 7' |= fair A —=(T |= ¢). As Pr¥(s |= =) = Pri(s |=
fair A=), the inequality > in the above formula can be replaced with an equality =. This

yields
Pri(s=¢) = 1-Pri(s )

= 1— PrS(s |= fair A—p)
= Pr(s = fair — ).

The statement for maximal probabilities follows by duality. Let § range over all fair
schedulers and & over all schedulers. Then:

max Pl(skEy) = 1-— mgin Pri(s = —p)
= 1 — Pr%(s |= fair A —y)
= Pr"(s |= fair — ).

As a consequence:

8 Ffar P=1(yp) if and only if s |= Py (fair — )
and

8 Ffar P—o(y) if and only if s |= P_g(fair A ¢).

That is to say, there exists a fair scheduler § with PrS(¢) > 0 if and only if there exists
a scheduler & with Pr®(fair A @) > 0. These reductions emphasize the expressiveness of
PCTL* as a logic for reasoning about finite MDPs. However, for efficiency reasons it is
recommended to perform a quantitative analysis of finite MDPs with fairness assumptions
using the techniques described before.

10.7 Summary

e Markov chains are transition systems with fixed probability distributions over the
successors of each state.
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A qualitative property is an event that either holds with probability one or zero.
Checking a qualitative property in finite Markov chains can be done by graph algo-
rithms. This does not hold for infinite Markov chains.

e (Constrained) Reachability probabilities can be computed by a graph analysis and
solving a linear equation system.

e Almost surely, the long-run behavior of a finite Markov chain ends in a bottom
strongly connected component (BSCC). Quantitative (and qualitative) properties
about the long-run behavior—such as repeated reachability, persistence, or Boolean
combinations thereof—of a finite Markov chain M can be checked by computing the
probability of reaching an accepting BSCC in M.

e Probabilistic Computation Tree Logic (PCTL) is a quantitative variant of CTL
where the path quantifiers 3 and V are replaced by a probabilistic operator P ()
that specifies lower and/or upper probability bounds (given by J) for the event .

e PCTL model checking for finite Markov chains relies on the standard CTL model-
checking procedure in combination with methods for computing constrained reach-
ability probabilities.

e The qualitative fragment of PCTL is obtained by only allowing bounds > 0 and =1.
For finite Markov chains, CTL is at least as expressive as the qualitative fragment
of PCTL. For infinite Markov chains, the expressivity of the qualitative fragment
of PCTL and CTL is incomparable. As opposed to CTL, persistence properties can
be expressed in PCTL (both qualitative and quantitative).

e Computing the probability for an LT property P on a finite Markov chain M can
be reduced to computing the acceptance probability in the product of M and a
deterministic Rabin automaton (DRA) for the complement of P.

e A probabilistic bisimulation equivalence only relates states that are equally labeled
and whose cumulative probability of moving to the equivalence classes coincides.

e Probabilistic bisimulation on Markov chains coincides with PCTL and PCTL* equiv-
alence. (The logic PCTL* is obtained by combining PCTL and LTL.) This holds
for any arbitrary Markov chain—the restriction to finitely-branching models (as for
the logical characterization of bisimulation on transition systems) is not required.

e Long-run averages and expected cost-bounded reachability in Markov reward chains
can be determined using graph algorithms and solving linear equation systems.

e Markov decision processes (MDPs) are transition systems in which in any state a
nondeterministic choice between probability distributions exists. A Markov chain is
an MDP in which for any state the set of probability distributions is a singleton.
MDPs are adequate for modeling randomized distributed algorithms.
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e Reasoning about probabilities in MDPs requires the concept of schedulers. Sched-
ulers resolve the nondeterminism and yield a stochastic process. Computing extreme
(i.e., minimal or maximal) probabilities for constrained reachability properties relies
on graph algorithms and linear programs. The latter can be solved by means of an
iterative approximation algorithm (called value iteration).

e When interpreting PCTL on MDPs, the formula P () ranges over all schedulers.
The PCTL model-checking problem for MDPs is reducible to the reachability prob-
lem.

e Almost surely, the long-run behavior of a finite MDP ends in one of its end compo-
nents. Quantitative (and qualitative) properties about the long-run behavior—such
as repeated reachability, persistence, or Boolean combinations thereof—of a finite
MDP M can be checked by computing the extreme probability of reaching an “ac-
cepting” end component in M.

e Model-checking a finite MDP against an w-regular property can be solved by an
automata-based approach, analogous to finite Markov chains.

e A scheduler is fair if it almost surely generates only fair paths. For maximal reach-
ability properties, fairness is irrelevant. Minimal reachability probabilities under all
fair schedulers can be computed by graph-based techniques and determining max-
imal probabilities for a constrained reachability property. Model checking a finite
MDP with fairness assumptions against an w-regular property can be performed by
an automata-based approach similar to that for MDPs without fairness assumptions.

10.8 Bibliographic Notes

Markov chains and Markov decision processes. The main principles of Markov chains
as a mathematical model for stochastic processes goes back to Markov in 1906. Since
then a variety of different aspects of Markov chains has been studied in the literature
such as queuing theory [55], numerical algorithms [63, 378], reliability and performance
analysis [196], and lumping [72, 237]. Markov chains have been applied in various areas
ranging from systems biology, social sciences, and psychology, to electrical engineering
and operations research. Important textbooks on Markov chains are, e.g., [237, 238, 248|.
The reader should bear in mind that this monograph treats Markov chains from the state-
based view as a graph (transition system) with probabilities, rather than—the more usual
interpretation—as a sequence of random variables. Markov reward models are extensively
described in the monograph by Howard [216]. The zeroconf protocol example has been
adopted from Bohnenkamp et al. [54].
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Markov decision processes (MDPs) have their roots in operations research and stochastic
control theory. They are useful for studying a wide range of optimization problems.
MDPs were known at least as early as in the fifties; see the seminal work by Bellman
[38, 39]. MDPs are used in a variety of application areas, including robotics, automated
control, economics and in manufacturing. Vardi [407] proposed using MDPs as models
for concurrent probabilistic systems. Major textbooks on MDPs are by Puterman [346],
Howard [215], and Bertsekas [49]. The randomized philosophers example originates from
Lehmann and Rabin [268] and the randomized leader election algorithm of Itai and Rodeh
[223]. Other randomized algorithms can be found in, e.g., Rabin [349] or the textbooks
by Motwani and Raghavan [306], and Lynch [280].

Verifying qualitative properties. Verification techniques for probabilistic models date back
to the early eighties and were focused on qualitative LT properties. Hart, Sharir, and
Pnueli [191] observed that graph-based algorithms are sufficient for proving almost sure
termination for finite-state concurrent probabilistic programs. The verification of qualita-
tive w-regular properties for finite MCs and finite MDPs has first been addressed by Vardi
and Wolper [407, 409, 411, 412]. They represent w-regular properties by means of NBAs
that are deterministic in the limit. Vardi and Wolper also showed that the qualitative LTL
model-checking problem for finite Markov chains is PSPACE-complete. Courcoubetis and
Yannakakis [104] extended these results by techniques for the quantitative analysis of
MCs against LTL and NBA specifications (see below). They also established a double-
exponential lower bound for the problem of verifying whether an L'TL formula holds almost
surely for a finite MDP. Pnueli and Zuck have developed a tableau-based verification tech-
nique for MDPs and qualitative LTL formulae [340] as well as proof methods for MDPs
that rely on the connection between probabilistic choice and fairness; see e.g., [341]. A
generalization of some of these concepts has been discussed by Baier and Kwiatkowska
[32]. Fairness assumptions that impose restrictions on the resolution of nondeterminism
in MDPs have been first addressed by Hart, Sharir, and Pnueli [191] and Vardi [407]. The
role of fairness in the context of PCTL (and PCTL*) model checking has been discussed
by Baier and Kwiatkowska [31].

Verifying quantitative properties. The presented algorithm for the quantitative analysis
of MCs against w-regular specifications exploits deterministic Rabin automata (DRAS).
This approach is conceptually simple as the DRA does not affect the transition proba-
bilities in the product Markov chain. Although for many w-regular properties DRA exist
whose size is of the same order as NBA [241], in the worst case the smallest DRA can
be exponentially larger than the smallest equivalent NBA. Several alternative algorithms
have been presented in the literature that have a time complexity which is polynomial in
the size of the Markov chain and exponential in the length of the LTL formula . Such
algorithms have been proposed in the seminal paper by Courcoubetis and Yannakakis
[104], and more recently (using different techniques) by Couvreur, Saheb, and Sutre [108],
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and Bustan, Rubin, and Vardi [77]. The observation that the quantitative analysis of
MDPs can be solved by linear programs goes back to an earlier paper by Courcoubetis
and Yannakakis [103].

Branching-time properties. A branching-time logic for reasoning about probabilistic sys-
tems has been originally proposed by Hart and Sharir [190]. Their focus was on qualitative
properties and deductive proof rules. Hansson and Jonsson introduced Probabilistic Com-
putation Tree Logic (PCTL) and the PCTL model-checking procedure for finite Markov
chains [187]. Variants of PCTL have been proposed for MDPs (or similar models). Hans-
son [186] and Segala and Lynch [370] presented action-based variants of PCTL. The
(state-based) variant of PCTL and PCTL* for MDPs is due to Bianco and de Alfaro [51].
The concept of end components was introduced by Courcoubetis and Yannakakis [104]
and has been studied in more detail by de Alfaro [115, 116]. Efficient counterexample gen-
eration algorithms for PCTL have recently been proposed by Han and Katoen [185]. A
detailed account of (among others) PCTL model checking has been given by Kwiatkowska,
Norman, and Parker [254]. Extensions of PCTL-like logics for MDPs (e.g., long-run prop-
erties) have been studied by de Alfaro; see e.g., [114, 115, 117]. The logic PCRTL (PCTL
with rewards) which, amongst others, supports long-run averages and expected cumulative
rewards has been proposed by Andova, Hermanns, and Katoen [14]. They also provide
model-checking algorithms for this logic.

Probabilistic bisimulation. Bisimulation for Markov chains and an action-based model &
la MDPs has been introduced in the seminal paper by Larsen and Skou [264]. Aziz et
al. [23] have shown that bisimulation equivalence on Markov chains preserves the validity
of PCTL* formulae. The observation that PCTL™-equivalence agrees with bisimulation
equivalence goes back to Desharnais et al. [121]. These authors study this for labeled
Markov processes, a probabilistic model with continuous state spaces. Jonsson and Larsen
[227] defined simulation relations for probabilistic models. Simulation and bisimulation
relations, as well as the use of MDP-like models as semantical model for process algebras,
can be found in the survey paper by Jonsson, Yi, and Larsen [228]. Further results
on the connection between PCTL/PCTL* and bisimulation and simulation relations for
Markov chains have been recently established by Baier et al. [30]. For MDPs (and the
like) we refer to the works by Hansson [186], Segala and Lynch [370], and Desharnais
and her colleagues [122, 123, 124]. Bisimulation minimization algorithms for MCs have
been considered by Huynh and Tian [220], Baier, Engelen, and Majster-Cederbaum [27],
and Derisavi, Hermanns, and Sanders [120]. Recently, Katoen et al. [232] have shown
experimentally that substantial reductions in both memory and time can be obtained by
exploiting bisimulation minimization for PCTL model checking and reward properties.

Probabilistic model checkers. One of the first prototypical PCTL model checkers has
been reported by Fredlund [156]. More recent PCTL model checkers are PRISM [255]
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and ETMCC [201] (and its successor, MRMC [233]). The former supports both MCs
and MDPs, the latter only MCs. PRISM uses a variant of BDDs [26, 181] to enable
the compact representation of transition matrices [254, 323]. MRMC is based on a sparse
matrix representation and supports minimization techniques for probabilistic bisimulation.
Both MRMC/ETMCC and PRISM also support CSL model checking, a continuous-time
variant of PCTL proposed by Aziz et al. [22] and Baier et al. [29], and expected measures
for Markov reward chains. Other model checkers for Markov chains are ProbVerus [192]
and FMury [331]. Alternative model checkers for Markov decision processes are LiQuor
[82] and Rapture [112, 226]. The latter tool focuses on reachability properties and exploits
abstraction-refinement techniques. LiQuor supports the verification of quantitative and
qualitative w-regular properties of MDPs that are modeled using a probabilistic variant of
PROMELA, the input language of the LTL model checker SPIN. This variant [25] is based
on the probabilistic guarded command language by Morgan and Mclver [304]. LiQuor uses
partial order reduction techniques to combat the state-space explosion problem [28, 113].

10.9 Exercises

Exercise 10.1.  Consider the Markov chain M shown in Figure 10.22. Let C = { sq, 51, 54, 6 }

Figure 10.22: Markov chain M for Exercise 10.1.

and B = { sg,s3 }.

(a) Compute the probability measure of the union of the following cylinder sets:
Cyl(so s1), Cyl(so s5s6), Cyl(so s5 s483), Cyl(so s186)

given that the initial distribution is given by i;n::(s0) = 1.
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(b) Compute Pr(sg = ¢B) using the least fixed point characterization.
(c) Compute Pr(sq = C US® B) using:

(i) the least fixed point characterization;

(ii) transient state probabilities.

(d) Determine Pr(so | OOD) with D = { s3,54 }.

ExERCISE 10.2. Consider the Markov chain of Figure 10.23. Let By = { s1,s7 }, Ba = { s6, 87, 88 },

Figure 10.23: Markov chain M for Exercise 10.2.

Bs = {51, 83, 87,89 } and By = { s9, 83, 34, S5, S, S7, S8, 89 }. Determine whether:

a) Pr

(a) Pr(so = 0B1) =

(b) Pr(s7,0B2) =1,

(¢) Pr(sg,00B;)=1,forie{1,2,3},
(d) Pr(

) Pr(

d
(e

Pr(sg,00B3) = 1, and
Pr(sg,00By) = 1.

ExErcise 10.3. Let M = (S, P, tini, AP, L) be a finite Markov chain, s € S and C,B C S,
nelN,n>1 Let CUT B denote the event that a B-state will be entered after exactly n steps
and all states that are visited before belong to C. That is, sgs1s2... | CU™ B if and only if
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sp € Band s; € C for 0 < i < n. The event €' U?"B denotes the union of the events C' U=F B
where k ranges over all natural numbers = n.

Question: Provide an algorithm to compute
(a) the values Pr(s = CU=" B), and

(b) an algorithm for computing Pr(s = C UZ" B).

ExERCISE 10.4. Let M = (S, P, tini, AP, L) be a finite Markov chain and s € S, a, b € AP.
Prove or disprove the following statements:

)=1iff s =EV(aUb)
) =0iff s =3 (aUb)

(a) Pr(s E=0a) =1iff s =Ya

(b) Pr(s | Oa) < 1iff s }£V0a

(¢) Pr(s EOa) > 0iff s =30a

(d) Pr(s EOOa) =1iff Pr(s = 0B) =1 where B={te S|t =Vla}
) Pr(s |
) Pr(s |

EXERCISE 10.5. Complete the proof of Corollary 10.33 on page 778 and provide the proof for the

following statement:
Prs EOOB) = 1 iff s EVO3I0OB

provided that s is a state of a finite Markov chain M and B a set of states in M.

ExErCISE 10.6. Consider the following MC:
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Question: Determine the set of states for which the PCTL formula P>, (b U ¢) holds for p = %.

EXERCISE 10.7. Prove or disprove the following PCTL equivalences:

(a) Poi(O Poi(Ua)) = Poy(OP=1(Oa))
(b)) P>o5(O Px0.5(0a)) = Poos(OPs05(0a))
(¢) Poi(O P=1(0a)) = Poi(0P=1(Oa))

ExErcise 10.8. Let M = (S, P, 1, AP, L) be a finite Markov chain such that S C AP and
L(s) N AP = { s } for each state s € S. Let sfair be the following CTL fairness assumption:

sfair = /\ /\ (O0s — OO1).

$€5¢ € Post(s)

Show that for a, b € AP:

(a) sEPoi(aUb) iff s g Y(aUb).
(b) s EPso(a) iff s Egpur Ia.

EXERCISE 10.9. Provide definitions of the weak until operator and the release operator in PCTL.
That is, define PCTL formulae P; (¢ W ¥) and P;($ R ¥) such that for each Markov chain M and

each state s in M:
sEP;(PWY) iff Pr(sEPWU) e J,

sEP,(®RY) iff Pr(sl= ®RY) e J,

where

Pr(s = ®WVW) = PrM{x e Paths(s) | 7 =dU¥ VvV 7 0D},
Pr(s = ®R¥) = PrM{rx e Paths(s) | 7 ~dU-W}.

ExErcise 10.10.  As for CTL and LTL, PCTL in positive normal form (PNF) can be defined
as a fragment of PCTL where negation is only allowed adjacent to atomic propositions. To avoid
a decrease in expressiveness, the syntax of PCTL formulae in PNF contains for each operator of
the base syntax of PCTL a dual operator (e.g., disjunction as the dual for conjunction, release as
the dual for until, etc.).

Questions:

(a) Provide the precise definition of the syntax of PCTL formulae, and
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(b) Prove that for any PCTL formula there exists an equivalent PCTL formula in PNF.

EXERCISE 10.11. Let M be a finite Markov chain over AP, s a state of M and a,b € AP: Show
that
sEP_1(aUb) iff sE=VY((3(aUb))Wh).

EXERCISE 10.12. Provide deterministic Rabin automata for the following LTL formulae: O{a —
Ob), "O(a — Ob), and a U (Ob).

EXERCISE 10.13. Let .4; and .45 be DRA over the same alphabet. Define the DRA 4 = A4;UA,
such that

L,(A) = L,(A1) UL, (A)
and size(A) = O(poly(size(A1), size(Az)) ).

ExERcISE 10.14. Consider the Markov chain M in Figure 10.22 (page 899), and let the labeling
be given by L(sa) = L(s3) = L(sy) = {a} and L(s) = @ for the remaining states. Question:
Compute the probability Pr™(p) for the LTL formula ¢ = OO a. (Hint: Construct a DRA A
Jor ¢ and perform a quantitative analysis in M & A.)

EXERCISE 10.15. Prove the following statement. For finite Markov chain M = (S, P, tini, AP, L)
and w-regular property P over AP such that prM (P) > 0, there exists a finite path fragment
T = 8081...8, In M with t;,;:(s0) > 0 such that almost all paths in the cylinder set Cyl(7) fulfill
P, ie.,

PMYx e Cyl(7) | trace(r) € P} = P(7).

EXERCISE 10.16. Show that there is no PCTL formula that is equivalent to the PCTL* formula
P-o.5(O O a) where a is an atomic proposition.

EXERCISE 10.17. Consider the Markov chain M, which is given by
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Questions:

(a) Determine the bisimulation quotient M/.,,

(b) For each pair of equivalence classes C' and D under ~ 4, give a PCTL formula & such that
ClE ®and D |~ o.

EXERCISE 10.18. Let (M, rew) be a finite Markov reward model and s a state in M, T" a set of
states in M such that Pr(s = 07') = 1. Show that the infinite series

ExpRew(s = 01") = Zr - Pro{ = € Paths(s) | rew(w, 0B) =r}

r=0

converges.

ExErCISE 10.19. Consider the Markov reward model for the simulation of a die by coin-tossing
actions as in Example 10.75 on page 825. Show that for each » € IN, r > O:

1
Pr(so E0{1,2,3,4,5,6}) = 1—47

EXERCISE 10.20. In Section 10.5, we only considered rewards for the states. Let us now study
reward models that rely on a finite Markov chain where the edges are augmented by rewards. T.e.,
we deal with reward functions rew : § x § — IN such that rew(s,s’) = 0 if P(s,s’) = 0. The
cumulative reward of a finite path fragment sg sy ...s, is now defined as the sum of the reward

earned by traversing the edges (so, s1), (81, %2),. .., (8n—1, $n). That is,
rew(sgsy...8,) = Z rew(s;_1, 8;)
1<4<n

Expected rewards ExpRew(s |= OT) and reward-bounded reachability events (.1 are defined
as in Section 10.5. Provide algorithms to compute expected rewards ExpRew(s = ¢T'), and
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probabilities for reward-bounded reachability properties Pr(s = Q1) for finite Markov chains
with reward structures that attach rewards to the edges.

EXERCISE 10.21. Provide a definition of bisimulation equivalence on Markov reward models
such that bisimulation equivalence agrees with PRCTL-equivalence. Prove the correctness of your
notion of bisimulation equivalence.

EXERCISE 10.22.  Consider the MDP M shown in Figure 10.24. Let B = {sg }. Compute the
values z, = Pr"® (s | O0B) where s is a state in the MDP M. Take the following approach:
first determine the states for which Pr™™ (s = 0 B) € {0,1}; then solve the corresponding linear
program for the remaining states.

Figure 10.24: Markov decision process M for Exercise 10.22.

EXERCISE 10.23. Given a finite Markov decision process M with state space S and a subset B
of S, show that there exists a memoryless scheduler G such that

Pr® (s |=00B) = Pr°(s =00B).

For which other types of limit LT properties P exist memoryless schedulers that maximize the
probabilities for P7 Consider

(a) persistence properties 0018,
1. Rabin conditions \/ (O0OB; A O0C,),

1<i<k

(b) strong fairness assumptions A (d0B; — O0C;).
1<i<k
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EXERCISE 10.24. Show or disprove that the class of limit LT properties is closed under intersec-
tion. Do the same for union and complementation.

EXERCISE 10.25. Determine the maximal end components of the following MDP:

EXERCISE 10.26. Let M be a finite MDP over AP and A a DRA over the alphabet 24P On
page 882 we described a transformation “scheduler & for M ~» scheduler &’ for M ® A”, and vice
versa. Questions:

(a) Is it true that if G is memoryless, then so is &7
(b) Is it true that if &’ is memoryless, then so is &7

(¢) Assume that &’ is a finite-memory scheduler for M ® A. Describe the corresponding finite-
memoryless scheduler & by its modes.

EXERCISE 10.27. Let M = (S, Act, P, tin5, AP, L) be a Markov decision process. A bisimulation
on M is an equivalence R on S such that for all (sq,s2) € R:

(a) L(s1) = L(s2)
(b) for all & € Act(sy) there exists 5 € Act(sz) such that for all R-equivalence classes T € S/R:

P(8170{7T) = P(827ﬁ7 T)
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States s1, s3 of M are called bisimulation equivalent iff there exists a bisimulation R with (s1, s2) €
K.

(a) Show that bisimulation-equivalent states satisfy the same PCTL* formulae over AP.

(b) Suppose that M is finite. Show that PCTL-equivalent states are bisimulation equivalent.

In (b), PCTL-equivalence of two states s1, ss of M means that s; and sy fulfill the same PCTL
formulae over AP.

EXERCISE 10.28. Let M be a finite Markov decision process and fair an LTL fairness assumption.
Prove the equivalence of the following statements:

(a) There exists a fair scheduler for M.
(b) There exists a fair finite-memory scheduler for M.

(c) There exists a scheduler & for M such that, for all states s of M, P (s |= QUgy;.) = 1,
where U fair denotes the success set of fair, i.e., the union of the sets /' of all end components

(T, A) of M such that 1" }= fair.

Here, fairness of a scheduler § for M means that for all states s of M it holds that

Pri{r € Paths(s) | 7 |= fair} = L.

EXERCISE 10.29. Let M be a finite Markov decision process and

sfair = A (00a; — O0b;)

1<i<k
a strong fairness assumption. Questions:
(a) Design an algorithm that runs in time O( poly(size(M)) - k) and computes all end compo-

nents (1), A) of M such that T' = sfair and such that (7, A) is not contained in another end
component (17, A") with 7" | sfair.

(b) Design an algorithm that takes as input a finite MDP M and an LTL fairness assumption
sfair and checks in time O(poly(size(M)) - |¢|) whether ¢ is realizable for M.

(Hint for part (a): combine the ideas of the algorithm to compule the mazimal end components
(Algorithm 47) with the ideas of model checking CTL with fairness.)
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Appendix A

Appendix: Preliminaries

A.1 Frequently Used Symbols and Notations

The symbol B only serves readability. It indicates the end of a definition, of a remark, or
of other numbered text fragments. The abbreviation “iff” stands for “if and only if”. We
also often use logical symbols, such as A for “and”, V for “or” and the following quantifiers:

“there exists ...”

“for all”

“there exist infinitely many”

<@ wg < W

“for almost all, i.e., for all except for finitely many”.

The Greek Alphabet At various places, Latin and Greek letters serve as symbols for
certain mathematical objects. Although not all Greek letters will be used in this mono-
graph, Figure A.1 shows the complete Greek alphabet. The symbols I', A, ©, A, 5, 3, T,
®, U, and 2 are capital letters. All other symbols in Figure A.1 are lowercase letters.

Natural and Real Numbers The symbol IN denotes the set {0,1,2,...} of natural
numbers. The set of real numbers is denoted IR. Subsets of IN and IR are often denoted

by subscripts. TFor instance, IR>¢ denotes the set of non-negative reals, while IR~ 5 denotes
the interval |5, ool.

909
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« alpha L iota P, 0 rho

Jé; beta K kappa 0,6, 2 sigma
v, I’ gamma A A lambda T tau

0, A delta 7 mu v, T upsilon
€, & epsilon v nu ¢, v, & phi

¢ zeta = xi X chi

n eta o} omicron W, U psi
0,9, © theta w,w, Il pi w, £ omega

Figure A.1: The Greek alphabet.

Asymptotic operators O, (2, and © To specify the asymptotic growth of (cost) func-
tions, the Landau symbols O, Q, and O are used (see, e.g., [100]):

O : asymptotic upper bound
2 : asymptotic lower bound
© : asymptotic upper and lower bound

The precise meaning is as follows. If f: IN — IN is a function, then O(f) denotes the set
of all functions g : IN — IN such that there exists a constant C' > 0 and natural number
N with g(n) < C - f(n) for all n € IN where n > N. The function class Q(f) consists of
all functions ¢ : IN — IN such that there exists a constant C' > 0 and a natural number
N with g(n) > C - f(n) for all n > N. The class ©(f) is given by ©(f) = O(f) N Q(f).
It is common to use the equality symbol instead of the element symbol “€” and to write,
e.g., g = O(f) or g(n) = O(f(n)) rather than g € O(f). Thus, “equations” with the
asymptotic operators have to be read from the left to the right.

We write O(poly(n)) to denote the class of all functions g : IN — IN that are polynomially
bounded, i.e., g(n) = O(n*) for some natural number k. Similarly, O(exp(n)) denotes
the class of all functions ¢ : IN — IN that are exponentially bounded, i.e., g(n) = O(a™")
where a > 1 is a real constant and k a natural number.

Notation for Sets Let X be a set. The symbol 2% stands for the powerset of X, i.e., the
set consisting of all subsets of X. We write | X| to denote the cardinality of X, i.e., the
number of elements of X. (If X is infinite, then | X| = w.) Besides the standard symbols
U for union, N for intersection, and \ for “set-minus”, i.e., X \Y ={z € X |z ¢ Y}, the
symbol W will be used which denotes disjoint union. Formally, for sets X, YV, X WY is
defined by {(z,1) | v € X} U{(y,2) | y € Y}. Additionally, we mention special cases for
union and intersection. For & € X, let Y, be subset of a set Y. Then,

Uwn=2 (V=Y

red e

Thus, (),cy - - - depends on the chosen universal set Y.
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Relations A relation denotes any set of tuples of fixed length. More precisely, let
X1,..., X besets where k € IN with £ > 1. Subsets of the Cartesian products X7 x...x X}
are also called relations or predicates. The number k denotes the arity. If X7 = Xo =
...= X; = X, then the subsets of

XF = X x...x Xy,

are called k-ary relations on X. Very often we have to deal with binary (2-ary) relations R
over a set X. For these relations the infix notation 2Ry is often used instead of (x,y) € R.
If X is a set and R a binary relation on X, then R is called

transitive if for all @, y, z € X, «Ry, and yRz implies ©Rz;

reflexive if for all x € X, Rux;

o symmetric if for all «, y € X, xRy implies yRu;

antisymmetric if for all z, y € X, 2Ry, and yRx implies x = y.

Equivalences An equivalence relation (or briefly equivalence) on X is a transitive, re-
flexive, and symmetric binary relation on X. Symmetric symbols (like ~, =, or similar
symbols) are often used to denote an equivalence relation. If x € X, then [x]g = {y €
X | Ry} is called the equivalence class of x with respect to R. If R follows from the
context, [r] is often written for short instead of [x]z. The quotient space of X with respect
to R is the set of all equivalence classes with respect to R and is denoted X/R. Then,
X/R = {[z]g | x € X}. If R is an equivalence relation on X, then for all z, y € X:

aRy iff [x]r = [yl iff [2]r N[ylr # 2.

So the quotient space consists of pairwise disjoint nonempty subsets of X whose union
just results in X. For each element x € X, there is always exactly one element A of the
quotient space with x € A (i.e. A = [x]r). The index of an equivalence relation R denotes
the number of equivalence classes, i.e., the cardinality of X/R. It is usual to use spellings
like “R is of finite index” if the index of R is finite (a natural number).

Let R and R’ be two equivalence relations on X. Relation R is a refinement of R’ if
R C R, ie., R “distinguishes” more elements than R’. In this case, it is also said that R
is finer than R’ and that R’ is coarser than R. It is referred to as a proper refinement if R
is a refinement of R’ with R # R/. If R is a refinement of R’, then every equivalence class
with respect to R is contained in ezactly one equivalence class with respect to R', because
we have [¢]g C [z]gr/. This observation can be enforced as follows. Each equivalence class
with respect to R’ can be written as a disjoint union of equivalence classes with respect
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to R. Thus, if R is a refinement of R’, then |X/R/| < |X/R|. Therefore, the index of R’
is at most the index of R.

Transitive and Reflexive Closure Let R be a binary relation over X. The transi-
tive and reflexive closure of R is the smallest transitive, reflexive binary relation on X
containing R. Usually, this is denoted by R*. Thus,

R*:URn

n 20

where R? = {(z,2) |z € X} and R"™! = {(z,y) € X x X | Iz € X.(x,2) ERA(2,y) €
R™}. If R is symmetric, then R* is an equivalence relation.

Partitions A partition (or partitioning) of a set X is a set B C 2% consisting of pairwise
disjoint, nonempty subsets of X such that | Jzcz B = X. Elements of B are called blocks,
as well. In particular, each element 2 € X is included in exactly one block B € B. There
is a close connection between equivalence relations on X and partitions of X. If R is an
equivalence relation on X, then the quotient space X/R is a partition of X. Vice versa,
if B is a partition of X, then

{(x,y) | x and y are in the same block B € B}

is an equivalence relation with quotient space B.

Preorder A preorder R on X denotes a reflexive, transitive relation on X. Any preorder
induces an equivalence, the so-called kernel of R, which is given by R N R, ie., the
relation {(x,vy) | xRy and yRux}.

A.2 Formal Languages

This section summarizes the main concepts of regular languages. Further details and the
proofs of the results mentioned here can be found in any text book on formal language
theory, see e.g., [214, 272, 363, 383].

Words over an Alphabet An alphabet is an arbitrary nonempty and finite set 3. The
elements of . are typically called symbols or letters. A word over > denotes a finite or
infinite sequence of symbols in 3, i.e., words have the form w = A As ... A,, wheren € IN
or ¢ = Aj; A2Asz... and where the A;’s are symbols in X. L' The special case n = 0 is

1Formally, infinite words can be defined as functions o : IN — X and the notation o = A1 AxAs. ..
means that o (i) = A; for all ¢ € IN. Similarly, finite words are obtained by functions w : {1,...,n} — X.
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allowed, in which case the so-called empty word, denoted £, is obtained. The length of a
word is the number of symbols in the given word. Thus, for w = A1 A2 ... A, the length
is 1, while each infinite word has the length w. (The Greek letter w (omega) is typically
used to denote “infinity”.) >* denotes the set consisting of all finite words over 3., while
>* denotes the set of all infinite words over >. Note that ¢ € »*. Thus, the set of all
nonempty finite words, denoted ¥.7, is ¥*\ {£}. A set of finite words over the alphabet ¥ is
called a language, and is ranged over by £ (and primed and subscripted versions thereof).

A prefix of a finite word w = A1 As... A, is a word v of the form A;{A,... A; for some
i where 0 < ¢ < n. A suffiz of w is a word v of the form A; A; 1 ... A, where 1 < i <
n+1. (In particular, £ is a prefix and suffix of any finite word.) The words of the form
AjA;i .. A; with 1 <@ < j < n are called subwords of w. The definition of prefixes,
suffixes, and subwords of infinite words are similar. For infinite word ¢ = Ag A1 As ...,
the suffix Aj Aj11 Ajo... is denoted o[j..]. For technical reasons, we start with the index
0. Thus, ¢ = ¢[0..].

Operations on Words Important operations on words are concatenation and finite rep-
etition. Concatenation takes two words and “glues them together” to construct a new
word. It is denoted by juxtaposition. For instance, the concatenation of the words BA
and AAB yields the word BA.AAB = BAAAB. The concatenation of a word with itself
is denoted by squaring, e.g., (AB)? equals ABAB; this is generalized in a straightforward
manner for arbitrary n. In the special cases n = 0 and n = 1, we have w" = £ (the empty

word) and w! = w.

Finite repetition, also called Kleene star and denoted by *, of a finite word w yields the
language consisting of all finite words that arise by zero or more (but finitely many)
repetitions of w. TFormally, for w € ¥* we have w* = {w’ | i € IN}. TFor instance,
(AB)* = {#,AB, ABAB, ABABAB, ... }. Note that the empty word ¢ is included in w*
for each finite word w. This is precisely the difference with the slight variant of the Kleene
star, denoted T, defined by w™ = {w! | i € IN,i > 1}, or, equivalently, wt = w*\ {=}.
For instance, (AB)™ denotes the set { AB, ABAB, ABABAB, ... }.

Operations on Languages Concatenation is lifted to languages in a natural way as
a pointwise extension of concatenation on words. The same applies to repetition. For
languages L, L1, Lo C 3* we have

L1.Ly = {Wl.WQ | w] € £1,W2 S ﬁg}

and - -
=g, and £T=[]JL]
=0 =1

where £ denotes the concatenation of i times £. Note that the star and plus notation for
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languages over finite words is consistent with the standard notations ¥* and T for the
set of all finite words over ¥ with or without the empty word, respectively. For instance,
for £ ={A,AB} and Lo = { =, BBB} we have that

L1.Ls = {A,AB,ABBB,ABBBB},and
£? = {AA AAB,ABAB,ABA}.

There are several equivalent formalisms to describe regular languages. In this monograph
we only use regular expressions and finite automata. We start with the former and intro-
duce the automata approach later.

Regular Expressions Regular expressions (denoted E or F) are built from the symbols
& (to denote the empty language), £ (to denote the language { <} consisting of the empty
word), the symbols A for A € ¥ (for the singleton sets { A }), and the language opera-
tors 74" (union), ”*” (Kleene star, finite repetition), and ”.” (concatenation). Formally,
regular expressions can be defined inductively:

1. @ and ¢ are regular expressions over X..
2. If A €3, then A is a regular expression over X..
3. If E, E; and Eg are regular expressions over ¥, then so are E; + Eg, E1.E5, and E*.

4. Nothing else is a regular expression over 3.

E™T is an abbreviation for the regular expression E.E*. The semantics of a regular expression
E is a language £(E) C ¥* that is defined as follows:

L@)=9, L ={c}, LA)={A}

and
L(E1 + E2) = L(E1) U L(Eg), L(E1.E2) = L(E1).L(E2), L(E*) = L(E)*.
From this definition, we derive £(E™) = L(E)*.

A language £ C »* is called regular if there is some regular expression E over 3. such that
L(E) = L. For instance, E = (A+B)*.B.B.(A+ B) is a regular expression over . = { A, B}
representing the language

L(E) = {wBBA | we X"} U {wB® | w e ¥*},

consisting of all finite words that end with three B’s or with the word BBA. The regular
expression E' = (A + B)*.B.B.(A + B)* represents the regular language consisting of all
finite words over > = { A, B} that contain the subword BB.
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It is standard to use a simplified syntax for regular expressions that does not distinguish
between the atomic expression 2 and the symbol  for x € {@, £}UY. and skips the operator
symbol 7. 7 for concatenation. For example,

(A+ B)*BB(A + B)

stands for the regular expression (A + B)*.B.B.(A + B).

A.3 Propositional Logic

This section summarizes the basic principles of propositional logic. For more elaborate
treatments we refer to the textbook [342].

Given is a finite set AP of atomic propositions, sometimes also called propositional symbols.
In the following, Latin letters like a, b, and ¢ (with or without subscripts) are used to denote
elements of AP. The set of propositional logic formulae over AP, formulae for short, is
inductively defined by the following four rules:

1. true is a formula.
2. Any atomic proposition ¢ € AP is a formula.
3. If &1, &9 and P are formulae, then so are (—®) and (P; A D).

4. Nothing else is a formula.

Any formula stands for a proposition that might hold or not, depending on which of
the atomic propositions are assumed to hold. Intuitively, the formula ¢ stands for the
propositions stating that a holds. The intuitive meaning of the symbol A is conjunction
(“and”), i.e., &1 A @5 holds if and only if both propositions ®; and ®5 hold. The symbol —
denotes negation, i.e., =® holds if and only if ® does not hold. Thus, e.g., a A =b holds if
and only if ¢ holds and b does not hold. The constant true stands for a proposition which
holds in any context, independent of the interpretation of the atomic propositions a.

It is standard to use simplified notations for formulae with the help of derived operators
and by declaring a precedence order on the basic and derived operators, which often allows
skipping brackets. The standard precedence order assigns a higher priority to the unary
negation operator — than the binary conjunction operator A. Thus, —a A b is short for
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((—a) A'b). Moreover, conjunction A binds stronger than the derived binary operators,

such as
DIV Dy = (=D ADy) disjunction (“or”)
P — Oy S -0V Py implication
Dy o Dy E (=B ADy) V(B A By) equivalence
D@Dy = (=B A D) V(B ADy) parity (xor)

For example, —a V =b A ¢ is a short-form notation for (—a) V ((—=b) A ¢) which — by the
definition of vV — stands for the formula ® = (=(=a) A =((=b)) A ¢)).

Abstract Syntax Throughout this monograph, we provide the definition of the syntax
of logics in a more relaxed way. Skipping the syntactic rules for brackets (which can be
derived from the precedence order of the operators that will be declared in words), the
above inductive definition of propositional formulae over AP can be rewritten as

¢ = true ‘ a ‘ P NPy ‘ -0

where @ € AP. The above can be understood as a casual notation for the Backus-Naur
form of a context-free grammar over the alphabet > = {true} U AP U {—,A}. In this
short-form notation, the symbol ® serves simultaneously for (1) a nonterminal symbol
(variable) of the grammar and (2) its derived words over %* (i.e., propositional formulae).
The latter explains the indices in the term ®1 A ®5, which is correct on the formula level,
although the correct notation would be ® A & (without indices) in the grammar.

Length of a Formula The length of a formula ¢ is defined by the number of operators
in & and is denoted by |®|. For instance, the formula ® = (=b) A ¢ has the length 2.
Since in most cases we are only interested in the asymptotic length of formulae in formula
sequences ($,,), we may also assign one cost unit to the derived operators V and —. In
fact, the asymptotic formula length does not depend on whether vV and — are treated as
a basic operator (with one cost unit per occurrence in a formula) or a derived one (using
conjunction and negation).

Semantics of Propositional Logic To formalize the intuitive meaning of propositional
formulae, we first need a precise definition of the “context” that declares which atomic
propositions hold and which do not hold. This is done by means of an evaluation which
assigns a truth value 0 (“false”) or 1 (“true”) to each atomic proposition. Formally,
an evaluation for AP is a function u : AP — {0,1}. Eval(AP) denotes the set of all
evaluations for AP. The semantics of propositional logic is specified by a satisfaction
relation |= indicating the evaluations u for which a formula ® is true. Formally, |= is a set
of pairs (u, ®) where p is an evaluation and ® is a formula. It is written
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i = true

LEa it p(a) =1
pE-® i pE®
uEOAY iff plE®and p V.

Figure A.2: The satisfaction relation |= of propositional logic.

= ¢ instead of (u,®) € |=.

Accordingly, p [~ ® stands for (u, ) ¢ |=. Intuitively, p |= ® stands for the fact that
® is true under evaluation p. The satisfaction relation |= is inductively defined by the
conditions indicated in Figure A.2. If u |= ®, then u is called a satisfied condition for ®.
In literature, the notation pu(®) =1 if p = &, and p(®) = 0, if u [~ &, is used, too. The
value p(®) € {0,1} is called the truth-value of ® under .

Formulae with derived operators like disjunction V or implication — have the expected
semantics. Thus,

pEoVvYe iff plEdorulE W
puE®—-v iff plfdorulEw
iff = @ implies p |= .

Set Notation for Evaluations An alternative representation of evaluations for AP
is based upon representation of sets. Each evaluation g can be represented by the set
A, = {a € AP| pu(a) = 1}. And conversely, an evaluation 1 = p14 with A = A, can be
assigned to each subset A of AP. Evaluation 4 is the characteristic function of A,, that
is, pa(a) = 1ifa € A and pps(a) = 0if a ¢ A. This observation suggests extending the
satisfaction relation |= to subsets of AP by

AE® iff us E ©.

As an example, we look at ® = (a A —=b) V ¢. Given an evaluation p with u(a) = 0 and
w(b) = u(c) = 1, then pu = a A =b and p = ¢, and thus, u = ®. The accompanying set
A,is A, = {b,c}. Hence, {b,c} = ®. The empty set induces an evaluation pgs with
tz(a) = pe(b) = ue(c) = 0. Due to ug £ ® (where & = (a A —=b) V ¢ as above), we get
@ [/~ ®. However, we have & = —a A b since —a and —b hold for the associated evaluation

M.

Semantic Equivalence Two propositional logic formulae ®, W are called (semantically)
equivalent if they have the same truth-value for each evaluation. That is, for all evaluations

L
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rule for double negation idempotency law
-—d = dPvd = o
dPAD = O
absorption law commutativity law
PA(TVD) = D PAY = UAD
PV(PAD) = D dVY = UVvo
associativity law de Morgan’s law
PA(PAE) = (PAV)AE (OAT) = DV
dv(¥VE) = (PVY)VE (OVU) = —~dA-T
distributivity law
OV (U ATy = (PVI)A(DV Ty)
PA(TLVU,) = (PAT) V(D AT,

Figure A.3: Some equivalence rules for propositional logic.

wE @ iff =0,

In this case we write ® = ¥. For example, the formulae a A ——b and a A b are semantically
equivalent. A few of the most important equivalence rules for propositional logic and
the operators —, A and V are shown in Figure A.3. Here, the Greek capital letters &, W,
E (with or without subscripts) serve as metasymbols for formulae of propositional logic.
The associativity and commutativity law for disjunction V and conjunction A justify the
omission of brackets and notations like

/\ ®; or DyA...AD,
1<igsn

Note that the length of a formula of type /\1<z‘<n ®, is equal to n — 1 (and not to 1).
Furthermore, notations like /\,.; ®; or \{®; | i € I'} are often used where I is an arbitrary
finite index set. If I is nonempty, then ® stands for one of the formulae ®;; A ... A ®;,
where I = {i1,...,4;} and iy, ..., i are pairwise different. For I = &, the convention is

/\ ®;, £ true, while \/ d;, € false.

1€ 1€

Satisfiability and Validity Propositional formula ® is called satisfiable if there is an
evaluation p with g = ®. & is called wvalid (or a tautology) if u = ® for each evaluation
. O is unsatisfiable if ® is not satisfiable. For example, a A —a is unsatisfiable, while
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aV —(a Ab) is a tautology. The formulae ¢ vV —b and a A —b are satisfiable, but not
tautologies. Obviously:

® is unsatisfiable
iff [~ ® for all evaluations u
iff  p = -9 for all evaluations p
ifft  —® is valid.

Thus, ® is unsatisfiable if and only if —=® is a tautology.

Literals and Positive Normal Form (PNF) A literal means a formula of the form a or
—a where ¢ € AP is an atomic proposition. Propositional formulae in positive normal form
(PNF for short, also sometimes called negation normal form) use the negation operator
only on the level of literals. To ensure that the class of PNF formulae is as expressive as
full propositional logic, both the conjunction and the disjunction operator serve as basic
operators. Thus, the abstract syntax of PNF formulae is

b = true‘false‘a‘—'a‘(bl/\(bg ‘ VvV Py

where ¢ € AP. Given a (non-PNF) formula ¢, de Morgan’s laws and the rule for double
negation allow for “pushing the negation inside” until an equivalent formula in PNF arises.
That is, successive application of the transformations

ﬁ(@l A (I)Q) ST SEAVARSTI i %
ﬁ(@l vV (I)Q) o by A Dy

to ®’s subformulae yields an equivalent formula in PNF of the same asymptotic length.

Conjunctive and Disjunctive Normal Form Special cases of PNF are the conjunctive
normal form (CNF) and disjunctive normal form (DNF). A CNF formula has the form

AV it

iel jEJZ'

where I and J; are arbitrary finite index sets and Iit; ; for i € I and j € J; are literals. The
subformulae \/jeJi lit; ; are called clauses. For instance, (a1V-asVas) A(—agV-asVag)Aay
is a CNF formula with three clauses. Note that, e.g., true and false are also representable
by CNF formulae: true is obtained by I = &, while false is equivalent to a A —a, a CNF
with two clauses consisting of one literal each. Given a PNF formula ®, an equivalent CNF
formula is obtained (on the basis of the distributivity laws) by applying the transformation
rules:
dy Vv (\Ifl A \112) ~ ((I)O vV \Ifl) A ((I)O vV \112)

(\Ifl A \112) AVAKi 2 S (\Ifl vV (I)()) A (\112 vV (I)())
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to ®’s subformulae as long as possible. Thus, for each propositional formula ® there exists
an equivalent CNF formula ®. Similarly, DNF formulae are formulae of the form

VoA ity

i€l jeJ;

where I and J; are arbitrary finite index sets and lit; ; for ¢ € I and j € J; are literals.
E.g., (a1 A —ag) V (mag A —ag A ayg) V (—a1 A —ag) is a DNF formula. A transformation
similar to the one for CNF can be applied to prove that any propositional formula ® has
an equivalent DNF formula @’.

A.4 Graphs

In most chapters of this monograph, the reader is supposed to be familiar with the basic
principles of graph theory and elementary graph algorithms. These are supposed to be
known from basic courses. This section is a brief summary of the terms and concepts that
are central to this monograph. The details can be found in any elementary textbook on al-
gorithms and data structures; see, e.g. [24, 100], or textbooks that provide an introduction
to graph theory, see, e.g. [396].

Digraphs (Graphs, for short) A digraph (or directed graph, in the following called
graph) is a pair G = (V, E) consisting of a set V of vertices and an edge relation £ C V x V.
The elements of E are called edges. (i is called finite if the set V' (and hence also F) is
finite. The basic models considered in this monograph will rely on graphs where the
vertices and edges are augmented with certain information. E.g., instead of defining
FE as a set of vertex pairs, we may also deal with labeled edges, in which case F is a
subset of V' x 3 x V for a certain alphabet .. If this additional information is irrelevant,
the edge labels may be omitted and rather than considering ¥ C V x ¥ x V we use
FE' = {(v,w) | there exists an edge (v,0,w) € E } to obtain a digraph in the above sense.

The following explanations refer to the case of a digraph GG = (V, E) where F is a binary
relation over the vertices. For v € V', let Postg(v), or briefly Post(v), denote the set of
direct successors of v; that is, Post(v) = {w € V | (v,w) € E}. Similarly, Preg(v),
or briefly Pre(v), stands for the set of direct predecessors of v, i.e., Pre(v) = {w € V |
(w,v) € E'}. A vertex v is called terminal if Post(v) = &. Edges of the form (v,v) are
called self-loops.

Paths in Graphs A path in G denotes a (finite or infinite) non-empty sequence of vertices
T =vyv1...0 withr >0 or m =wvguvyvy...such that v;11 € Post(v;), i =0,1,2,.... (In
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the context of transition systems, the term path is used in the sense of a maximal path,
that is, a path is either infinite or ending in a terminal state.) A path is called simple if
its vertices are pairwise distinct, e.g., the finite path vy vy ... v, is simple if v; # v; for all
0 < i < j < n. The length of a path defines the number of traversed edges along the path

and is denoted by |-|. If 7 and 7 are as above, then || = r and |7| = w. The set Post*(v)
or Reach(v) denotes the set of all vertices reachable from v; that is, the set of all vertices
w € V with a finite path vgvy ... v, with v = vy and w = v,. A finite path vy, v1,...,v, is

called a cycle if vg = v, and r > 0. Graph G is called acyclic (or cycle-free) if G does not
contain any cycle; otherwise G is called cyclic.

A popular representation of finite digraphs is by adjacency lists. This entails a list rep-
resentation for the sets Post(v) for each vertex v. To support direct access from vertex v
to its direct successors, an array for the vertices (in arbitrary order) can be used which
contains pointers to the heads of the adjacency lists.

Depth- and Breadth-First Search (DFS, BFS) Depth-first search (DFS) and
breadth-first search (BFS) are important graph traversal strategies. They are both based
on the skeleton given in Algorithm 48 which deterimines each vertex v that is reachable
from the vertex vg. R is the set of vertices that have been already visited, while U keeps
track of all vertices that still have to be explored (provided they are not contained in R).
The procedure terminates since each edge is tagged as taken at most once. Any vertex u
can thus be added to U (and taken from U) at most |Pre(u)| times. Hence, Algorithm 48
terminates after at most O(M) iterations where M = |E| is the number of edges. (Note
that M = 3" i |Post(v)| = > ,cv |Pre(u)|.) On termination, R contains all vertices that
are reachable from wy.

In case all vertices v € V have to be visited, the algorithm can be started with some
arbitrary vertex vg and restarted with a new vertex v, say, that has not yet been visited,
i.e., ’U6 ¢ R. This can be repeated until all vertices belong to R. Given an adjacency
list representation of the sets Post(v), the time complexity is O(N + M) where N = |V/|
is the number of vertices and M = > i, [Post(v)| = |£| the number of edges. Here, it
is assumed that R and U are represented such that access to the elements of R and U,
as well as the insertion and deletion into U, takes constant time. For moderately sized
graphs, the set R can be represented by a bit-vector. In the context of model checking, R
is typically represented by a hash table. Using this data structure, the expected time to
insert an element into R and to check membership in R is constant.

Depth-first and breadth-first search differ in the realization of the multiset U. The DFS
approach organizes U as a stack, while BFS relies on a queue implementation for U.
Accordingly, a stack obeys the LIFO principle (last-in, first-out), while the insertion and
deletion of elements from a queue relies on the FIFO principle (first-in, first-out).
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Algorithm 48 Reachability analysis

Input: finite digraph G = (V, ), vertex vy € V
Output: Reach(vg)

set of vertex R := o; (* the set of explored vertices *)
multiset of vertex U := {vg}; (* vertices still to be explored *)

(* initially none of the edges is tagged as taken *)

while U 4 & do
let v € U; (* choose some vertex still to be explored *)
if 3u € Post(v) such that (v, u) is not tagged as taken then
let w € Post(v) be such a vertex;
tag the edge (v, u) as taken;

if u ¢ R then
U:=U U {u}; (* ensure that all successors *)
R:=RU{u} (* of v will be explored *)
fi
else
U:=U\{v}
fi
od
return K. (* R = Reach(vg) *)
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Let us briefly summarize some details of the DFS approach. As mentioned above, DFS-
based graph traversal organizes the multiset of vertices that are still to be explored by
a stack. Stacks support the operations top(U) (which returns the first element of U),
pop(U) (which deletes the first element of U), and push(U,v) (which inserts v into U as
the first element). The empty stack will be denoted with . Using an appropriate array
or list implementation of U, each of these operations, as well as checking emptiness, can
be executed in constant time.

DFSs provide the basis for many algorithms that analyze the topological structure of a
graph. An important algorithm in this monograph is a DFS-based cycle check, i.e., the
problem of deciding whether a given finite digraph contains a cycle. Such an algorithm
exploits the concept of backward edges. The edge (v,u) is a backward edge whenever
vertex u is on the DFS stack U on tagging (v, u) as taken; see Algorithm 49.

Algorithm 49 Depth-first search

Input: finite digraph G = (V| F), vertex vg € V
Output: Reach(vg)

set of vertex R := o; (* the set of explored vertices *)
stack of vertex U :=¢; (* initialize stack U as empty *)
for all vertices vg € V do
if vg ¢ R then
push(U, vg); (* U represents the singleton (multi-)set {vg} *)

while U £ ¢ do
v := top(U); (* choose some vertex still to be explored *)
if 3u € Post(v) such that (v, u) is not tagged as taken then
let « € Post(v) be such a vertex;
tag the edge (v, u) as taken;
if u ¢ R then
push(U, u);
R:=RU{u} (* w is visited *)
else
if » is contained in U then
tag (v, u) as backward_edge (* cycle found *)
fi
fi
else
U:=U\{v}
fi
od
fi
od
(* any vertex v in G has been visited *)
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Any vertex w which is visited (i.e., inserted into R) when w is on the stack U is reachable
from u. Thus, any backward edge “closes” a cycle. Vice versa, if vy vy ..., is a cycle in G
and vg is visited during the DFS after visiting vy, ...,v,_1, then—on removing vy as top
element from U tagging the edge (vg,v1) as taken—the vertices vy through v,,_1 are on the
stack U (since vy is reachable from each of these vertices). As v; has been visited before
vg, the edge (vg,v1) is a backward edge. Hence, for any cycle vg vy ...v, in G, the DFS
classifies at least one edge (v;_1,v;) as a backward edge. This yields that GG has a cycle
if and only if the DFS detects a backward edge. Moreover, if we consider a fixed starting
vertex vy and apply the DFS approach to visit (exactly) the vertices that are reachable
from vy, then vg belongs to a cycle in GG if and only if the DFS finds a backward edge of
the form (w,vg) for some vertex w.

Strongly Connected Components (SCCs) Let G = (V, F) be a finite digraph and
C C V. C is strongly connected if for every pair of vertices v, w € C, the vertices v
and w are mutually reachable, i.e., v € Post*(w) and w € Post*(v). A strongly connected
component (SCC, for short) of (G is a maximally strongly connected set of vertices. That
is, (' is an SCC if C is strongly connected and C' is not contained in another strongly
connected vertex set D C V with C' # D. SCC C is called trivial if C' = {v} and
(v,v) ¢ E. SCC C is called terminal if there is no SCC D # C such that (v, w) € E for
some v € C' and w € D. Finite digraph G is cyclic if and only if G contains a nontrivial
SCC. The time complexity of determining the SCCs in finite digraph G is ©(N + M)
where N = |V| and M = |E|. This complexity is obtained using a variant of DFS.

Trees The digraph 7" = (V, E) is a (directed) tree if there exists a vertex vy with Pre(vg) =
@ such that each vertex v € V is reachable from vy via a unique path. The vertex vy is
the unique vertex with this property and is called the root of T. Any vertex v with
Post(v) = @ is called a leaf. Any vertex v € V' \ {vg } has exactly one direct predecessor,
i.e., |Pre(v)] = 1. This unique direct predecessor w of v is the father of v; v is called a
son of w. Tree T is called finitely branching if the maximal outdegree of all its vertices is
finite, i.e., sup,¢y |Post(v)| € IN. A binary tree is a tree with |Post(v)| < 2 for each vertex
v.

Hamiltonian Paths A Hamiltonian path in a finite digraph G = (V,FE) is a path
V1 Vg . ..U, where each vertex v € V appears exactly once, ie., V = {v1,...,v,} and
i # j implies v; # v;. The (directed) Hamiltonian path problem questions whether a
given finite digraph G has a Hamiltonian path.

Undirected Graphs An undirected graph is a digraph in which the orientation of the
edges is ignored. Formally, an undirected graph is a pair (V, E/) where V is a set of vertices
and F a set consisting of subsets of V' with exactly two elements. Then, {v,w } € £ means
that there is an edge connecting v and w. Paths in undirected graphs are defined as in
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the directed case. For cycles it is required that they are composed of simple paths, i.e.,
paths vg vy ... v, wheren > 1 and vy, ..., v, are pairwise distinct. (This constraint avoids
that a path of the form vwwv with {v,w } € F is classified as cycle.)

A.5 Computational Complexity

In this monograph, some lower bounds on the time complexity of verification problems are
presented. These lower bounds are based on showing the hardness for a certain complexity
class. This section summarizes the main basic concepts at a rather intuitive level. For the
precise definitions and technical details we refer to textbooks on complexity theory, such
as [160, 320].

The complexity class we consider here refers to decision problems, i.e., problems that take
a certain (finite) input and are required to return either “yes” or “no”. Example decision
problems are:

SAT (satisfiability problem for propositional logic)
Given a propositional formula ®. Is ® satisfiable?

(Directed) Hamiltonion path problem
Given a finite digraph . Does GG have a Hamiltonion path?

Cycle problem
Given a finite digraph G. Is G cyclic?

Pattern matching
Given finite words w = Aj... A, (a text), v = By...B,, (a pattern) over some
alphabet. Is v a subword of w?

Complexity classes are classes of decision problems, classified by the resources (i.e., time
and space) that are required to solve them algorithmically.

Deterministic and Nondeterministic Algorithms The precise definition of the com-
plexity classes uses Turing machines as a formalization of algorithms. The input is encoded
by a finite word of the input alphabet of the Turing machine. The answers “yes” and “no”
correspond to the requirement that the Turing machine halts in an accept state ("yes”)
or in a nonaccept state (“no”). These details are omitted here. We describe informally
the complexity classes by means of an intuitive notion of what an algorithm is. For the
purpose of this monograph we need both deterministic and nondeterministic algorithms.
Although one typically aims at a deterministic algorithm to solve a certain problem (since
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real programs do not work nondeterministically) the concept of nondeterministism plays
a crucial role in various theoretical considerations.

A deterministic algorithm is an algorithm where for any configuration it is uniquely deter-
mined whether the algorithm halts or not, which output (if any) is provided, or what the
next step (and the successor configuration) is. A deterministic algorithm solves a given
decision problem P if for each input w (1) the unique computation of the algorithm started
with w terminates, and (2) returns the correct answer. An input w (for P), of course,
needs to satisfy all criteria as given by the decision problem P, e.g., for the SAT prob-
lem, the input w is a propositional formula ®. A deterministic algorithm solves the SAT
problem if it provides the answer “yes” if ® is satisfiable and “no” if ® is not satisfiable.

The time complexity of a deterministic algorithm A is typically measured by a function
T4 : N — IN where T'4(n) is the maximal number of “steps” that A performs on an
input of size n. As the maximal number of steps is considered, T4 reflects the worst-case
running time. Similarly, the space complexity is formalized by a function S4 : IN — IN
where S4(n) is the maximal number of atomic memory units that are used for inputs of
length 1.2

Nondeterministic algorithms differ from deterministic algorithms in the sense that they
may provide finitely many alternatives for the next step of a configuration. Thus, there
might be several possible computations of a nondeterministic algorithm on a given input
w. A nondeterministic algorithm is said to solve a decision problem P if for each input w:

1) all computations for w terminate,
p

(2a) if the correct answer for w is “yes”, then there is at least one computation for w
that returns the answer “yes”, and

(2b) if the correct answer for w is “no”, then all computations for w return the answer

(Lnoﬂ R

An example of a nondeterministic algorithm for SAT is shown in Algorithm 50. Here,
sat(u, @) is a subprocedure which computes deterministically the truth value of ® under
the evaluation p (in time ©(|®])). It returns the Boolean value true if p |= ¢ and false
otherwise. The details of this algorithm sat are not of importance here. Algorithm 50 relies
on the so-called “guess and check” principle which is the basis for many nondeterministic
algorithms. After nondeterministically guessing an evaluation g it is checked whether or
not p = ®. If the guess is correct, the evaluation is a witness for “u = ®”, and the answer

2For some complexity classes, Sa(n) only takes into account the memory requirement that is needed
in addition to the memory units for storing the input. As these complexity classes are not used in this
monograph, this detail is ignored here.
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Algorithm 50 Nondeterministic algorithm for SAT

Input: propositional logic formula ® over AP = {ay,...,a,}
QOutput: "yes” or “no”

(* Guess an evalution p for AP *)
fori=1,...,ndo
choose nondeterministically a truth value ¢t € {0, 1};
plai) ==t
od
(* Check whether p = ¢ *)
if sat(u, ¢) then

return“yes” (* & is satisfiable *)
else
return “no” (* ® might or might not be satisfiable *)

fi

“yes” is correct. If, however, u [~ ®, then the given answer “no” might be wrong, as there
might be another evaluation p/ with ¢/ |= ®. However, Algorithm 50 solves SAT since (1)
it terminates for all input formulae ®. The fact that it also fulfills conditions (2a) and
(2b) can be seen as follows. Condition (2a) holds since whenever ® is satisfiable, then
there exists a computation which chooses an evalution under which ® holds, and hence,
the algorithm returns “yes”. Condition (2b) holds since whenever & is not satisfiable, then
for each choice of i in the guess phase we have i £ ® and the returned answer is “no”.

The time complexity of a nondeterministic algorithm A that solves a decision problem
(i.e., all computations terminate) is given by the function 74 : IN — IN where T4(n) is
the maximum number of steps that A may perform for inputs of length n. Similarly, the
space complexity of A is given by the function S4 : IN — IN where S4(n) is the maximum
number of memory units that A may access on an input of length n.

Algorithm A (deterministic or nondeterministic) is called polynomially time-bounded (or
briefly, a polytime algorithm) if T4(n) = O(poly(n)). Similarly, algorithm A is a polyspace
algorithm if S4(n) = O(poly(n)).

Complexity Classes Using the above intuitive explanations of deterministic and non-
deterministic algorithms, we are in a position to introduce the complexity classes used in

this monograph:

PTIME (or briefly P) denotes the class of all decision problems that can be solved by a
deterministic polytime algorithm.
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NP denotes the class of all decision problems that can be solved by a nondeterministic
polytime algorithm.

PSPACE denotes the class of all decision problems that can be solved by a deterministic
polyspace algorithm.

The complexity class NPSPACE is the class of all decision problems that can be solved by
a nondeterministic polyspace algorithm. It is known that PSPACE = NPSPACE. Since
any deterministic algorithm can be viewed as a nondeterministic algorithm (where the
number of alternative steps per configuration is at most one) and since in N steps at most
N memory units can be used, it follows that:

PTIME C NP C PSPACE = NPSPACE.

Omne of the most important open questions in theoretical computer science is whether
PTIME agrees with NP. It is also unknown so far whether NP agrees with PSPACE.

The next complexity class considered is coNP which is somehow “complementary” to
NP. Let P be a decision problem. Then, the complementary problem of P, denoted
P, is the problem which takes the same inputs as P but requires the answer “no” if P
requires the answer “yes”, and vice versa. For example, the complementary problem of
SAT takes as input a propositional logic formula ® and asks whether ¢ is not satisfiable.
The complementary problem of the (directed) Hamiltonian path problem asks whether a
given finite digraph G does not have a Hamiltonian path.

coNP denotes the class of all decision problems P where the complementary problem P
belongs to NP.

coNP subsumes PTIME and is contained in PSPACE, while it is unknown whether these
inclusions are strict. The complexity classes coPTIME and coPSPACE can be defined
as the classes of the complementary problems of PTIME and PSPACE, respectively.
However, the symmetry of the treatment of “yes” and “no” by deterministic algorithms
allows swapping the outputs of a deterministic polytime (or polyspace) algorithm that
solves problem P to obtain a deterministic polytime (polyspace) algorithm for P. Hence,
PTIME = coPTIME and PSPACE = coPSPACE. Note that this argument does not apply
to nondeterministic complexity classes due to the asymmetry of “yes” and “no” answers
according to (2a) and (2b). The question whether NP and coNP agree is an open problem.

Further complexity classes that will be needed in this monograph are EXPTIME and
2EXPTIME. EXPTIME denotes the class of decision problems P that are solvable by a
deterministic algorithm where the worst-case time complexity is exponentially bounded,
i.e., bounded above by a function n — 27(") where p is a polynomial. The complexity
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class 2EXPTIME consists of all decision problems that can be solved by a deterministic
algorithm for which the worst-case time complexity is bounded by some function n — 927t
where p is a polynomial. Tt holds that

PSPACE C EXPTIME C 2EXPTIME.

Completeness To specify the “hardest” problem in NP, Cook [99] introduced in the early
seventies the notion of NP-completeness. Decision problem P € NP is NP-complete if the
existence of a deterministic polytime algorithm A for P, implies that any other problem
2 € NP can be solved deterministically with the help of A plus a polytime transformation
from @’s inputs to P’s inputs. (The transformation of ()’s inputs into P’s inputs relies
on the reduction principle.) Thus, if one NP-complete problem is shown to be in PTIME,
then NP = PTIME.

Let us briefly consider these concepts in more detail. Let P and @ be decision problems.
Problem @ is called polynomially reducible to P if there exists a polytime deterministic
algorithm which transforms a given input wg for ¢ into an input wp for P such that
the correct answer for ) on wg is “yes” if and only if the correct answer for P on wp is
“yes”. Decision problem P is said to be NP-hard if each problem () € NP is polynomially
reducible to P. P is called NP-complete if (1) P belongs to NP and (2) P is NP-hard.
There is a wide range of NP-complete problems. For many cases, the proof of membership
of P in NP is quite simple—one provides a polytime nondeterministic algorithm for P on
the basis of the guess-and-check paradigm. The NP-hardness is often harder to prove. The
first NP-completeness result was by Cook [99] who showed that the SAT problem is NP-
complete. His proof for the NP-hardness of SAT is generic: it starts with a formalization
of a polytime nondeterministic algorithm for some NP-problem ) by a nondeterministic
Turing machine M and constructs for a given input word w for M a propositional formula
P Aq0 such that ®ay ., is satisfiable if and only if M has an accepting computation for w.
For proving the NP-hardness of a given problem P, it is often simpler to use the reduction
principle:

if @ is NP-hard and @ is polynomially reducible to P, then P is NP-hard.

For instance, a polynomial reduction from SAT to 3SAT (a variant of SAT which takes as
input a CNF formula ® with at most three literals per clause and asks for the satisfiability
of @) is not very involved and yields the NP-hardness of 3SAT. The NP-hardness of the
Hamiltonian path problem can be proven by a polynomial reduction from 3SAT to the
Hamiltonian path problem. The latter problem is again polynomially reducible to the
three-coloring problem, a decision problem on finite undirected graphs that asks whether
the vertices can be colored with three colors such that for no edge {v,w } the vertices v
and w are equally colored. Hence, the three-coloring problem is NP-hard too. In this way,
a wide range of NP-hardness results have been obtained.
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Hardness or completeness can be defined in an analogous way for other complexity classes
such as PSPACE and coNP. P is called PSPACE-complete if (1) P belongs to PSPACE
and (2) P is PSPACE-hard, i.e., all problems in PSPACE are polynomially reducible to
P. An example of a PSPACE-complete problem is the universality problem: does the
language described by a regular expression over the alphabet > equal >*7 Similarly, P is
called coNP-complete if (1) P belongs to coNP and (2) P is coNP-hard, i.e., all problems
in coNP are polynomially reducible to P. The symmetry of NP and coNP yields that a
problem P is NP-hard if and only if its complementary problem P is coNP-hard. Thus,
P is NP-complete if and only if P is coNP-complete. For instance, the problem whether
a given propositional logic formula @ is valid is coNP-complete, since ® — —=® yields a
polynomial reduction from SAT to the validity problem—recall that ® is not satisfiable
if and only if —® is valid (see page 919)—and SAT is coNP-complete (as SAT is NP-
complete). Since coNP and NP are contained in PSPACE, any problem that is hard for
PSPACE is also coNP- and NP-hard.
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absorbing state, 753, 769
absorption law, 248, 918
abstract

syntax, 916

transition system, 500
abstraction

function, 499
accept state, 152, 174
acceptance set, 174, 193, 274
accepting

bottom strongly component, 803

end component, 872

run, 154, 174, 193, 801
Act set of actions, 20
action-based bisimulation, 465
action-deterministic, 24, 597
adjacency lists, 921
almost surely, 756
alphabet, 912
alternating bit protocol, 57, 60, 545, 564,

838

always, 230, 319
ample set, 605
anti-symmetric relation, 911
AP set of atomic propositions, 20
AP-determinism, 24, 512, 582
AP-partition, 478
arbiter, 50, 259, 362, 835
arity, 911
assignment, 65

random, 837
associativity law, 918

atomic

B

clock constraint, 678
proposition, 20, 915
region, 65, 74
statement, 42, 72

Biichi automaton, 174, 229, 607, 623, 800
backward edge, 207, 208, 213, 620, 623, 624,

644, 923

bad prefix, 112, 159, 161, 199, 797
bakery algorithm, 461, 471
balance equation, 831

basis, 757

BFS, 921

-based reachability, 108, 390

binary decision diagram, 381, 395

one successor sucey (-), 395
ordered, 395

reduced, 398

semantics, 396

shared, 408

zero successor succy(-), 395

binary decision tree, 385
bisimulation, 451, 456, 732

action-based, 465

normed, 552

on a Markov chain, 808
quotient T'S/ ~, 459
step-dependent normed, 556
stutter, 536

stutter with divergence, 546

bisimulation equivalence, 451

965
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~™, 552 coarser, 911

~, 536 cofactor, 383

~*, 556 order-consistent, 397

%d“’, 546 communication action, 53, 70

~, 451 Comm set of communication actions, 53

~a, 808 communication channel, 53, 241

~mrg, 456 commutativity law, 918
~ bisimulation equivalence, 451 complex effect, 645
bisimulation-closed o-algebra, 811 computation tree logic, see CTL
block, 476 computed table, 409, 414
bottom strongly connected component, 774 concatenation, 913
branching condition (A5), 652 concurrency, 36
breadth-first search, 921 Cond(-) set of Boolean conditions, 30
BSCC, 774, 787 conjunctive normal form, 919

coNP, 928
C -complete, 930
-hard, 930

cardinality, 910
channel, 53
capacity, 55
cap(-) channel capacity, 55

consistent, 276
constrained reachability, 762, 777
step-bounded, 767

control
lossy, 837
Chan set of channels, 53 ;Z:E]}(f’ 22122
h 1 syst 2 ’
¢ anggssgs 66:,:“’ 55, 63, 68, 79, 627, 837 counterexample, 8, 168, 199, 271, 374, 786
’ CTL
open, 63

equivalence, 468
existential fragment, 520
fairness assumption, 359
path formula, 317
semantics, 320, 360
state formula, 317

transition system, 59
characteristic function, 386
circuit, 77, 82, 87, 240, 301
clause, 919
clock constraint, 678
clock equivalence, 713

= clock equivalence, 713 syr}tax, 317
. universal fragment, 516
clock region, 714 OTL*

unbounded, 721
reo unbounded clock region, 721
closed channel system, 63
closure

equivalence, 468
existential fragment, 520
semantics, 423

of formula, 276 Syr}tax, 422
of LT property, 114 universal fragment, 516
it o CTL*, 426
transitive, reflexive, 912 :
CONF. 407. 919 cumulative reward, 817
’ ’ cycle, 921
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breaking condition (S2), 635
condition (A4), 610, 620
cylinder set, 757

D

DBA, 188, 799
de Morgan’s law, 918
deadlock, 89
decrementing effect, 644
dependence of actions, 599
dependency condition (A2), 609, 628
depth-first search, 921
nested, 203, 623
deterministic
algorithm, 926
Biichi automaton, 188, 799
finite automaton, 156, 797
Rabin automaton, 801, 881
transition system, 24
DFA, 156
DFS, 921
digraph, 920
Dijkstra’s dining philosophers, 90
dining philosophers, 90, 234, 839
discrete-time Markov chain, 753
disjoint union W, 910
disjunctive normal form, 919
distribution, 755
distributive law, 249, 918
divergence
-sensitive expansion TS, 575
sensitivity, 544
stutter bisimulation, 546
divergent state, 544
DNF, 407, 919
dom(-) domain of message, 55
double negation, 918
DRA, 801
accepting run, 801
language, 801
run, 801

drain, 395
duality rules, 248, 329
dynamic leader election, 242

E
edge, 920
effect, 644

complex, 645
decrementing, 644
incrementing, 644
of an action, 32
Effect(-), 32
elementary sets, 276
elimination rule, 400
emptiness problem, 155, 184, 296
empty word £, 913
end component, 870
accepting, 872
graph, 870
maximal, 875
ENF, 332
equivalence
class, 911
of NBA, 185
of NFA, 155
relation, 911
equivalence =
of CTL formulae, 329
of CTL* formulae, 425
of CTL- and LTL formulae, 334
of LTL formulae, 248
propositional logic, 917
equivalence checking
bisimulation equivalence, 493
finite trace equivalence, 494
simulation equivalence, 528
stutter-bisimilarity, 567
with divergence, 574
trace equivalence, 494
essential variable, 383
evaluation, 27, 30, 382, 916
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Eval(-) variable evaluation, 27, 30, 382, 916
event, 754

measurable, 755
& set of events, 754
eventually, 121, 230, 318
execution, 25
execution fragment, 24
existential fragment, 520
existential normal form, 332

CTL, 332
existential quantification, 317, 418, 909
exit states, 571
Bottom(-) set of exit states, 571
expansion law

CTL, 329

LTL, 248, 249, 275

CTL, 330

PCTL, 764
expected

long-run reward, 830

reward, 818
exp(n) exponential complexity, 910
expressiveness, 337

F

fair
satisfaction relation, 135, 259, 363, 892
scheduler, 884
FairPaths(-) set of fair paths, 134, 259, 360
fair satisfaction relation =
CTL, 360
LTL, 259
fair satisfaction relation =
CTL, 361
LT property, 135
LTL, 358
PCTL, 891
FairTraces(-) set of fair traces, 134, 259
fairness, 126, 258, 359, 732, 883
fairness assumption, 133
CTL, 359

CTL*, 425
LTL, 258
MDP, 883
realizable, 139, 793, 884
fairness constraint, 129
LTL, 258
strong, 130, 258, 359
unconditional, 130, 258, 359
weak, 130, 258, 359
father, 924
final state, 152, 174
find_or_add, 409
finer, 911
finite trace
equivalence, 117, 494
inclusion, 116
finite transition system, 20
finite word, 912
finite-memory scheduler, 848
finitely branching, 472, 924
first(-), 95
fm-scheduler, 848
forming path, 655
frac(-) fractional part of real, 709
fully expanded, 613

garbage collection, 265

generalized NBA, 193, 274

global cycle, 644

GNBA, 193, 274, 278
accepting run, 193
language, 193, 274
run, 193

graph, 920
end component, 870
of a Markov chain, 748
of a transition system, 95
of an MDP, 840
program, 30

guard, 33, 65
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guarded command language, 63, 837
guess-and-check, 926

H

Hamiltonian path problem, 288, 356
vet, 924

handshaking, 47, 48, 56, 466, 599, 683

H set of handshaking actions, 48, 683

hardware circuits, 26

hardware verification, 5

I

idempotency rules, 248, 329, 918
iff, 909
image-finite, 119
implementation relation, 449
weak, 529
incrementing effect, 644
independence of actions, 37, 599
index of an equivalence, 911
inf(r), 749
infinite word, 100, 170, 912
initial
execution fragment, 25
path fragment, 96
initial distribution ¢;,;,, 748
initial state, 20
inner node, 395
integral part |d] of real d, 709
interleaving, 36, 38, 40, 49
invariant, 107
condition, 107
isomorphism rule, 400, 409
ITE, 410
iterated cofactor, 383

K

Kleene star, 913
Knuth and Yao’s die simulation, 750
Knuth’s die simulation, 819, 821, 838

L

labeling function, 20
language
of a regular expression, 914
of an w-regular expression, 171
of DRA, 801
of GNBA, 193, 274
of LT property, 100
of NBA, 174
of NFA, 154
language £, 170, 913
language equivalence
GNBA, 193
NBA, 185
NFA, 155
leader election, 87, 242, 846
leaf, 924
length
of a formula, 916
of a word, 913
letter, 912
light switch, 688, 692-694, 699, 714, 727
limit, 871
limit LT property, 872, 887
linear temporal logic, see LTL
linear-time property, see LT property
literal, 919
liveness property, 121
locally consistent, 276
location, 32, 678
diagram, 682
Loc set of locations, 32, 678
long-run reward, 830
LT property, 100, 456, 796
w-regular, 172, 796
limit, 872
satisfaction, 100
stutter-insensitive, 535
LTL
elementary sets, 276
equivalence, 468
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fairness assumption, 258
semantics, 235, 237
syntax, 231

LTIng, 534

M

Markov chain, 747
Markov decision process, 833
Markov reward model, 817
master formula, 471, 562, 815
maximal
end component, 875
execution fragment, 25
path fragment, 96
set of formulae, 276
maximal proper state subformula, 427
MDP, 833
measurable event, 755
memoryless scheduler, 847
message passing, 47, 56
minimal bad prefix, 112, 161
mode, 848
model checking, 11
process, 11
strengths and weaknesses, 14
Modify(-) set of modified variables, 627
modified variable, 627
modulo-4 counter, 240
monotonic, 647
MRM, 817
mutex-property, 102
mutual exclusion, 43, 45, 50, 98, 102, 161,
173, 259, 542
semaphore, 73

N

nanoPromela, 64, 837
IN natural numbers, 909
NBA, 174
accepting run, 174
language, 174

nonblocking, 187
run, 174
union operator, 179

negative cofactor, 383

nested depth-first search, 203, 623
nesting depth, 792

neutral, 645

NFA, 151

accepting run, 154
language, 154
run, 153

non-zeno, 694
nonblocking

GNBA, 195
NBA, 187

nondeterminism, 22
nondeterministic

algorithm, 926
Biichi automaton, 174
finite automaton, 151

nonemptiness

condition (A1), 609
problem, 155, 184

norm function, 552
normal form

existential, 332
positive, 252, 333, 902

normed bisimulation, 552, 654
NP, 928

O

-complete, 929
-hard, 929

Ofexp(n)), 910
O(poly(n)), 910
OBDD, 392

reduced, 398

observational equivalence, 589
w-regular

expression, 171
language, 172
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property, 172, 272, 796, 799
open channel system, 63
operational semantics, 68
opposite actions, 647
ordered binary decision diagram, 395
outcome, 754
Outc set of outcomes, 754

P

P (complexity class), 927
partition, 476, 912
path, 96
-lifting, 454, 504, 549
existential quantification, 317
fair, 134
formula, 422, 698
fragment, 95
in a digraph, 920
in a Markov chain, 749
in transition system, 96
limit, 871
quantifier, 314, 330
universal quantification, 317
Paths(-) set of paths, 96
Pathsgy,(-) set of finite paths, 96
PCTL, 780, 806, 866, 883
semantics, 783
PCTL*, 806, 883
persistence condition, 199
persistence property, 199, 623, 795, 876
Peterson’s algorithm, 45, 67, 84, 161, 538,
667
PG;-projection, 643
PNF, 252, 255, 257, 333, 902, 919
poly-time algorithm, 927
poly(n) polynomial complexity, 910
polynomial time-bounded, 927
positive cofactor, 383
positive normal form, 252, 516, 902
CTL, 333
LTL, 255, 257

PCTL, 902
propositional logic, 919
release, 257
weak until, 255
Post(s), 23, 753, 835, 920
power method, 764
powerset, 910
construction, 157
Pre(s), 23, 753, 835, 920
pref(P), 115
prefix, 913
of a path fragment, 96
pref(-), 114
preorder, 498, 912
probabilistic choice, 837
probabilistic computation tree logic, see PCTL
probabilistic CTL, see PCTL
probability measure, 754
probability space, 755
Probmela, 837
process fairness, 126
producer-consumer system, 565
product automaton, 156
product transition system, 165, 200, 623
program
nanoPromela, 64
program graph, 32, 34, 55, 68, 77
independence of actions, 599
interleaving, 40
partial order reduction, 627
static partial order reduction, 635
transition system, 34
projection, 643
function, 383
Promela, 63, 837
proper refinement, 911
propositional
logic, 915
symbol, 915
PSPACE, 928
-complete, 930
-hard, 930
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PTIME, 927 language, 172, 914
property, 172
Q safety property, 159, 797
qualitative relational product, 416, 419

fragment of PCTL, 788
property, 746
quantifier, 909
path-, 314
quantitative property, 746
quotient
transition system, 521
space, 458, 911
transition system TS/ ~, 541
transition system TS/ ~%V, 546
transition system TS/ ~, 459
transition system TS/ ~, 508

R

Rabin automaton, 801
railroad crossing, 51, 683, 700
random assignment, 837
randomized
dining philosopher, 839
leader election, 846
scheduler, 850
reachability probability, 759
reachable states, 26
IR real numbers, 909
real-time, 246, 673
realizable, 884
reduced OBDD, 398
reduced state space S , 606
reduced transition relation =, 606
reduction rules, 400
refinement, 911
reflexive relation, 911
region, 714
reset operator, 719
region transition system, 709, 726
regular
expression, 171, 914

release operator, 256, 902
R release operator, 256
release PNF, 257

rename operator, 386, 416
repeated eventually, 121

repetition

finite, 913
infinite, 171
reward function, 817
ROBDD, 398
ROBDD-size, 400
root, 395, 924
rule for double negation, 918

run

in DRA, 801
in GNBA, 193
in NBA, 174
in NFA, 153

S

safety property, 112, 116, 117, 140, 159,
177, 797, 886
SAT problem, 925
Sat(®), 423
satisfaction relation =
CTL, 320
CTL*, 423
fair CTL, 360
LT property, 100
PCTL, 783
satisfaction relation =
CTL, 321
CTL*, 423
LTL, 235, 237
PCTL, 782, 866
propositional logic, 916
TCTL, 701
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satisfaction set, 321, 343, 423, 703
fair, 361
satisfiability, 296, 918, 925
SCC, 774, 924
scheduler, 842
fair, 884
finite-memory, 848
memoryless, 847
randomized, 850
simple, 847
self-loop, 920
semantic equivalence =
propositional logic, 917
semaphore, 43, 73, 98, 537, 542, 600, 663
set of
actions, 20
atomic propositions, 20
bad prefixes, 112, 161
minimal bad prefixes, 112, 161
natural numbers IN, 909
predecessor states, 23
real numbers IR, 909
successor states, 23
Shannon expansion, 384, 397
9B shared OBDD, 408
shared OBDD, 408
shared variable, 39
> alphabet, 912
o-algebra, 754
bisimulation-closed, 811
o-algebra, 758
simple scheduler, 847
simulation, 497, 506
equivalence, 506
equivalence ~, 505
= simulation order, 497
order =, 506
quotient system, 508
~ simulation equivalence, 505
simulator set, 506
size
of an MDP, 840

of an OBDD, 395
of an ROBDD, 400
skip, 65
software verification, 3
son, 924
splitter, 483, 568
stability, 483
stable, 568
stack, 923
standard triple, 415
starvation freedom, 103, 121, 127, 173
state formula, 422, 698
state graph, 95
G(TS) state graph of TS, 95
state region, 714
state space explosion, 77, 381
statement
skip, 65
atomic{...}, 66
nanoPromela, 65
exit, 68
sub, 69
static partial order reduction, 635
step-bounded
constrained reachability, 767
until, 781
step-dependent normed bisimulation ~*, 556
sticky
action, 635
condition (A3/4), 636
strong cycle condition (A4'), 620
strong fairness, 130, 259, 359, 772
strongly connected, 774
strongly connected component, 774, 924
bottom, 774
structural induction, 281
structured operational semantics, 34, 70
stutter
action, 603
bisimulation
~, 536
bisimulation with divergence, 546
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condition (A3), 610
equivalence, 530

equivalence with divergence md“’, 549

implementation relation, 540
insensitive, 535
step, 530, 603
trace equivalence, 532, 606
trace inclusion, 532
£ stutter trace equivalence, 532
< stutter trace inclusion, 532
sub-MDP, 870
sub-OBDD, 396
subset, construction, 157
substatement, 69
subword, 913
sucey(v), 395
success set, 873
successor function, 395
successor region, 723
suce(+) successor region, 723
suffix, 913
of a path fragment, 96
superblock, 476
switching function, 383
symbol, 912
symbolic, 381
symmetric function, 406
symmetric relation, 911
synchronous product ©@, 75, 156

T

tautology, 918
TCTL, 698
model checking, 705
semantics, 701
syntax, 698
terminal
node, 395
state, 23, 89
test-and-set semantics, 66, 72
time divergence, 700

time-convergent, 692
time-divergent, 692
timed automaton, 678
timed computation tree logic, see TCTL
timed CTL
seeTCTL, 698
timelock, 692, 705, 731
total DBA, 188
total DFA, 156
trace, 98
fair, 134
trace equivalence, 105, 106, 514
checking, 494
trace fragment, 98
trace inclusion, 104
finite, 116
Traces(-) set of traces, 98
Tracesgy, () set of finite traces, 98
transient state distribution, 768, 828
transient state probabilities, 768
transition probability function, 748, 834
transition probability matrix
Markov chain, 748
Markov decision process, 834
transition relation —, 20
transition system, 20
graph, 95
image-finite, 119
interleaving, 38
of a channel system, 59
of a program graph, 34
of a timed automaton, 687
of hardware circuit, 28
transitive relation, 911
transitive, reflexive closure, 912
tree, 924
two-step-semantics, 72

U

unconditional fairness, 130, 259, 359
unique table, 409
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universal fragment, 516
universal quantification, 317, 909

A%

val(v), 395
validity, 296, 918
validity problem, 930
value function, 395
value iteration, 854, 861
variable
nanoPromela, 64
essential, 383
labeling function, 395
ordering @, 395
ordering problem, 403
typed, 30
Var set of variables, 30
Var(-) variables in an expression, 627
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Notice

This translation is machine-generated. It cannot be guaranteed that it is intelligible, accurate,
complete, reliable or fit for specific purposes. Critical decisions, such as commercially relevant or
financial decisions, should not be based on machine-translation output.

DESCRIPTION JP2004310740A

10 vending machine

[0001]

14 TECHNICAL FIELD The present invention relates to a vending machine that sells commodities
for which a prescribed number of days for heating is set as a sell-by date in order to prevent
deterioration of heated commodities.

[0002]

20 In recent years, in order to maintain the quality of heated products such as canned products,
especially hot coffee, vending machines are known to set a specified number of heating days
as a sell-by date, and prohibit the sale of products that have exceeded the specified number of
heating days. It is

[0003]

27 In response to such a demand, a vending machine that provides products with a specified
number of days for heating stores the number of replenishments counted by the signal from
the inlet sensor and the replenishment time, and The number of commodities replenished in
the replenishment data stored in the storage means is subtracted from the oldest
replenishment time, and when the day changes, the replenishment times of the replenishment
data stored in the storage means are referred to, and the commodities for which the
prescribed number of heating days have passed. stop the sale of the column in which is stored,
and display it in the non-selling display part.

[0004]
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38 In addition, a device is disclosed in which a product dispensing device can dispense expired
products with a dispensing start switch, and display the current product inventory quantity
and storage deadline on a confirmation display device with a confirmation start switch (see
Patent Document 1). KA~ 9 —6 2 9 1 8 543

[0005]

45 By the way, in the conventional method, it is necessary to operate the switch each time the
column is replenished, and the operability is not good.

[0006]
50 In addition, it is difficult to understand the number of products whose sell-by date has expired
(the specified number of days after heating).

[0007]

55 That is, when confirming the expiration date of merchandise sales, since the number of days
and the number of expiration dates are displayed only for each column, it is not easy to know
which merchandise is close to expiration.

[0008]

61 SUMMARY OF THE INVENTION An object of the present invention is to provide a control
device for a vending machine that facilitates product management and operation with respect
to the sell-by date in a vending machine that handles heated products with a specified number
of heating days.

[0009]

68 The present invention is achieved by the following means. (1) In a vending machine that sells
heated products with a specified number of heating days in a column in the order in which
they are put into a column, a plurality of types of pre-stored types of the input number of
columns containing the heated products with a specified number of heating days. A setting
means for selecting and setting one of the following at once, a deadline input means for
entering the specified number of days for heating of the column containing the heated
products with the specified number of days for heating, and the operation of the specified
number of days for heating is started. and a control means for storing the specified number of
days for heating and the number of inputs in the storage means by pressing the setting switch
after the setting switch is turned on according to the mode selected by the setting means. It is
characterized by having (2) In the vending machine described in (1) above, the setting means
also includes a mode in which the number of commodities put into the column can be directly
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input. (3) The vending machine described in (1) or (2) above is characterized in that the
setting switch becomes effective when it is pressed for a predetermined period of time. (4) In
the vending machine according to any one of (1) to (3) above, each time the product is sold,
the number of items put in stored in the storage means is subtracted, The number of days that
have passed stored in the storage means is calculated, and when the number of days that have
passed has reached the number of days specified for heating, the corresponding column is
sold out and the sold out lamp of the product selection push button is lit. Characterized by (5)
The vending machine described in (4) above is characterized in that at least one of the sellable
display lamp and the sold-out lamp blinks when the door is opened in order to distinguish
from sold-out due to no merchandise. . (6) In the vending machine described in (5) above, the
available-for-sale display lamp and sold-out lamp blink when the outer door is opened. (7) In
the vending machine according to any one of (1) to (6) above, a display switch is provided, and
in a state in which the number of bottles to be put in and the specified number of days for
heating are stored each time the setting switch is pressed, When the display switch is operated
and the product selection push button is pressed, the column corresponding to the push
button, the number of elapsed days, and the stock quantity corresponding to the number of
elapsed days are displayed on the price indicator, and the corresponding product selection
push button is displayed. At least one lamp of the available-for-sale display lamp and the sold-
out lamp is turned on. (8) In the vending machine described in (7) above, the column number
is first displayed on the price indicator, and then the number of elapsed days and the stock
quantity corresponding to the number of elapsed days are displayed, and a plurality of elapsed
days are displayed. When the data exists, the number of days elapsed and the number of
stocks corresponding to the number of days elapsed are sequentially displayed.

103 (9) In the vending machine described in any one of (1) to (9) above, a confirmation switch is
provided, and when the confirmation switch is operated and the product selection push
button is pressed, the price indicator displays the push button. and a new number of items
that can be put in by subtracting the number of items to be sold from the number of items to
be put in, and at least one lamp of a sellable display lamp or a sold-out lamp of the
corresponding product selection push button is lit. do. (10) In the vending machine described
in (9) above, when the confirmation switch is operated and the product selection push button
of the column that has reached the specified number of days for heating is pressed, the
column number and the specified number of days for heating have passed. It is characterized
by displaying the number of balls and the number of balls that can be put in after paying out
the elapsed number. (11) In the vending machine described in (10) above, the column
number, the number of bottles that have passed the prescribed number of heating days, and
the number of bottles that can be put in after paying out the number of bottles that have
elapsed are displayed alternately on the price display. (12) In the vending machine described
in (10) or (11) above, when the confirmation switch is pressed again while the column
number, the number of bottles that have passed the prescribed number of days for heating,
and the number of bottles that can be put in after the number of bottles that have passed has
been dispensed, , the number of commodities that have passed the prescribed number of
days of heating are dispensed. (13) In the vending machine described in any one of (4) to
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(12) above, all sales are possible when at least one of the setting switch and the confirmation
switch is not operated when the door is changed from opening to closing. At least one of the
display lamp and the sold-out lamp is blinked. (14) In the vending machine according to any
one of (4) to (12) above, when the setting switch is not operated when the outer door is
changed from open to closed, the sold-out lamp is flashed for a predetermined time. It is
characterized by (15) In the vending machine according to any one of (4) to (12) above, the
setting switch is not operated when changing from opening the outer door to closing the
outer door while the sold-out lamp is on. Sometimes, it is characterized by blinking the all-
sold-out lamp for a predetermined time. (16) The vending machine described in (15) above is
characterized in that a notification is given by sound while the sold-out lamp is on. (17) In
the vending machine described in any one of (1) to (16) above, if the number of columns
inserted into the vending machine is not sold out even after being sold, the column is forcibly
sold out. It is characterized by lighting a lamp. (18) In the vending machine described in any
one of (1) to (17) above, if a number of products less than the set number of products is put
in, the column The sold-out lamp is turned on.

[0010]

140 According to the present invention, in a vending machine that sells heated commodities with a
specified number of heating days in a column in the order in which they are put into a
column, the number of columns for storing heated commodities with a specified number of
days of heating can be set in advance according to a plurality of types. a setting means for
collectively setting the number of items to be put in between; a switching means for
switching between the plurality of types of input numbers set by the setting means; and a
control means for storing the prescribed number of days for heating and the number of
injections in the storage means when the number of injections corresponding to the mode
selected by the switching means is turned on and the setting switch is pressed, Management
of the number becomes easy.

[0011]

153 When the confirmation switch is operated and the product selection push button is pressed,
the column corresponding to the push button and the new number of products that can be
put in by subtracting the sales quantity from the number of products put in are displayed on
the price indicator. Since at least one of the sellable display lamp and sold-out lamp of the
product selection push button is turned on, it becomes easy to manage the number of
additional inputs.

[0012]
162 In addition, by blinking at least one of the available-for-sale display lamp and the sold-out
lamp when the door is opened, and by flashing the available-for-sale display lamp and the
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sold-out lamp when the outer door is opened, it is easy to differentiate from the usual sold-
out products. can be discriminated.

[0013]

169 Also, when the confirmation switch is operated and the product selection push button of the
column that has reached the specified number of days for heating is pressed, the column
number, the number of products that have passed the specified number of days for heating,
and the number of products that can be inserted after the number of products that have
passed have been dispensed are displayed. By doing so, the number of items to be carried out
and the number of items that can be put in can be understood at the same time, thereby
improving workability.

[0014]

179 In addition, when the confirmation switch is pressed again while the column number, the
number of products that have passed the specified number of days for heating, and the
number of products that can be inserted after paying out the number of products that have
passed, the number of products that have passed the specified number of days for heating
will be dispensed. It is easy to carry out products that have passed the specified number of
days.

[0015]

188 If at least one of the setting switch and the confirmation switch is not operated when the door
is changed from opening to closing, the operation forgetting operation can be prevented by
flashing at least one of the all-sold display lamp and all-sold-out lamp. can be warned.

[0016]

194 In addition, if the set number of bottles are sold but are not sold out, the product is forcibly
sold out and the sold-out lamp of that column is turned on. It is possible to prevent unloading
of expired products.

[0017]
200 As described above, according to the present invention, it is very easy to manage the sale of
products with a specified number of days for heating.

[0018]

205 FIG. 1 is a configuration block diagram showing one embodiment of the present invention.
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[0019]

209 1 is a CPU that controls the entire device, 2 is a memory that stores control programs, 3 is a
memory that stores various data such as replenishment data, 4 is a clock for timing, and 5 is
the number of inputs that can be set by pressing after the product is loaded. The preset
switch 5 is a switch for completing the product replenishment and starting the operation of
time limit management, and is also called a replenishment completion switch.

[0020]

217 Next, 6 is a confirmation of the number of products that can be put in or the number of
products to be carried out, and the number confirmation/delivery switch (SW) for carrying
out, 7 is a remote control for setting the number of products to be put in, starting the display
switch, etc. , 9 is a sellable lamp, 10 is a sellout lamp, 11 is a product selection push button,
12 is a product delivery device, and 13 is a money handling device.

[0021]

225 In this configuration, the setting mode of the number of input will be described.

[0022]

229 First, in this configuration, four modes, ie, mode 0, mode 1, mode 2, and mode 3, are provided
in advance when setting the batch number in all the heating columns. 7, mode O: "5 tubes
inserted”, mode 1: "10 tubes inserted", mode 2: "do not prevent heat deterioration", mode 3:
"the number of inserted tubes is set between 0 and 99 for each column. Select and set one of
the 4 modes in "Setting", then perform an operation to set the specified number of days for
heating, for example, set "10 days", and press or hold the preset switch 5. Then, the
operation for the prescribed number of days for heating is started.

[0023]

239 Here, referring to the flow chart of FIG. 5, the product loading operation will be described.
(Step S53,Y), and when the preset switch 5 is pressed or long-pressed (Step S54, Y), the
current number of products is stored in the memory 3 as 5. At the same time, the specified
number of days for heating is stored as the remaining number of days (step S55).

[0024]
246 It should be noted that long-pressing of the preset switch 5 can be confirmed by a buzzer
sound, for example, a beep-beep-beep sound.
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[0025]

251 When the product is put in, the number confirmation/carrying-out switch 6 is pushed, and
then the product selection push button 11 is pushed. Now, do the same for all the heating
columns.

[0026]
257 It should be noted that when the number confirmation/unloading switch 6 is operated, a
buzzer sound may also be notified.

[0027]

262 On the premise of these five, for example, when the product of column number 1 is sold, one
is subtracted from the current number of products of that column number 1, and after one
day has passed, "1 day elapsed, number of products is 4 , two products in the same column
are sold on the fourth day after the introduction.

[0028]

269 It should be noted that the product sales operation is a normal operation, and detailed
description thereof will be omitted.

[0029]

274 When confirming the number of pieces that can be loaded into this column, the description
will be made with reference to the flow chart of FIG. When the corresponding product
selection push button 11 is pressed (step S62, Y), since three products have already been
sold in the target column, FIG. 2(a) of FIG. 2 showing the first display mode As shown in Fig.
2(b), "0103" is displayed on the amount display unit 8, with the left two digits of the amount
display unit 8 as viewed from the front of the vending machine being the column number
and the right two digits being the number of pieces that can be inserted. As shown, the sale
possible lamp 9 of the product selection push button 11 corresponding to column number 1
is lit (step S63).

283 Based on the displayed number of items that can be put in, products are put in (step S64, Y),
the operations from steps S61 to S64 are performed for all heating columns as necessary,
and the preset switch 5 is pressed or long pressed. Then (step S65, Y), the three commodities
put in this time and the specified number of days for heating are stored in the memory 3
(step S66), and the process is terminated.
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[0030]

291 On the other hand, if the customer does not have the product to put in or if it is only for
confirmation, after pressing the push button in step S63, another operation is performed
during the display, for example, the return lever provided in the vending machine, the remote
control, or the like. When the operation is performed or the outer door is closed, the display
is changed or the display is turned off.

[0031]

299 An example of calculating the number of days that have passed since the product was
introduced will be described with reference to FIG.

301 For convenience, only one heating column will be described as a representative example.

[0032]

305 First, assuming that the specified number of heating days is set to 10 days in mode O as
described above, five commodities indicated by symbol A are placed in the column of column
number 1, as shown in FIG. 3(a). When the preset switch 5 is turned on and the preset switch
5 is pressed or long pressed, the current number of commodities is stored as 5 in the
memory 3, and the prescribed number of heating days is stored as the remaining number of
days.

[0033]

314 Next, when 3 products of column number 1 are sold within 4 days and the number of
products that can be put in is confirmed on the next day, the quantity confirmation/carry-out
switch 6 is pressed and the product corresponding to column number 1 is pressed. When the
selection push button 11 is pushed, as shown in FIG. 2, the product selection push button 12
corresponding to "0103" on the amount indicator 8 and the column number 1 is lit up and
the lamp 9 of the product selection push button 12 is lit. Based on the number of products,
as shown in FIG. 3(b), three products indicated by symbol B are thrown into the column of
column number 1, and when the preset switch 5 is pressed or long pressed, the number of
products is stored in the memory 3. is stored as 3, and the prescribed number of days for
heating is stored as the remaining number of days.

324 At this point, there are two items of code A and three items of code B.

[0034]

328 Next, when 1 product of column number 1 is sold within 4 days from the input of the 3
products, and the number of products that can be input is confirmed on the next day, the
number confirmation/carrying-out switch 6 is pressed, and the column When the product
selection push button corresponding to number 1 is pressed, although not shown, "0101" is
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displayed on the amount indicator 8 and the sellable lamp 9 of the product selection push
button 11 corresponding to the column number 1 is turned on, and this displayed input is
displayed. Based on the available number, as shown in FIG. 3(c), one product indicated by
symbol C is thrown into the column of column number 1, and when the preset switch 5 is
pressed or long pressed, the product is stored in the memory 3. The number is stored as 1,
and the prescribed number of days for heating is stored as the remaining number of days.

[0035]

341 In this state, when one day has passed, the products indicated by symbols A to C are
converted from the time of input, and the product indicated by symbol A is "9 days elapsed, 1
piece", and the product indicated by symbol B is " 5 days have passed, the number of bottles
is 3", and the product indicated by symbol C is stored in the memory 3 as "the number of
days has passed is 1 day, the number of bottles is 1".

[0036]

349 Here, the operation of displaying the elapsed days and the number of items will be explained.
When the elapsed days/number confirmation mode is selected by operating the display
switch of the remote controller 7, and the product selection push button 11 is pressed, the
amount display 8 displays the column. The number of days elapsed and the number of
bottles (inventory) are displayed.

[0037]

357 The contents of the display are as follows: the product indicated by symbol A in FIG. If the
display content is explained using an example of the product being "1 day elapsed, 1 item",
the mode will be for confirming the number of days elapsed and the number of items. lights
up, first, the column number is displayed as shown in FIG. 8(a) of FIG. When viewed from the
front of the vending machine, the left two digits of the amount display 8 indicate the number
of elapsed days and the right two digits indicate the number of units, and "0901" is displayed
on the amount display 8. As shown in (c), when viewed from the front of the vending
machine, "0503" is displayed on the amount indicator 8 with the two digits on the left of the
amount indicator 8 as the elapsed days and the two digits on the right as the number, and
after a predetermined time has elapsed ( Example: 500 ms), as shown in FIG. 8A, and the
display is repeated until the end key of the remote controller 7 is pressed.

[0038]
371 In this case, data for three cases is displayed, but data for a maximum of five cases can be
displayed, and the number of displayed cases can be appropriately set.
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[0039]

376 Next, assuming that two products are sold within 5 days after one product is put in in FIG.
3(c), as shown in FIG. At the time of (b), the two commodities indicated by symbol B have
passed 10 days, which is the prescribed number of days for heating. , to stop selling.

[0040]

382 The operation for confirming when the specified number of days elapsed for heating has
occurred will be described with reference to the display example of FIG. 4 (a diagram
showing a second display form) and the flow chart of FIG. When the specified number of
days for heating is reached, the column is sold out, and with the sold-out lamp 9 turned on,
the outer door on the front of the vending machine (not shown) is opened, and the specified
number of days for heating has elapsed. If there is (step $S71, Y), in order to distinguish from
the usual sold-out due to no goods, as shown in FIG. Both lamps of the sellable lamp 9 and
the sold-out lamp 10 of the selection push button 11 are flashed (step S72) to make it easier
for the operator to understand the presence of the specified number of days after heating
column.

[0041]

395 Subsequently, when the quantity confirmation/unloading switch 6 is pushed (step S73), and
the product selection push button 11 of the column number 1 with the sale possible lamp 9
and sold out lamp 10 blinking is pushed (step S74), FIG. As shown in FIG. 4(a), the column
number "01" is displayed on the right two digits of the amount display device 8 as viewed
from the front of the vending machine, and then the display is switched to that shown in FIG.
4(b). In this case, the right two digits indicate the number of cigarettes that have passed the
prescribed number of days of heating, and the left two digits indicate the number of
cigarettes that have passed the prescribed number of days of heating, and the number of
batteries that can be put in after being carried out (step S75)..

404 By pressing the product selection push button 11 in this way, the column number, the
number of elapsed products, and the number of products that can be inserted are alternately
displayed.

407 This allows the operator to easily understand the number of rods that can be put in after the
number of rods that have been carried out after the prescribed number of days of heating
has passed.

[0042]

413 Next, to carry out the products that have passed the prescribed number of days after heating,
press the number confirmation/carry-out switch 6 again while the column number, the
number of elapsed products, and the number of products that can be put in are displayed on
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